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Abstract— We describe the National Museum of Mathematics’s Robot Swarm exhibit and our approach for achieving
a reliable system for collision avoidance. The Robot Swarm
exhibit allows visitors to program behaviors and interact with
a “swarm” of small robots. The exhibit supports extended
unattended run times, continuous interaction with the public
and the demonstration of evocative group behaviors. The
exhibit software includes a robust collision avoidance scheme
that prevents collisions between robots and collisions between
robots and static obstructions in the exhibit space. This system
was achieved by building on the Optimal Reciprocal Collision
Avoidance (ORCA) algorithm in a novel implementation: the
Extended Velocity Obstacle validation system.
This paper presents: 1) A collision avoidance algorithm
that robustly and efficiently avoids collisions between many
robots and static obstacles. 2) A unique hybrid ORCA collision
avoidance approach that utilizes global state knowledge without
subverting the behavioral independence of each robot. 3) A
unique position filtering system which is tailored to an error
model in which positions reads can be treated as “groundtruth” and a noise model that is highly discontinuous and
non-linear. We present experiments and experimental data that
demonstrate the efficacy of our approach.

Fig. 1: The Robot Swarm in-use at the Museum of Mathematics

The Robot Swarm validator was designed to satisfy the
following requirements:
• Real-time validation for up to 50 robots moving in a
small space at animal-lilke speeds.
• Robots should never collide with each other or static
obstructions in the space
• The validator should not prevent the robots from achieving their ultimate position or velocity goals as specified
by the underlying behaviors
• The trajectories of the validated robots should look
natural, smooth, and goal-oriented
While there are many approaches for avoiding collisions
in multi-robot systems, the Optimal Reciprocal Collision
Avoidance algorithm (ORCA) was a natural starting point
because of its strong theoretical foundation [8] and prominence in the academic literature.
In this article we discuss the process of applying ORCA to
a real-world, multi-robot system. We outline the difficulties
encountered and describe a set of modifications to the
standard ORCA algorithm to better account for:
• Static obstacles
• The dynamics and physical constraints of real-world
robots
• Sources of noise in velocity and position information
• The long-term position and velocity goals of the underlying behaviors
Additionally, we present our approach, called the Extended
Velocity Obstacle, which achieves robust collision avoidance for dynamic as well as static obstructions, and our
experimental method for testing various collision avoidance
algorithms in real-world high-robot-density scenarios.

I. I NTRODUCTION - THE ROBOT S WARM E XHIBIT
The National Museum of Mathematics’s Robot Swarm
exhibit consists of up to thirty robots moving around under a
glass floor. Visitors can influence the behavior of the robots
by moving around above the glass. A key requirement for
the exhibit was to provide a medium for learning about the
mathematics of emergent behavior through the descriptions
of local behavioral rules.
Each robot behavior is a software module that is
responsible for determining how a robot should move
at a given time and takes into account the positions of
robots and people in the exhibit space to generate a target
velocity. Each target velocity is validated to make sure
that it won’t result in a collision. Collision avoidance is
necessary in order to provide a believable and evocative
demonstration of the group behavior manifested from a
local rule. Importantly, this makes creating new behavioral
rules easy because the necessary multi-robot coordination
is abstracted away from the fundamental objective-based
algorithm.
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tested against the state estimator’s current state assumption
to determine whether or not this new reading is physically
possible given the maximum acceleration and velocity constraints of the robot. Position reads that are determined to
be “impossible” are treated as misreads and are not included
in the ongoing behavior-action computation. If a robot fails
to provide a valid position read or a robot stops reporting
its position for a short period of time, the state estimator
propagates the last state estimation forward in time by
persisting the previous velocity assumption and applying it
to the robot’s last known position.
Additionally, the state estimator allows for the rejection of
the current state estimation in favor of an alternative statehypothesis by maintaining a set of queues with the state
estimator’s rejected position readings. Each queue maintains
a set of positions reads that are internally consistent. Here
internally consistent means that these position reads are
possible given the physical constraints of the robot assuming
the currently maintained state estimation is incorrect. Given
a sufficient amount of internally consistent readings within
a sufficiently short time-frame, the current state estimation
is rejected in favor of the newly confirmed state hypothesis.
This ability to fluidly transition from one state assumption to
another is necessary for recovering from a case of many internally consistent misreads, especially on application startup.
Robot velocities are calculated from a rolling queue of
position values that contain position information from the last
.6 seconds of robot reports (13 reports). The window size was
determined as a compromise between the need for obtaining
the most up-to-date robot velocity value and robustly handling: a) imprecision in the time-stamps associated with each
position read, b) inherent quantization in the robot’s position
reading, c) short periods of radio silence due to RF interference or system latency. The averaging window effectively
smooths out the otherwise unstable velocity calculation.

Fig. 2: The National Museum of Mathematics Robot Swarm exhibit
provides visitors with a unique human-robot interaction. The exhibit
requires an organic-looking motion controller and path planner that
avoids collisions without subverting underlying robot behaviors
that are user-defined and controlled by a parametric algorithm.
The “swarming” of robots in the space and the effect of different
behaviors highlight the way various local algorithms can interact to
form emergent group behaviors.

II. M ODEL AND P RELIMINARIES
Each robot is modeled as a circular disk with fixed radius
rr . Each robot reports its pose (x, y, θ) in a shared global
reference frame to a central computer which computes new
robot velocities and drive commands. The motion is modeled
as a differential-drive vehicle, with top speeds vmax and
ωmax . Position reads are reported from every robot at a
frequency of 20Hz. User positions are determined by a
tracking system that reports the pose (x, y, θ) of up to four
users in the exhibit space.
A standard robot motion model will use a recursive
state estimator to represent a robot’s pose as a probability
distribution over space [4]. This representation of state
accounts for the noise and uncertainty inherent in the robot’s
position measurement data. The Kalman Filter, for example,
models error in pose as a multivariate normal distribution
and propagates this error through time.
Unlike standard techniques for resolving a robot’s position
in space, the Robot Swarm exhibit utilizes a proprietary robot
positioning system which allows our robots to report their positions to a central computer with millimeter precision. This
positioning system, described in III, allows us to consider
our position reads as “ground-truth” without maintaining a
persistent error model. Instead of the Gaussian noise assumed
by a standard Gaussian error model, our error model needs to
deal with highly discontinuous misreads and short periods of
time when a robot fails to report its position. To address these
sources of error, we have built a state estimator component
which is responsible for storing and tracking the most upto-date robot state estimation. All incoming robot pose data
is then compared to and filtered using the state estimator.
In general, a robot’s faulty position read is drastically
different from the correct value so we can detect and ignore
these “misreads” by checking each position reading against
the current state estimate. Each incoming position read is

III. H ARDWARE S ETUP
The Robot Swarm exhibit consists of two-wheeled robots,
16 cm in diameter. Robots are driven by independent stepper
motors and rest on a rear slider for balance. The robots
have a proprietary positioning system that uses a downwardfacing camera to read absolute coordinates off a floor surface
tiled with circular fiducial markers that encode Cartesian
coordinates. This allows each robot to determine its pose
(x, y, θ) with millimeter/milliradian precision at up to 20 Hz.
All behavior computation and robot action validation needs
to be accomplished within this 50 millisecond window of
time. The on-board camera requires an unobstructed view
of at least 3 fiducials to unambiguously resolve its pose.
The system uses a 434 MHz radio network to support
bidirectional communication with 100 robots.
The Swarm exists in a four meter square environment
containing a variety of obstructions including pillars, walls,
doors, and charging stations. The pose of people in the
exhibit space is determined by a set of infra-red cameras that
surround the space and track a set of markers that are worn
by visitors at the exhibit. Robot pose information and visitor
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Fig. 3: (a) Two robots, A and B, with radii rA and rB , positions pA and pB , and velocities vA and vB respectively. (b) The velocity
0
, in order to avoid collision with B. Given its
obstacle V OA|B on A from B. (c) A accelerates from vA to the nearest safe velocity, vA
dynamical limitations, A must necessarily spend time at the intervening unsafe velocities. To account for these dynamics, valid velocities
might be further restricted to within a given radius of vA based on some maximum allowed acceleration amax . Such an approach
frequently leaves no acceptable velocities, leading to dead-lock scenarios.

pose information is transmitted to a central computer which
is responsible for calculating and issuing drive commands to
the robots. These drive commands are determined from the
target velocities computed by a robot’s behavior algorithm
and the action validator component.

to achieve a new target velocity. The amount of time that
it takes for a robot to change velocity will depend on the
distance between the initial and target velocities in velocity
space and the physical properties of the robot and the drive
controller that the robot uses to adjust from one velocity to
another. After the time a robot is commanded with a new
safe velocity and before the robot is able to achieve that safe
velocity, the robot is likely to be driving through “unsafe”
velocities and risks a collision. One of the ways we attempted
to mitigate the problem of delayed velocity response is by
constraining the distance between a robot’s current velocity
and the set of acceptable adjusted velocities. However, in our
testing, this adjustment dramatically increased the likelihood
of dead-lock scenarios in which a set of densely packed
robots are unable to determine any safe velocities. Another
technique we used to minimize collisions was to build
velocity obstacles from a robot radius which was slightly
larger than the radius of the physical robots. However, this
caused robots to identify collisions that had not actually
occurred, and in this state collision aviodance degenerates
and becomes ineffective.

IV. VALIDATION T ECHNIQUES
A. The ORCA Algorithm
The Optimal Reciprocal Collision Avoidance Algorithm is
well described in [1] and [9], and will not be fully described
here. In the ORCA scheme, robot velocities that will result in
a collision are detected and disallowed. The ORCA algorithm
works by constructing obstructions in velocity space for each
opposing robot in the space and disallowing any velocity
that falls within one of the velocity-space obstructions. Then
the half-plane method is used to find the velocity which
is unobstructed in velocity space and closest to the input
target velocity [1]. Velocity obstacles take the form of cones
that occlude velocity space and are constructed by taking
into account the relative distance between two inspection
robots and their relative velocity. The ORCA algorithm
makes it possible to determine a usable or safe robot velocity
that won’t result in a collision within a parameterizable
window of time assuming velocities remain constant. Fig.
3 illustrates the construction of velocity obstacles in velocity
space.
Some of shortcomings and problems encountered in trying
implement the ORCA algorithm include:
1) Managing physical constraints: The ORCA algorithm
does not take into account the physical constraints and
dynamical properties of the robot under inspection. Specifically, real-life robots have physically imposed limits on
their velocity and acceleration and it may take a significant
amount of time for a robot to change its current velocity

2) Wall validation: The robots are confined in a structural
exhibit space, so avoiding collisions with walls is an essential
part of making the exhibit work. When a robot’s battery level
drops below a threshold value, a robot will leave the primary
exhibit space through a narrow passageway to park itself in
a charging dock. This operation requires an effective wall
avoidance scheme. The simple ORCA algorithm is designed
to work for circular shaped agents that impose cone-shaped
obstructions in velocity space and is not immediately applicable to static obstructions that are not circular in shape
such as walls [1]. However, extensions of ORCA that allow
for the creation of velocity obstacles from static obstructions
have been proposed [5], [6], [7], [2], [8].
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Fig. 4: (a) Two robots, A and B, with radii rA and rB , positions pA and pB , and velocities vA and vB respectively. Also shown is vB
the behaviorally-assigned target velocity of robot B. (b) The velocity obstacles on A from B’s actual and target velocities, V OA|B and
V OA|B t , respectively. (c) Velocity obstacles extending from V OA|B towards V OA|B t . The degree of extension remains a variable. (d) Our
“Extended Velocity Obstacle” EV OA|B from B on A. In our experiments, many velocity points which legally avoid a standard velocity
obstacle actually still cause collisions. While valid according to V OA|B , vA violates EV OA|B , allowing the scheme to intelligently
respond to intended behavior and robot dynamics. The Extended Velocity Obstacle prevents robots from colliding along their desired
paths and not just their current paths.

The Robot Swarm exhibit posed unique wall-validation requirements that made the standard velocity obstacle method
of validating on static obstacles unsuitable for our needs.
For a robot action that is commanding a robot to drive into
a wall, the velocity-obstacle method of validation will cause
the robot to slow down until it comes to a stop in front
of the wall. For our purposes, we wanted to avoid having
robots stop and look “dead” when in play. Instead, robots
should try to move away from or “search” along the length
of an obstruction for an opening to get to the other side. It
was also essential that our wall validation be fully integrated
with ORCA’s velocity space approach. If we were to apply
two disparate validation layers one after the other, the second
would likely subvert or undermine the validation imposed by
the first layer. The requirement for a fully customizable set
of velocity space constraints into ORCA led us to reject the
half-plane method and design a novel velocity space traversal
method for finding a validated velocity.

B. The Extended Velocity Obstacle (EVO)
To address the limitations of pure ORCA, we developed
a novel validation technique which is based on ORCA with
two major differences:
1) The Extended Velocity Obstacle: In addition to the
standard ORCA velocity obstacles which are constructed
from the measured velocities of all opposing robots in the
space, the Extended Velocity Obstacle extends this obstacle
in space so that it also models the corresponding robot’s
target velocity and intermediate velocities. Therefore, the
EVO is a more “conservative” version of ORCA, however
by accounting for other robot’s target velocities, robots do a
better job of staying out of each others way and leaving
trajectories unobstructed. By allowing robots to take into
account and avoid areas where a robot is heading, the EVO
allows robots in an ORCA scheme to communicate their
near-future actions and goals to other robots. By taking
into account an opposing robot’s target velocity, robots are
better able to anticipate the upcoming velocity adjustments
of their opponents and respond accordingly. In this way, the
EVO helps solve many of the degenerate and “stuck” robot
configurations that we encountered with standard ORCA. Fig
4 illustrates the way the Extended Velocity Obstacle extends
the standard ORCA velocity obstacle in velocity space.
The idea behind the EVO algorithm can be motivated
with the following analogy to real-life collision avoidance
between cars: when driving on a road, humans in cars do a
decent job of avoiding collisions with other cars and collision
avoidance is especially robust in scenarios where the speed
of each car is mostly constant. However, when cars turn or
change lanes there is a marked increased in the risk of a
collision. This increased risk of collision can be offset by
signaling one’s intention to change velocity to the other
agents in the area. By using a turn signal, other agents

3) Stability: ORCA’s time horizon is useful in allowing
robots to only be concerned about imminent collisions and
not having to worry about far-off collisions. However, “safe”
configurations in ORCA say nothing about the stability of
that configuration. For example, ORCA will accept two robot
velocities as “safe” if both robots are traveling along the
same path at the same speed regardless of how close these
two robots are to each other. In cases where there is some
distance between the two robots, the two velocities are in fact
safe and quite stable. However, if there is very little distance
between the two robots, a small variation in the velocity of
one of the two robots may result in a collision. Such small
variations in velocity are inevitable in our system where our
velocity measurements suffer from noise and a time delay.
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are given information about how one agent’s velocity vector
will change and this information is taken into account by
the other agents to minimize the risk of a collision. EVO’s
additional obstructions in velocity space have a similar effect
in communicating intentionality.
2) Velocity Space Traversal: The ORCA algorithm can be
divided into two parts. First, velocity obstacles are computed
from obstructions in the surrounding space, and second,
a new velocity is computed which takes into account the
robot’s target velocity and the obstructed velocities. The
standard ORCA algorithm prescribes the construction of
a set of half-planes for computing the unobstructed point
in velocity space which is closest to the target velocity
under inspection [1]. Instead of using the standard half-plane
method for determining safe velocities, we perform a linear
scan of the velocity space and test each inspection point
against the previously computed set of velocity obstacles. As
soon as an unobstructed velocity is encountered, the search is
terminated and the found velocity is used for the robot. Only
velocities that are: a) physically achievable by the robot,
and b) achievable in the “near future” are considered in this
search. To make sure that the resolved velocities are as close
as possible to the target velocity (necessary for allowing a
robot to converge on its eventual target in space), the search
must start near and emanate away from the robot’s target
velocity. The current implementation uses a search scheme
in which inspection points are considered in a spiraling path
away from the target in velocity space.
Also, further restrictions are imposed to account for wall
validation and encourage robots to drive away from nearby
walls. Specifically, for a robot at some distance d from a wall,
our validation algorithm will only allow a maximum velocity
vw in the direction of that wall where vw is a function of d.
The vw restriction is then imposed on the region of velocity
space that is searched when looking for a safe velocity.

A. Swap Behavior Test
In the swap behavior, n robots drive to n starting positions
evenly spaced around the circumference of a circle. Once all
robots are in position, they simultaneously attempt to reach
their antipodal positions along the same circle. The behavior
prescribes a straight line route across a diameter of the circle
resulting in contention for the space near the center. The
validator must ensure an efficient swap.
Table I gives average duration and average distance
traveled per robot over a number for four-robot swaps
(“optimal” values were obtained by computing the same
metrics for a single robot, in the absence of others,
operating in the swap behavior, driving straight across the
circle diameter). The EVO validator shows significantly
improved performance in both of these metrics.
TABLE I: Four Robot Swap Behavior
Validator
Robot Potential
Pure ORCA
EVO
Optimal

Average Duration (s)
34.89
22.01
13.30
10.57

Distance (cm)
518.27
209.66
183.81
45.88

The configuration of swapping robots in a velocity
obstacle-based approach is characterized by three distinct
phases which are shown in Fig. 5.
• Contraction - robots drive toward the center of their
starting position circle
• Rotation - robots rotate around a tight circle in the
center of the starting position circle
• Expansion - robots spiral outwards from the center of
the circle toward their target positions
In executing this maneuver, the EVO validator behaves
more cautiously than ORCA; it detects the conflict of desired
velocities as the configuration contracts, therefore slowing
and beginning the rotation phase earlier. This leads to a

V. E XPERIMENTAL R ESULTS
We compare validators in high robot density scenarios
to test each validation scheme’s ability to avoid collisions
while simultaneously facilitating the accomplishment of underlying behavioral goals. None of the results presented
were achieved by computer simulation. Instead all of our
experiments were conducted using real robots in the National
Museum of Mathematics’s exhibit setting.
Three validators were tested:
• Robot Potential Validator uses a repulsive force between robots to avoid collisions as in [3].
• Pure ORCA Validator restricts a robot’s target velocity
by imposing the standard ORCA velocity obstacle as
described by [9].
• Extended Velocity Obstacle Validator uses a larger
velocity obstacle which takes into account the long-term
behavior goals of opposing robots.
To quantify validator efficiency, each robot’s reported
position, orientation, and velocity data were recorded and
analyzed.

Fig. 5: A near-optimal 3-bot swap using the EVO validator. Robot
positions are plotted over time (dark to light). In the contraction
phase, all three robots are moving straight towards the center. They
then begin to rotate and expand towards their final positions.
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Fig. 7: Four robots trying to drive through a narrow door during a
four robot door behavior test.
Fig. 6: Sum of the distances between all pairs of robots (in cm)
for six robot agents in a swap behavior routine. One swap is shown
each for the ORCA validator (orange) and the fully extended EVO
validator (blue). In one full swap, robots go from being maximally
spaced around a circle to tightly packed at the center of the circle,
then back to a high total distance.

that wasn’t achievevable before in environments with specific
geometric constraints.
VI. C ONCLUSION AND F UTURE W ORK
We built a novel validator for solving the problem of
multi-robot collision avoidance in real-time. Our Extended
Velocity Obstacle (EVO) validator allows robots to take into
account and respond to the intended actions of nearby robots
to avoid collisions and obstructed scenarios. Additionally, our
EVO validator intelligently incorporates collision avoidance
with static obstacles and the unpredictable dynamics imposed
by real-world robots. This was a substantial and necessary
improvement that allowed the robots to operate for long
periods of time in an unattended environment.
While adapting ORCA, we explored a discrete approach
to searching velocity space and selecting a target velocity
value. Although our current implementation accepts the first
valid velocity, it would be possible to implement schemes
that do a complete scan of the search space and select
an optimal velocity from all valid encountered velocities.
One mechanism for selecting an optimal velocity would

“smoother” and more direct path from starting to ending
positions. Fig. 6 plots the sum of the distances between
all pairs of robots in a six-robot swap behavior. Under
the ORCA scheme, robots approach the center aggressively,
forcing them to retreat temporarily before achieving the
rotation phase. This makes the swap take longer and gives the
behavior a less “intelligent” appearance. This phenomenon
is evidenced by the “shoulder” or bump visible in Fig. 6
peaking at 17 seconds. The size and shape of this bump is
a function of ORCA’s collision horizon. The EVO validator,
by constructing its velocity obstacles with the knowledge
that each robot is aiming to cross at the center of the circle,
avoids this oscillatory behavior and achieves a monotonic
contraction of the robots around the circle followed by a
monotonic expansion away from the circle. Our video available at http://bit.ly/16zzZPn illustrates the difference.
Note that the more cautious EVO validation approach does
not result in less dense robot configurations. Instead, Fig. 6
shows that the EVO approach allows robots to get as close
if not closer on average to the other swapping robots than
does pure ORCA.
B. Gate Behavior Test
The gate behavior introduces static obstacles to the collision avoidance test. For the gate behavior n robots line-up
on one side of a wall and try to simultaneously pass through
a narrow passage-way to get to the other side (see Fig. 7).
In a four robot gate behavior test using EVO, we observed
the efficient passage of all four robots, one at a time, through
the door. The high density areas along the wall that can
be seen in Fig. 8 indicate instances where one robot is
waiting for an unobstructed path through the door to become
available. In contrast, Potential fields and ORCA resulted
in the group of robots obtaining an oscillatory live-lock
configuration which failed to allow them to make it through
the door. This is a significant demonstration of the superiority
of EVO over other approaches because it enables behavior

Fig. 8: Position reads from two trials of four robots driving through
a door. The robots started in the top left of the image and tried to
make their way to the bottom right, but contention for the narrow
doorway caused robots to be re-routed along the walls while waiting
for an opportunity to pass through.
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involve assigning a utility value to each inspected velocity
and selecting the velocity with a maximum utility value.
For example, the extended velocity obstacle utility-value
algorithm could be computed as a weighted sum of the
following velocity characteristics:
•
•
•

[9] Jur van den Berg, Ming Lin, and Dinesh Manocha. Reciprocal
velocity obstacles for real-time multi-agent navigation. Robotics and
Automation, 2008. ICRA 2008. IEEE International Conference on,
2008.

The distance between the inspection velocity and the
current velocity
The distance between the inspection velocity and the
behavior’s target velocity
The magnitude of the velocity

This utility function would find the velocity that optimizes
for a) safety (e.g. not obstructed by any velocity obstacle),
b) proximity to the robot’s current velocity, c) proximity
to the robot’s target velocity, and d) magnitude, or speed.
Additionally, it is possible to work with more complex
utility functions or assign uneven weights to each of these
velocity characteristics such that the resultant velocities are
optimal with respect to the unique hardware and drivecontrol properties of the robot system under inspection. We
had success working with this method of resolving velocity
obstacles, however more work is necessary for comparing
different utility functions and search schemes and their
performance implications. Future work would involve an
adaptive optimization system in which a set of robots would
continuously run trials of the Swap or Gate behavior test and
utility function parameters would be iteratively adjusted to
maximize path smoothness and efficiency.
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