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this report.
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Disclaimers



“On October 7, 2016, the Department Of 
Homeland Security (DHS) and the Office of the 
Director of National Intelligence (DNI) issued a 

joint statement on election security 
compromises. DHS has released a Joint 
Analysis Report (JAR) attributing those 

compromises to Russian malicious cyber 
activity, designated as GRIZZLY STEPPE.”

https://www.us-cert.gov/security-publications/GRIZZLY-STEPPE-Russian-Malicious-Cyber-Activity



Purpose Of This Report

About The Author

The purpose of this analysis is to better understand the 
contents of the IP-related indicators of compromise and 
determine if anything can be learned from the collection of 
addresses included.  According to the JAR, “DHS 
recommends that network administrators review the IP 
addresses, file hashes, and Yara signature provided and add 
the IPs to their watchlist to determine whether malicious 
activity has been observed within their organizations. The 
review of network perimeter netflow or firewall logs will assist 
in determining whether your network has experienced 
suspicious activity.” The purpose of this report therefore, is 
to better understand the collection of IP addresses included 
and how it might be possible to better understand the threat 
actors behind the attacks and how network administrators 
might be able to utilize these indicators.

Vince Crisler is the CEO and Co-Founder of Dark Cubed.  He is also the Co-
Founder and a Strategic Advisor for Fortalice Solutions, a cyber security 
consulting firm advising Government and Fortune 500 companies.  Vince has 
over 20 years of experience in IT and cyber security, to include a role as the 
White House Chief Information Security Officer.  Vince also supported and 
advised several major national cyber security programs at the Department of 
Homeland Security, to include authorship of the five-year technical vision for 
the EINSTEIN Program and the creation of the Enhanced Cyber Security 
Services program, which was launched through Executive Order 13636, 
Improving Critical Infrastructure Cybersecurity.  While an Air Force 
Communications Officer, Vince supported the White House Communications 
Agency, the National Military Command Center in the Pentagon, and served at 
Ramstein Air Base in a variety of missions culminating as a Presidential 
Communications Officer. 



In the following sections, the results of the initial analysis produced 
by Dark Cubed will be presented. In each section an attempt will be 
made to outline how the data was collected for analysis, how the 
analysis was performed, and the findings of that analysis.  Each 
section will include key questions that resulted from the analysis 
that may be open for further investigation. 

Extracting Data For Analysis 
In order to produce this report a number of tools were utilized, all publically 
available.  The primary tool utilized for visualization is the Open Graph Viz 
Platform, Gephi (https://gephi.org/).  Microsoft Excel was also utilized for the 
building of some charts based on the analysis produced by Gephi.  The data 
set provided by the JAR was augmented with proprietary data collected by 
Dark Cubed through our fully anonymous, real time information sharing 
capability and our threat scoring algorithms.  Dark Cubed also maintains a very 
large data set of current and historic IP and Domain-related information that 
provided access to ASN, CIDR Block, Organizational information, as well as 
Geolocation-related information.  Given the Dark Cubed data set represents 
over 155M unique reports of data, Google’s BigQuery tool was utilized to 
identify data relevant to this analysis.  Finally, Python was utilized to develop 
scripts to process and clean data sets that would ultimately be imported into 
Gephi for analysis. 
 
In order to collect the data for this analysis, Dark Cubed utilized the csv file 
provided by DHS, identified as follows: 
 

• URL: https://www.us-cert.gov/sites/default/files/publications/JAR-16-20296A.csv 
• MD5: MD5 (JAR-16-20296A.csv) = c784d248c30784013b98dffe2d06b284 

 
Included within this file is 956 lines of text with indicators classified as URL, 
FQDN, IPV4ADDR, and MD5.  Filtering by IPV4ADDR, we are presented with 
876 IP addresses.  These IP addresses are all defined as IP_WATCHLIST items.  
211 of these IP addresses are noted as command and control (C2) addresses. 
This collection of 876 IP addresses is our base data set for analysis. 
 
 



Reverse DNS Analysis 
The first analysis to perform related to the data set was a simple reverse DNS 
lookup to provide some context for the infrastructure related to the IP 
addresses.  While this doesn’t necessary provide a full picture of the data, it 
does provide a very quick and easy way to get an understanding of the 
infrastructure behind the attacks.  To perform this lookup, a simple shell script 
was written to pull the current (is important to note that the reverse DNS entry 
seen on the date of the data analysis may not correspond with the reverse DNS 
entry on any other day in the past or future) reverse DNS entry for each IP 
address. 
 
The result of this script is a subset of the base data set, consisting of 570 
domain names.  This list of domain names was processed using the tldextract 
package for Python to determine the TLD, domains, and subdomains 
associated with each IP address.  A quick analysis of this data reveals only a few 
prominent domains exist within this set. 
 

 
Figure 1: Distribution of Reverse DNS Domain Names 

 
Looking at the top 20 domains within this data set reveals which reverse DNS 
domains are most prominent. 
 

 
Figure 2: Top 20 Reverse DNS Domains By Count 
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Reverse DNS Analysis 



A more interesting way to evaluate this data set is through a graph analysis. By 
deconstructing the fully qualified domain names resulting from the reverse 
DNS lookups into Top Level Domains (tld) and domain names, we are able to 
visualize this entire data set using Gephi.  The result is shown below. 

 
Figure 3: Visualization of the Reverse DNS Data Set 

While at scale, this is an interesting looking graph, we must look closer to pull 
out some interesting details.  The first step is to focus on the most popular 
domains as listed in the chart above.  By a significant amount, the most 
common domain name in the data set is yota.ru.  The relationship of this 
domain with subdomains and the tld .ru is illustrated below. 
 

 
Figure 4: Analysis of yota.ru 



As shown above the IP addresses related to yota.ru were all through the FQDN 
wimax-client.yota.ru.  The domain name yota.ru is owned by Scartel, LLC, 
which is a Russian provider of wireless broadband using WiMAX technology.1  
It is interesting to see that 46 of the IP addresses in the data set, or roughly 5% 
of the data set has a reverse DNS entry related to this company. 
 
The second most common domain discovered via the reverse DNS lookup was 
clientshostname.com.  As shown below, this domain can be seen in the graph 
as connected to the .com tld. 
 

 
Figure 5: A Closer Look at clientshostname.com 

As shown above, clientshostname.com falls into the company of other hosting 
providers such as Vultr, Linode, Scaleway, CloudatCost, Amazon AWS and 
Yahoo to name a few.  A quick look at the third most common reverse DNS 
domain name, server.lu, places these IP addresses in the same category these 
services. 
 

 
Figure 6: A Look At server.lu 

                                                
1 For information on Scartel, LLC see: 
http://www.bloomberg.com/research/stocks/private/snapshot.asp?privcapId=49933867  



A more detailed analysis of these providers is unlikely to reveal much of 
interest as these tend to host ephemeral servers that can change quickly from 
malicious to safe depending on the intent of the user.  What is of interest is that 
a significant portion of the data set does appear to be related to hosting 
providers. 
 
An additional area of interest is organizations such as the Calyx Institute that 
appear in the data set.  According to their website, their mission is “to educate 
the public about privacy in digital communications and to develop and test 
building blocks that service providers can use to build "privacy by design" into 
their service offerings.”  The initial conclusion may be that perhaps this 
organization was compromised and used to conduct further attacks, however a 
quick look at the reverse DNS entries reveals another likely conclusion.  As 
shown below, the nine servers associated with calyxinstitute.org all appear to 
be Tor Exit Servers.   
 

 
Figure 7: A Look at calyxinstitute.org 

This finding immediately brings out the question, how many of the IPs within 
this data set are Tor Nodes?  Fortunately, this is a relatively quick question to 
answer at a reasonable level of fidelity by utilizing the list of Tor Nodes hosted 
on https://www.dan.me.uk.  Using the same graph as above, but coloring Tor 
Nodes and their neighboring nodes red, we can quickly see the prevalence of 
Tor Nodes in the data set. 
 



 
Figure 8: Tor-Related Infrastructure In the JAR Data Set 

Visually, this is certainly impactful, but from a numbers perspective, we see that 
208 of the 876 IP address or roughly 23.7% of the data set consists of Tor 
Nodes.  This is certainly a significant number and worth further discussion. 
 
As a result of this initial analysis, there are several key questions worth asking: 

• When attackers utilize cloud hosting providers or virtual service 
providers, how can we provide better fidelity around associated 
indicators without creating false positives? 

• How can we get better fidelity at attacker infrastructure when those 
attackers heavily utilize Tor? 

• What is the prevalence of consumer focused ISP-related infrastructure 
within this data set as compared to that of cloud hosting provides and is 
there any significance to one data set over the other?  For example, 
what does it mean that 46 of the IP address in the data set were related 
to a Russian WiMAX provider? 

 



Organization Analysis 
Another interesting way to view the JAR data set is to look at the organizations 
associated with each IP address.  Utilizing a data set maintained by Dark 
Cubed, we are able to quickly build out a network diagram that organizes the 
JAR data set by the owning organization for each IP block as shown below. 
 

 
Figure 9: Organization-based Analysis of JAR Data Set 

As is quickly apparent from this view, we start to visually see the organizations 
that are related to the largest number of IPs within the data set.  The sizes of 
the nodes are determined by the count of related IP addresses.  IP addresses 
within this graph are colored yellow or red depending on if they were 
indicated as being related to C2 (red is C2 related). 
 
Immediately, we see the prevalence of Scartel within the data set, however we 
start to see additional significant organizations such as OVH Systems, a cloud 
services provider.  There are 59 IPs associated with OVH included within this 
data set. 
 



 
Figure 10: OVH Systems Nodes 

Similar to OVH systems, we see 30 nodes related to Online S.A.S, which 
appears to be related to Online.net’s baremetal server offering.  This continues 
the theme of a heavy use of cloud-based services in conducting these attacks. 
 

 
Figure 11: Nodes Related to Online S.A.S. 

 
However there are some additional interesting insights that can be gathered 
by abstracting out CIDR blocks and looking at the data from an IP ownership 
perspective.  For example, there are several organizations, which appear to be 
related to China that have nodes within the data set, but are exclusively 
identified as C2 nodes.  These include the organizations titled: No 31, Jin-rong 
Street, CNC Group IP Network China169 Bejing Province Network, and CNC 
China169 Backbone. 
 

 
Figure 12: CNC Node Groupings 

 



As a result of this initial organization-based analysis, there are several key 
questions worth asking: 

• How can we start understanding the increased usage of cloud-based 
service providers and the effect on shared indicators of compromise? 

• As this intrusion set is related to Russian actors, it is interesting that they 
appear to be using infrastructure based out of China to perform 
command and control.  What are the implications of this on attribution 
in the future? 

  



Geolocation Analysis 
In order to understand the relationship between the physical world and the 
digital world within this data set, we can utilize geolocation data to analyze the 
results.  It is important to remember, that geolocation of IP addresses is not an 
exact science and the findings herein must be taken with a grain of salt.  The 
first step to analyzing the data was simply mapping the data using Google 
Maps.  The map below shows the results of this analysis. 
 

 
Figure 13: Mapping the IPs from the JAR Data Set 

The only conclusive finding from this analysis is that the infrastructure 
identified as relevant by the JAR is broadly dispersed across the globe.  For a 
more detailed look, we can deconstruct this data and utilize Gephi to visualize 
the data set.  The result of this visualization is shown on the following page. 
 



 
Figure 14: Visualization of the Data By Country 

As presented in previous graphs, the red and yellow nodes represent IPs 
related to the JAR with the red nodes representing identified C2 nodes.  This 
view brings into focus a finding from the organization-based analysis with 
respect to C2 nodes and China.  It is fascinating to see that all 37 nodes 
associated with China were classified as C2 nodes.  This is shown in greater 
detail below. 
 

 
Figure 15: C2 Nodes Related to China 

 



However, to be fair, we also see the same relationship between nodes located 
in the Republic of Korea.  There are 8 nodes identified as C2 nodes as 
represented below. 
 

 
Figure 16: C2 Nodes Related to the Republic of Korea 

Furthermore, out of curiosity sake, we also look at those nodes related to 
Russia.  Within this data set, we see 84 nodes as being related to Russia with 
only one of those being identified as C2. 
 

 
Figure 17: Russian Nodes Within the Data Set 

As a result of this initial geolocation-based analysis, there is only one additional 
question raised.   

• What is the meaning behind the lack of C2 nodes within Russian and the 
heavy utilization of Chinese- and Korean-based IP addresses by the 
Russian actors. 



Analysis With Dark Cubed Data 
One of the most significant benefits for Dark Cubed customers is the use of a 
shared analytics environment using anonymized customer data.  This provides 
Dark Cubed with the ability to detect new and emerging threats in ways that 
would not be readily apparent from the perspective of each individual 
customer.  The first question that demanded to be asked was which of the 
indicators included with the JAR had been observed on Dark Cubed customer 
networks.  As of the time of this analysis, the Dark Cubed data set consists of a 
little more than 28 million unique IPs and Domains with 19,442 of those 
observations being related to indicators identified by the JAR.  When distilled 
down to unique indicators, we saw 474 of the 876 indicators identified within 
this data set at least one time, or approximately 54% of the indicators.  There 
are two logical conclusions to this result. Either (A) this is a very noisy data set 
or (B) one or more of our customers were targeted by this intrusion set.  To 
better understand the reasoning, further analysis was required.   
 
The first analysis performed was related to the number of customers that had 
seen each indicators from the perspective of the organization associated with 
the indicator.  The graph below visualizes the results with the largest nodes 
representing those indicators that were seen by the most Dark Cubed 
customers. 
 

 
Figure 18: Most Commonly Observed Indicators by Organization 



This very quickly reveals fact that there is noise in this data set if IP addresses 
belonging to Yahoo, Twitter, Edgecast, Quest, and Lightwave are indeed 
featured.  The most likely reason for the inclusion of IP addresses related to 
these organizations is the use of their infrastructure to disseminate attacks (e.g. 
phishing attacks from Yahoo).  However, the inclusion of these indicators within 
this data set is troublesome.  This is due to the fact that there is likely so much 
activity within almost every network related to these organizations that 
identifying an attack based on these indicators is highly unlikely. 
 
A second way to view this data is by looking at the individual indicators within 
the JAR data set and the number of customers networks on which they appear 
within the Dark Cubed data set.  This analysis is displayed below. 
 

 
Figure 19: JAR IPs Observed by Count 



In the graph on the previous page, we again see nodes from the JAR data set 
represented as either red or yellow nodes (with red being C2 nodes).  We also 
see additional light green nodes that represent individual Dark Cubed 
customers.  As we can visually see, some of the most heavily seen nodes in the 
data set were identified as C2 nodes.  In order to further investigate this 
question, we ran a quick analysis of the top 10 C2 IP addresses based on the 
number of observations within the Dark Cubed data set.  By utilizing the bulk 
lookup tool on www.infobyip.com, we can quickly look into this question.  The 
results are included in the table below. 
 

 
Figure 20: Top 10 JAR C2 IPs by Dark Cubed Customer Count2 

Following this quick analysis, it becomes very clear that C2 infrastructure, at 
least in some part, represents some incredibly common web infrastructure 
such as Yahhoo, Microsoft, and Twitter.  Edgecast also shows up within this list, 
which is not surprising as Edgecast is a carrier delivery network (CDN) owned 
by Verizon and serves up massive amounts of content using common 
infrastructure. 
 
A different perspective on this issue can be gained by looking at the 
distribution of indicators (both C2 and regular IPs) based on the times seen (as 
opposed to the number of customer networks that observed the indicators) 
within the Dark Cubed data set.  This is represented by the chart below. 
 

                                                
2 Produced using the bulk IP lookup tool located on the website: http://www.infobyip.com/ 



 
The distribution is heavily impacted by the top 10 indicators.  Looking 
specifically at those top 10, we can produce the following chart. 
 

 
 
The same data can be observed within the Graph, by sizing the nodes on hits 
versus the number of unique customers.  This representation is shown below. 



 
Figure 21: JAR Data By Times Observed Within the Dark Cubed Data Set 

We very quickly see the most prevalent IP in the data set is identified as 
198.96.155.3.  Further analysis of this IP reveals it is a Tor Exit node hosted by 
the University of Waterloo in Canada.  A quick lookup of the top 20 IPs by 
times seen produces the following table. 
 



 
Figure 22: Top 20 IPs in the JAR Data Set By Count Seen3 

A cursory analysis of this table reveals that 4 of the top 6 IP addresses belong 
to Yahoo, which again is not surprising.  It also reveals a number of Tor exit 
nodes.  We also see items from Microsoft and EdgeCast making it into the top 
20 list, again indicating again that this is a rather noisy data set. 
 
The next analysis to perform is to compare the activity seen within Dark Cubed 
customer networks with how those items were scored by Dark Cubed.  Dark 
Cubed scores IPs and Domains on a scale of 1 through 9 as follows: 
 

1: Low Risk, High Confidence 
2: Low Risk, Medium Confidence 
3: Low Risk, Low Confidence 
4: Neutral, Trending Low Risk 
5: Neutral 
6: Neutral, Trending High Risk 
7: High Risk, Low Confidence 
8: High Risk, Medium Confidence 
9: High Risk, High Confidence 

 
These scores are produced using proprietary algorithms developed by Dark 
Cubed that take into perspective three considerations: (1) occurrence of 
indicator within known bad or risk data sets (Threat Intelligence Integration), 

                                                
3 Produced using the bulk IP lookup tool located on the website: http://www.infobyip.com/ 



(2) risk factors that could indicate potentially risk infrastructure (Predictive 
Analytics), and (3) behavior across Dark Cubed customers (Community 
Analytics).  Overlaying the Dark Cubed scores for the IPs identified within the 
JAR on the previous graph produces the following visualization. 
 

 
Figure 23: Most Seen Indicators Colored By Dark Cubed Score 

In the graph above, the yellow nodes represent nodes scored as 5’s or Neutral.  
The four largest are related to the four Yahoo IP addresses on the previous 
table.  The color light orange color represents those items scored as 6’s or 
trending high risk, while the darker orange and red items represent 7’s or 8’s, 
representing high risk with low to medium confidence.  This analysis reveals 
that even though this list of indicators had not been previously released there 
were a number of risk factors associated with a large portion of these IP 
addresses.  To add further detail to this analysis, the chart below indicates the 
percentage of indicators from the JAR and their scoring status within Dark 
Cubed. 



 
Figure 24: Dark Cubed Scores For JAR Indicators 

As shown above, of the 54% of the indicators from the JAR data set that were 
observed on Dark Cubed customer networks, a majority of the indicators were 
scored as trending high risk or high-risk items.  This is important because it 
clearly reveals that the infrastructure utilized within these attacks is very likely 
not isolated to these attacks.  Said another way, it is very likely that a large 
portion of the infrastructure utilized for these attacks was infrastructure that has 
been known to be malicious or potentially malicious prior to the release of 
these indicators.  
 
Going one step further, there were only two indicators from the JAR data set 
that were observed by Dark Cubed customers, where we scored those items as 
Low Risk.  These two items are both related to Google’s infrastructure as shown 
in the table below. 
 

 
Figure 25: JAR Indicators Scored Low Risk by Dark Cubed4 

Another interesting perspective on the data set, as augmented by Dark Cubed 
is to evaluate the number of time that each indicator was observed on 
customer networks.  To answer this, we grouped indicators by the count of 
times they were observed and then mapped them accordingly.    
 
As displayed in the chart on the following page, indicators that were observed 
less than 10 times on Dark Cubed customers accounts for a little more than 
40% of the data set.  Those indicators seen less than 100 times on customer 
networks accounts for nearly 85% the data set.  Initial analysis of this data tends 
to support an assumption a significant portion of this data set was observed by 
Dark Cubed customers in a manner that seems to indicate broad scanning 
activity, versus more intensive network penetration activities.   
 

                                                
4 Produced using the bulk IP lookup tool located on the website: http://www.infobyip.com/ 



 
 
As a result of the analysis utilizing Dark Cubed data, there are several 
additional questions that have been raised.   

• Should data sets such as this include very noisy indicators (e.g. Yahoo or 
Google IPs) even though they will likely be of little use and result in a 
high number of false positives? 

• To what extent should additional analysis be performed to better 
understand the overlap of indicators of compromise between data sets 
and the implications of such overlap? 

• How can real network data from a broad community of interest be 
integrated into the analysis behind these data sets to identify noisy 
indicators versus less noisy indicators? 

• To what extent is the Government certain that these indicators are 
indeed related to RIS activity versus other, broader malicious targeting 
that may have been occurring independent of such targeting? 
 



Reccomendations 
For Companies

Log and Network Monitoring is Key
It is critical to deploy and maintain a log / network 

monitoring capability of some form or fashion.  There are a 
number of good solutions on the market ranging from free 
(ELK Stack) to more expensive, yet full featured (Splunk).  If 

you organization is not collecting this information, then you 
likely have no way of even processing data such as that 

released in association with JAR-16-20296.

Block Tor Networks
Given that over 25% of the activity associated with the 

identified RIS activity is associated with the Tor Network, it 
would be prudent for organizations to consider blocking all 

known Tor Related activity.  This can likely be achieved 
through the firewall you already have deployed.

Implement Geographic Blocking
If you run a business where you have no need to 

communicate with individuals outside of your geographic 
region, you should consider blocking based on geolocation.  

This can greatly reduce your exposure to automated 
scanning activity.

Pay Attention to IP Reputation and 
Threat Intelligence

As revealed above, a majority of the IP addresses associated 
with RIS activity, as defined by the JAR, were known to be 
bad in some form or fashion.  Integrating some form of IP 

reputation data and/or threat intelligence with your log and 
network monitoring capability (see #1) would likely provide 

some indication that your network is being targeted.

Use Public Data Releases
Data releases such as JAR-16-20296 provide a significant 

amount of information that can be helpful in securing your 
network.  Aside from considerations of how noisy this data 

set may or may not be, most organizations would benefit 
from a formal process that involves the collection and review 

of such reports.

In conclusion, this analysis has 
identified a series of questions 
that should be explored to better 
understand the implications of 
t h e d a t a r e l e a s e d w i t h i n 
JAR-16-20296.

Key questions are specifically 
related to the level of potential 
noise related to the indicators 
disclosed and how organizations 
wishing to better product their 
networks might make better use 
of products such as this.

Given the results of this analysis 
D a r k C u b e d r e c o m m e n d s 
organizations consider the items 
on the left as important protective 
measures.



The
Dark Cubed Platform

The Dark Cubed cyber security platform offers a 
new option for cyber security. We don’t require 
you to buy overpriced hardware and software 
that is difficult to install and even more difficult 
to operate effectively. We do not require you to 
outsource your problem to a third-party 
provider and pray that you picked the right one. 
And, we know that ignoring the problem is 
never a real choice for your business.

Instead, our platform will monitor your network 
in real time, provide alerts and information that 
your existing staff can understand, give you the 
tools to take action.  

Contact Us

Interested?
Learn more at DarkCubed.com.

https://darkcubed.com/?source=grizzly_steppe_report

