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Part I:  WHAT IS COMPLEXITY ECONOMICS? 
 
In part one I will explain what complexity economics is and give some background 
about how I came to be a complexity economist. 

1 MAKING RANDOMNESS PREDICTABLE 
 

Science makes things that previously seemed random become predictable. 

Prediction is enormously useful because it allows us to make sensible decisions. We 

lose track of the myriad ways that science has fundamentally changed our view of 

the world, and how this impacts our everyday life. 

An incident from The Iliad provides a stark example: When Agamemnon gathers the 

kings of Greece to fight Troy, the wind refuses to blow so they cannot sail.  He 

consults Calchas, the seer, who tells him that he must sacrifice his beloved daughter, 

Iphigenia, to appease the goddess Artemis. He has his daughter killed and the winds 

begin to blow. 

Modern science makes us view this story very differently than Homer’s original 

Greek audience did. We now know that there is no conceivable causal connection 

between Iphigenia’s sacrifice and whether or not the wind blows. In modern times, a 

father who acted as Agamemnon did would be regarded as utterly mad. In today’s 

version of the story, Agamemnon would simply consult the weather forecast, 

observe that there was a high-pressure zone hovering over Argos, and tell his men 

to wait for a few days until the wind starts to blow again. Physics has transformed 

something that previously seemed to depend on the random-like whims of the gods 

into predictable events whose causal mechanisms are well understood. Our ability 

to predict and to understand cause and effect relationships allows us to make more 

sensible decisions. 

An example from contemporary Greece illustrates that in economics we still lack 

broad agreement about essential cause and effect relationships. Since 2008 the 

Greeks have suffered one of the worst depressions in modern times. The Gross 

Domestic Product dipped by 30% from its peak, unemployment reached 27%, and 

in 2021 almost half of Greek young people (aged 15 – 24) are out of work.  Paul 

Krugman has argued that all this suffering could have been avoided if only Germany 

had not forced Greece to adopt a policy of austerity (budgetary belt tightening) right 

at the moment where economic stimulus was most needed.  In contrast, Wolfgang 

Schäuble, the German Finance Minister, consulted a host of prominent economists 

who argued that austerity was unavoidable, and was the only way for Greece to 
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become solvent again. Who was right? There is no widely agreed-upon economic 

model that can answer this question.   

Unlike in meteorology, the economics of many such questions remains 

controversial. We need better economic models that can more reliably guide our 

policy choices and lead us to better outcomes. 

1.1 Can we make better economic predictions? 
 

My goal in this book is to present a vision for how we can design models that make 

better predictions about the macroeconomy. This goal is surprisingly controversial.  

When I stress prediction as an essential goal, my economics colleagues often 

respond that economics is about much more than prediction. They say the central 

goal of economics is to provide a conceptual framework for thinking about the 

world and evaluating policy choices. I wholeheartedly agree, but in my view, this 

goal makes the quest for better predictions even more important. If we can’t make 

reliable predictions, then how do we know if the conceptual framework is good 

enough to be useful? Mainstream economics is not a new science: If the models still 

can’t make useful predictions, it suggests that we need a new conceptual framework. 

I should be clear about what I mean by the word “prediction”. There are many 

different kinds of predictions. Niels Bohr famously said that “prediction is difficult – 

particularly of the future.” This remark seems ironic; aren’t all predictions about the 

future?  Actually no, not at all. 

Boyle’s Law provides a great example. In 1662 Robert Boyle invented a device that 

allowed him to control the volume of air inside a container and showed that 

pressure is inversely proportional to the volume. In other words, if you know the 

volume, you can predict the pressure, and vice versa. This is true at any point in 

time, present, past or future. Theories (and models) make many different kinds of 

predictions, many of which are not about events at a specific time in the future. 

Of course, many predictions are explicitly about the future. For example, most 

central banks and treasury departments use models and make predictions about 

national statistics like GDP and unemployment. Predictions like this, that are 

explicitly about the future, are called forecasts. Because the behavior of the economy 

depends on policies which are under our control, economic forecasts are necessarily 

conditional predictions, of the form “If we do this, what will happen?” We want to 

test policy options to understand how well they work, and to figure out how we can 

revise them to make them work better. What happens if we raise interest rates?  

What happens if we require banks to hold more capital? What happens if we raise 

the minimum wage? Implement a universal basic income? Decrease taxes? Leave 

everything as it is?  
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The main reason we care about economic forecasts is because, if we don’t like where 

they suggest we are heading, we can sometimes alter our course to get a better 

outcome.  If our forecast predicts there is a disaster ahead, perhaps we can avert it, 

or at least blunt its effects.  The forecast for what happens under business as usual is 

just one example out of many possibilities.  

Predictions are also important because they test models and tell us whether we can 

trust them.  If we want to make a policy change, does the model we are using 

understand cause and effect relationships well enough that we can rely on its 

answers?  If the model fails to make good forecasts, we should be skeptical about its 

ability to correctly answer the “what if” questions that we need to pose when we 

contemplate a change in policy.  We should be skeptical about the conceptual 

framework that underlies models that do not make good predictions. 

Unfortunately, the track record for macroeconomic forecasting is not very good.  

The forecasts of the best institutional models are a little better than random 

guessing, but not dramatically better.  Even though these models have been under 

development for at least 70 years, they have improved very slowly, and their 

forecasts are only slightly better at predicting outcomes than those of very simple 

models that contain little or no economics.  

Can we do better?  Many would argue that this is not even possible.  They argue that 

economics is about people, and the fact that people can think makes them hard to 

predict. As we discuss later in the book, the economy may have intrinsic properties, 

such as market efficiency or chaos, that make it hard to predict for fundamental 

reasons.   It is not clear to what extent these barriers apply in macroeconomics, and 

what limits they place.  We will never be able to forecast the future of the economy 

as well as we can predict the motion of the planets or even the weather. 

Nonetheless, with new ideas and substantial effort, we can do far better than we are 

doing now. 

To return to Niels Bohr:  Yes, prediction is difficult.  Nonetheless, we have plenty of 

examples where we make good predictions, even of the future.  Let me share a few 

of my own experiences in making something that seemed unpredictable become 

predictable.  These taught me important lessons that shape my belief that, if we 

change our approach, we can make much better predictions in economics.   

1.2 Roulette:  Random number generator or predictable physical system? 
 

My journey to complexity economics began more than four decades ago in an 

unlikely way – by beating the game of roulette.  While casinos might seem a long 

way from macroeconomics, my experience using physics to predict the game of 

roulette shaped my approach to doing science and led me to economics. 
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In 1976 I was in my third year of physics graduate school at the University of 

California, Santa Cruz.  My specialty was cosmology.  I had finished my courses and 

was starting to do research on galaxy formation, when my childhood friend and 

fellow graduate student Norman Packard convinced me that we could use physics to 

beat roulette.   

You might ask, “how is that possible?”  A roulette wheel is designed to be a random 

number generator.  It is the slower and more elegant precursor to the slot machine, 

consisting of a beveled circular track and a rotating central wheel with numbered 

cups.  The croupier sets the wheel spinning in one direction and the ball in the other.  

Initially the ball spins so fast that it pegs against the outside of the track, but it slows 

down and eventually spirals into the center, falls onto the wheel and bounces 

around on the cups until it comes to rest on a number. Because the relationship 

between the motion of the wheel and the motion of the ball seems unpredictable, 

the final resting number also seems unpredictable, making the sequence of numbers 

generated by a roulette wheel effectively random.1 

Or is it?  From the point of view of a physicist, roulette is a simple exercise in 

classical mechanics.  According to Newton’s laws, the forces acting on an object, 

together with a measurement of its position and velocity, make it possible to predict 

its future motion.  The main force acting on the ball is wind resistance.2  About 10 - 

15 seconds elapse between when the croupier releases the ball and when she closes 

the bets.  This provides an opportunity to measure the position and velocity of the 

ball in one direction and the wheel in the other, use physics to make a prediction 

about where the ball will land, and place bets.  This was perfectly legal, though that 

later changed in the state of Nevada.   However, at the time many casinos were 

owned by the Mafia, and there were well documented stories of blackjack counters 

being roughed up.3 

Our effort to beat roulette gave rise to a four-year journey that we called The 

Project, which over its history enlisted the efforts of about thirty people.4   We 

organized a front company that allowed us to act like a business and buy 

sophisticated electronic parts, which we called Eudaemonic Enterprises. 

                                                        
1 This also depends on the wheel being in good working order.  If one or more the frets separating the 
cups on the rotor sticks up too much, the number in front of it will come up more often than it should, 
which has been successfully used to beat the house.  But if the casino takes good care of their wheels 
this doesn’t happen. 
2 There is also “rolling friction,” caused by the contact of the ball against the wheel, but our 
experiments made it clear that this is small in comparison to wind resistance.  Rolling friction is 
simpler to handle because it is constant, in contrast to wind resistance, which depends on velocity.  
The slowing down of the spinning wheel in the center can be predicted using the assumption of 
rolling friction, but the ball cannot be predicted very well this way. 
3 In part because of what we did, the state of Nevada subsequently passed a law against “using a 
computer to predict the outcome of a game.” 
4 See the Eudaemonic Pie, by Thomas Bass. 
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(Eudaemonia is an Aristotelian notion, which our Webster’s dictionary defined as “a 

state of felicity or bliss obtained through a life lived in accordance with reason”).  

Our dream was that the fortune we would win at roulette would allow us to be 

independent of the system, so that we could start a eudaemonic science commune 

and do research on whatever we wanted.  

The Project required so much focus that I dropped out of graduate school for a year. 

We bought a roulette wheel and installed it in the living room of our communal 

home, where our work was punctuated by shared meals, intense intellectual 

discussions and wild parties.  We solved the equations of motion, made thousands of 

measurements, and confirmed that it was possible to predict roughly where the ball 

would land on the wheel.  But it still wasn’t clear that this was good enough:  Once 

the ball slows down, it falls of the track and bounces around on the wheel until it 

comes to rest on a number.  This bouncing motion is too complicated to predict.  

Fortunately, after studying this carefully, we found that it didn’t ruin everything – 

when the ball leaves the track, it is unlikely to come to rest on the opposite side of 

the wheel.  Our predictions were far from perfect, but they were still much better 

than random, giving us a solid edge over the house. 

But how would we cash in on these predictions in a casino?  Remember that in 1976 

there was no such thing as a personal computer, much less a smart phone.  In order 

to make our calculations in secret, quickly enough to place bets at the roulette table, 

we designed and built the first wearable digital computer.  It was based on the 6502 

microprocessor, the same one used to build the original Apple computer.5  This took 

several years of hard work.  With the technology available at the time there was 

barely enough space to fit 3,000 bytes of program memory into the biggest box we 

could hide.  I painstakingly hand coded the program that was needed in machine 

language; this included an operating system, perhaps the smallest floating-point 

arithmetic package ever written, and all the logic needed to perform the calculations 

and output the results.  Our first wearable computer, which we finished in 1977, 

was concealed under the armpit.  The other armpit concealed a pack of 12 AA 

batteries, which allowed it to run for about an hour and a half.  The user wore a 

complex body hardness consisting of the computer, battery pack, wires, switches, 

antenna and vibrators which tapped out the outputs.  We wore disguises that we 

imagined helped us blend in with the other gamblers.  The second version, finished 

three years later, was built into a shoe.   

At the roulette table, one teammate, called “the data taker”, measured the velocity of 

the ball and wheel by clicking switches embedded in his shoes and operated by his 

                                                        
5 As we were completing construction of the first computer, our friend Jim Crutchfield came home 
one evening and said that he had just been to a meeting of the Home Brew Computer Club, where two 
guys were working on a computer that they said they were going to sell to housewives.  We couldn’t 
figure out why housewives would want computers, and decided that we would make more money by 
beating roulette.  The two guys were Steve Jobs and Steve Wozniak. 
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big toes.  The data taker was usually me; I drew on some of the theatrical aspects of 

my brief experience as a professional poker player, using the pseudonym “Clem”, 

acting stupid, betting small stakes, and making no attempt to make profitable bets.  

My computer calculated its prediction and transmitted a signal to a second 

teammate, also wearing a computer outputting its signal to a silent vibrator built 

into her bra, who placed bets on numbers near where the ball was most likely to 

land.  We successfully and consistently beat the house, achieving a 20% edge, but 

due to chronic hardware failures and fear of broken kneecaps, we never managed to 

play at really high stakes, and didn’t get very rich as a result.  

Nonetheless, I learned many valuable lessons.  The Project taught me the scientific 

method, drilling it deep into my soul in a way that school never could.  We had to 

design the experiment, develop the theory, execute some difficult engineering, and 

test our hypotheses both in the lab and in the casino.  It also taught me that 

randomness is a subjective concept, which depends on one’s state of understanding.  

Better science and better technology can make something that seems random 

become predictable.  This would later lead me to ask: If models designed by 

economists don’t make useful predictions, is this because the problem is 

fundamentally impossible?  Or is it because they are using models based on the 

wrong set of ideas? 

My experience with roulette caused me to think seriously about prediction and its 

limits.  It primed my mind so that when the opportunity arose to do research on the 

problem of prediction itself, I was ready to embrace it, putting me on a path that 

propelled me on an unconventional career and eventually led me to economics. 

1.3 Why does the economy change? 
 

The next chapter in my life formed my view about a basic question in economics 

that I raised in the introduction, namely, “Why does the economy change?”   

Economic variables like GDP, unemployment and inflation change all the time.  The 

economy makes substantial irregular oscillations, called business cycles.  During 

expansionary periods GDP grows quickly and unemployment is low, and during 

recessions GDP falls and unemployment is high.  These oscillations are irregular, 

both in their timing and in their intensity, but in the US the average time for a cycle 

is about 7-10 years, though there is a great deal of variation.  A central goal of 

macroeconomics is to understand what causes the business cycle, and how to avoid 

or at least reduce the intensity of recessions. 

Remarkably, the underlying cause of business cycles remains controversial.  As I 

already said, there are two basic types of explanation: Do changes come from 

outside the economy or do they come from inside it? The standard explanation in 

economics is that the economy changes due to outside influences, which economists 
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call “shocks”.  For me, this word evokes the image of Zeus sitting on Mt. Olympus, 

hurling lightning bolts at the earth and disturbing the mortals below.  Zeus is 

unpredictable and the shocks arrive at random.  

As I said in the introduction, the COVID-19 pandemic provides a perfect example.  

The origins of the pandemic lie outside of the economy. When workers stay home 

because of public health measures, or when they cancel their flights and stop going 

to restaurants, this “shocks” the economy.  The COVID-19 virus lies outside of the 

purview of economic models, so from the point of view of an economist, it comes 

from outside. 

The alternative explanation is that change comes from within, or in more technical 

jargon, “motion is endogenous”.  This means that the economy changes on its own 

due to internal factors, even without any external shocks.  Though this might be 

controversial, I think the Great Financial Crisis is a clear example.  There was no 

obvious outside event that triggered it.  The housing bubble and the subsequent 

collapse of credit markets had purely economic causes.  They came about due to 

actions within the economic system itself.    

In reality the truth lies somewhere in the middle:  Sometimes the economy responds 

to outside factors, sometimes changes arise from within, and sometimes there is a 

mixture of both.  The problem is that, with a few esoteric exceptions, mainstream 

models say that all changes in the economy arise in response to outside influences.   

According to these models, absent outside shocks, the economy settles into a state of 

rest, where nothing ever changes.  It only changes because Zeus keeps shocking it, 

knocking it away from equilibrium.   

This means that there are many phenomena that mainstream models can never 

hope to explain.  To explain the Great Financial Crisis, for example, they have to 

postulate outside shocks.  An example would be that the people who run banks 

suddenly became more risk averse and demanded more collateral in giving loans.  

The explanations lack verisimilitude – they don’t match common sense. 

Shocks are random events that are by definition unpredictable.  All that mainstream 

economic models aspire to do is to predict how the economy will respond to the 

shocks once they happen.  This places a strong limit on their usefulness.  I think that 

finding better explanations of how the economy changes by itself requires a 

fundamental rethinking of some of the foundational principles of economics. 

As I will explain later, the only plausible explanation for how the economy changes 

by itself is what is now called “chaos”, which is an important component of complex 

systems theory.  The idea that endogenous economic change was caused by chaos 

was briefly experimented with by economists in the 1980s and 1990s and then 

dropped.  I’m going to argue that they dropped it for the wrong reasons, and that it’s 
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time to bring it back.  But before I do that I need to explain the beautiful 

mathematical concept that goes under the name “chaos.” 

1.4 What is chaos? 
 

My introduction to the mathematical phenomenon that is now call “chaos” was a 

Eureka experience that dramatically altered the trajectory of my life, and eventually 

led me to do research in complexity economics.  One evening a fellow physics 

graduate student, Rob Shaw, appeared at dinner in a state of excitement.  One of our 

physics professors, Bill Burke, had just told him about a really interesting system of 

equations due to a meteorologist named Ed Lorenz, which had something called a 

“strange attractor”.  Rob had programmed them on the computer -- did we want to 

take a look?  

Before I can share the excitement of what I saw that evening I need to set the stage a 

bit and provide some background, which we are going to need later anyway.  

Mathematical models that describe how things change in time are called “dynamical 

systems”.  The basic idea goes all the way back to Newton, who showed that it is 

possible to predict the movement of any physical system, like the planets or a 

roulette wheel, as long as one understands the forces acting on the system and can 

measure the relevant positions and velocities at a given point in time.  Knowledge of 

the forces provides a set of rules that determines how things change.  The positions 

and velocities at any point in time are called the “state” of the system, because they 

provide sufficient information to determine what it will do next.   We say the 

dynamical system is “deterministic” if there is no randomness involved, so that the 

state at given instant in time precisely determines the state at the next instant of 

time.  As the state evolves through time it traces out a curve, called the trajectory. 

Although the concept of a dynamical system started in physics in the 18th century, 

during the 20th century it entered the natural and social sciences as well.  When 

economists use dynamical systems, the rules are no longer based on physical forces 

– they might be based, for example, on the laws of supply and demand.  Similarly, 

the states are no longer positions and velocities, but are economic variables like 

unemployment, inflation and GDP. 

Most dynamical systems have what are called “attractors” that determine their long-

term behavior.  For example, due to friction, a pendulum will eventually come to 

rest.  This type of attractor is called a “fixed point”, for obvious reasons.  To take a 

slightly richer example, think of a grandfather clock, whose pendulum has a spring 

that keeps it moving.  As long as the spring is wound, the pendulum swings back and 

forth at its natural frequency.  The attractor is now what is called a “limit cycle”.  You 

can kick the pendulum to temporarily knock it out of its rhythm, but it will always 

settle back into the same pattern of oscillation, which is its attractor. 
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As a physics graduate student, I had encountered quite a few deterministic 

dynamical systems in my textbooks, describing simple examples like a pendulum or 

a marble rolling in a bowl.  In the textbook examples the attractors were either fixed 

points or limit cycles, or a generalization of a limit cycle that is called a “torus”, 

corresponding to two limit cycles with incommensurate frequencies acting in 

unison.  In these examples, states that are close together at a given point in time 

remain close together forever, so the behavior is predictable, far into the future.  As 

a result, my view at the time was that the words “deterministic” and “predictable” 

were almost synonyms – from the perspective I had been taught, determinism 

implied both short term and long-term predictability.  

But my experience with roulette had caused some doubts to start to tickle the back 

of my brain:  How could a physical system like a roulette wheel, which is by 

definition deterministic, also be a random number generator?  What was it about 

roulette that makes it so much harder to predict than planetary motion? 

The Lorenz equations, whose behavior Rob demonstrated that evening, are a highly 

simplified model for atmospheric convection.  They form a simple dynamical system 

consisting of three equations relating three variables, x, y, and z.  (For our purposes 

here it doesn’t matter what the variables actually mean).  One can visualize the 

action of the dynamical system by following the point (x,y,z), which is the state of the 

system, as it moves in a three dimensional space defined by the variables x, y and z.  

Rob was doing experiments on low temperature superconductivity, and he had an 

impressive lab with super-powerful magnets, dewars of liquid helium with smoke 

wafting out of them, labyrinths of pipes, and several oscilloscopes.  But Rob was 

never one to bound by what he was supposed to be doing.  He had appropriated the 

physics department’s Systron-Donner analog computer and moved it into his lab.  

The analog computer was like a music synthesizer, with a big plugboard a meter 

across, filled by a tangle of interlaced cables in rainbow colors whose configuration 

determined its “program”, i.e. the equation that was being simulated.  

We turned off the lights so we could see the oscilloscope screen better.  Rob picked 

some initial values for x, y, and z and pushed the “start” button, and we watched the 

trajectory of the Lorenz equations unfold on the screen as x, y and z changed in time.  

What we saw was completely different than anything we had ever encountered in 

our textbooks.  The trajectory traced out a beautiful pattern, like a butterfly whose 

wings fold back into each other.  The motion never stopped and the pattern never 

repeated itself exactly.  It was an attractor – he made this clear by starting from 

several different initial conditions and showing that the trajectory always settled 

into the same pattern – but the nature of this attractor was very different than the 

fixed points and limit cycles we were used to. 

The name “strange attractor” is appropriate, even if it a bit vague.  The type of 

motion we saw for the Lorenz attractor later came to be called “chaos”, and an 
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attractor of this type is now called a “chaotic attractor.” 6  Chaos combines two 

essential properties.  The first is called “sensitive dependence on initial conditions”, 

which means that, on average, nearby trajectories separate from each other at an 

exponential rate.  The second is endogenous motion, meaning that even though 

there are no external shocks – the dynamical system is deterministic – it never 

settles down to rest. 

That said, the word “chaos” is not appropriate because chaos in the mathematical 

sense does not imply complete chaos in the sense that we often use the word in 

English.  My PhD thesis was called “Order within chaos”, and there are many 

examples where order and chaos coexist – in fact I would say that this is typical.  

This point becomes important later when I argue that if we understand the chaotic 

properties of the economy then we can actually make better predictions.   

To demonstrate sensitive dependence on initial conditions, Rob did a series of 

experiments.  As before, he picked initial values for x, y and z, hit “Start” to trace out 

a trajectory, then stopped the computer, freezing the pattern on the screen.  Then he 

set the computer to the same starting values of x, y and z again, and repeated the 

same experiment.  Remarkably, if he let enough time elapse between start and 

finish, the experiment was not reproducible.  Even though the initial values were the 

same, the final destination was very different – the final state ended up in a 

completely different place.  This was really surprising because – to stress this point 

– the Lorenz equations are deterministic.  The initial conditions exactly determine all 

future values.  So why wasn’t the experiment repeatable? 

This difference comes about due to the combination of the unusual geometry of the 

dynamical system and uncertainty in initial conditions.  It is never possible to 

specify the initial state with perfect precision.  Every time Rob reset the computer, 

the initial state was different, even if this difference was imperceptible to us as 

observers.   For regular motion, where the attractor is a fixed point or a limit cycle, 

this difference doesn’t really matter:  Even after a long time the initial differences in 

the states remain imperceptible and the simulation is repeatable, far into the future.   

But for chaos the geometry of the dynamical system amplifies small differences 

exponentially, so that eventually they become really large, and the final outcome is 

completely different. 

But if nearby trajectories separate exponentially, why doesn’t the state just fly off to 

infinity?  The answer is that the geometry of the attractor stretches the trajectories 

and then folds them back onto themselves.  Imagine a strip of trajectories, forming a 

ribbon on the “skin” of the Lorenz attractor; as time goes along the ribbon first 

stretches and then folds.   This is why the butterfly’s wings look the way they do.   

                                                        
6 The term chaos was termed by Li and Yorke in a 1976 paper called “Period three implies chaos”.  
However, the term chaos didn’t really catch on until the 1980’s, and in particular with the publication 
of James Gleick’s popular book, “Chaos.” 
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The geometry of the dynamics is like a bread dough kneading machine:  Imagine 

putting a small dot of red ink on the dough; the machine stretches and folds the 

dough, and as it does it again and again, the ink gets spread throughout the dough 

until the whole ball of dough turns light pink.  The set of possible values for the 

initial measurement is like the red dot of ink -- depending on exactly where the 

actual measurement is within the set of imperceptible values, it can eventually end 

up anywhere on the attractor. 

Rob made a visceral illustration of the dramatic difference between regular motion 

and chaos.  The Systron-Donner analog computer was so fast that we could put its 

output into a speaker to make audible sounds, so that we could listen to the motion 

of the Lorenz equations.  For a fixed point attractor, the computer was silent.  For a 

limit cycle attractor, the sound was a pure tone, like someone whistling.  But for a 

chaotic attractor the sound was like white noise, or more accurately, like the roar of 

the wind in a storm.  This illustrated the apparent randomness of chaos, suggesting 

its connection to fluid turbulence, which we will discuss in a moment. 

The concept of chaos was first discovered by the brilliant French mathematician 

Henri Poincaré at the beginning of the twentieth century.  His inspiration came from 

studies of the three-body problem in celestial mechanics (e.g. the motion of the 

Earth, the Sun and Jupiter).  He also used sensitive dependence on initial conditions 

as a metaphor to explain how “fortuitous phenomena” can have such a huge effect 

on our lives.  To give a modern example, just contemplate how different the course 

of modern history might have been if it were not for the “hanging chads” in the 

Bush-Gore election. Poincaré also mused about how sensitive dependence on initial 

conditions reconciles the determinism of physics with free will.  But he was working 

in the days before computers, which made chaos almost impossible to study, so he 

was not able to go very far.  Essentially no further progress was made for a long 

time, and the concept of chaos was virtually forgotten until computers were 

invented and Lorenz rediscovered it. 

I had been wrestling with the difficulty of predicting roulette for more than a year, 

and seeing the Lorenz attractor caused an explosion to go off in my head.  Because 

the ball eventually comes to rest, the motion of the ball has a fixed-point attractor. 

Nonetheless, on its way to its resting point, it does display sensitive dependence on 

initial conditions, which is why it is so hard to predict.   While the ball is rolling on 

the track, the motion is reasonably predictable, but as soon as the ball falls onto the 

wheel, small differences in initial conditions can make a huge difference in its final 

resting point.  When the ball hits the wheel, it might strike a cup head on and bounce 

backward, but if it hits just a millimeter further forward, it might bounce forward 

and land in a very different place.  Tiny changes are greatly amplified.  The roulette 

wheel is a good example of sensitive dependence on initial conditions.  Thankfully, it 

was not strong enough to take away our advantage, but it certainly didn’t make our 

job easy. 



The Economics Revolution by J. Doyne Farmer 
Chapter 1 draft: Making randomness predictable 

© J. Doyne Farmer 

 
12

Norman and I got really excited after Rob showed us the Lorenz equations.  We were 

eager to get to work doing research on chaos as soon as possible.  After eleven trips 

to Nevada, building and fixing roulette computers and taking heat in the casinos, we 

were burned out.  While I loved cosmology, which is one of the most beautiful 

domains of human knowledge, the problems to be solved are well known, and have 

all been attacked many times by very smart people.  In contrast, back then many 

basic aspects of chaos were still not understood – it was a new wilderness waiting to 

be explored.  I had always been interested in what causes order vs. disorder, and 

was frustrated by the fact that there were no avenues to do this.  Chaos is a 

mechanism for creating disorder in an orderly way, and provided the entrée I had 

been searching for. 

Norman and I teamed up with Rob and a brilliant undergraduate named Jim 

Crutchfield, and formed our own research group, which we called the UCSC 

Dynamical Systems Collective.  Doing research on strange attractors was far from 

what other physicists were thinking about at the time.  Although there were a few 

supportive faculty members who thought the idea was interesting, no one knew 

enough to supervise our PhD work.   We nonetheless went ahead, sharing 

authorship on all our papers and co-supervising each other. 

We set out to prove Lorenz’s hypothesis that turbulence is caused by chaos.  Most of 

us have experienced turbulence directly, for better or worse, while in an airplane.   

You have probably seen pictures of hurricanes, which are an example of “fully 

developed” turbulence.  Or perhaps you have sat by a mountain stream, staring at a 

waterfall.  The rocks in the streambed are fixed, yet as you watch the water it 

burbles and gyrates and spills over the edge of the waterfall with endogenous 

motion that comes from within the moving stream of water.  It you sit too close you 

might get splashed – it is as if the water has a will of its own.  The changes in the 

weather are also caused by turbulence; even though the earth is heated and cooled 

in a very regular manner, the weather changes all the time and is irregular and 

difficult to predict.   

The debate about what caused turbulence closely parallels the debate I am reviving 

here about what causes the economy to change.  In 1978, when we began our 

research, the prevailing theory was that turbulence happened because “things were 

really complicated.”  Lorenz provided an alternative explanation, showing that 

chaos could cause unpredictability and endogenous motion, even in simple 

situations.  However, whether or not this explained turbulence was not obvious at 

that point in time.  Though his equations were derived to explain fluid flow (i.e. the 

motion of liquids and gases), they were based on extreme approximations, and his 

explanation was still not widely accepted.  Most researchers studying turbulence at 

the time had never heard of chaos, and when they did, they were skeptical.    
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We of the Dynamical Systems Collective set ourselves the goal of inventing 

mathematical methods that would allow us to demonstrate that chaos exists in 

nature.  In 1980 we wrote a paper called “Geometry from a Time Series” that 

provided the first step toward accomplishing this.  Experiments are rarely able to 

observe all the variables needed to fully determine the state of the dynamical 

system under study.  We found a method that made it possible to reconstruct the 

missing information from only limited observations.  For example, in fluid flow 

experiments the data often consisted of measurements of the velocity of the fluid in 

a given direction by a probe at a given point in space.  We showed how to use this 

kind of limited data to calculate key statistics about chaos, and draw pictures of the 

underlying chaotic attractors.  Within a couple of years after the publication of our 

paper our methods were used to demonstrate the existence of chaos in chemical 

reactions and weakly turbulent fluid flows, and since then they have been employed 

thousands of times to show that chaos exists in many different phenomena, ranging 

from dripping faucets to electronic and physiological control systems. 

1.5 Is the economy chaotic? 
 

If you hit a rocking horse with a stick, the movement of the horse 
will be very different from the stick. The hits are the cause of the 
movement, but the system's own equilibrium laws condition the 
form of movement.  
                                       Knut Wicksell, 1918 
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Now we can reframe the debate about makes the economy change in the language of 

dynamical systems and tell the story of how mainstream economists briefly 

considered the idea that business cycles are caused by chaos, and then rejected it, 

which I will argue was wrong. 

The prevailing mainstream macroeconomic models only have fixed point attractors.  

As a result, if the model economy is left on its own, it settles into a state of rest, and 

stays there forever.  As a result, to explain why the real economy changes it is 

necessary to postulate the existence of shocks, that knock the model away from 

equilibrium, and study how it relaxes back afterward.  

The Swedish economist Knut Wicksell used the analogy of a rocking horse being struck 
by a stick:  The rocking horse is the economy and the blows from the stick are the 
shocks.  Absent shocks the economy would settle into a static equilibrium, in which 
nothing changes.  But the blows from the stick keep coming and the horse rocks as a 
result.  Though Wicksell originally said this in 1918, this is still the prevailing 
conceptual framework in mainstream economics. 
 
There have long been dissenters who felt that a substantial component of the 
economy’s changes come from within.  During the 1960s and 1970s several 
prominent economists proposed theories for business cycles based on deterministic 
models with limit cycles.  In these models the economy is like a rocking horse with a 
child riding it, who pumps it back and forth and keeps it going indefinitely.  The 
horse rocks on its own, without needing anyone to hit it with a stick.   
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The problem with limit cycle-based models is that their business cycles are too 
regular. These models produce limit cycles that are perfectly periodic, just like a 
rocking horse, whereas real business cycles are highly irregular.  The intervals 
between cycles can range from several decades to only a few years.  Limit cycle 
models can be made less regular by adding shocks, but it is still hard to produce 
behavior that is irregular enough to be plausible (though this point has recently 
been contested7).   
 
The second reason that these models fell out of favor, which is perhaps even more 
important, is that they did not conform to the new thinking about how 
macroeconomics should be done, which embraced rational expectations.  This took 
over macronomics in the 1970s, and made these models seem old fashioned.  We 
will tell that story in Chapter 5.  
 
As the idea of chaos began to be better known, a few economists asked whether the 
irregular oscillations of the economy might be due to chaotic dynamics. If this is true 
for the weather, why not the economy?   Unlike limit cycle-based explanations, 
chaos automatically generates irregular behavior, and it is easy to find examples of 
simple chaotic dynamical systems whose output resembles business cycles.  In 1981 
the economist Richard Day proposed a modification of a model of economic growth 
that had chaotic dynamics, and in 1986 Michele Boldrin and Luigi Montruchio gave 
another example.8  These models were highly simplified and qualitative, and they 
required unrealistic parameters to generate chaos, but they at least suggested that 
the basic idea was plausible.  But did it actually happen in real economies? 
 
This question led three economists, Buz Brock, Blake Lebaron and Jose Scheinkman, 
to build on the methods we developed in the Santa Cruz Dynamical Systems 
Collective to formulate a better test for chaos in economic data.9  They applied their 
test to a long historical record of daily changes in the Dow Jones Index and showed 
that there were no convincing signs of chaos.  A few other papers examined different 
economic data and got similar results.  From the point of view of mainstream 
economists, this closed the case:  Since there was no empirical evidence for chaotic 
dynamics in the data, it must be irrelevant for economics.10  
  
What Brock, Lebaron and Sheinckman did was good and I like their method – in fact 
my collaborators and I later built on it and extended it to debunk the idea that chaos 
explains fluctuations in brainwaves.11   However, I think the interpretation of their 

                                                        
7 Beaudry paper. 
8 Cite Day, and Boldrin and Montrucio. 
9 Need to cite Brock, Lebaron and Sheinkman.  What data were they using? 
10 See for example 
http://www.rogerfarmer.com/rogerfarmerblog/2016/10/4/nho932exasra0c2a2amkvdmovcy9rz?rq=chaos 
11 Another example where this is true is for the brain.  Around that time there were also people 
claiming that EEGs displayed low dimensional chaos.  In Theiler et al. we extended the techniques 
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results was wrong.  They do not rule out the possibility that chaotic dynamics 
underlies economic dynamics. 

This misinterpretation stems from a subtle but profound point that is not widely 
understood:  Chaos can be simple or complicated.  Simple chaos and complicated 
chaos lie on a continuum, at two ends of a spectrum, but their behavior is quite 
different.  For simple chaos, like the Lorenz equations, the motion can be described 
using only a few variables.  For complicated chaos, like the weather, many factors 
act independently, and many variables are required to describe the motion.  The 
number of variables is also called the number of degrees of freedom.  Weather has 
many degrees of freedom, which is why it cannot be predicted very well with a 
simple model.   In my Ph.D. thesis, I was the first to study the progression from 
simple chaos to complicated chaos, and show how the number of degrees of 
freedom increased as this happens.   

The standard mainstream economics “rocking horse” model is an example of a 
family of models widely used throughout applied science and engineering, called a 
“random process”.  In other fields the shocks are usually called “noise”.  In a random 
process the noisy inputs are modified by deterministic components of the process, 
just as the rocking horse responds to the blows by the stick, shaping the resulting 
behavior.  Like complicated chaos, random processes have many degrees of 
freedom.  This can make the two very difficult to tell apart. 

The test that Brock, Lebaron and Scheinckman applied to the Dow Jones Index was 
essentially a measurement of the number of degrees of freedom.  If they had found 
low degrees of freedom they would have been able to claim they had found chaos.  
But they found high degrees of freedom, indicating that either the behavior of the 
Dow Jones Index is a random process or it is complicated chaos – they were unable 
to distinguish the two.    Based on historical data alone, complicated chaos is 
impossible to distinguish from a random process, of which the standard rocking 
horse model is an example. 

If Brock, Lebaron and Scheinckman had applied their method to the weather it 
would have yielded the same answer that it did for the economy.  Nonetheless, we 
know that the weather is chaotic, for two reasons.  The first makes use of the fact 
that we can do experiments with fluids, and study the transition to turbulence in 
carefully controlled laboratory conditions.  Right at the transition to turbulence the 
motion only has a few degrees of freedom and it becomes possible for tests like that 
of Brock, Lebaron and Scheinckman to show this.  The second reason is that we can 
simulate the equations that describe fluid flow (which also describe the weather) on 
digital computers and show that chaos is present.  This is what Lorenz did.  It is far 
easier to demonstrate the presence of chaos in a model than it is to do it with real 
data, and this is particularly true for complicated chaos. 

                                                        
developed by Brock et al. to allow for correlations, and produced a similar result showing that in the 
case of the EEG there was also no evidence to support low dimensionality. 
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In fact, it would have been really surprising to see simple chaos at work in economic 
data.  The economy is inherently complicated.  There are many different factors 
interacting with each other.  Even if much of economic change is endogenous, much 
of it is not – the economy is affected by outside influences too.  The fact that the 
economy changes slowly, in timescales measured in years, complicates things 
because it means that there is effectively very little data to analyze.  There are only 
about ten or twelve business cycles since World War II, whereas methods for 
detecting even the simplest kind of chaos require thousands of cycles.  When the 
combination of outside influences and lack of data are taken together, it would be 
very difficult to detect even simple chaos in the economy from data alone.  However, 
this doesn’t mean that the economy is not chaotic.  It just means it is difficult to 
detect in data. 

There is another strong argument for chaos in economics that few economists are 
aware of.  There is a remarkable theorem due to David Ruelle and Floris Takens, 
who were part of a community of mathematicians in the 1970s who built on 
Poincare’s early work on chaos and later rediscovered Lorenz’s work in the 1960s. 

Let me explain their theorem.  As we already discussed, there are only two types of 
endogenous motion.  One is regular motion and the other is chaos.  Regular motion 
can mean a limit cycle or a combination of limit cycles with frequencies whose ratios 
are irrational numbers, meaning that they cannot be expressed as ratios of two 
integers.  By combining two cycles you get a motion that looks like a doughnut, 
which mathematicians call a “2-torus”.  Similarly, if you combine three cycles you get 
a higher dimensional generalization of a doughnut, called a “3-torus”, and so on.  
Ruelle and Takens proved that anything higher than a 2 torus is very unlikely to 
occur.  That is, if you make up dynamical systems at random, their attractors can be 
fixed points or limit cycles or 2-tori but it is very unlikely that they will be a 3 torus 
or higher.  Instead, chaotic attractors become very likely.  They used this theorem to 
argue that chaotic attractors must underlie turbulence.   

The same argument applies to the economy.  If the economy makes endogenous 
motion that is not a simple limit cycle or 2-torus, it must be due to chaos – there is 
really no other option.  While the models with chaos that were proposed in the early 
1980s only show it for unrealistic parameters, I will argue that this is because the 
models are unrealistic to start with. Once one uses models based on more plausible 
behavioral assumptions, i.e. complexity economics models, chaos becomes more 
common.  I’ll give several examples in the rest of the book. 

Thinking in terms of chaos provides an important conceptual difference in how we 
understand the economy.  Ironically, if the economy is chaotic, then it can become 
more predictable by developing models that take this into account. 

1.6 Making chaos predictable 
 

In 1981 I finished my Ph.D. in physics and began looking for a job.  Normally one has 

a specialty, like cosmology or particle physics, and seeks jobs within that specialty.  
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But my specialty was “chaos”, and even though our work on dynamical systems was 

getting a lot of attention, because I didn’t fit neatly into one of the boxes, there were 

essentially no academic jobs where I was a viable contender.  Academia is a world of 

disciplinary silos.  Each discipline defines its work by what the people inside the 

discipline do, and rarely look outside to expand the scope of their work by 

connecting with other disciplines.  University professors all believe their research is 

important, and try to hire people who do similar work.  Our research fell between 

the cracks, or more accurately, the chasms, that exist between disciplines. Physicists 

thought what we were doing was interesting, but it was really different to what any 

of them did.  Back then mathematicians didn’t use computers and were very 

skeptical of anything that couldn’t be proven with a pencil and paper.  Despite the 

success of our group’s published papers, it was far from obvious where we would 

find jobs.  I got a job offer from a plasma physics group at Berkeley, but they wanted 

me to do plasma physics at least half time, which was not appealing to me. 

I found my job by chance.  I happened to be reading a biography of J. Robert 

Oppenheimer when I saw a poster advertising the J. Robert Oppenheimer 

Fellowship at Los Alamos National Laboratory, the home of the atom bomb.  I grew 

up in New Mexico and was eager to return.  Despite my misgivings about the fact 

that Los Alamos is, among other things, a weapons research laboratory, I decided to 

apply.  During the interview they told me that I didn’t have to do any military 

research and could work on anything I wanted, and I became an Oppenheimer 

Fellow at the Center for Nonlinear Studies, which was closely associated with the 

Theoretical Division. 

The Theoretical Division at Los Alamos was a remarkable place in those days.  There 

were no disciplinary boundaries.  The only questions people asked about your work 

were, “Is it interesting?” and “Is it useful?”  It was not a coincidence that many of the 

best papers in nonlinear dynamics (the broader field that chaos belongs to) were 

written there.  The Manhattan Project had enlisted the best mathematicians and 

physicists in the world, and some of my heroes from that era, such as Stan Ulam and 

Nick Metropolis, were still there.  I had regular conversations with Mitchell 

Feigenbaum, who had recently completed a remarkable piece of work showing that 

the transition from regular motion to chaos has universal properties.  It was 

perhaps the only place in the United States where working on chaos was considered 

a perfectly normal thing to do. 

Chaos is really interesting for its own sake, and as I have argued above, I think it is 

important for understanding the economy.  But chaos, which in a sense explains 

how randomness emerges from order, is only a small sub-field within complex 

systems.  Let’s now zoom out to discuss the bigger picture. 


	Part I:  WHAT IS COMPLEXITY ECONOMICS?
	1 MAKING RANDOMNESS PREDICTABLE
	1.1 Can we make better economic predictions?
	1.2 Roulette:  Random number generator or predictable physical system?
	1.3 Why does the economy change?
	1.4 What is chaos?
	1.5 Is the economy chaotic?
	1.6 Making chaos predictable


