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Course Goals

1

Describe a clinical decision process in terms of
1
2
3

applicable patient population
set of treatment options
clinical outcomes

2

Evaluate available data

3

Identify inferential targets relevant to the desired clinical decision
process

4

Specify causal and statistical assumptions required for the inferential
target to be valid

5

Choose an estimation method that is feasible given the available data,
decision process, and required assumptions

Course Goals: Estimation

1
2

Understand advantages and disadvantages of techniques
Be introduced to deas behind:
1
2

network meta-analysis for combining trial data
machine learning as tool for confronting the curse of dimensionality

3

Become familiar with properties and basic implementation

4

Understand challenges raised by estimation of multiple treatments.

Multiple treatment comparisons for medical
devices
Complex
treatment
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controlled trials
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device and disease
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no Universal Device Identifier
(UDI)
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What is the comparator?

modified
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implant
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surgery

What is the evidence base?
Multi-arm
trials
Multiple twoarm trials

Device and disease
registries
Survey samples
Administrative data
(EHR, claims, adverse event reports)

Methods for comparing multiple devices
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How many devices/variations to compare?
Physical
characteristics

e.g., metal vs ceramic hip joint surface

Programming
e.g., high- vs low-sensitivity for shock delivery
Medical therapy
e.g., drug-eluting vs bare metal stents
Additional
functions
Inter-operability
with other devices

e.g., plain pacemaker vs defibrillator back-up

e.g., insulin pump w/ vs w/out connection to sensor/app

Which patients represent equipoise for device
treatment options?

Clinical features

Treatment goals

• practice guidelines
• disease
characteristics
• product labeling
• insurance
coverage

• efficacy
• side effects
• expense
• recovery time
• invasiveness

Practice
patterns
• physician
qualifications
• local practice
• what’s in stock

Do patients and physicians make decisions
sequentially or once?
evaluate clinical
features

evaluate clinical
features

implant pacemaker

program

implant stent during
percutaneous
coronary intervention

observe response

alter programming

observe response

observe response

upgrade to biventricular pacemaker

observe response

Are there existing guidelines for treatment
selection?

What factors contribute to treatment choice?

• Area
Practice site
• Hospital

Physician

• Specialty
• Experience

Patient

• Preferences
• Disease

How do we judge the success of our decision
process?
• maximize clinical
effect subject to
safety threshold

• minimize harm
subject to
efficacy
threshold

Efficacy

Safety

• preferences of
patient,
regulator,
manufacturer, or
society

Benefit-risk
tradeoff

• practical, easyto-implement
decision rules

• unbiased
• minimum
variance

Parsimony

Statistical
criteria
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Outline

1

Bayesian thinking and inference Heuristics, historical context, formal
basics

2

Multiple treatment comparisons emphasizing Bayesian random effects
models

3

Resources useful software, books, and papers

Bayesian thinking
Am I already a Bayesian?
Suppose you are submitting your first paper to JASA.
Prior Based on the reputation of the journal (and possibly that of
your senior coauthors), what do you think is the probability
of acceptance, β?
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Bayesian thinking
Am I already a Bayesian?
Suppose you are submitting your first paper to JASA.
Prior Based on the reputation of the journal (and possibly that of
your senior coauthors), what do you think is the probability
of acceptance, β?
Data You submit your article and it is accepted!

Question
What is your revised opinion about β for papers like yours?
If you said β < 1, you are thinking like a Bayesian!

Accounting for structure
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Accounting for structure

Question
In the absence of data for the missing HRR, what estimate would you use?
Perhaps an average of the “neighboring” values (≈ 386)?
Would you weight the neighbors?

Accounting for structure

Accounting for structure
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Now what would you use as an estimate?
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Question
Now what would you use as an estimate?
Perhaps a (weighted) average of the data (298) and the rates in the
neighboring HRRs (≈ 386)?

Accounting for structure

Question
Now what would you use as an estimate?
Perhaps a (weighted) average of the data (298) and the rates in the
neighboring HRRs (≈ 386)?
What if the observed data were

29,800
100,000 ?

Bayesian thinking
We gave 4-year-olds and
adults evidence about a toy
that worked in an unusual
way. The correct
hypothesis about the toy
had a low “prior” but was
strongly supported by the
data. The 4-year-olds were
actually more likely to
figure out the toy than the
adults were. . . .

Bayesian thinking
. . . As adults, the strength
of our pre-existing beliefs,
whether they involve the
iniquities of Rasmussen or
the malice of the MSM,
may make those beliefs
impervious to data.

The Big Idea

Bayesian methods formalize this process of incorporating structure in
the data and weighting the data and prior information such that the data
dominate as information accumulates.

The Big Idea

Bayesian methods formalize this process of incorporating structure in
the data and weighting the data and prior information such that the data
dominate as information accumulates.

1

Write down a prior distribution for β, P(β)
reflecting belief or information before the present experiment

2

Write down a likelihood for the data, P(Y |β)
i.e., a data-generating model

3

Bayes rule combines these into a posterior, P(β|Y )
reflecting the updated knowledge about the parameter

Bayes vs Frequentist
Though the “Bayes vs Frequentist” wars are long over,
it’s still worth a discussion of broad differences.
Classical
Parameters are
fixed unknowns
estimable by replication
of observable data

Bayesian
Parameters are
random variables
governed by distributions,
just like observable data

Bayes vs Frequentist
Though the “Bayes vs Frequentist” wars are long over,
it’s still worth a discussion of broad differences.
Classical
Parameters are
fixed unknowns
estimable by replication
of observable data

Bayesian
Parameters are
random variables
governed by distributions,
just like observable data

Subjective belief does not enter only through the prior.
I think of priors and likelihoods on equal footing:
both are subjective modeling choices and subject to critique.
Anyone can get attached to beliefs; Bayesians simply have one additional
way of making those beliefs explicit, via the prior.

Pros and cons

What are the advantages to Bayesian approaches?
I

Ability to formally incorporate prior information

I

The reason for stopping does not affect inference

I

Natural interpretations of posterior probabilities

I

All analyses follow from the posterior; no separate theories of
estimation, testing, multiple comparisons, etc. are needed

I

Direct answers to questions of equivalence, multiple comparisons, etc.

I

Inferences are conditional on the observed data

I

Often have good frequentist operating characteristics

Pros and cons

In addition, can handle many analysis scenarios “naturally”:
I

many outcome types
binary, count, continuous, censored

I

repeated measures / hierarchical structure

I

complex correlations
longitudinal, spatial, or clustered samples

I

multi-component models
e.g., exposure and outcome, dependent outcomes

I

unbalanced or missing data

Pros and cons

What are the disadvantages?
I

Conditioning on x
(This is an old school, hard core frequentist issue)

I

Not easy or automatic
(Not true anymore; there are lots of software options)

I

Choosing a prior can be difficult
The use of “default” priors or a community of priors can help

I

More difficult to “sell” to some audiences
Still cultural barriers in some substantive fields

Formal basics of Bayesian inference
Likelihood: a model, P(y|β), for the observed data, y = (y1 , . . . , yn ),
given the parameter, β
Prior: a distribution, π(β), for the parameter
Posterior: an updated distribution for β, given the observed data

Formal basics of Bayesian inference
Likelihood: a model, P(y|β), for the observed data, y = (y1 , . . . , yn ),
given the parameter, β
Prior: a distribution, π(β), for the parameter
Posterior: an updated distribution for β, given the observed data
P(y, β)
P(y, β)
= R
P(y)
P(y, β) dβ
P(y|β)π(β)
=R
P(y|β)π(β) dβ

P(β|y) =

This is the famous Bayes Rule!

Basics of inference

All inference about β derives from the posterior:
I

Point and interval estimates

I

Hypothesis tests and decision rules

I

Direct probability statements
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All inference about β derives from the posterior:
I

Point and interval estimates

I

Hypothesis tests and decision rules

I

Direct probability statements

Note that
posterior information ≥ prior information ≥ 0
with equality in the second only if the prior is noninformative.

Basics of Bayesian Inference
Hyperparameters: govern the prior distribution
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Basics of Bayesian Inference
Hyperparameters: govern the prior distribution
P(β|y, λ) = R

P(y|β)π(β|λ)
P(y|β)π(β|λ) dβ

Hyperprior: a distribution h(λ) to express uncertainty about λ
R
P(y|β)π(β|λ)h(λ) dλ
P(y, β)
P(β|y) =
=R
P(y)
P(y|β)π(β|λ)h(λ) dβdλ
Empirical Bayes: replace λ by an estimate λ̂ obtained from the marginal
to obtain the posterior
R
P(y|β)π(β|λ̂)
P(y, β)
P(β|y) =
=R
P(y)
P(y|β)π(β|λ̂)dβ
Posterior predictive: a distribution for a new observation yn+1 , which is
simply the posterior for this (unobserved) “parameter”
Z
P(yn+1 |y) = P(yn+1 |β)P(β|y)dβ

Simple Gaussian-Gaussian Example
For observations
y = (y1 , . . . , yn )0 with sufficient statistic
P
ȳ = 1/n i = 1n yi
Likelihood: Gaussian with mean parameter β and known variance σ 2 /n
P(y | β) = N(y | β, σ 2 /n)
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Simple Gaussian-Gaussian Example
For observations
y = (y1 , . . . , yn )0 with sufficient statistic
P
ȳ = 1/n i = 1n yi
Likelihood: Gaussian with mean parameter β and known variance σ 2 /n
P(y | β) = N(y | β, σ 2 /n)
Prior: Gaussian with known hyperparameters mean µ and variance τ 2
π(β | mu, τ 2 ) = N(β | µ, τ 2 )
Posterior: Gaussian with updated mean and variance


σ 2 /n
τ2
σ 2 /nτ 2
P(β | y) = N
µ+ 2
ȳ , 2
σ 2 /n + τ 2
σ /n + τ 2
σ /n + τ 2

Simple Gaussian-Gaussian Example

Posterior mean: a weighted average of the prior mean µ and the data
mean ȳ
σ 2 /n
τ2
E (β | y ) = 2
µ
+
ȳ
σ /n + τ 2
σ 2 /n + τ 2

Simple Gaussian-Gaussian Example

Posterior mean: a weighted average of the prior mean µ and the data
mean ȳ
σ 2 /n
τ2
E (β | y ) = 2
µ
+
ȳ
σ /n + τ 2
σ 2 /n + τ 2

Posterior precision: the reciprocal of variance, a measure of information,
the sum of likelihood and prior precisions
Var (β | y )−1 =

n
1
+ 2
2
σ
τ

Simple Gaussian-Gaussian Example
As a concrete example, let µ = 2, τ = 1, ȳ = 6, and σ = 1:

n = 1: prior and likelihood receive equal weight (σ 2 /n = τ 2 )
n = 10: the data dominate the prior in the posterior
n → ∞: the posterior collapses to a point mass on ȳ

Bayesian estimation
Point estimate: a measure of centrality, such as the posterior mean,
median, or mode

Bayesian estimation
Point estimate: a measure of centrality, such as the posterior mean,
median, or mode
Interval estimate: the α/2 and (1 − α/2) quantiles of the posterior,
[qL , qU ], i.e.,
Z qL
Z ∞
P(β|y)dβ = α/2 and
P(β|y)dβ = α/2
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qU

Bayesian estimation
Point estimate: a measure of centrality, such as the posterior mean,
median, or mode
Interval estimate: the α/2 and (1 − α/2) quantiles of the posterior,
[qL , qU ], i.e.,
Z qL
Z ∞
P(β|y)dβ = α/2 and
P(β|y)dβ = α/2
−∞

qU

Not necessarily narrowest, but equal tail interval is easy to compute
Interpretation: Direct for Bayesian intervals
“The probability that β lies in [qL , qU ] is 1 − α.”

Bayesian hypothesis testing
Classical approach: reject H0 according to test statistic T and
p-value = Pr {T (Y) more “extreme” than T (yobs ) | β, H0 } ,
where “extremeness” is in the direction of HA

Bayesian hypothesis testing
Classical approach: reject H0 according to test statistic T and
p-value = Pr {T (Y) more “extreme” than T (yobs ) | β, H0 } ,
where “extremeness” is in the direction of HA
Bayesian approach: compare two models, M1 and M2 , using the Bayes
factor
P(M1 |y)/P(M2 |y)
P(y | M1 )
BF =
=
,
P(M1 )/P(M2 )
P(y | M2 )
i.e., the likelihood ratio if both hypotheses are simple

Bayesians and p-values: an uneasy relationship

Question
What is the interpretation of a classical p-value?
(Hint: there are five parts)
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Question
What is the interpretation of a classical p-value?
(Hint: there are five parts)
1

The probability,

2

given the null hypothesis,

3

of obtaining results as surprising as you got

4

or more so

5

over (infinite) repeated experiments.

Making fun of p-values

Making fun of p-values

Making fun of p-values

Randall Munroe xkcd.com

Bayesians and p-values: an uneasy relationship
Sufficiency Principle
a sufficient statistic summarizes
the evidence from an experiment
Conditionality Principle
experiments not performed should be
irrelevant to conclusions
(Birnbaum 1962)
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Sufficiency Principle
a sufficient statistic summarizes
the evidence from an experiment
Conditionality Principle
experiments not performed should be
irrelevant to conclusions

&
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(Birnbaum 1962)
The Likelihood Principle
All evidence obtained from an experiment about an unknown quantity β,
is contained in the likelihood function of β for the observed data.
(Berger and Wolper 1988)

Bayesians and p-values: an uneasy relationship
The problem
“...a hypothesis which may be true may be rejected because it
has not predicted observable results which have not occurred.”
(Jeffreys 1961)
That is, conflict between The Likelihood Principle and the “or more so” of
a p-value.
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Are p-values more objective, because they are not influenced by a prior
distribution?

Bayesians and p-values: an uneasy relationship
The problem
“...a hypothesis which may be true may be rejected because it
has not predicted observable results which have not occurred.”
(Jeffreys 1961)
That is, conflict between The Likelihood Principle and the “or more so” of
a p-value.

Question
Are p-values more objective, because they are not influenced by a prior
distribution?
Not really. They are influenced crucially by the design of the experiment.

Notes on prior distributions
Conjugate prior: the posterior is available in closed form and
is a member of the same distributional family as the prior
Noninformative prior: setting τ 2 = ∞

Notes on prior distributions
Conjugate prior: the posterior is available in closed form and
is a member of the same distributional family as the prior
Noninformative prior: setting τ 2 = ∞
In our Gaussian example, when τ 2 = ∞, the posterior becomes

p (β|y ) = N β ȳ , σ 2 /n
i.e., simply the likelihood
Note: Here, the limit of the conjugate prior is a “flat” prior;
thus, the posterior is the renormalized likelihood

A note about “improper” priors
Question
What defines a “proper” distribution?

A note about “improper” priors
Question
What defines a “proper” distribution?
Non-negative and integrates to one.

A note about “improper” priors
Question
What defines a “proper” distribution?
Non-negative and integrates to one.
Flat priors have advantages, but some are improper
Z
π(β)dβ = +∞

If πi (β i ) is improper, then P(y|Mi ) is also and the Bayes Factor is not
well-defined!
The posterior must be proper, which is still possible with imprior priors,
recall the Gaussian example.
(George & Zhang 2000)

Many names for this process
mixed/multiple/indirect treatment comparisons
multiple treatment/network meta-analysis

Jansen 2011 Figure 1

Simple network of evidence

Jansen 2014 Figure 4

Direct vs indirect

Jansen 2014 Figure 4

More complex networks of evidence

Key modeling choices

I

Fixed effects vs random effects

I

Arm-based vs contrast-based

I

Single outcome vs multiple outcomes

I

Adjusting for multiple-arm studies

I

Using study-level covariates

I

Individual patient data vs aggregate evidence

I

Functional form for the likelihood (linear, probit, logit, etc.)

I

Correlation structure for random effects models

I

Effect modifiers across and within studies

Lumley 2002 Stat in Med

Lumley frequentist approach
For comparing treatment t1 vs t2 in study k,
Yt1 t2 k ∼ N µt1 − µt1 + ηt1 k + ηt2 k + ξt1 t2 , σt21 t2 k



ηtk ∼ N(0, τ 2 )
ξt1 t2 ∼ N(0, ω 2 )
True average treatment effect: µt1 − µt2
Study heterogeneity: τ 2
Incoherence (aka inconsistency): ω 2
Can estimate using (restricted) maximum likelihood:
fit <- lme(effect ∼ trt.B + trt.C + trt.D + trt.E,
random=∼1|trtpair,
var=varConstPower(form= sigma,fixed=list(power=1))

Lu & Ades 2006 JASA

Binary outcomes setup

For outcome ` on treatment t in study k, the likelihood is
ytk` ∼Bin(ntk` , ptk` )
I

ytk` : events (known)

I

ntk` : sample size (known)

I

ptk` : probability of an event (unknown)

Lu and Ades random effects model

Random effects model allows heterogeneity between studies
logit(pt0 k ) = µt0 k Baseline treatment effect
logit(ptk ) = µt0 k + βtt0 k Other treatment effects
β k ∼ N(b, V) Random effects distribution
where
I

t0 baseline treatment in study k

I

µt0 k baseline effect in study k

I

βtt0 k ≡ 0 when t = t0

Lu and Ades random effects model
Basic parameters: any subset of parameters whose edges form a spanning
tree in the network of evidence (i.e., connected subgraph of all vertices
and no cycles) bb
Functional parameters: linear combinations of basic parameters, on which
direct evidence is available bf = Fbb
Note: apparent dimension reduction is simply the consistency constraint
The variance-covariance matrix on the random effects distribution
concerns only the basic parameters; the functional parameters’ covariance
follows from linear combinations.


Vb
Vb F0
V=
FVb0 FVb F0

Lu and Ades example

Lu and Ades example

Lu & Ades 2006 Figure 2

Lu and Ades example

More on contrast-based models

If we assume all contrasts have the same heterogeneity and the variance
covariance matrix is diagonal, this reduces to standard meta-regression (for
two-arm studies only).

Properly incorporating multi-arm studies requires modifications to the
variance covariance matrix

Salanti et al. 2008 SMMR

Two-arm contrast-based model

Salanti et al. 2008

Two-arm contrast-based model

Salanti et al. 2008

Contrast-based model with multi-arm study

Salanti et al. 2008

Arm-based models

Salanti et al. 2008

Arm-based models

I

βk,t are study arm random effects

I

µt1 ,t2 are overall means for treatment contrasts

I

ηk account for baseline differences across studies

Key assumptions in network meta-analysis

Homogeneity consistent effect sizes across studies
Consistency compatible evidence from direct and indirect comparisons
Study quality no threats to internal validity
Effect modification differences across studies bias results

Consistency

Jansen 2014 Figure 10

Consistency

Jansen 2014 Figure 10

Inconsistency

Jansen 2014 Figure 11

Checking consistency

“There is a trade off between the strength of consistency assumptions and
the potential gain in precision by combining direct with indirect evidence.”
(Salanti et al. 2008)
I
I

Assume consistency in entire network
Add comparison-specific random effects
I
I
I
I

I

Only as many as there are independent loops (for identification)
Compare variance of these to between-study variance
May do only for some loops and not others
Does not produce interpretable parameters

Assume inconsistency in entire network → separate analyses for each
comparison

Heterogeneity

Jansen 2014 Figure 7

Heterogeneity

Jansen 2014 Figure 8

Effect modification

Device analysis

Device analysis

Stettler 2007 Figure 2

Alternatives

I

All pairwise comparisons (fixed effects or random effects)

I

Traditional meta-analysis

I

Multi-arm studies

Individual study results for one comparison

Meta-analysis results for one comparison

Hoaglin 2011 Figure 1

Sensitivity to multi-arm studies

Salanti et al. 2011 JCE

Posteriors for treatment effects

Salanti et al. 2011 Figure 2

Posterior ranks for treatment effects

Posterior ranks for treatment effects

Jansen et al. 2014 Figure 15

Cumulative posterior ranks for treatment effects

Salanti et al. 2011 Figure 5

Posterior probability of being no worse than
threshold

Salanti et al. 2011 Figure 6

MCMC Software Options

A brief review of the MCMC software options
I

BUGS and family: WinBUGS, OpenBUGS, R2WinBUGS, BRugs

I

JAGS: JAGS, rjags, R2jags, runjags

I

R packages: mcmc, JMBayes, and many others

I

SAS: PROC MCMC

I

Other recent developments: Stan and RStan, PyMC

BUGS family
WinBUGS
Dave Lunn & Nicky Best, Imperial College London
http://www.mrc-bsu.cam.ac.uk/bugs/winbugs/
I

Stand-alone GUI software, written in Component Pascal

I

Runs natively in Windows and in Linux/Mac via WINE

I

Includes spatial models (GeoBUGS)

OpenBUGS
Andrew Thomas, University of Helsinki
http://www.openbugs.info/w/
I

Open-source successor to WinBUGS, still Component Pascal

I

Runs in Windows, Mac (via WINE), and Linux (no GUI)

Calling BUGS from R
R2WinBUGS and R2OpenBUGS
Andrew Gelman, Columbia
http://www.stat.columbia.edu/~gelman/bugsR/
I

Call WinBUGS or OpenBUGS from within R

I

Output may be processed directly in R

BRugs
http://www.openbugs.info/w/UserContributedCode
I

Silently calls OpenBUGS from within R

I

Includes handy formatting function bugs.data that outputs data
structures for use in Win/OpenBUGS directly

JAGS
JAGS
Martyn Plummer, International Agency for Research on Cancer
http://calvin.iarc.fr/~martyn/software/jags/
I

Open-source C++ software with BUGS-type model specification

I

Command line interface runs natively on Win, Mac, various Linux
flavors

I

Distinguishes between censoring and truncation (unlike WinBUGS)

rjags
http://cran.r-project.org/web/packages/rjags
I

Convenient package for calling JAGS via R

I

Output may be processed directly in R

SAS options

PROC MCMC
SAS, Inc.
support.sas.com/rnd/app/da/Bayesian/MCMC.html
I

Available in SAS 9.2 and later

I

Specify likelihood in MODEL statement; specify priors using PRIOR
statement

I

Model specification similar to PROC NLIN; syntax similar to PROC
NLMIXED

I

Default algorithm is adaptive blocked random walk Metropolis with
normal proposal

I

Saves posterior samples for further analysis

Other Recent Options

Andrew Gelman, et al, Columbia
I

Hamiltonian Monte Carlo sampler (No U-Turn Sampler)

I

Samples discrete parameters without dependencies

I

Accelerates convergence using gradient

I

Use RStan to call from R mc-stan.org/r-quickstart.html

Other Recent Options

PyMC
Anand Patil (Univ Oxford), David Huard (McGill), and Chris Fonnesbeck
(Vanderbilt)
http://code.google.com/p/pymc/
I

Wrapper Python code that calls updating routines written in C and
Fortran

I

Open-source, extensible, fast

I

Compromise between writing own algorithms and no algorithm control

Books

Books

I

Carlin BP and Louis TM (2009). Bayesian Methods for Data
Analysis. 3rd ed. Chapman & Hall/CRC.

I

Gelman A and Hill J (2007). Data Analysis Using Regression and
Multilevel/Hierarchical Models. Cambridge Univ Press.

I

Gelman A, Carlin JB, Stern HS, and Rubin DB (2004). Bayesian
Data Analysis. 2nd ed. Chapman & Hall/CRC.

I

Kruschke J (2010). Doing Bayesian Data Analysis. Elsevier.

I

Lunn D, Jackson C, Best N, Thomas A, Spiegelhalter D (2012). The
BUGS Book. Chapman & Hall/CRC.

I

McGrayne SB (2011). The Theory That Would Not Die. Yale Univ
Press.

Bayes articles
I

Berger JO and Wolpert RL (1988). The likelihood principle: a review,
generalizations, and statistical implications. in IMS Lecture
Notes–Monograph Series, Vol 6. Gupta SS, series ed. Hayward, CA:
Institute of Mathematical Statistics.

I

Efron B (1986). Why isn’t everyone a Bayesian? The American
Statistician. 40(1):1-4.

I

Gelfand AE and Smith AFM (1990). Sampling-based approaches to
calculating marginal densities. JASA. 85(410): 398-409.

I

George EI and Zhang Z (2001). Posterior propriety in some
hierarchical exponential family models. in Data Analysis from
Statistical Foundations, A Festschrift in Honour of the 75th Birthday
of D.A.S. Fraser, AKME Saleh, ed. Nova Science Publishers. pp
309-317.

Bayes articles

Special issue of British Journal of Mathematical and Statistical
Psychology, February 2013. 66(1): 1198.
I

Andrews M and Bauley T. Prior approval: The growth of Bayesian
methods in psychology. pp 1-7

I

Gelman A and Shalizi CR. Philosophy and the practice of Bayesian
statistics. pp 8-38

I

Borshoom D and Haig BD. How to practise Bayesian statistics
outside the Bayesian church: What philosophy for Bayesian statistical
modelling? pp 39-44

I

Morey RD, Romeijn J-W, and Rouder JN. The humble Bayesian:
Model checking from a fully Bayesian perspective. pp 68-75

MTC articles
I

Coleman CI et al. (2012) Use of mixed treatment comparisons in
systematic reviews. AHRQ publication No. 12-EHC119-EF. Rockville,
MD: Agency for Healthcare Research and Quality.
www.effectivehealthcare.ahrq.gov/reports/final.cfm

I

Hoaglin DC et al. (2011) Conducting indirect-treatment-comparison
and network-meta-analysis studies: Report of the ISPOR Task Force
on Indirect Treatment Comparisons Good Research Practices–Part 2.
Value in Health. 14:429-437.

I

Jansen JP et al. (2011) Interpreting indirect treatment comparisons
and network meta-analysis for health-care decision making: Report of
the ISPOR Task Force on Indirect Treatment Comparisons Good
Research Practices–Part 1. Value in Health. 14:417-428.

I

Jansen JP et al. (2014) Indirect treatment comparison/network
meta-analysis study questionnaire to assess relevance and credibility
to inform health care decision making: An ISPOR-AMCP-NPC Good
Practice Task Force report. Value in Health. 17:157-173.

MTC articles
I

Lu G and Ades AE. (2006). Assessing evidence inconsistency in mixed
treatment comparisons. JASA. 101:474-459.

I

Lumley T. (2002) Network meta-analysis for indirect treatment
comparisons. Statistics in Medicine. 21:2313-2324.

I

Salanti G et al. (2008) Evaluation of networks of randomized trials.
Statistical Methods in Medical Research. 17:279-301.

I

Salanti G, Ades AE, Ioannidi JPA. (2011) Graphical methods for
numerical summaries for presenting results from multiple-treatment
meta-analysis: an overview and tutorial. Journal of Clinical
Epidemiology. 64:163-171.

I

Stettler et al. (2007) Stent thrombosis with drug-eluting and
bare-metal stents: evidence from a comprehensive network
meta-analysis. Lancet. 379:1393-1402.
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Essay

Why Most Published Research Findings
Are False
John P. A. Ioannidis

Summary
There is increasing concern that most
current published research findings are
false. The probability that a research claim
is true may depend on study power and
bias, the number of other studies on the
same question, and, importantly, the ratio
of true to no relationships among the
relationships probed in each scientific
field. In this framework, a research finding
is less likely to be true when the studies
conducted in a field are smaller; when
effect sizes are smaller; when there is a
greater number and lesser preselection
of tested relationships; where there is
greater flexibility in designs, definitions,
outcomes, and analytical modes; when
there is greater financial and other
interest and prejudice; and when more
teams are involved in a scientific field
in chase of statistical significance.
Simulations show that for most study
designs and settings, it is more likely for
a research claim to be false than true.
Moreover, for many current scientific
fields, claimed research findings may
often be simply accurate measures of the
prevailing bias. In this essay, I discuss the
implications of these problems for the
conduct and interpretation of research.

P

ublished research findings are
sometimes refuted by subsequent
evidence, with ensuing confusion
and disappointment. Refutation and
controversy is seen across the range of
research designs, from clinical trials
and traditional epidemiological studies
[1–3] to the most modern molecular
research [4,5]. There is increasing
concern that in modern research, false
findings may be the majority or even
the vast majority of published research
claims [6–8]. However, this should
not be surprising. It can be proven
that most claimed research findings
are false. Here I will examine the key
The Essay section contains opinion pieces on topics
of broad interest to a general medical audience.

PLoS Medicine | www.plosmedicine.org

factors that influence this problem and
some corollaries thereof.

Modeling the Framework for False
Positive Findings
Several methodologists have
pointed out [9–11] that the high
rate of nonreplication (lack of
confirmation) of research discoveries
is a consequence of the convenient,
yet ill-founded strategy of claiming
conclusive research findings solely on
the basis of a single study assessed by
formal statistical significance, typically
for a p-value less than 0.05. Research
is not most appropriately represented
and summarized by p-values, but,
unfortunately, there is a widespread
notion that medical research articles

It can be proven that
most claimed research
findings are false.
should be interpreted based only on
p-values. Research findings are defined
here as any relationship reaching
formal statistical significance, e.g.,
effective interventions, informative
predictors, risk factors, or associations.
“Negative” research is also very useful.
“Negative” is actually a misnomer, and
the misinterpretation is widespread.
However, here we will target
relationships that investigators claim
exist, rather than null findings.
As has been shown previously, the
probability that a research finding
is indeed true depends on the prior
probability of it being true (before
doing the study), the statistical power
of the study, and the level of statistical
significance [10,11]. Consider a 2 × 2
table in which research findings are
compared against the gold standard
of true relationships in a scientific
field. In a research field both true and
false hypotheses can be made about
the presence of relationships. Let R
be the ratio of the number of “true
relationships” to “no relationships”
among those tested in the field. R
0696

is characteristic of the field and can
vary a lot depending on whether the
field targets highly likely relationships
or searches for only one or a few
true relationships among thousands
and millions of hypotheses that may
be postulated. Let us also consider,
for computational simplicity,
circumscribed fields where either there
is only one true relationship (among
many that can be hypothesized) or
the power is similar to find any of the
several existing true relationships. The
pre-study probability of a relationship
being true is R⁄(R + 1). The probability
of a study finding a true relationship
reflects the power 1 − β (one minus
the Type II error rate). The probability
of claiming a relationship when none
truly exists reflects the Type I error
rate, α. Assuming that c relationships
are being probed in the field, the
expected values of the 2 × 2 table are
given in Table 1. After a research
finding has been claimed based on
achieving formal statistical significance,
the post-study probability that it is true
is the positive predictive value, PPV.
The PPV is also the complementary
probability of what Wacholder et al.
have called the false positive report
probability [10]. According to the 2
× 2 table, one gets PPV = (1 − β)R⁄(R
− βR + α). A research finding is thus
Citation: Ioannidis JPA (2005) Why most published
research findings are false. PLoS Med 2(8): e124.
Copyright: © 2005 John P. A. Ioannidis. This is an
open-access article distributed under the terms
of the Creative Commons Attribution License,
which permits unrestricted use, distribution, and
reproduction in any medium, provided the original
work is properly cited.
Abbreviation: PPV, positive predictive value
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Medicine, Tufts-New England Medical Center, Tufts
University School of Medicine, Boston, Massachusetts,
United States of America. E-mail: jioannid@cc.uoi.gr
Competing Interests: The author has declared that
no competing interests exist.
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Electronic Health Databases

The increasing availability of electronic medical records offers a new
resource to public health researchers.
General usefulness of this type of data to answer targeted scientific
research questions is an open question.
Need novel statistical methods that have desirable statistical properties
while remaining computationally feasible.

Electronic Health Databases
I

I

FDA’s Sentinel Initiative aims to monitor
drugs and medical devices for safety over time
already has access to 100 million people
and their medical records.

The $3 million Heritage Health Prize Competition where the goal
was to predict future hospitalizations using existing high-dimensional
patient data.

Electronic Health Databases
I

Truven MarketScan database.
Contains information on
enrollment and claims from
private health plans and
employers.

I

Health Insurance Marketplace has enrolled over 10 million people.

Electronic Health Databases

I

Regulations passed in 2002 requiring MA hospitals providing cardiac
surgery or angioplasty to collect patient data using:
I

I

I

Society of Thoracic Surgeons National Cardiac Surgery Database
Instrument (cardiac surgery)
American College of Cardiologys National Cardiovascular Data Registry
Instrument (coronary intervention procedures)

All data are submitted electronically to the Massachusetts Data
Analysis Center (Mass-DAC)

Medical Device Databases

HatfieldBlausen.com staff. ”Blausen gallery 2014”

Medical Device Databases: Multiple Treatments

usciences.edu

I

Missingness

I

Censoring

I

Mismeasurement

High Dimensional ‘Big Data’ Parametric Regression

I

Often dozens, hundreds, or even
thousands of potential variables
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May have more unknown parameters
than observations

High Dimensional ‘Big Data’ Parametric Regression

I

Often dozens, hundreds, or even
thousands of potential variables

I

Impossible challenge to correctly
specify the parametric regression

I

May have more unknown parameters
than observations

I

True functional might be described by
a complex function not easily
approximated by main terms or
interaction terms

Complications of Human Art in ‘Big Data’ Statistics

1

Fit several parametric models; select a favorite one

2

The parametric model is misspecified

3

The target parameter is interpreted as if the parametric model is
correct

4

The parametric model is often data-adaptively (or worse!) built, and
this part of the estimation procedure is not accounted for in the
variance

Estimation is a Science, Not an Art

1

Data: realizations of random variables with a probability distribution.

2

Statistical Model: actual knowledge about the shape of the
data-generating probability distribution.

3

Statistical Target Parameter: a feature/function of the
data-generating probability distribution.

4

Estimator: an a priori-specified algorithm, benchmarked by a
dissimilarity-measure (e.g., MSE) w.r.t. target parameter.

The Need for Targeted Learning in Semiparametric
Models

I

Parametric maximum likelihood estimation not targeted for effect
parameters.

I

Need a subsequent targeted bias-reduction step: Targeted MLE

Targeted Learning
I

Avoid reliance on human art and unrealistic parametric models

I

Define interesting parameters

I

Target the parameter of interest

I

Incorporate machine learning

I

Statistical inference

Targeted Learning
Super Learner
Allows researchers to use multiple algorithms to outperform a single
algorithm in nonparametric statistical models.
Builds weighted combination of estimators where weights are optimized
based on loss-function specific cross-validation to guarantee best overall fit.

Targeted Maximum Likelihood Estimation
With an initial estimate of the outcome regression, the second stage of
TMLE updates this initial fit in a step targeted toward making an optimal
bias-variance tradeoff for the parameter of interest.
Two-step procedure that incorporates estimates of:
1

the probability of the outcome given exposure and covariates

2

the probability of treatment given covariates

Targeted Learning (targetedlearningbook.com)

van der Laan & Rose, Targeted Learning: Causal Inference for
Observational and Experimental Data. New York: Springer, 2011.

Roadmap for Targeted Learning

How does one translate the results from studies, how do we take the
information in the data, and draw effective conclusions?
I

Define the Research Question
I
I
I

I
I

Specify Data
Specify Model
Specify the Parameter of Interest

Estimate the Target Parameter
Inference
I
I

Standard Errors / CIs
Interpretation

Defining the Research Question: Data, Model, Parameter

Learning from Data
Just what type of studies are we conducting? The often quoted “ideal
experiment” is one that cannot be conducted in real life.
EXPOSED

UNEXPOSED

Subject 1

Subject 1

Subject 2

Subject 2

Subject 3

Subject 3

IDEAL EXPERIMENT

EXPOSED

UNEXPOSED

Subject 1

Subject 2

Subject 3

REAL-WORLD STUDY

Learning from Data: Recall our Treatments...

HatfieldBlausen.com staff. ”Blausen gallery 2014”

Data

Random variable O, observed n times, could be defined in a simple case as
O = (W , A, Y ) ∼ P0 if we are without common issues such as missingness
and censoring.
I

W : vector of covariates

I

A: treatments

I

Y : outcome

This data structure makes for effective examples, but data structures
found in practice are frequently more complicated.

Data: Censoring & Missingness

Define O = (W , A, T̃ , ∆) ∼ P0 .
I

T : time to event Y

I

C : censoring time

I

T̃ = min(T , C ): represents the T or C that was observed first

I

∆ = I (T ≤ T̃ ) = I (C ≥ T ): indicator that T was observed at or
before C

Define O = (W , A, ∆, ∆Y ) ∼ P0 .
I

∆: Indicator of missingness

Model

General case: Observe n i.i.d. copies of random variable O with probability
distribution P0 .
The data-generating distribution P0 is also known to be an element of a
statistical model M: P0 ∈ M.
A statistical model M is the set of possible probability distributions for
P0 ; it is a collection of probability distributions.
If all we know is that we have n i.i.d. copies of O, this can be our
statistical model, which we call a nonparametric statistical model

Model

A statistical model can be augmented with additional (nontestable causal)
assumptions, allowing one to enrich the interpretation of Ψ(P0 ).
This does not change the statistical model.
We refer to the statistical model augmented with a possibly additional
assumptions as the model.
I

Causal assumptions made by the structural causal model (SCM)

Causal Model

Assume a structural causal model (SCM) (Pearl 2009), comprised of
endogenous variables X = (Xj : j) and exogenous variables U = (UXj : j).
I

Each Xj is a deterministic function of other endogenous variables and
an exogenous error Uj .

I

The errors U are never observed.

I

For each Xj we characterize its parents from among X with Pa(Xj ).

Causal Model

Xj = fXj (Pa(Xj ), UXj ), j = 1 . . . , J,
The functional form of fXj is often unspecified.
An SCM can be fully parametric, but we do not do that here as our
background knowledge does not support the assumptions involved.

Causal Model
We could specify the following SCM:
W

= fW (UW ),

A = fA (W , UA ),
Y

= fY (W , A, UY ),

Recall that we assume for the full data:
1

for each Xj , Xj = fj (Pa(Xj ), UXj ) depends on the other endogenous
variables only through the parents Pa(Xj ),

2

the exogenous variables have a particular joint distribution PU .

In our simple study, X = (W , A, Y ), and Pa(A) = W . We know this due
to the time ordering of the variables.

Causal Graph
UW



/

W



A

UY

,

(a)

UW



W

(c)

v

Y

~







A

UY

Y

UA

o



/

W

UW

,

)



A

UY

,

(b)

UA

/

zu

UW

UA

~



W

(d)

u
)

~

Y

/

UA



A

UY

,

Y

~

Figure: Causal graphs with various assumptions about the distribution of PU

A Note on Causal Assumptions

We could alternatively use the Neyman–Rubin Causal Model and assume
I

randomization (A ⊥ Ya | W ) and

I

stable unit treatment value assumption (SUTVA; no interference
between subjects and consistency assumption).

Positivity Assumption

We need that each possible exposure level occurs with some positive
probability within each stratum of W .
For our data structure (W , A, Y ) we are assuming:
P0 (A = a | W = w ) > 0,
for each possible w .

A Few Target Parameters
Define the parameter of the probability distribution P as function of
P : Ψ(P).
ψRD = ΨRD (P) = EW [E (Y | A = 1, W ) − E (Y | A = 0, W )]
= E (Y1 ) − E (Y0 )
= P(Y1 = 1) − P(Y0 = 1)

ψRR =

P(Y1 = 1)
P(Y0 = 1)

and
ψOR =

P(Y1 = 1)P(Y0 = 0)
.
P(Y1 = 0)P(Y0 = 1)

Y is the outcome, A the treatment, and W baseline covariates.

Landscape: Effect Estimators

An estimator is an algorithm that can be applied to any empirical
distribution to provide a mapping from the empirical distribution to the
parameter space.
I

Maximum-Likelihood-Based Estimators

I

Estimating-Equation-Based Methods

The target parameters we discussed depend on P0 through the conditional
mean Q̄0 (A, W ) = E0 (Y | A, W ), and the marginal distribution QW ,0 of
W . Thus we can also write Ψ(Q0 ), where Q0 = (Q̄0 , QW ,0 ).

Landscape: Estimators
I

Maximum-Likelihood-Based Estimators
Maximum-likelihood-based substitution estimators will be of the type
n

1X
{Q̄n (1, Wi ) − Q̄n (0, Wi )},
ψn = Ψ(Qn ) =
n
i=1

where this estimate is obtained by plugging in Qn = (Q̄n , QW ,n ) into
the mapping Ψ. Q̄n (A = a, Wi ) = En (Y | A = a, Wi ).
I

Estimating-Equation-Based Methods An estimating function is a
function of the data O and the parameter of interest. If D(ψ)(O) is
an estimating function, then we can define a corresponding estimating
equation:
n
X
0=
D(ψ)(Oi ),
i=1

and solution ψn satisfying

Pn

i=1 D(ψn )(Oi )

= 0.

Effect Estimation Literature

I

Maximum-Likelihood-Based Estimators: g-formula, Robins 1986

I

Estimating equations: Robins and Rotnitzky 1992, Robins 1999,
Hernan et al. 2000, Robins et al. 2000, Robins 2000, Robins and
Rotnitzky 2001.

I

Additional bibliographic history found in Chapter 1 of van der Laan
and Robins 2003.

I

For even more references, see Chapter 4 of Targeted Learning.

Defining Parameters with Multiple Treatments

Depending on the number of levels of treatment, one could estimate the
parameter of interest for each level:
ψ0 = Ψ(P) = EW [P(Y = 1 | A = a, W )]

Defining Parameters with Multiple Treatments:
Marginal Structural Model

With many devices, we may wish to or need to smooth across treatments
to obtain a summary measure using marginal structural models (MSMs).
MSMs are not estimators. MSMs are a way to define your parameter of
interest. Can choose from several estimators.

Defining Parameters with Multiple Treatments:
Marginal Structural Model
The first approach is to assume a model mβ for the parameter ψ0 (a) such
as:
logit ψ0 (a) = β(a).
Such a model allows one to focus on estimating the parameter β, and the
estimator of β will smooth across all the observations.

This requires making a model assumption and if this model assumption is
incorrect then β (and thereby ψ0 ) is not defined.

Defining Parameters with Multiple Treatments:
Working Marginal Structural Model

The second approach is to define our target parameter as a summary
measure of the parameters {ψ0 (a) : a}.
The choice of working marginal structural model, such as the linear model
β, defines the target parameter of interest, but it does not represent a
causal or statistical assumption.
Formally, a working MSM mβ allows us to define our parameter as a
projection of the true counterfactual outcomes under various treatments
onto mβ .

Estimation: Q̄(A, W ) = E (Y | A, W ) / Q̄(W ) = E (Y | W )

Effect Estimation vs. Prediction

Both effect and prediction research questions are inherently estimation
questions, but they are distinct in their goals.
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Effect Estimation vs. Prediction

Both effect and prediction research questions are inherently estimation
questions, but they are distinct in their goals.
Effect: Interested in estimating the effect of exposure on outcome
adjusted for covariates.
Prediction: Interested in generating a function to input covariates and
predict a value for the outcome.

Prediction: The Goal

Flexible algorithm to estimate the regression function E0 (Y | W ).
Y outcome
W covariates

Prediction: Big Picture

Machine learning aims to
I

“smooth” over the data

I

make fewer assumptions

Prediction: Big Picture

Purely nonparametric model
with high dimensional data?
I

p > n!

I

data sparsity

Nonparametric Prediction Example: Local Averaging

I

Local averaging of the outcome Y within covariate “neighborhoods.”

I

Neighborhoods are bins for observations that are close in value.

I

The number of neighborhoods will determine the smoothness of our
regression function.

I

How do you choose the size of these neighborhoods?

Nonparametric Prediction Example: Local Averaging

I

Local averaging of the outcome Y within covariate “neighborhoods.”

I

Neighborhoods are bins for observations that are close in value.

I

The number of neighborhoods will determine the smoothness of our
regression function.

I

How do you choose the size of these neighborhoods?

This becomes a bias-variance trade-off question.
I

Many small neighborhoods: high variance since some neighborhoods
will be empty or contain few observations.

I

Few large neighborhoods: biased estimates if neighborhoods fail to
capture the complexity of data.

Prediction: A Problem

If the true data-generating distribution is very smooth, a misspecified
parametric regression might beat the nonparametric estimator.
How will you know?
We want a flexible estimator that is consistent, but in some cases it may
“lose” to a misspecified parametric estimator because it is more variable.

Prediction: Options?

I

Recent studies for prediction have employed newer algorithms.
(any mapping from data to a predictor)
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“When should I use random forest instead of standard regression
techniques?”
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Prediction: Options?

I

Recent studies for prediction have employed newer algorithms.

I

Researchers are then left with questions, e.g.,
I

“When should I use random forest instead of standard regression
techniques?”

Prediction: Key Concepts
Loss-Based Estimation
Use loss functions to define best estimator of E0 (Y | W ) & evaluate it.

Cross Validation
Available data is partitioned to train and validate our estimators.

Flexible Estimation
Allow data to drive your estimates, but in an honest (cross validated)
way.
These are detailed topics; we’ll cover core concepts.

Loss-Based Estimation

Wish to estimate: Q̄0 = E0 (Y | A, W ).
In order to choose a “best” algorithm to estimate this regression function,
must have a way to define what “best” means.
Do this in terms of a loss function.

Loss-Based Estimation

Data structure is O = (W , Y ) ∼ P0 , with empirical distribution Pn which
places probability 1/n on each observed Oi , i = 1, . . . , n.
Loss function assigns a measure of performance to a candidate function
Q̄ = E (Y | W ) when applied to an observation O:
L : (O, Q̄) → L(O, Q̄) ∈ R.

Loss-Based Estimation

Possible loss functions include the L1 absolute error loss function:
L(O, Q̄) = |Y − Q̄(W )|,
the L2 squared error (or quadratic) loss function:
L(O, Q̄) = (Y − Q̄(W ))2 ,
and the negative log loss function:
L(O, Q̄) = − log(Q̄(W )Y (1 − Q̄(W ))1−Y ).

Formalizing the Parameter of Interest

We define our parameter of interest, Q̄0 = E0 (Y | W ), as the minimizer of
the expected squared error loss:
Q̄0 = arg minQ̄ E0 L(O, Q̄),
where L(O, Q̄) = (Y − Q̄(W ))2 .
E0 L(O, Q̄), which we want to be small, evaluates the candidate Q̄, and it
is minimized at the optimal choice of Q0 . We refer to expected loss as the
risk
Y : Outcome, W : Covariates

Loss-Based Estimation

We want estimator of the regression function Q̄0 that minimizes the
expectation of the squared error loss function.
This makes sense intuitively; we want an estimator that has small bias and
variance.

Ensembling: Cross-Validation
I

Ensembling methods allow implementation of multiple algorithms.

I

Do not need to decide beforehand which single technique to use; can
use several by incorporating cross validation.

Ensembling: Cross-Validation
I

Ensembling methods allow implementation of multiple algorithms.

I

Do not need to decide beforehand which single technique to use; can
use several by incorporating cross-validation.
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Ensembling: Cross-Validation
I

In V -fold cross-validation, our observed data O1 , . . . , On is referred to
as the learning set and partition into V sets of size ≈ Vn

I

For any given fold, V − 1 sets comprise training set and remaining 1
set is validation set.
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Ensembling: Cross-Validation
I

In V -fold cross-validation, our observed data O1 , . . . , On is referred to
as the learning set and partition into V sets of size ≈ Vn

I

For any given fold, V − 1 sets comprise training set and remaining 1
set is validation set.
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Super Learner: Ensembling

Build a collection of algorithms consisting of all weighted averages of the
algorithms.
One of these weighted averages might perform better than one of the
algorithms alone.
It is this principle that allows us to map a collection of algorithms into a
library of weighted averages of these algorithms.

1
2
.
.
.
10

Collection of
Algorithms

Data

1
2
.
.
.
10
.
.
.
1
2
.
.
.
10

Super learner function

algorithma
algorithmb

algorithmp
algorithma
algorithmb

algorithmp

1

Z1,a

Z1,b

...

Z1,p

2

Z2,a

Z2,b

...

Z2,p

.
.
.

.
.
.

.
.
.

.
.
.

10

Z10,a

Z10,b

...

Z10,p

CV MSEa
CV MSEb
CV MSEp

algorithma
algorithmb

algorithmp

Family of weighted
combinations

En[Y|Z] = αa,nZa+αb,nZb+...+αp,nZp

Super Learner: Optimal Weight Vector
It might seem that the implementation of such an estimator is
problematic, since it requires minimizing the cross-validated risk over
an infinite set of candidate algorithms (the weighted averages).

Super Learner: Optimal Weight Vector
It might seem that the implementation of such an estimator is
problematic, since it requires minimizing the cross-validated risk over
an infinite set of candidate algorithms (the weighted averages).
The contrary is true.
Super learner is not more computer intensive than the “cross-validation
selector” (the single algorithm with the smallest cross-validated risk).

I

Only the relatively trivial calculation of the optimal weight vector
needs to be completed.

Super Learner: Optimal Weight Vector
Consider that the discrete super learner has already been completed.
I

I

Determine combination of algorithms that minimizes cross-validated
risk.
Propose family of weighted combinations of the algorithms, index by
the weight vector α. The family of weighted combinations:
I
I

includes only those α-vectors that have a sum equal to one
each weight is positive or zero

Super Learner: Optimal Weight Vector
Consider that the discrete super learner has already been completed.
I

I

Determine combination of algorithms that minimizes cross-validated
risk.
Propose family of weighted combinations of the algorithms, index by
the weight vector α. The family of weighted combinations:
I
I

includes only those α-vectors that have a sum equal to one
each weight is positive or zero

Selecting the weights that minimize the cross-validated risk is a
minimization problem, formulated as a regression of the outcomes Y on
the predicted values of the algorithms (Z ).

Super Learner: Ensembling

Due to its theoretical properties, super learner:
performs asymptotically as well as the best choice among the family
of weighted combinations of estimators.
Thus, by adding more competitors, we only improve the
performance of the super learner.
The asymptotic equivalence remains true if the number of algorithms in
the library grows very quickly with sample size.

Screening: Will Be Useful for Parsimony

I

Often beneficial to screen
variables before running
algorithms.

I

Can be coupled with
prediction algorithms to
create new algorithms in
the library.
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Screening: Will Be Useful for Parsimony

I

I

Often beneficial to screen
variables before running
algorithms.
Can be coupled with
prediction algorithms to
create new algorithms in
the library.

I

Clinical subsets

I

Test each variable with
the outcome, rank by
p-value

I

Lasso

The Free Lunch

I

No point in painstakingly deciding which estimators; add them all.

I

Theory supports this approach and finite sample simulations and data
analyses only confirm that it is very hard to overfit the super
learner by augmenting the collection, but benefits are obtained.

Super Learner: Public Datasets

.3 Description of data sets, where n is the sample size and p is the number of cov

Polley et al. (2011)

Name

n

ais
diamond
cps78
cps85
cpu
FEV
Pima
laheart
mussels
enroll
fat
diabetes
house

202
308
550
534
209
654
392
200
201
258
252
366
506

p

Source

10 Cook and Weisberg (1994)
17
Chu (2001)
18
Berndt (1991)
17
Berndt (1991)
6
Kibler et al. (1989)
4
Rosner (1999)
7
Newman et al. (1998)
10
Afifi and Azen (1979)
3
Cook (1998)
6
Liu and Stengos (1999)
14
Penrose et al. (1985)
15
Harrell (2001)
13
Newman et al. (1998)

Super Learner: Public Datasets

Polley et al. (2011)

Ensembling Literature
I

The super learner is a generalization of the stacking algorithm
(Wolpert 1992, Breiman 1996) and has optimality properties that led
to the name “super” learner.

I

LeBlanc & Tibshirani (1996) discussed the relationship of stacking
algorithms to other algorithms.

I

Additional methods for ensemble learning have also been developed
(e.g., Tsybakov 2003; Juditsky et al. 2005; Bunea et al. 2006, 2007;
Dalayan & Tsybakov 2007, 2008).

I

Refer to a review of ensemble methods (Dietterich 2000) for further
background.

I

van der Laan et al. (2007) original super learner paper.

I

For more references, see Chapter 3 of Targeted Learning.

R Packages

I

SuperLearner (Polley): Main super learner package

I

h2oEnsemble (LeDell): Java-based, designed for big data, uses H2O
R interface to run super learning

More: targetedlearningbook.com/software

(Causal) Effect Estimation

Landscape: Estimators

I

Maximum-Likelihood-Based Estimators

I

Estimating-Equation-Based Methods

Maximum-Likelihood-Based Methods

Maximum-likelihood-based substitution estimators will be of the type
n

ψn = Ψ(Qn ) =

1X
{Q̄n (1, Wi ) − Q̄n (0, Wi )},
n
i=1

where this estimate is obtained by plugging in Qn = (Q̄n , QW ,n ) into the
mapping Ψ.
Q̄n (Ai , Wi ) = En (Y | Ai , Wi )

Maximum-Likelihood-Based Methods

MLE using stratification. Stratifies over categories and then averages
across these bins.

Maximum-Likelihood-Based Methods

MLE after dimension reduction: propensity scores. Should include
confounders, and apply a stratification or regression to this score, the
intervention, and the outcome.

Maximum-Likelihood-Based Methods

MLE using regression. Outcome regression estimated with parametric
methods and plugged into
n

ψn =

1X
{Q̄n (1, Wi ) − Q̄n (0, Wi )}.
n
i=1

Maximum-Likelihood-Based Methods

MLE using machine learning. Outcome regression estimated with
machine learning and plugged into
n

ψn =

1X
{Q̄n (1, Wi ) − Q̄n (0, Wi )}.
n
i=1

Estimating Equation Methods

An estimating function is a function of the data O and the parameter of
interest. If D(ψ)(O) is an estimating function, then we can define a
corresponding estimating equation:
0=

n
X

D(ψ)(Oi ),

i=1

and solution ψn satisfying

Pn

i=1 D(ψn )(Oi )

= 0.

Estimating Equation Methods

IPW. One estimates our target parameter, the causal risk difference
Ψ(P0 ), with
n

ψn =

Yi
1X
{I (Ai = 1) − I (Ai = 0)}
.
n
gn (Ai , Wi )
i=1

This estimator is a solution of an IPW estimating equation that relies on
an estimate of the treatment mechanism, playing the role of a nuisance
parameter of the IPW estimating function.

Estimating Equation Methods

A-IPW. One estimates Ψ(P0 ) with
n

ψn =

1 X {I (Ai = 1) − I (Ai = 0)}
(Yi − Q̄n (Ai , Wi ))
n
gn (Ai , Wi )
i=1

+

n
1X
{Q̄n (1, Wi ) − Q̄n (0, Wi )}.
n
i=1

Estimating Equation Methods

A-IPW. This estimator is a solution of the A-IPW estimating equation
that relies on an estimate of the treatment mechanism g0 and the
conditional mean Q̄0 .
Thus (g0 , Q̄0 ) plays the role of the nuisance parameter of the A-IPW
estimating function.
The A-IPW estimating function evaluated at the true (g0 , Q̄0 ) and true ψ0
actually equals the efficient influence curve at the true data-generating
distribution P0 , making it an optimal estimating function.

Targeted Maximum Likelihood Estimation

TMLE
Produces a well-defined, unbiased, efficient substitution estimator of target
parameters of a data-generating distribution.
It is an iterative procedure that updates an initial (super learner) estimate
of the relevant part Q0 of the data generating distribution P0 , possibly
using an estimate of a nuisance parameter g0 .

TMLE
TMLE: Double Robust
I

Removes asymptotic residual bias of initial estimator for the target
parameter, if it uses a consistent estimator of g0 .

I

If initial estimator was consistent for the target parameter, the
additional fitting of the data in the targeting step may remove finite
sample bias, and preserves consistency property of the initial
estimator.

TMLE: Efficiency
I

If the initial estimator and the estimator of g0 are both consistent,
then it is also asymptotically efficient according to semi-parametric
statistical model efficiency theory.

TMLE

TMLE: In Practice
Allows the incorporation of machine learning methods for the estimation of
both Q0 and g0 so that we do not make assumptions about the probability
distribution P0 we do not believe.
Thus, every effort is made to achieve minimal bias and the asymptotic
semi-parametric efficiency bound for the variance.

Understanding TMLE
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TMLE: Parametric Submodel
For the Risk Difference:
With an initial estimator Qn0 = (QW ,n , Q̄n0 ) and gn .
Let’s describe a submodel {Qn0 () : } through Qn0 with a one-dimensional
fluctuation parameter  that goes through the initial estimate Q̄n0 (A, W ) at
 = 0. Let


Q̄n0
∗
0
(A, W ) + Hn (A, W )
Q̄n ()(Y = 1 | A, W ) = expit log
(1 − Q̄n0 )
be a parametric submodel through the conditional distribution of Y , given
A, W .
H ∗ (A, W ) =

I (A=1)
gn (A=1|W )

−

I (A=0)
gn (A=0|W ) .

TMLE: Parametric Submodel

I

Classic Result: The score of a coefficient in front of a covariate in a
logistic linear regression in a parametric statistical model for a
conditional distribution of binary Y equals the covariate times the
residual.

I

It follows that the score of  of this univariate logistic regression
submodel at  = 0 equals the appropriate component of the efficient
influence curve.

I

The parametric family of fluctuations of Q̄n0 is defined by a parametric
regression including a clever covariate chosen so the above derivative
condition holds.

TMLE: Obtaining a Targeted Estimate of Q0

Note that n is obtained by performing a regression of Y on Hn∗ (A, W ),
where Q̄n0 (A, W ) is used as an offset, and extracting the coefficient for
Hn∗ (A, W ).
We then update Q̄n0 with logitQ̄n1 (A, W ) = logitQ̄n0 (A, W ) + 1n Hn∗ (A, W ).
This updating process converges in one step in this example, so that the
TMLE is given by Qn∗ = Qn1 .

TMLE: Estimator of the Target Parameter

Lastly, one evaluates the target parameter ψn∗ , where Qn∗ = (Q̄n1 , QW ,n ), by
plugging Q̄n1 and QW ,n into substitution estimator to get the TMLE of ψ0 :
n

ψn∗ =

1X 1
{Q̄n (1, Wi ) − Q̄n1 (0, Wi )},
n
i=1

R Packages

I

tmle (Gruber): Main point-treatment TMLE package

I

ltmle (Schwab): Main longitudinal TMLE package

More: targetedlearningbook.com/software

Back to Multiple Treatments...

Recall that one could estimate the parameter of interest for each level:
ψ0 = Ψ(P) = EW [P(Y = 1 | A = a, W )].
For a TMLE, this involves a similar clever covariate as with the risk
difference:
H ∗ (A, W ) =

I (A = a)
gn (a | W )

Marginal Structural Model: Simple Case

However, suppose we wish to smooth. Assume a model mβ for the
parameter ψ0 (a) such as:
logit ψ0 (a) = β(a).
An example might be that we are interested in the comparative
effectiveness of several similar devices (different generations) from the
same company.
This MSM makes a “dose-response” assumption, but we could specify
others without this assumption.

Marginal Structural Model: Simple Case Estimation

For G-computation:
I

Estimate outcome regression

I

Generate counterfactual outcomes for each observation under each
device setting. This is accomplished by plugging a=0, a=1, a=2 into
the regression fit to obtain a predicted outcome Ya for each device for
each observation.

I

Fit our data to the MSM of the outcome Ya on the treatments a to
estimate the marginal effect of each device level.

Could implement other estimators, including TMLE.

Marginal Structural Model: Effect Modification

Assume a model or specify a working model mβ (a, v ) with effect modifier
V , sex, such as:
mβ (a, v ) = expit(β 0 + β 1 a1 + β 2 a2 + β 3 v ),
where a1 and a2 are indicator variables for the first two devices.

Marginal Structural Model: Effect Modification

I
I

Approach considered in new work with Sharon-Lise Normand
Treatment effect heterogeneity among subgroups is known a priori
I
I
I

diabetic status
chronic renal failure
sex

Marginal Structural Model: Effect Modification
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Rosenblum et al. 2009
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A Few Papers from the MSM Literature

I

Robins 1998

I

Rejoinder to Comments in Scharfstein et al. 1999

I

Neugebauer and van der Laan 2007

I

Rosenblum et al. 2009, Rosenblum and van der Laan 2010

[Dynamic Regimes]

Data
Data structure:
O = (L0 , A0 , L1 , A1 , . . . , LT , AT , LT +1 = Y ) ∼ P,
with L̄ = (L0 , L1 , . . . , LT +1 ) covariates and Ā = (A0 , A1 , . . . , AT )
intervention nodes.
Consider the case where T = 1. Therefore LT +1 = L2 = Y .
The probability distribution of O can be factorized according to the
time-ordering of the data:
P(O) = P(L0 ) × P(L1 | A0 , L0 ) × P(Y | A1 , L1 , A0 , L0 )
× P(A0 | L0 ) × P(A1 | L1 , A0 , L0 ).

Definitions
We have a set of dynamic regimes D = (d1 , . . . , dK ).
Consider a clinical classifier. At each time point:

1
if classifiert < θk
assign dk (classifiert ) =
0
otherwise.
Let Y d be the (counterfactual) value that would have been observed had
the subject been set to follow rule d at all time points.
Goal:
Determine the best dynamic regime d ∗ .

Regime-Specific Mean: E (Y d )
For each regime d ∈ D:
Estimate the population mean of Y had everyone followed regime d.
Under a set of strong identifiability assumptions, E (Y d ) can be
represented as a function of the observed data-generating distribution P,
using the g-computation formula of Robins 1986:
XX
Ψd (P) =
P(Y = 1 | A1 = d(l̄1 ), L̄1 = l̄1 , A0 = d(l0 ))
l0

l1

× P(L1 = l1 | A0 = d(l0 ), L0 = l0 )P(L0 = l0 ).

Identifiability assumptions are discussed in detail elsewhere (e.g., Orellana et al. 2010).

Regime-Specific Mean: Estimation

Sequential regression approach: Based on the iterative sequence of
conditional means Q d = (Q2d , Q1d , Q0d ), where we define
Q2d (L1 , L0 ) = E (Y | A1 = d(L1 , L0 ), L1 , A0 = d(L0 ), L0 ),
Q1d (L0 ) = E (Q2d (L1 , L0 ) | A0 = d(L0 ), L0 ),
Q0d = E (Q1d (L0 )),
as in Robins 2000. Q0d is an equivalent representation of Ψd (P).
This sequential regression applied to an estimating equation (Robins 2000;
Bang & Robins 2005) causes computational issues.

Regime-Specific Mean: Estimation with TMLE

Double robust procedure that incorporates estimates of:
1

outcome regressions

2

treatment mechanisms

With an initial estimate of each outcome regression, the second stage of
TMLE at each time point updates the initial fit in a step targeted toward
making an optimal bias-variance tradeoff for the parameter of interest.

Regime-Specific Mean: Estimation with TMLE
We consider the following submodels:
logit Qtd (t , g ) = logit Qtd + t

I (Āt−1 = d̄t−1 )
g0:t−1

(t = T + 1, . . . , 1),

for each regime d, where
I

I (Āt−1 = d̄t−1 ) indicator that regime d followed from t = 0 to t − 1

I

g0:t−1 = g0 × · · · × gt−1 = P(A0 | L0 ) · · · P(At−1 | L̄t−1 , Āt−1 ).

Algorithm For each regime d:
For t = T + 1 to t = 1
? Obtain an initial estimator of Qtd and an estimator of gt−1 .
? Hold Qtd fixed and compute MLE of t in the model above.
? Set the updated estimator Qtd∗ = Qtd (ˆ
t , g ).
P
Save the estimator Q0d = 1/n ni=1 Q1d∗ (L0,i ) of the parameter Ψd (P).

Parameter of an MSM

If we wish to study many regimes, we can smooth across regimes to obtain
a summary measure using working marginal structural models (MSMs).
A working MSM mβ allows us to define Ψ(P) as a projection of the true
counterfactual outcomes under various regimes onto mβ .
We introduce the working model
mβ (d) = logit−1 (β0 + β1 1d=d1 + · · · + βK −1 1d=dK −1 ),
where the 1d=dk are indicator variables for the dynamic rules.

Parameter of an MSM: Estimation with TMLE
We now define our target parameter as
X
Ψ(P) = arg minβ − E
{Y d log mβ (d) + (1 − Y d ) log(1 − mβ (d))},
d∈D

and can be written as: Ψ(P) = f (E (Y d ) : d ∈ D).
0 , the partial derivative of f with respect to E (Y d ):
We introduce ft,d
0
ft,d

T

= ~s (d)

X

mβ ∗ (d)(1 − mβ ∗ (d))~s (d)~s (d)

T

−1
,

d∈D
0 is
where ~s (d) = (1, 1d=d1 , . . . , 1d=dK −1 ). The derivation of quantity ft,d
omitted for brevity.

Parameter of an MSM: Estimation with TMLE
The submodel we consider for use in the sequential regression TMLE, at
time t, for each regime d, is
logit Qtd (t,d , g ) = logit Qtd +t,d

0 × I (Ā
ft,d
t−1 = d̄t−1 )

g0:t−1

(t = T +1, . . . , 1).

Algorithm
? Obtain an estimator of Q2d , g1 , and g0 .
For t = T + 1 = 2 to t = 1
For d = 1 to d = K
? Iterate until ˆt,d = 0.
? Hold Qtd fixed and compute MLE of t,d in the model above.
? Let Qtd∗ denote the updated estimator.
P
Save the estimator Q0d = 1/n ni=1 Q1d∗ (L0,i ).
Calculate the estimator of Ψ(P) = f (Q0d : d ∈ D).

A Few Longitudinal & Dynamic Regime References

I

Sequential regression: Robins 2000, Bang and Robins 2005

I

Marginal structural models for class of dynamic rules: van der Laan
and Petersen 2007, Robins et al. 2008, Petersen et al. 2014

I

Structural nested models for the optimal rule: Murphy 2003, Robins
2004, Moodie et al. 2007

Today’s Agenda

12:00-12:20
12:20-12:50
12:50-1:10
1:10-1:20
1:20-2:30
2:30-1:40
2:40-3:50
3:50-4:00

Welcome, introductions, course goals, motivation
Checklist of decision factors
Checklist of data features
Break
Bayesian framework
Break
Targeted learning
Wrap-up and Q&A

