Clarifying the Causal Logic of a Classic Control of Variables Task

Elizabeth Lapidow (elapidow@ucsd.edu)
Department of Psychology, University of California, San Diego
9500 Gilman Drive, La Jolla, CA 92093 USA

Caren M. Walker (carenwalker@ucsd.edu)
Department of Psychology, University of California, San Diego
9500 Gilman Drive, La Jolla, CA 92093 USA

Abstract
Self-directed learners are often described as ‘intuitive scientists’, yet they also tend to struggle in assessments of their scientific reasoning. We investigate a novel explanation for this apparent gap between formal and informal scientific inquiry. Specifically, we consider whether learners’ documented failure to correctly apply the control of variables strategy might stem from a mismatch between their causal intuitions and task presentation. Children (7- and 9-year-olds) and adults were tested on a version of a traditional multivariate reasoning task (Tschirgi, 1980) that we modified to clarify ambiguous elements of the causal logic. A significant majority of participants in all age groups selected informative experiments on this modified task, avoiding confounded actions with positive tangible outcomes. This finding contrasts with the longstanding claim that learners do not correctly employ control of variables without extensive training and suggests that self-directed scientific inquiry may be intuitively suited to support causal learning goals.

Keywords: cognitive development; causal learning; scientific reasoning; control of variables; decision-making; exploration

Introduction
Self-directed learning, in which learners choose what to do to expand upon their existing knowledge, requires two interconnected abilities: inquiry, acting to generate informative evidence, and inference, drawing rational conclusions from evidence in coordination with prior knowledge. Despite the importance of these abilities, however, there is longstanding disagreement about the competence of self-directed learners’ inquiry and inference skills.

Below, we briefly review the claims made by each side of this debate before describing a possible resolution grounded in theories of causal reasoning. We use this novel theory to reexamine a prominent example of the disconnect between formal and informal inquiry: experimentation using the control of variables strategy (CVS). Examined closely, several standard elements of CVS assessments involve ambiguous and counterintuitive causal logic. The current study investigates whether learners’ poor performance on a well-known CVS task (Croker & Buchanan, 2011; Tschirgi, 1980) is improved by clarifying this causal logic.

The Gap Between Exploring and Experimenting
The literature documenting inquiry and inference behavior presents two very different accounts of the self-directed learner. On one side, cognitive development research characterizes learners as ‘intuitive scientists’ who are naturally motivated to seek informative evidence and rationally integrate it with their existing knowledge (Gopnik & Wellman, 2012; Schulz, 2012). Indeed, studies examining exploration suggest that children and adults have a spontaneous preference for inquiry that is likely to improve their current knowledge (e.g., Lapidow et al., 2022; Liquin & Lombrozo, 2020; Schulz & Bonawitz, 2007). On the other side, research examining the development of scientific reasoning finds learners’ spontaneous and untrained behavior to be highly error-prone (Zimmerman, 2007; Zimmerman & Klahr, 2018). In studies of experimentation, children and adults struggle with inquiry, producing confounded and confirmatory actions, and consistently privileging tangible outcomes over information (e.g., Kuhn, 2007; Siler & Klahr, 2012).

There have been considerable efforts on both sides to ‘bridge the gap’ between these two accounts of self-directed learning (e.g., Kuhn, 2012; Osterhaus et al., 2021; Shulman & Walker, 2020). However, to date, neither literature has produced an explanation that accounts for the full scope of documented behavior. Scientific reasoning researchers have suggested that cognitive development tasks test an unconscious coordination of theory and evidence that falls short of a genuine understanding of experimental logic (e.g., Kuhn, 2002). Conversely, researchers in cognitive development argue that learners understand this logic, but struggle to meet the extraneous coordination and fluency demands of employing it in scientific reasoning tasks (e.g., Bullock & Ziegler, 1999). Neither of these approaches is wholly satisfying; each side aims to explain away findings that are inconsistent with their own characterization of self-directed learning, rather than to revise this characterization to account for those findings.

Here, we will adopt an alternative approach, in which we abandon the ‘gap’ narrative and seek to explain how self-directed learners’ behavior might be better captured by a single coherent account. This approach is in line with Koslowski’s (1996) proposal that learners’ apparently unscientific behavior may stem from researchers’ incomplete theory of scientific thinking. More recently, Lapidow and Walker (2020, 2021) have proposed that intuitive inquiry and inference behavior may be specifically suited to support the goals of causal learning. In particular, that learners are primarily concerned with acquiring
generalizable causal knowledge that will support future inferences and action. When viewed through this lens, common “unscientific” behaviors may be reconceived as rational attempts to generate and evaluate evidence in pursuit of this goal.

The current project is the first empirical examination of this proposal; we ask whether clarifying the causal logic of a classic scientific reasoning task might account for learners’ apparent failure to engage in formal scientific inquiry.

The Control of Variables Strategy

The control of variables strategy (CVS) is a domain-general approach to experimentation: In order to assess the causal relationship between a variable and some outcome of interest, that variable is manipulated while all others are held constant. CVS is considered an essential skill of scientific inquiry, and is included in standard curriculums for science education (Klahr et al., 2011; National Research Council, 2013). It has also been the focus of decades of research, which has overwhelmingly concluded that CVS is challenging for learners – both children and adults typically fail to employ the strategy correctly without extensive training (see Schwichow et al., 2016 for review).

Tschirgi (1980) developed one of the earliest and most influential assessments of CVS in a multivariate context. In this study, children (2nd-, 4th-, and 6th-graders) and adults observe three variables combine to produce an outcome (e.g., using a sweetener, flour, and fat to bake a cake that comes out well). Learners were then asked to select an experiment to test the hypothesis that one variable (e.g., using honey as the sweetener) caused the outcome (good cake) and that the other two variables (e.g., using wheat flour and butterfat) are non-causal. One of these experiments (the ‘VARY’ option) changes the suspected causal variable (e.g., replacing honey with sugar) while keeping the other two variables constant. The other experiment (the ‘HOLD’ option) keeps the suspected cause constant and replaces the other two (see Table 1, top row).

Critically, Tschirgi (1980) treats the VARY option as offering a disconfirming test (following Popper, 1959) of the suspected cause, and thus the only informative choice. The finding that both children and adults select this experiment only when the observed outcome is negative (i.e., when the initial combination produces a bad cake), and prefer HOLD when the outcome is positive, is interpreted as evidence that self-directed inquiry does not follow scientific logic. That is, learners select actions based on their tangible outcomes (what actually happens) rather than their information value (what can be learned).

This study and its conclusions have remained central to research on the development of scientific reasoning. It is considered a standard assessment of CVS, serving as the basis for subsequent empirical research in this area (e.g., Croker & Buchanan, 2011; Varma et al., 2018; Zimmerman & Glaser, 2001). Recent reviews also continue to highlight Tschirgi’s study as a central example of learners’ failure in formal experimentation (see Toplak et al., 2013; Zimmerman & Klahr, 2018).

When considered from the perspective of a causal learner however, this task is not a coherent test of experimentation. First, recall that the premise of the assessment is that the VARY option, which applies CVS to the suspected causal variable, is the only informative experiment (Tschirgi, 1980). However, the hypothesis presented to participants makes two distinct causal claims: the observed outcome is hypothesized to be (1) causally dependent on one variable and (2) causally independent of two other variables. Applying CVS to the independence claim would require keeping the suspected cause constant while changing the other two variables, which is the manipulation offered by the HOLD option. Nothing in the task presentation indicates that participants should not evaluate this claim, which means that both HOLD and VARY are equally valid responses to the task question. Thus, contrary to standard interpretations (e.g., Schauble et al., 1991; Toplak et al., 2013; Zimmerman & Klahr, 2018), learners’ failure to consistently select VARY in this task (as seen in Tschirgi, 1980 but also Croker & Buchanan, 2011; Varma et al., 2018; Zimmerman & Glaser, 2001), is not necessarily evidence of failed scientific inquiry.

Additionally, for either of the options to be informative experiments, participants must make assumptions that are at odds with their real-world experience as causal learners. Specifically, both the VARY and HOLD options exchange the target variable(s) for novel ingredients (e.g., sugar is used to replace the honey in the VARY option), which participants must assume are causally inert. Without this assumption, any effect of removing the variable of interest cannot be distinguished from the possible effect of introducing its replacement. As a result, both experiment options present confounded control of variables, preventing learners from demonstrating their grasp of this inquiry strategy.

The Current Study

If, as proposed above, children and adults’ self-directed inquiry behavior is grounded in their intuitions as causal learners, then clarifying the causal logic of this CVS assessment should improve their performance. To test this prediction, we presented participants with a modified version of Tschirgi’s (1980) classic task that corrects the ambiguities in its causal logic.

In the current version, children and adults are introduced to a machine that lights up when blocks are placed into each of three differently-shaped slots on top (Fig. 1a). All participants also learn about special blocks called “blickets” that cause the machine to play music when it lights up (Fig. 1b). Next, a set of uncategorized novel blocks (all, some, or none of which could be ‘blickets’) is placed on the machine, causing it to light up and play music (Fig. 1c, left). A character offers a hypothesis about why this positive outcome occurred: that only the novel square block is a
‘blicket’, and that the novel circle and novel triangle are not (Fig. 1c, right).

Note how this design directly parallels the structure of Tschirgi’s (1980) task (see Table 1). In both cases, participants learn that three distinct variables (i.e., types of ingredients, shapes of blocks) can be combined to produce an outcome (i.e., a cake, activating a toy). The tangible value of this outcome (i.e., a good/bad cake, music/no music) depends on whether at least one of these variables is causal (i.e., a causal ingredient, a blicket). At test, participants in both studies observe three novel variables of unknown causal status combine and result in a positive outcome (i.e., good cake, music). A character then offers a hypothesis that just one of the three variables (i.e., the sweetener, the square block) is responsible for this outcome, while the other two are not, and participants are asked to select an experiment from several options in order to test this hypothesis.

At this point, Tschirgi (1980) intended to offer a choice between a correct CVS experiment that is less likely to have a positive tangible outcome (e.g., removing the suspected cause of good cakes), and an uninformative experiment that is more likely to have a positive tangible outcome (e.g., keeping the suspected cause of good cakes constant). However, as explained above, these two options present equally informative tests of different parts of the hypothesis and both are subject to novel confounds. In the current task, participants are instead asked to answer two questions, each of which offers a choice between one informative and one confounded test of just one of the hypothesis’ dual claims (Table 1, bottom row). The Vary-Target Question options both change the suspected causal variable, targeting the dependence claim—that the original outcome was causally dependent on this variable. The Hold-Target Question options both change the suspected non-causal variables, targeting the independence claim—that the original outcome was causally independent of these two variables. Critically, the two options presented in each question pit information value against an expected tangible outcome: One option replaces the suspected variable(s) with blue ‘blickets,’ which produces a confounded experiment that is certain to reproduce the positive tangible outcome. The other option replaces the suspected variable(s) with yellow inert blocks, which produces an informative experiment, but does not guarantee the positive tangible outcome. Thus, as intended by the original CVS task (Croker & Buchanan, 2011; Tschirgi, 1980), successful inquiry in this revised version requires identifying controlled experiments and being willing to forgo more desirable tangible outcomes.

Three patterns of behavior are possible. First, participants could consistently choose the option offering an informative experiment across both task questions (Both Informative). If a majority of participants follow this pattern, it would provide evidence of successful, scientific inquiry that is consistent with our hypothesis that learners’ prior failures were due to causal ambiguities in the standard CVS assessment. Alternatively, performance on the current task might be consistent with accounts that claim that self-directed learners are motivated by tangible outcomes, rather than information value (e.g., Tschirgi, 1980; Zimmerman, 2000). If so, then we would expect most participants to consistently select uninformative experiments (Both Uninformative), since these options are guaranteed to produce the positive tangible outcome (music). However, Tschirgi (1980) also raises the possibility that self-directed inquiry may follow a simple heuristic that avoids changing variables when outcomes are good and preferentially changes variables when outcomes are bad. If so, then we would expect the majority of participants to choose at chance between the two options (No Preference), as the options are matched on variable change and initial outcome.

**Experiment 1**

Like Tschirgi (1980), we present both children and adults with the same stimuli and materials. Adults completed the task entirely asynchronously via the Qualtrics online survey platform, whereas children were tested synchronously in an online video call with an experimenter. Prior to data collection, the design and analysis plan for children was preregistered (see [https://aspredicted.org/YKY_ALF](https://aspredicted.org/YKY_ALF)).

![Figure 1: Stimuli introduced in the task: (1a, b) initial demonstration of toy and blocks (1c) the objects (left) and hypothesis (right) presented at test.](image-url)

**Methods**

**Participants** The final sample will include a total of 114 participants, with 48 in each of three age groups tested in Tschirgi (1980): ‘second-graders’ (reported mean age: 7 years, 2 months), ‘fourth-graders’ (reported mean age: 9 years, 3 months), and ‘adults’ (undergraduates). We doubled Tschirgi’s sample size (n = 24 per age group) to
account for collecting two, rather than four, responses per participant.\(^1\)

All 48 adults were recruited from the University of California, San Diego\(^2\) undergraduate student participant pool and received academic credit. An additional 14 adults were excluded and replaced for failing to answer correctly on one \((n = 11)\) or more \((n = 3)\) of the comprehension questions.

Seventy-seven children have been tested thus far\(^3\), including 42 second-graders \((M = 87.23\) months, \(SD = 3.49\) months, range: 78-95 months) and 35 fourth-graders \((M = 111.17\) months, \(SD = 3.85\) months, range: 107-119 months). All children were recruited from a shared database and received a small gift for participating.

An additional ten children were also tested, but excluded due to experimenter error \((n = 5)\), inattention/interference \((n = 3)\), or technical issues \((n = 2)\).

### Stimuli

The task was presented using a series of narrated, animated videos, as well as still images, all constructed using PowerPoint. These materials are all available on osf.org at [https://tinyurl.com/osfcake](https://tinyurl.com/osfcake).

### Procedure

Participants watched several animated videos of a character (Ari) who is “playing with some blocks and a block toy today.” They were told that, to turn the toy on, a block must be placed into each of three differently shaped slots (circle, square, and triangle) on top (Fig. 1a, right). Three yellow blocks (one of each shape) were shown next to the toy, and moved, one at a time, into the corresponding slots (Fig. 1a, middle). When the last of the three yellow blocks was in place, a row of lights along the front of the box lit up (Fig. 1a, left).

The yellow blocks were left in the toy and the lights stayed on (Fig.1b, left) while participants were told that “some blocks are a special kind, called ‘blickets’, and when there is a blicket on the toy, the toy will also play music when it turns on!” The yellow circle block was removed from the toy, causing the lights to turn off (Fig. 1b, middle). A blue circle block was then placed into the empty slot and the lights came back on, accompanied by a musical tone (Fig. 1b, right). This demonstrated that just one blicket is sufficient to produce the additional positive outcome. The process of removing the inert yellow block and replacing it with a blue ‘blicket’ was repeated for the square and triangle. The narration then reminded participants of the underlying causal system: “Remember, you need blocks in all three slots for the toy to turn on, but only one of the three blocks needs to be a blicket for the toy to play music when it turns on.”

Next, all three blue blocks were removed from the toy simultaneously, causing the lights to go off and the music to stop. Three white blocks (one of each shape) appeared on the screen (Fig. 1c, left). The narration said, “Here are three new blocks. These blocks have lost their color and Ari doesn’t know if any of them are blickets or not. Let’s see what happens when we put them on the toy.” All three blocks were then placed into the toy simultaneously, the lights turned on, and music played (Fig. 1c, middle).

Figure 2 shows the stimuli as seen by participants in the next step of the task. Initially, only the illustration of Ari and the empty toy were visible. The three sets of blocks (yellow, blue, white) appeared along the top of the screen in turn, and participants were reminded about the causal status of each set as it appeared. Both children and adults heard

---

1. We did not include ‘sixth-graders’ (reported mean age: 11 years, 3 months), since performance was not expected to differ from the other age groups.
2. Data collection with children is still in progress, but the majority of the target sample for each age group has been tested.
each set described (i.e., “These blocks are blickets. When a blicket is on the toy, it plays music,” for blue, “These blocks are not blickets, they don’t make the toy play music,” for yellow, and “These blocks are new, when we put them on the toy, it played music,” for white). To ensure engagement in child participants, the descriptions for the yellow and blue sets were prefaced by the experimenter asking, “Are these ones blickets or not blickets?” Next, a thought bubble with the white square block and music notes appeared above Ari (Fig. 1c, right), and participants were presented the target hypothesis: “Ari thinks that only the new square is a blicket, and that the new circle and the new triangle are not blickets. What should Ari do to find out if this is true?”

Participants then answered the two task questions in counterbalanced order. For each question, two images showing what Ari could do next appeared on the screen (Fig. 2). On the Hold-Target Question, the options were to, “try the toy again, still using the new square, but this time using the circle and triangle that are blickets” or “try the toy again, still using the new square, but this time using the circle and the triangle that are not blickets.” On the Vary-Target Question, the options were to “try the toy again, but using the square that [is/is not] a blicket instead of the new square, and still using the new circle and new triangle.” The order of blicket / non-blicket options was counterbalanced across participants. After selecting their answer to the first question, participants proceeded immediately to the second question. After answering the second question, participants saw a video of their second selection being placed on the toy, which lit up and made music.

Comprehension Questions. The procedure also included checks to assess participants’ understanding and attention. Adults were given three multiple-choice questions, presented in random order, at the end of the task. Each question showed a set of three blocks of the same color (yellow, blue, or white) and asked participants to indicate “What would happen if Ari put these blocks into the toy?” from a set of four answers: “We know the toy will turn on and not play music,” “We know the toy will turn on and play music,” “We don’t know what the toy will do.” Participants who answered any of these questions incorrectly were excluded and replaced.

In order to help maintain attention and engagement, children were asked two comprehension questions prior to the final test questions. First, after the three yellow blocks initially caused the toy to light up, the experimenter would pause the video and ask, “What do you have to do to make the toy turn on?” Second, after the first blue block was placed on the toy and the toy turned on, the experimenter paused and asked, “How many blickets do you need to make the toy play music?” Unlike adults, children were not excluded for answering these questions incorrectly. Instead, the experimenter responded with an explicit correction or confirmation, followed by a reminder of the rule (e.g., “That’s right!” or “Not quite!” followed by “The toy will play music even if just one of the three blocks is a blicket and the rest are not!” for the second question).

Table 2. Participant performance by age group.

<table>
<thead>
<tr>
<th>Age Group (N)</th>
<th>Responses Across Two Task Questions</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Both Informative</td>
</tr>
<tr>
<td>Adults (48)</td>
<td>44</td>
</tr>
<tr>
<td>Fourth-graders (35)</td>
<td>24</td>
</tr>
<tr>
<td>Second-graders (42)</td>
<td>26</td>
</tr>
</tbody>
</table>

Results

Both adults and children were successful on this task (see Table 2). The vast majority of adults (91.67%) followed the Both Informative pattern, correctly selecting the informative option on both test questions, \( \chi^2 (2, N = 48) = 73.6, p < 0.001 \). This was also the case for both groups of children tested. A significant majority of second-graders (61.9%), \( \chi^2 (2, N = 42) = 16.71, p < 0.001, \) and fourth-graders (68.57%), \( \chi^2 (2, N = 35) = 20.63, p < 0.001, \) correctly selected the informative option on both test questions. A Fisher’s exact test found no relationship between choice pattern (Both Informative, None Informative, No Preference) and age group (two-tailed, \( p = 0.83 \)).

Additionally, there was no evidence that the type of test question impacted performance. Adults choose the correct, informative option on 97.92% of the Hold-Target Questions, and on 91.67% of the Vary-Target Questions.

---

3 The hypothesis phrasing was taken directly from Tschirgi (1980), but the question wording was altered from “What should s/he do to prove this point?” to “find out if this is true” based on pilot data.
(Fisher’s Exact, \( p = 0.36 \)). Similarly, children (collapsing across age groups) chose correctly on 77.92% of the Hold-Target Questions, and 76.62% of the Vary-Target Questions (Fisher’s Exact, \( p = 1 \)).

**Discussion**

Contrary to the traditional interpretation of Tschirgi’s (1980) results, learners had no difficulty identifying the correct CVS experiment to test a multivariate causal hypothesis. This was true even for the youngest children tested, suggesting that self-directed learners may indeed have an intuitive grasp of scientific inquiry from an early age.

Following Tschirgi’s classic CVS task, we presented both children and adults with a multivariate causal system in which three components combine to produce an effect. However, we also corrected critical ambiguities in the original design. First, we addressed the logical flaw created by the two-part causal hypothesis (i.e., that the outcome is causally dependent on one variable and causally independent of the other two) by asking participants to select the appropriate experiments for both the dependence and independence claim in turn. Second, by using the initial demonstration to identify some objects as causal (blue blocks) and some as inert (yellow blocks), the experimental manipulations were not confounded by introducing variables of unknown causal status. Thus, this task presents the choice that Tschirgi (1980) intended to offer: between a confounded test that produces a positive tangible outcome, and an informative test that is not guaranteed to produce this outcome. We find that, overwhelmingly, both children and adults correctly selected experiments based on expected information value, rather than tangible outcome.

Importantly, prevailing explanations of the gap between formal and informal self-directed learning cannot account for the difference between our results and past research. Since the format of the final test question is identical to Tschirgi’s (1980), the current task requires the same level of explicit coordination of theory and evidence, and places the same demands on fluency and coordination, as the original design. Instead, our results are consistent with the novel suggestion that ambiguous elements of the original task conflicted with participants’ intuitions as causal learners, leading researchers to underestimate their scientific inquiry skills.

When presented with a causally coherent version of a classic control of variables task, both children and adults preferentially selected correctly controlled and informative experiments. One possible objection to this conclusion is that our task design employs ‘knowledge-lean’ stimuli. That is, unlike previous studies that relied on familiar, real world content (e.g., Croker & Buchanan, 2011; Tschirgi, 1980), our study employed novel objects. Indeed, scientific reasoning researchers have argued that artificial ‘bucket’ stimuli simplify tasks in a way that overestimates learners’ ability (see Lapidow & Walker, 2021; Weisberg et al., 2020 for discussion).

Two counterpoints to this objection may be raised. First, the existing research does not uniformly support the claim that decontextualized stimuli leads to overestimation of learners’ abilities. For example, developmental studies find evidence for early competence in inquiry and inference tasks that challenge participants’ real-world prior knowledge (e.g., Bonawitz et al., 2012; Schulz et al., 2007), as well as failure in tasks with novel stimuli (e.g., Kuhn & Phelps, 1982). There is also some evidence to suggest that it is possible to assess principles of formal scientific reasoning using knowledge-lean designs (Köksal-Tuncer & Sodian, 2018; Köksal et al., 2021).

Second, as noted above, the logic of the standard CVS assessment (as presented in Tschirgi, 1980; Croker & Buchanan, 2011) requires that learners assume that any novel variables are inert. This assumption is artificial and unrealistic. Determining the underlying causal structure of real-world multivariate contexts requires reasoning about and controlling for possible confounding effects of the variables used to isolate the targets of interest. Thus, although these “knowledge-rich” paradigms share superficial similarity to realistic contexts about which participants have prior beliefs, they ultimately lack meaningful resemblance to scientific inquiry in the real world.

Planned future work will directly test whether learners are spontaneously sensitive to the specific causal ambiguities we corrected for in the current task. Specifically, we will assess (1) whether learners consider both the dependence and independence claims of the hypothesis presented in the task, and (2) whether they interpret novel variables as potential confounds to control of variables experiments. Although testing these precise claims is beyond the scope of the current study, it is central to the proposal that self-directed inquiry is grounded in learners’ real-world causal intuitions (Lapidow & Walker, 2021).

To conclude, this study offers a novel explanation for the ‘gap’ in self-directed learners’ performance on informal and formal tests of scientific inquiry. We find evidence to suggest that commonly observed difficulties with applying the control of variables strategy might stem from a mismatch between task presentation and the intuitions of competent causal reasoners. Taken together, our results have the potential both to resolve a long-standing disconnect within the scientific literature, and to help us better understand the character of human inquiry and inference.

**Acknowledgments**

The authors would like to extend particular thanks to Monica Van and Ashna Singh for their tireless work and invaluable insights on this project. They would also like to thank the Early Learning and Cognition Lab and the Children Helping Science and Lookit teams for their support. Funding for this project was provided by the Jacobs Foundation and an NSF Career Award (SBE #2047581) to C. M. Walker, and the National Defense Science and Engineering Graduate Fellowship to E. Lapidow.
References


