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a b s t r a c t
In science and engineering, simulation models calibrated against a limited number of experiments are
commonly used to forecast at settings where experiments are unavailable, raising concerns about the
unknown forecasting errors. Forecasting errors can be quantified and controlled by deploying statistical
inference procedures, combined with an experimental campaign to improve the fidelity of a simulation
model that is developed based on sound physics or engineering principles. This manuscript illustrates
that the number of experiments required to reduce the forecasting errors to desired levels can be determined by focusing on the proposed forecasting metric.
Published by Elsevier Ltd.

1. Introduction
This manuscript is concerned with simulation models used to
forecast predictions in support of high-consequence decision-making on the performance of engineering systems, i.e. in the context
of certification. Instead of relying on virgin models, i.e. models that
are not calibrated or bias-corrected, we envision certification to be
applied through a combined experimental and numerical campaign that relies on simulation models calibrated and bias corrected against experimental measurements. We are particularly
interested in the quantification and control of errors associated
with the forecasting predictions of these calibrated and bias corrected simulation models.
In certification, the purpose of simulation models is to reduce
the number of required experiments, and is best illustrated by considering two extreme cases.
(1) Purely empirical certification: the absence of a sound simulation model where certification is only obtained based on
experimental measurements.
(2) Purely model-based certification: the availability of a ‘perfect’
simulation model where certification needs practically no
experimental measurements.
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In a purely empirical approach, forecasting is commonly
achieved by constructing a function that best fits the discrete settings of the calibration experiments. Then, the best-fitted function
is exercised to make forecasting predictions at untested settings.
Both the experimental uncertainty and the uncertainty in the
curve-fitting process can be considered by making forecasting predictions that are ‘‘best estimates’’ with quantified uncertainties. In
purely empirical certifications, the number of experiments necessary to train the best-fitted function can rapidly become prohibitive. Purely empirical certifications are further challenged with
the fact that experiments are typically time-consuming and expensive and thus, even in the best cases are only available in limited
numbers. Moreover, obtaining the measurements at the desired
experimental settings may be prohibitive due to policy regulations
or simply infeasible due to technical limitations. This resulting
inevitable experimental scarcity is the primary reason behind the
increased reliance on modeling and simulation in various scientific
and engineering fields.
The availability of simulation models incorporating sound physics or engineering principles can significantly reduce the number of
required experiments for certification. In the most extreme example, if the model can perfectly reproduce reality, the dependency
on experimentation can be eliminated altogether. However, simulation models are naturally impaired by imprecise model parameters (known unknowns) and inaccuracies in the interpretation of
the underlying physics or engineering principles (unknown unknowns). Therefore, experimental evidence is routinely required
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to improve the simulation model fidelity. Hence, in model-based
certification, experiments are used to calibrate and bias-correct
the physics-based simulation model instead of training an arbitrary best-fitted function.
Model calibration is achieved through the comparison of a cohort of model predictions with a family of experimental measurements. This comparison has two main objectives: (1) to reduce the
uncertainty in the imprecise input parameters (known unknowns)
and (2) to estimate the errors due to inadequate or missing physics
(unknown unknowns). The manner in which we distinguish between these two interrelated objectives, parameter calibration versus discrepancy bias, is explained in Section 2 by a simple example.
The number of experiments needed to successfully achieve
these two objectives of model calibration is heavily dependent
upon the fidelity of the modeled physics and engineering principles to reality. If the simulation model lacks a vital principle,
parameter, or interaction between principles or parameters in its
formulation (i.e., large unknown unknowns), the fundamental ability of this model to capture the phenomena of interest is compromised. Indeed, attempts to improve the fidelity of an overly crude
simulation model through an experimental campaign and model
calibration would fail to yield satisfactory results. Hence, a crucial
first step in certification involves assessing the suitability of a simulation model for use in forecasting. In Section 3, we outline three
important assertions that we contend play a foundational role in
determining the suitability of simulation models for forecasting.
Because the purpose of simulation models is to predict in lieu of
experiments, such models calibrated against a reduced number of
experimental measurements are routinely applied to forecast at
untested settings, which brings up the issue of unknown forecasting
errors. However, these unknown forecasting errors can be reduced
by model calibration which improves the fidelity of the simulation
model through parameter calibration (known unknowns) and biascorrection (unknown unknowns). Naturally, as the number of
experimental measurements available for model calibration is consistently increased, the forecasting errors would be consistently reduced. Once a sufficient number of experiments are obtained, and
the forecasting errors are reduced to desired levels, allocating resources to experimentations would have diminishing returns;
thusly allocating further resources to experiments would not be
justified. In Section 4, we explain our approach to estimating the
forecasting errors of a given simulation model for a given experimental campaign. Estimating forecasting errors is of particular
importance in science and engineering, especially when such forecasts are used to determine the expected performance level of an
engineering system under worst-case scenarios. Such applications
are common in the context of certification.
In this manuscript, we illustrate both our approach (1) for estimating forecasting errors for a given set of experimental measurements (Section 5) and (2) for determining the quantity of
experimental measurements required to assess the usefulness of
a simulation model and to reduce forecasting errors to the desired
levels (Section 6). In Sections 5 and 6, we illustrate the merit of this
procedure using two distinct material models representing datarich and data-poor situations. Compelling as this approach is, a
set of premises must be satisfied for the proposed approach to be
applicable. In Section 7, we discuss the underlying premises and
limitations of the proposed approach.

2. Estimation of model discrepancy
The central philosophy of model calibration is to improve the
accuracy of model predictions by exploiting a collection of available experimental measurements. Thus, model calibration invariably requires the comparison of large numbers of simulation

runs against experimental measurements. Over the past two decades, model calibration has evolved into two strategies, which differ in the methods through which they improve model accuracy.
The first type is the parameter calibration approach that captures
the inaccuracy of the model parameters. The second type is the
bias correction approach that captures the inadequacy of the physics model. These two fundamental concepts are combined together
in the landmark study of Kennedy and O’Hagan [1]. Kennedy and
O’Hagan’s [1] approach can simultaneously calibrate model parameters and correct discrepancy bias.
The parameter calibration approach has two distinct paradigms
used for defining the improved parameter values. In the first approach, calibration is considered as an optimization problem. The
objective function, which constitutes some form of the disagreement between the experimental measurements and model predictions, is minimized over a subset of model parameters
appropriately selected based on their uncertainty and sensitivity. If
uncertainty in the experimental measurements and numerical predictions are included, the problem becomes calibration under uncertainty. The second approach to calibration is Bayesian inference,
which explicitly acknowledges the uncertainty in the model parameters. In Bayesian inference, calibration is achieved by reducing the
uncertainty in the models parameters and in turn reducing the
uncertainty in the model output. Therefore, Bayesian inference is
considered to be more refined in the way it handles uncertainty,
compared to optimization-based procedures and thus is preferred
for the present study.
The present manuscript adopts a Bayesian implementation of
Kennedy and O’Hagan’s method [1]. This implementation, derived
from Higdon et al. [2], is built into a computer code called Gaussian
Process Model – Simulation Analysis (GPM–SA) at the Los Alamos
National Laboratory. It is deeply rooted in the following relation:

^obs ðxÞ ¼ ysim ðx; hÞ þ dðxÞ þ eðxÞ
y

ð1Þ

! "
! "
^obs xt % yobs xt
y

ð2Þ

In Equation (1), the parameter x denotes the controlled variables.
One must be careful not to mix control parameters with calibration
parameters, denoted by h in Equation (1). Control parameters,
which can be controlled during experiments, define the domain of
applicability. Calibration parameters on the other hand are either
introduced by specific choices of assumptions or models, or they
represent parameters that cannot be measured or controlled
experimentally.
In Equation (1), ysim(x, h) corresponds to the model predictions,
d(x) corresponds to a discrepancy bias that represents the systematic bias, and e(x) represents the random experimental error. When
these three terms are added together, they yield our best estimate
^obs ðxÞ over the various settings of x in the domain
for the ‘‘truth’’, y
of applicability. To reiterate Equation (1), if the discrepancy bias
associated with a simulation model is known, the truth, yobs(x)
can be computed by correcting model predictions, ysim(x, h) with
the discrepancy bias d(x).
One of the primary roles of experimental measurements is to
supply information about the discrepancy bias at discrete points
within the domain of applicability. We now introduce another
term, xt, which denotes the control parameter settings where the
experimental measurements are available.

With the formulation of Equation (1), one seeks to obtain the probability distribution of calibration parameters, h by comparing model
predictions yobs(xt, h), to physical observations yobs(xt) while simultaneously making an independent estimate for the discrepancy bias,
d(xt). As seen, the discrepancy bias is fundamentally different than
the commonly adapted concept of ‘‘goodness-of-fit.’’
Below is a conceptual example explaining the difference between goodness-of-fit and discrepancy bias. Fig. 2 illustrates the
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comparison between synthetic experimental data and predictions
of a bias model, where the predictions are obtained with the mean
value of calibration parameter h, that is h0 = 0 Henceforth, this
model is called the nominal model. Let’s assume measurements
are available at five settings, xt = 0.15, 0.30, 0.45, 0.60 and 0.85 of
the domain of applicability that we defined to extend over the
interval 0 6 x 6 1. For simplicity, the model is parameterized by a
single calibration variable h that is allowed to vary within the
bounds &1 6 h 6 +1.
A commonly encountered metric of goodness-of-fit is the Root
Mean Square (RMS) error, written compactly as:

#
! "
!
"#2
D2 ¼ #yobs xt & ysim xt ; h # ;

ð3Þ

where yobs(xt) denotes one or several measurements performed at
settings (1) . . . m of the domain of applicability and ysim(xt, h) denotes the corresponding model predictions. Here, m represents
the number of available experimental measurements. Many variations of Equation (3) can be characterized where the norm k ' k represents the Euclidean (L2) norm or is defined in terms of univariate
or multivariate statistics.
The goodness-of-fit of the nominal model in Fig. 1, measured by
the RMS error of Equation (3), is 7.01% of the maximum magnitude
encountered within the domain of 0 6 x 6 1. This goodness-of-fit
can be improved by fine-tuning variable h to better match the
experiments, instead of using the mean value of h that is h0 = h.
However, improved goodness-to-fit predictions from this calibration do not define the predictive maturity of the model. Discrepancy bias, conversely, assesses the fundamental ability of the
modeled engineering or physics principles to capture the phenomenon of interest. Moreover, this assessment is completed over the
entire domain of applicability – as in this particular example,
0 6 x 6 1. The definition of discrepancy, therefore, goes beyond
goodness-to-fit.
Fig. 2 compares the synthetic measurements with an ensemble of model predictions obtained when the calibration variable
h is sampled within the range of &1 6 h 6 +1. We will now observe the inability of the ensemble of models to reproduce the
synthetic measurements. This inability is caused intentionally,
in this particular example, by inadequacy of the functional form
of the model. The numerical model is missing a term that was
present when the synthetic experiments were generated.
Therefore, even with the best possible calibration procedure, this

Fig. 1. Comparison between measurements yobs ðxÞt and nominal model predictions
ysim ðx; h0 Þ.

Fig. 2. Ensemble of model predictions ysim ðx; hÞ obtained with &1 6 h 6 +1.

inadequate numerical model cannot reproduce the synthetic
measurements ‘‘perfectly’’ because its mathematical equation
omits an important term. This missing term constitutes the model
form error.
Statistics of predictions can be estimated from the ensemble
illustrated in Fig. 2. These statistics, shown in Fig. 3, are the mean
prediction curve l ysim(x), and the uncertainty bounds with two
standard deviations, that is, curves l ysim(x) + 2rc and l ysim(x) & 2rc. Note that the symbol h representing the calibration
parameter drops from the notation because, by definition, these
mean and standard deviation statistics integrate overall values of
the calibration parameter h. Also shown in Fig. 3 are the five synthetic measurements and the ‘‘truth’’ function used to generate
these measurements. In this particular example, because the
‘‘truth’’ function is known (dark solid line), its difference to the
mean prediction curve, l ysim(x) can be estimated: it is what defines our model discrepancy term d(x). The calculation of the discrepancy term in Fig. 3 accounts for the magnitude of
uncertainty bounds ±2rc; this is because the larger discrepancy
should be obtained when the uncertainty bounds of ensemble
model predictions fail to encompass the ‘‘truth’’ function. In our
example, the discrepancy indicates the need for a term added to
the numerical model to represent roughly five oscillations over
0 6 x 6 1. Indeed the measurements of our example are obtained
from a ‘‘truth’’ function that includes a sine wave at a frequency
of x&1 = 0.21 while the model omits this term. Observing five oscillations (Fig. 3) lead to an estimation of an approximate frequency
of 0.2 Hz for the missing, un-modeled oscillation for the discrepancy term.
Therefore, the discrepancy over the domain of applicability provides a notion of predictive maturity of the model or rather, its lack
of maturity. In actual examples however, the ‘‘truth’’ function is
unknown, which means that the best one can do is to estimate a
model discrepancy bias function over the control parameter x.
Fig. 3 illustrates five dots where the discrepancy bias is known
through test data. We can now train an arbitrary function according to these five discrete points to represent the form of discrepancy bias. Clearly, various alternative functions can be fit to
these five discrete points. The light solid line in Fig. 3 for instance
represents an alternative, though incorrect, function that fits the
five discrete points. Here the accurate estimation of discrepancy
term depends heavily on the quantity of the available discrete
points for discrepancy bias. Naturally, the discrepancy function
would be more reliable if it is trained with a larger amount of discrete data points.
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Fig. 3. Comparison of prediction statistics, ‘‘truth’’ function and discrepancy term.

Kennedy and O’Hagan’s [1] estimation of the discrepancy term,
is closely associated with the calibration of the model parameters.
In a later implementation of this approach, Higdon et al. [2] used
fast running Gaussian Process Models (GPM) as surrogates to estimate the discrepancy bias. It must be noted that the mathematical
definition of the discrepancy term inherently considers the presence of experimental and numerical uncertainty.

tions at different regimes in the domain of applicability. Each
new experiment conducted to explore these regimes may validate
the underlying assumptions of the model if discrepancy stays stable; or invalidate the underlying assumptions of the model if the
discrepancy is increased.

3. Usefulness of a simulation model for forecasting

The discrepancy bias, introduced in the previous section, constitutes a key component in defining the predictive maturity of a
numerical model. Depending on this predictive maturity, the discrepancy bias, when plotted against the number of available experiments, can take one of three forms:

In a treatment combining parameter calibration and bias correction procedures, experimental measurement improves the
numerical model in two distinct ways: (1) by reducing the uncertainty in the model parameters and (2) by defining the discrepancy
more accurately. As a result, a model calibrated with increasing
amount of experimental information should have increasing fidelity. To formalize this seemingly obvious statement, a series of conceptual assertions must first be made. This section introduces a
sequence of three conceptual assertions that ultimately lead to
the notion of forecasting metrics.
3.1. Requirements for forecasting predictions
We postulate that, a numerical model to be useful for forecasting purposes must satisfy the following two requirements:
(a) Model predictions must be consistent with the experimental
measurements that are relevant to the specific application of
the model.
The estimated functional form for the discrepancy bias introduced in the previous section is a quantitative and rigorous representation of the model consistency with measurements. This very
effective formulation represents the variations over the entirety
of the domain of applicability, not just at a limited number of
tested settings.
(b) Model predictions must be robust to the new evidence. New
experimental measurements must further validate the
model, not invalidate the model.

3.2. Possible trends of discrepancy bias

3.2.1. Case A d(x) ( zero everywhere in the domain
The discrepancy bias is considered insignificant if it is equal to
or lower than the experimental uncertainty over the range of controlled parameters {xmin, xmax}. The calibrated model predictions fit
the experimental measurements well throughout the domain of
applicability, eliminating the need for bias-correction. Such a
model can be used for forecasting purposes.
3.2.2. Case B d(x) ( constant acceptably low value everywhere in the
domain
There is a systematic, close to constant, acceptably low bias between model predictions and experiments that cannot be further
reduced by calibrating the parameters. The model predictions
across the domain of applicability must be corrected by d(x) to adjust for this systematic bias before forecasting.
3.2.3. Case C d(x) ( unacceptably high and non-constant
This non-constant and unacceptably high discrepancy bias indicates that the model fails to capture some fundamental engineering or physics phenomena. Different modeling assumptions are
invoked as the model is compared against experiments conducted
at different settings within the domain of applicability. Therefore,
the fluctuations in the discrepancy bias are attributable to the
invalidation of these underlying modeling assumptions. Thus, predictive forecasting to untested regimes should not be attempted.
3.3. Concept of stabilization

Inspired by the novelty index introduced by Sornette et al. [3],
we introduce a unique point of view to robustness. We define
robustness in terms of lack of sensitivity of model discrepancy bias
to new experimental measurements. It is plausible to assume the
predictions of a model would be dominated by different assump-

In this Section, the assertions of Section 3.1 and Section 3.2 are
combined in the concept of stabilization. The concept of stabilization states that each new experiment provides fractional new
information for model calibration and thus a fractional reduction
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Fig. 4. The notional behavior of the discrepancy term representing the mode
inadequacy as a function of the number of available experiments.

in discrepancy bias. Therefore, the discrepancy term gradually
converges to a stable value (either to a negligible value within
experimental uncertainty, Case A in Section 3.2, or to a constant
non-zero value of acceptable magnitude, Case B in Section 3.2).
Thus, discrepancy bias is a statistical process that once stabilized
represents model form error, as opposed to parametric errors in
the values of h. The point at which a model stabilizes establishes
the usefulness of the model. If the model does not stabilize or stabilizes with too high of a model form error, the model will not be
useful as a predictive tool.
The motivation to seek for the stabilized discrepancy bias, d(x)
is to capture residual differences between predictions and measurements that cannot be accounted for with further adjustment
of the calibration parameters for all possible values of x. Therefore,
we can argue that the usefulness of a calibrated model must be
judged upon the basis of the stabilization of the discrepancy bias
instead of on the goodness-of-fit.
Fig. 4 represents this desired behavior of the discrepancy term.
Here, the first discrepancy estimate is obtained by calibrating the
model with respect to a single set of experiments; the next discrepancy estimate is obtained by calibrating the model with two sets of
experiments, and so on. Once the discrepancy is stabilized and the
model form error level deemed acceptable, which corresponds to
the 5th experiment of Fig. 4, the forecasting metric, introduced in
Section 4, will be used to determine the cut-off point when allocating resources for additional experiments provides only marginal
improvement in the usefulness of the model.

4. A forecasting metric for predictive modeling
Forecasting is performed in almost all scientific fields where
numerical models are used for prediction or where experiments
are conducted to measure physical phenomenon. Forecasting is
done in an interpolating or extrapolating manner. Interpolation refers to forecasting between, or within, the experimental settings,
while extrapolation refers to forecasting outside the domain defined by the experiments. Fig. 5 illustrates the difference between
extrapolation and interpolation in a two-dimensional domain.
Although separating between interpolative and extrapolative forecasts is of value in the context of certification of engineering systems, in this study these two types of forecasting are not
distinguished. In both case studies (data-rich and data-poor), the
forecasting predictions are an amalgam of both interpolative and
extrapolative forecasts.
The discrepancy bias is defined as the difference between the
calibrated model predictions at the settings where experiments
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Fig. 5. The disagreement between the calibrated model predictions and experiments at the tested settings yields the discrepancy term. The disagreement between
the calibrated and bias corrected model predictions and experiments at untested
settings yields the forecasting error.

are available. At these settings, the discrepancy bias can be obtained with high fidelity. However, simulation models are rarely
used to make predictions at settings where experiments are readily
available. Therefore, to ensure the success of a certification campaign dominated by forecasts of simulation models, the focus must
go beyond the discrepancy bias and consider the errors associated
with forecasting. Herein, we introduce a new term, forecasting error, known as the difference between the calibrated and bias corrected model solutions at settings where experiments are
unavailable. The difference between discrepancy bias and forecasting error is illustrated in Fig. 5.
Recall Fig. 3, where the true form of discrepancy function is
known, thusly permitting the proper correction of bias errors;
and the ‘‘alternative,’’ which is incorrect function for discrepancy.
Inevitably the true form of discrepancy function will be unavailable and the estimated discrepancy bias will inherently have inaccuracies, ultimately resulting in forecasting errors. However,
because an increased number of experiments can better define
the discrepancy function, the forecasting errors are reduced. Therefore, we use the term ‘‘forecasting error’’ as a forecasting metric to
quantify the forecasting ability of a simulation model for a given
set of experimental measurements. For this, when the simulation
model is used in predictive forecasting, we consider an additional
term to be added to Equation (1) to compensate for the inaccuracies in the model simulation caused by (1) the remaining model
parameter uncertainties and (2) the remaining inaccuracies in
the definition of the discrepancy function.

! "
!
"
! "
! "
! "
yobs xf Þ ¼ ysim xf ; h þ d xf þ e xf þ E xf

ð4Þ

In Equation (4), xf represents the settings at which the model is executed to forecast (Fig. 5). Yobs(xf) represents the truth observed at
the settings of xf. The surrogate model ysim(xf, h) is a statistical process that supplies the model prediction, while the discrepancy term
d(xf), also a statistical process, supplies the corresponding bias error.
This calibrated and bias corrected statistical process model, therefore, yields our best possible estimate. This model is expected to
successfully confine the experiments at the tested settings of xf.
These experiments are included in the process of tuning the parameters and training the functional form of the discrepancy bias.
Therefore, the forecasting metric calculated at tested settings,
E(xt), should be representative of the remaining uncertainty in the
parameters and discrepancy bias. However, at settings other than
xt, this calibrated and bias corrected model will not maintain the
same level of fidelity, the lack of which would be captured by the
proposed forecasting error term.
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Because simulation models as well as associated discrepancy
bias are statistical processes, the forecasting error will be stochastic in nature. However, the forecasting error can be treated as a
metric by aggregating uncertainties in various ways such as
through the mean and standard deviation statistics, or the RMS
norm (given in Equation (3)). In a more conservative approach,
the maximum forecasting error of a simulation model, while predicting multiple experiments, can be used to determine the upper
bound of a forecasting metric. The way the forecasting errors are
converted into a metric can be determined by the specific application, i.e. if the model is used to forecast a family of predictions with
statistical relevance versus the model is exercised to predict at a
single critical setting. In any treatment, as more experimental measurements become available to model calibration, the forecasting
metric is expected to be reduced. This reduction is similar to the
behavior anticipated from the discrepancy bias. Thus, the notional
representation of forecasting metric is similar to the representation
of the discrepancy bias as illustrated in Fig. 4. In other words, provided the numerical model exhibits usefulness, either experimental campaigns can be concluded upon the quantification of
predetermined acceptable forecasting error, or forecasting error
can be quantified at the conclusion of strictly budgeted experimental campaigns. The following two sections discuss two case studies
which pose realistic and non-trivial applications of the presented
concepts.
5. Data-rich case study: the Preston–Tonks–Wallace model for
tantulum
In this section, we illustrate the quantification and control of
the forecasting metric for a simulation model that is accompanied
with a rich experimental campaign. The Preston–Tonks–Wallace
(PTW) model of plastic deformation represents plastic stress in a
material as a function of strain, temperature, and strain rate [4].
The PTW model requires seven dimensionless material dependent
parameters to be defined, which must be inferred from the experiments for every metal. Even though the PTW model is applicable
to make predictions over a wide range of control parameter triplets, no single setting of these seven model parameters can identically reproduce multiple experimental datasets distributed over
the domain of applicability. The discrepancy arises perhaps due
to some underlying assumptions of the PTW model. The PTW model for instance, assumes plastic stress is independent of the history
of material loading. Moreover, the PTW model ignores non-isotropic plasticity as well as the material texture effects.
In PTW model, control parameters that define the three-dimensional validation domain are the strain (e), temperature (T) and
strain rate (de/dt). Symbols rS and rY denote the dimensionless
work hardening saturation stress and yield stress, respectively.
The seven symbols h, j, c, s0, s1, y0 and y1 are dimensionless, calibration variables that depend on the material analyzed.
5.1. PTW model for Tantalum metal
The six experimentally obtained strain–stress curves of the Tantalum material, each referred to as a dataset, are depicted in Fig. 6.
These datasets are conducted at varying control parameter settings
indicated in Table 1. Each of these six datasets is subjected to a
constant temperature and strain-rate, while strain is varied from
zero to their maximum value yielding a stress–strain curve.
For Tantalum metal, the definitions of these seven calibration
parameters and the minimum/maximum bounds for each are provided in Table 2. We begin by inferring the parameter values for
the seven dimensionless parameters (h, j, c, y0, y1, s0, s1) and estimating the discrepancy bias of the PTW model. The procedure in-

volves 10,000 Markov Chain Monte-Carlo (MCMC) runs exploiting
the parameter ranges as defined in Table 2. The Bayesian inference
is initiated with 500 burning runs at seven different levels. The
GPM surrogates used to replace the PTW simulations are trained
with a 100 run Latin Hypercube maximin design-of-computerexperiment. GPM-SA, while training the GPM surrogate, captures
the functional sensitivity of both control parameters (x) and the
calibration parameters (h) as a byproduct.
Fig. 7 illustrates a representative plot for the marginal posterior
distributions of single parameters (diagonal terms) and bivariate,
joint posterior distributions of pairs of parameters (off-diagonal
terms). The distributions in Fig. 7(a) are inferred using four measurements, while the distributions in Fig. 7(b) are inferred using
60 measurements. The contours represent the 50% and 90% probability regions. Recall that the prior distributions of the three calibration parameters are initially assumed to be uniform.
Conditioning the model with larger numbers of experiments constrains the calibration parameters (known unknowns) to values
that lead to better correlation between model predictions and test
measurements. This constraint means the uncertainty in the calibration parameters (known unknowns) are reduced and in turn
the uncertainty in the PTW model predictions is also reduced.
Recall our definition for stabilized discrepancy bias: the disagreement between the model and experiments that cannot be
compensated through parameter calibration. Therefore, initially,
when experiments are scarce, the imprecision in the model parameters will be absorbed by the discrepancy bias (discrepancy due to
known unknowns in Fig. 4). As the number of experiments is increased, the uncertainty of model parameters (known unknowns)
is reduced and thus the discrepancy bias term converges to the
true model form error (discrepancy due to unknown unknowns
in Fig. 4).
This stabilization concept, introduced in Section 3.3, is applied
to the PTW model for Tantalum. In Fig. 8, the discrepancy bias estimates of stress are normalized with respect to the mean predictions. Such normalization is necessary since PTW model is

Fig. 6. Stress–strain curves of Tantalum measured from Hopkinson bar testing.

Table 1
The three control parameter settings, strain, strain rate, and temperature, at which
experiments are conducted. The number of data point for each experiment for each
strain value.
Data set

ni

Strain (max)

Strain rate (s&1)

Temperature (K)

1
2
3
4
5
6

29
32
10
27
31
13

0.2433
0.9757
0.1057
0.1737
0.2218
0.1735

1300
0.001
0.1
2600
3900
0.001

298
298
298
673
1073
77
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Table 2
Definition of calibration variables of the PTW model for Tantalum metal and the
upper and lower bounds for each parameter.
Symbol

Description

Minimum

Maximum

h

Initial strain hardening rate
Material constant in thermal
activation energy term (relates to the
temperature dependence)
Material constant in thermal
activation energy term (relates to the
strain rate dependence)
Minimum yield stress (at T = 0 K)
Maximum yield stress (at T ( melting)
Minimum saturation stress (at T = 0 K)
Maximum saturation stress (at
T ( melting)

2.78 ) 10
0.438

0.0336
1.110

6.96 ) 10&8

6.76 ) 10&4

0.00686
7.17 ) 10&4
0.0126
0.00192

0.0126
0.00192
0.0564
0.00616

j
c
y0
y1
s0
s1

&5

exercised to make predictions at vastly different settings and thus
the stress predictions vary from as low as 180 psi to as high as
1000 psi and comparison of discrepancy from one step to the other
is only meaningful if such variation in mean prediction is taken
into account. The picture drawn by Fig. 8 can be considered as Case
B of Section 3.2. After a rapid reduction, we observe a non-zero discrepancy bias. For the purposes of our study, we will consider this
stabilized discrepancy bias or model form error acceptable. Evaluating Fig. 8 with respect to Figs 7a and 7(b), illustrates the correlation between the reduction of uncertainty of model parameters to
the reduction and ultimately the stabilization of discrepancy bias.
5.2. Investigation of forecasting error for PTW model
The investigation of forecasting errors can be facilitated by
excluding some of the available measurements, known as holdout experiments, during calibration. Consider a PTW model which
is calibrated and bias corrected with less than the available number of experimental measurements, thereby furnishing us with
hold-out experiments. This calibrated and bias corrected PTW
model constitutes our best possible estimate for the given amount
of experiments. We can now attempt to predict the hold-out
experiments by exploiting the availability of this best possible
PTW model. The difference between the PTW forecasts and the
hold-out experiments yields the forecasting error of this particular
PTW model for a given number of calibration experiments.
One of the reasons that PTW models are especially suitable for
the illustration of forecasting errors is the availability of a large
number of measurements conducted at varying control parameter

Fig. 8. The reduction in discrepancy bias as number of experiments used to
condition the PTW model is increased.

settings. The measurement points (ni in Table 1) from all six datasets are combined to obtain a pool of 142 data points, constituting
stress measurements and the associated value for strain, strain rate
and temperatures. We randomly select quadruples from this overall pool. The first batch uses only four measurements, that is, four
stress values, each associated with a triplet of control parameter
values. The second batch is generated by randomly selecting eight
measurements. The number of measurements that form the next
measurement is increased, each time, by four. The 15th and last
batch counts a total of 60 data points.
Through a series of comparisons of PTW model predictions
against experimental stress measurements conducted at varying
settings of control parameters, we obtain the true values for discrepancy term at discrete settings. These discrete discrepancy values at these settings are then used to train the GPM emulator,
which represents the discrepancy bias of the PTW simulations
within the entire domain of applicability. Next, the calibrated
and bias corrected PTW model is executed to forecast at some randomly selected hold-out experiment settings. The number of holdout experiments is kept four experiments larger than those used in
calibration to ensure that, in this random process, at least eight
experiments are true forecasting predictions. A PTW model calibrated with four randomly selected measurements is used to forecast eight randomly selected hold-out experiments, while a PTW
model calibrated with eight measurements is used to forecast
twelve hold-out experiments, and so-on.
Since we are specifically interested in the trends of the forecasting errors as the number of experiments initially selected for the
calibration is gradually increased, this procedure is repeated for

Fig. 7. Posterior distribution of calibration parameters: marginal distributions are on the main diagonal while contour plots indicate joint distributions for pairs of calibration
parameters.
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each one of these 15 batches; for each batch the probability distribution of the forecasting error is determined. The forecasts of holdout experiments are done with 2000 random draws from the
10,000 accepted random walks of MCMC. For these 2000 draws,
the forecasting error is calculated as the difference between each
of the stress values predicted by the calibrated and bias corrected
PTW model and the measured stress value of that particular holdout experiment.
If the experimental settings are decided solely based upon expert, yet arbitrary judgments, the obvious question to be determined involves the dependency of the forecasting errors to the
sequence of selected experiments (i.e. path-dependency). Independent of the sequence in which the experiments are selected, we expect to see a consistent and monotonic reduction in the forecasting
errors. However, it is plausible that the rate of this reduction may
exhibit dependency to which experiments are selected from the
pool. To reiterate, a lucky experimentalist may conduct the experiments in the optimum sequence and observe a very rapid reduction in forecasting error. An unlucky experimentalist may
conduct the experiments in the least optimum sequence and observe a slow reduction in the forecasting error. Our approach at
addressing the ‘luck factor’ is to treat the procedure as a random
process and repeat both the random selection of calibration experiments and the hold-out experiments 130 times. Therefore, a total
of 1820 random estimates of forecasting errors are obtained. Fig. 9
displays the results obtained as a result of this extensive simulation campaign.
Regarding this example, let’s say 50 psi is an acceptable forecasting error for a given application. Fig. 9 illustrates that the sixth
batch yields a forecasting error less than this allowable limit. To
verify consistency, one or two more batches may be desirable.
According to Fig. 9, we can decide that a total of six batches, 24
experiments would be sufficient. At this stage, if a more stringent
requirement must be imposed, say for instance a 25 psi threshold
for the forecasting error, then additional experiments can be conducted until the forecasting errors are observed to be consistently
lower than the allowable errors, which in our example corresponds
to the 9th batch. For these allowable forecasting errors, certification of an engineering system can be successfully accomplished
by conducting a significantly fewer number of experiments.
6. Data-poor case study – visco plastic self-consistent model for
T91 grade steel
The previous section illustrated monitoring of forecasting errors
when a large set of experimental data is available. However, in
practical applications, obtaining such large datasets may not be
possible. In this section, we illustrate such a scenario. The VPSC
(Visco Plastic Self-Consistent) model is a multipurpose, homogenization-based poly-crystal plasticity computer code, based upon the
knowledge of the plastic deformation mechanisms at single-crystal
level and the crystallographic texture of the polycrystalline aggregate [5].
6.1. VPSC model for T91 grade steel
In-reactor thermal creep measurements of T91, RA series steel
conducted at a constant temperature of approximately 400 !C is
available to the authors [6]. In-reactor creep has two main components: steady state and transient, with the steady-state response
being responsible for the majority of the creep. The VPSC model,
in its current version, does not incorporate transient response;
therefore we use steady-state experimental measurements without considering the transient effects. The experiments are available
at five different deviatoric stress inputs varying from 30 MPa to

Fig. 9. 1820 random predictions of forecasting error as a function of number of
experiments. The number of experiments used to condition the PTW model is
increased from four (one batch) to 56 (14 batches). The first batch is used to forecast
the 2nd batch and so on; therefore the last batch is not represented in this figure,
and two outlier data points with NaN results for forecasting error have been
removed.

200 MPa (see Fig. 10 for values). Therefore, deviatoric stress input
constitutes the single control parameter of the VPSC model. The
upper and lower bounds of the control parameter that define the
domain of applicability are selected to be 20 MPa and 220 MPa.
The dose rate during experiments is noted to vary between
approximately 0.8–1.7 ) 10&6 dpa/sec in [6]. We adapt an average
value to convert the dose to time and calculate the total duration of
experiments as about 4.5 years with an approximate rate of
40 dpa/year. Fig. 10 represents the effective creep strain as a function of the dose for five different deviatoric stress inputs. Here, the
strain response exhibits nonlinear dose dependence, which is primarily due to enhancement of creep by swelling. Because creep induced by swelling is not incorporated in the VPSC7 code, the
experimental data is corrected to remove the effects of the swelling. By fitting linear lines through the minimum and maximum
points of these five curves shown in Fig. 10, effective strain-rate
under varying deviatoric stress inputs is approximated. While linearizing the dose dependent behavior is relatively well-suited for
lower stress levels, this approach is expected to be less accurate
for higher stress levels.
The calibration parameters are the rate sensitivity of glide, rate
sensitivity of climb and the ratio of threshold stress for glide and
climb. The maximum and minimum limits for these three, initially
imprecise parameters are determined according to expert judgment (Table 3). The climb dislocation orientation is kept at a nominal value of 0.78 (equivalent of 90! angle), that is, the climb
phenomenon is fully activated in the thermal creep calculations.
The three calibration parameters are sampled between their
pre-defined ranges through latin-hypercube sampling. As a result
of forward propagation of uncertainty, the strain-rate output of
the VPSC7 code is observed to vary significantly within the domain
of interest as shown in Fig. 11. Fig. 11 also illustrates the measured
stress values of the five experiments. The limited numbers of
experiments allow us to demonstrate the proposed procedure to
a case where experimental data is scarce.
Fig. 12 presents the posterior distributions of the three calibration parameters inferred from the first experiment only, Fig. 12(a),
and inferred from the first four experiments, Fig. 12(b). The noticeable difference between Fig. 12(a) and (b) is attributable to the difference in available experimental evidence in the two cases. Once
again, the importance of obtaining a sufficient quantity of experimental measurements is evident while constraining the distribu-
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model form error. Therefore, the VPSC model calibrated with only
five experiments should not be used for forecasting purposes. In
the next section, we will illustrate the trends in the forecasting
metric of the VPSC model for purely academic purposes.
6.2. Investigation of forecasting error for VPSC model

Fig. 10. The nonlinear relationship between effective thermal creep strain and
dose.

Table 3
Comparison of prior and posterior knowledge.
Calibration parameters

Min value

Max value

Rate sensitivity exponent for glide
The ratio of threshold stress for glide and for climb
Rate sensitivity exponent for climb

1
16
1

5
24
5

tions of the model parameters. For instance, the rate exponential
components associated with glide and climb are better constrained
when four experiments are used for statistical inference instead of
one single experiment.
Fig. 13 illustrates the trends in discrepancy bias as the number
of experiments used to condition the VPSC model is increased from
one to four. The mean discrepancy values for each experiment are
normalized with respect to the mean predictions. With a limited
number of experiments, it is still possible to illustrate that introducing new experiments does not increase the discrepancy bias
of the VPSC model- in fact we observe a consistent reduction in
the discrepancy. However, while the discrepancy bias is observed
to have the right trend – a consistent reduction, the model will
not be useful until the discrepancy bias stabilizes with acceptable

We will investigate the ability of the calibrated and bias-corrected VPSC model to predict the hold-out experiments. First, we
simultaneously infer the VPSC model parameters and the discrepancy bias using a single experiment. In this case, any of the five
experiments may be used as the calibration experiment. We then
use the version of the VPSC model conditioned upon this single
experiment to forecast any of the four remaining hold-out experiments. We compute the forecasting error as the scalar difference
between each of the strain rate forecasts of the calibrated and bias
corrected PTW model and the mean value of the strain rate measurements. The forecasting error, in other words, determines the
distance between the probability distribution of the forecasts and
a scalar mean value of the experiments.
We repeat the process for all possible combinations of calibration experiments and hold-out experiments, which yield a total
of 120 scenarios. We vary the number of calibration experiments
from one to four, and in each case we keep one single hold-out
experiment. Fig. 14 displays the relationship between the number
of calibration experiments used to condition the VPSC model and
the associated forecasting errors while forecasting a random
hold-out experiment. In Fig. 14, while the forecasting error reduces
with the increased experimental results as expected, it is important to recognize that the model will not be useful as a predictive
tool until the discrepancy bias has stabilized to an acceptable
model form error.
7. Conclusion
Model-based certification heavily relies on simulation model
solutions while determining the capacity of engineering systems.
Several approaches to certification are proposed that depend on
knowing the mean performance of the system. These methods lack
a consideration of additional bias and uncertainty as a result of
forecasting. However, certification would not be possible unless
the forecasting errors associated with capacity predictions are
determined to be sufficiently low. This study suggests using a
recursive strategy that builds upon the strengths of Bayesian statistical inference to assess the upper bounds of forecasting errors.
In our approach, measurements are used to (1) improve the models

Fig. 11. Significant uncertainties in the VPSC7 code output of strain-rate when the prior distributions of the three parameters are randomly sampled.
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Fig. 12. (a) Posterior distributions obtained using a single experiment. (b) Posterior distributions obtained using four experiments.

ties (known unknowns) and the model form errors (unknown unknowns). For the case studies discussed herein, the prior
probability distributions of the parameters are treated as uniform
probability distributions. However, GPM/SA is not limited to uniform prior distributions and has the a priori capability to operate
on other forms of probability density functions.
7.2. Assess the usefulness of the simulation model
If the physics or engineering phenomena modeled in a simulation model is not refined enough for certification purposes, the
model fidelity cannot be improved through companion experimental campaigns and calibration efforts. Therefore, we consider
assessing the usefulness of a simulation model for forecasting as
the first necessary step in certification. For a given simulation
model and a companion set of experimental measurements, we
formulated a simple approach to determine the usefulness of a
simulation model to deliver solutions with sufficient fidelity.
Fig. 13. The reduction in discrepancy bias as number of experiments used to
condition the VPSC model are increased from one to four.

Fig. 14. Forecasting errors as a function of the number of experiments used to
condition the VPSC model.

through calibration, (2) assess the usefulness of the simulation
model and (3) determine the forecasting errors. These three merits
of the approach described in this paper are noteworthy.
7.1. Improve the models through calibration
The strength of the adapted Bayesian calibration tool, GPM/SA
comes from the inherent consideration of the parameter uncertain-

7.3. Determine the forecasting errors
By exploiting the available experiments, we estimate an upper
bound for forecasting errors. The forecasting error is considered
as a metric providing a notion for the effects of uncertainty within
the domain of applicability. Benefits of the forecasting metric are
two fold, for a given experimental budget the forecasting metric
can quantify the errors associated with forecasting, secondly the
forecasting metric will inform us when the sufficient number of
experiments have been performed to achieve the desired level of
forecasting fidelity (quantified error level).
With these assertions comes a caveat, however. While in this
study, a non-zero discrepancy bias is considered as an indicator
of missing physics, it may also be an indicator of inadequate
numerical implementation. Within the scope of this manuscript,
we will assume the a priori verification of simulation codes to
produce converged solutions throughout the domain of applicability. Moreover, the concepts of zero or constant discrepancy bias
would only be valid provided that the experiments are well
spread to sufficiently explore the domain of applicability. This
statement naturally leads to the following question: how much
of the domain of applicability must be explored by the experiments? [7] attempt to answer this question by investigating the
influence of ‘‘coverage’’ on the predictive maturity of a simulation
model.
It should be noted that the above-mentioned merits rely heavily
on the decisions made to facilitate model calibration. Perhaps the
first decision that must be made early in the process is defining
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the domain within which the system is expected to operate reliably and safely. This decision also constitutes the domain within
which the simulation model is executed to make forecasts. Subsequent necessary steps include the selection of the appropriate
model parameters for calibration. Therefore, completing thorough
model-based sensitivity analysis, quantifying uncertainty and
developing a Parameter Identification and Ranking Table are necessary requirements that must precede model calibration.
The approach described herein relies on a foundational premise: the physics or engineering principles involved in the application of the code remains unchanged when transitioning from
tested to untested settings. This migration is best controlled by
understanding the underlying phenomena and by exploring the
domain of applicability through coverage (i.e. spreading the experiments to explore the domain of applicability). Therefore, a satisfactory understanding of underlying phenomena and a sufficient
coverage of the domain of applicability with experiments are prerequisites for successful forecasting.
In the case study examples, the forecasting errors are calculated
as the distance between a probability distribution and a scalar value. This approach can be further refined by taking the experimental variability into account.
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