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Activities such as global sensitivity analysis, statistical effect screening, uncertainty propagation, or
model calibration have become integral to the Verification and Validation (V&V) of numerical models
and computer simulations. One of the goals of V&V is to assess prediction accuracy and uncertainty,
which feeds directly into reliability analysis or the Quantification of Margin and Uncertainty (QMU) of
engineered systems. Because these analyses involve multiple runs of a computer code, they can rapidly
become computationally expensive. An alternative to Monte Carlo-like sampling is to combine a design
of computer experiments to meta-modeling, and replace the potentially expensive computer simulation by a fast-running emulator. The surrogate can then be used to estimate sensitivities, propagate
uncertainty, and calibrate model parameters at a fraction of the cost it would take to wrap a sampling
algorithm or optimization solver around the physics-based code. Doing so, however, offers the risk to
develop an incorrect emulator that erroneously approximates the ‘‘true-but-unknown’’ sensitivities of
the physics-based code. We demonstrate the extent to which this occurs when Gaussian Process
Modeling (GPM) emulators are trained in high-dimensional spaces using too-sparsely populated
designs-of-experiments. Our illustration analyzes a variant of the Rosenbrock function in which several
effects are made statistically insignificant while others are strongly coupled, therefore, mimicking
a situation that is often encountered in practice. In this example, using a combination of GPM emulator
and design-of-experiments leads to an incorrect approximation of the function. A mathematical proof
of the origin of the problem is proposed. The adverse effects that too-sparsely populated designs may
produce are discussed for the coverage of the design space, estimation of sensitivities, and calibration of
parameters. This work attempts to raise awareness to the potential dangers of not allocating enough
resources when exploring a design space to develop fast-running emulators.
& 2011 Elsevier Ltd. All rights reserved.
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1. Introduction
Design-of-experiments (DOE) have become common to support activities of modeling and simulation such as sensitivity
analysis, statistical effect screening, uncertainty propagation, and
model calibration. With a DOE, one selects a sequence of computer runs defined by varying the input variables and/or parameters
of the simulation such that specific input–output effects can be
identified [1,2]. After completing runs of the physics-based model,
predictions are used to best-fit fast-running surrogates (or emulators) that replace the computationally expensive simulation.
The surrogates can then be used to estimate sensitivities, propagate uncertainty, and calibrate model parameters at a fraction of
n
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the cost that it would take to wrap a sampling algorithm or
optimization solver around the physics-based code.
Studies performed at the Los Alamos National Laboratory where
this technology is used include the validation of a finite element
model developed to simulate the structural response of a threaded
assembly to impulse loading [3–5]; quantification of prediction
uncertainty for a multi-physics code that simulates casting processes [6]; and other multi-physics applications [7]. More recently,
DOE and surrogate modeling have been used to quantify the
statistical consistency between populations of measurements and
predictions, and facilitate the calibration of model parameters. Ref.
[8] presents an application to a non-linear model of material
strength using Hopkinson bar experiments. Ref. [9] applies the
same methodology to a multi-scale, crystallography-based material
model capable of predicting the thermal creep of metals.
While ubiquitous for the Verification and Validation (V&V) of
numerical models and simulations, the same methodology can be
deployed to propagate uncertainty from inputs to outputs. Hence,
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it also applies to the analysis of reliability of an engineered
system, the analysis of a worst-case scenario, or the Quantification of Margin and Uncertainty (QMU) [10,11]. QMU is illustrated
in Fig. 1 where ‘‘margin’’ is defined as the distance between the
nominal response of the system and, for example, a failure
threshold not to be exceeded. ‘‘Uncertainty’’ is defined as the
range of system responses caused by the variability, for example,
of operating conditions. A confidence ratio [12] or QMU metric
requires the same estimation of prediction uncertainty as what
would be needed to support a V&V assessment.
The success of this methodology to appraise the important
input–output sensitivity has prompted its application to problems of ever-increasing size. While the applications to material
models discussed in Refs. [8,9] involve seven and three
parameters, respectively, the simulations of Refs. [3,7] are parameterized with 20 inputs or more. In other studies, even higherdimensional problems are being considered. Unfortunately, the
cost of a two-level, full-factorial design, where each variable is set
to either its lower or upper bound, grows as 2N with N-dimensions. Increasing the dimensionality from, say, N ¼5–20 variables
increases the number of computer runs from 32 to over a million
with a two-level, full-factorial design.
Such computational cost rapidly becomes prohibitively expensive. It is pushing the technology towards sparsely populated
designs. A commonly encountered rule-of-thumb is that a sparse
DOE can be constructed and analyzed based on a total number of
computer runs equal to 10 times the number of active variables.
For a problem that would be dominated by 20 variables, it means
performing about 200 runs. These samples can be selected using
strategies such as an orthogonal array or space-filling Latin hypercube design. The main drawback of this strategy is that the
statistically significant, or active, variables of the model may not
be a priori known. As a result, extremely sparse designs developed
on the guideline of ‘‘10 runs per dimension’’ are increasingly used
to perform effect screening and develop statistical emulators.
Our concern is that analyzing a complex, high-dimensional
simulation with too few runs may lead to misleading results. This
has been witnessed for studies performed at Los Alamos [13]. Our
hypothesis is that, when a too-sparse DOE is analyzed, the
functional form of the emulator trained to replace the computationally expensive simulation influences the sensitivities instead
of staying ‘‘neutral’’ in the process. Erroneous sensitivities, in turn,
lead to poor-quality emulators and incorrect characterization of
prediction uncertainty.

Performance

Margin (M)
Nominal
Performance

Performance
Uncertainty (U)

QMU =

The discussion follows a three-pronged approach. In Section 2,
we first illustrate the rapidity with which the sparsity of a design
increases as the number of dimensions grows. It suggests that the
generally accepted rule-of-thumb of ‘‘10 runs per dimension’’
may be grossly inappropriate for simulations that exhibit strong
interactions or non-linear effects. These phenomena are not
captured adequately with few samples. The second part of our
argument illustrates the incorrect sensitivities that result from
analyzing a too-sparse DOE. The example of Sections 3 and 4
shows that sampling a high-dimensional mathematical function
based on ‘‘10 runs per dimension’’ leads to an erroneous identification of the significant effects. The same problem is observed
whether the sensitivities are estimated from an analysis-ofvariance (Section 3) or Markov Chain Monte Carlo random walk
(Section 4). Section 4 illustrates the detrimental effects for model
calibration.
An explanation of this phenomenon is suggested in Section 5
in the case where the fast-running emulator is a Gaussian Process
Model (GPM). We demonstrate that the covariance matrix of the
statistical emulator is bounded by an upper limit that depends on
statistics of distances between sample points. Our numerical
examples indicate beyond statistical uncertainty that, as the
number of dimensions increases, the upper bound decreases
rapidly. This result implies that the GPM emulator converges
asymptotically towards a ‘‘constant’’ that models the fluctuations
of the function no better than random noise. This observation is
disturbing because it is controlled solely by the DOE, while it has
nothing to do with the physics-based code analyzed. Our overall
conclusion is that the rule-of-thumb of ‘‘10 samples per dimension,’’ while appropriate for low-dimensionality problems, may not
be advisable when dealing with numerical simulations that combine a large number of variables, significant interactions, and/or
non-linear effects.

2. Too sparse designs may lead to poor coverage
Before illustrating the dangers of sparse sampling for assessing
the model sensitivities or quantifying prediction uncertainty, the
concept of coverage of the design space is discussed. A metric of
coverage is needed to measure the region that is ‘‘filled’’ with
points of a given sample relative to the total ‘‘volume’’ of the
design space, as discussed in Ref. [8].
For simplicity, it is assumed that all variables are unit-less and
scaled in the interval [ #1; 1]. This is achieved without loss of
generality using a transform such as
Xk ¼ 2

Failure
Threshold

Margin
Uncertainty

=

M
U

Fig. 1. Notional illustration of the quantification of margin and uncertainty (QMU).
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Zk #Zk,Min
#1
Zk,Max #Zk,Min

ð1Þ

that converts the kth physical variable Zk of the problem into a
dimensionless Xk. In Eq. (1), Zk,Min and Zk,Max denote the minimum
and maximum bounds of variable Zk, respectively. Transform
(1) converts the N-dimensional physical domain Pk ¼ 1yN [Zk,Min;
Zk,Max] in a hyper-cube ([ #1; 1])N. Clearly, the total volume of the
scaled hyper-cube is equal to 2N.
While it is somewhat simplistic and comes with limitations
discussed next, the coverage metric used is intuitive and relatively easy to compute numerically in a hyper-cube ([ #1; 1])N.
Coverage of an arbitrary DOE is defined as the volume occupied
by the design relative to the total volume of the scaled hypercube, or 2N. It can be measured in percentage as

Z ¼ 100

VolumeðDOEÞ
2N

%,

ð2Þ

where Volume( & ) is a function that estimates the N-dimensional
volume of the design. Fig. 2 gives an illustration in the case of a
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two-dimensional space (X1; X2)A([ #1; 1])2. The total volume is a
square that extends from # 1 to þ1 on each axis. The figure
shows four samples represented by red dots. The dashed, red line
that encloses the four samples symbolizes the convex hull of the
design, that is, the smallest possible convex volume that includes
all the points. The convex hull is found, for example, with the
MATLABTM function ‘‘qhull.m.’’
To evaluate Eq. (2), we propose to define the function
Volume( & ) such that it calculates the volume of the convex hull
defined by the sample points of the DOE. This metric, however, is
meaningless for some designs. Consider, for example, a two-level,
full-factorial design. Because the samples are placed at vertices of
the domain, the convex hull is exactly the hyper-cube and the
metric (2) is Z ¼100%. A two-level, full-factorial design, however,
is extremely sparse since no sample is located inside the region
([ #1, 1])N. This example illustrates the main drawback of Eq. (2).
Variable X2
+1

N-dimensional Space

A
B

Latin Hyper-cube Samples

C

Convex Hull

D

2N Samples

-1
1
-1

2

3

4
+1

Variable X1

Fig. 2. Illustration of a 2D space and its coverage with a 4-run sample. (For
interpretation of the references to color in this figure, the reader is referred to the
web version of this article.)
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Because a convex hull is used to define the function Volume( & ),
any sample point located ‘‘inside’’ the DOE exercises no influence.
In other words, the metric is not penalized by a potential lack-ofsamples ‘‘inside’’ the domain.
Attempting to use a metric of coverage that is meaningful for
any DOE would inevitably steer its definition towards sophisticated computations. Instead, we opt for the simplicity of definition (2) and we restrict its application to designs that locate
samples ‘‘inside’’ the region ([ # 1, 1])N such that the metric Z,
despites its shortcomings, reflects the sparsity of a design. This
restriction is consistent with our investigation of stratified sampling strategies, as explained next.
The corners of the domain ([ # 1; 1])2 shown in Fig. 2 represent
a two-level, full-factorial design. Full-factorial designs are useful
to model the main effects and linear interactions between input
variables without any statistical aliasing that could adversely bias
the results [14,15]. In this work, the focus is placed on stratified
sampling and, specifically, the Latin Hyper-cube Sampling (LHS)
of Refs. [16,17]. The red dots of Fig. 2 illustrate a 4-run LHS. The
algorithm is designed to ‘‘spread’’ sample points within the design
space and provide good coverage while keeping the element of
chance necessary to arrive at a random sample.
To build a LHS, one starts by choosing the total number of
points in the sample. In the case of Fig. 2, the number of model
evaluations is equal to N ¼4. The next step is to sub-divide each
variable # 1rXk r þ1 into N equal-probability intervals. Fig. 2
shows a simplification where the probability distributions of
variables X1 and X2 are independent, uncorrelated, and uniform.
The four equal-probability intervals become four equal-length
intervals labeled {1; 2; 3; 4} for X1 in the horizontal direction and
{A; B; C; D} for X2 in the vertical direction. Sampling consists of
randomly selecting and combining these equal-probability intervals for all variables Xk. After an interval has been selected for one
of the variables, it is deleted from the list such that the same

PDF

PDF
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XN

Equal-probability
Intervals of Xp

Initialize: “k = 1”
Test: “k ≤ N”?

Equal-probability
Intervals of XN

No

LHS Design
is Complete

Yes

1) Form the kth sample by randomly selecting
an interval for Xp in the list of remaining
intervals, for p = 1 … N.
2) Delete intervals selected for the kth sample
in the N lists of remaining intervals.

Increment:
“k
k+1”
Fig. 3. Main steps of a simple algorithm for Latin hyper-cube sampling (LHS). (For interpretation of the references to color in this figure, the reader is referred to the web
version of this article.)
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interval can never be selected twice. In Fig. 2, for example, the
first combination selected at random may be 4-A. Once selected,
column 4 of X1 and row A of X2 are deleted to guarantee that
neither of them is chosen a second time. Repeating the procedure
N times, that is, until exhaustion of all intervals, completes the
sampling. A simple algorithm for LHS is illustrated in Fig. 3, and
Refs. [16,17] are examples of implementations, properties, and
applications.
The first issue discussed is the coverage of the design space.
Fig. 4 plots on a semi-log scale the mean coverage ZMean of a 150-run
LHS design for dimensions 4rNr9. Here, the rule-of-thumb
of ‘‘10 runs per dimension’’ is not adopted and the number of runs
is kept constant as N increases. This choice is made to illustrate
what happens in the practical situation encountered when the
run budget is determined by time constraint and/or resource
allocation.
To arrive at the statistics pictured in Fig. 4, a 150-run LHS
design is selected and its degree of coverage is calculated based
on Eq. (2). Because the combinations (X1; X2,y,XN) that define the
LHS runs are randomly selected, this procedure is repeated a 1000
times to estimate the statistics. The procedure followed to arrive
at these LHS designs is not the ‘‘basic’’ algorithm illustrated in
Fig. 3. Instead, ‘‘maximin’’ designs are generated that attempt to
maximize the minimum distance between sample points. This
choice is made because ‘‘maximin’’ designs are somewhat more
widespread amongst practitioners. The mean coverage ZMean is
indicated by the solid, red line. The dotted, black lines follow the
25% and 75% quartiles of the distributions. The height of each boxplot, shown with a solid, blue line, extends to þ/ # one standard
deviation sm away from the mean value.
Because calculating the convex hull of a set of 150 points in a
large dimensional space rapidly overwhelms MATLABTM’s algorithmic capability, the analysis is restricted to sizes 4 rN r9 in
Fig. 4. An extrapolation of the mean value is then performed for
higher dimensions that are representative of commonly encountered problems. Best-fitting a simple polynomial suggests:
log10 ðZMean Þ ¼ 2:1 þ 0:0076 N#0:024N 2 :

ð3Þ

Fig. 5 illustrates the extrapolation law of Eq. (3). The average
coverage ZMean of a 150-run LHS design in 15 dimensions is not
expected to exceed 10 # 3%, which is extremely sparse.
In light of this simple analysis that could be repeated with other
types of designs, one has to ask whether such an extreme sparsity
can provide enough information to appropriately learn the sensitivities of a black-box model. If sampling a 15-dimensional space is

Fig. 4. Statistics of coverage for a 150-run LHS design as a function of dimension N.
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limited to 150 model runs, then the mechanical or physical
processes being modeled must offer an extreme level of regularity
and ‘‘smoothness’’ throughout the design space. If the model output
Y, on the other hand, exhibits a non-linearity as the input parameters (X1; X2, y, XN) vary, then an average coverage of
ZMean ¼10 # 3% may not suffice to capture such phenomenon. The
extent to which these extremely sparse designs may yield misleading findings is demonstrated in Sections 3 and 4 using sensitivity
analysis and model calibration.

3. Too sparse designs may lead to incorrect
sensitivity analysis
The second issue addressed is sensitivity analysis, also known
as effect screening [15,18]. It broadly refers to the identification of
input parameters Xk, or combinations of input parameters such as
(Xp & Xq), that are responsible to explain and control how the
model prediction Y varies. Using a simple illustration, we suggest
that sensitivity analysis may be erroneous when based on a too
sparsely populated design.
For illustration, we analyze the Rosenbrock function [19]. It is
a test function commonly used in the discipline of numerical
optimization because it varies rapidly and defines ‘‘valleys.’’ It
makes it difficult for a gradient-based algorithm to reach the
global minimum. The Rosenbrock function in the N-dimensional
space (X1; X2, y, XN) is defined analytically as
X
Y¼
ð1#Xk Þ2 þ 100ðXk þ 1 #Xk2 Þ2 ,
ð4Þ
k ¼ 1&&&ðN#1Þ

where variables Xk are, as before, scaled in [ # 1; þ1]. In two
dimensions, the function becomes:
Y ¼ ð1#X1 Þ2 þ 100ðX2 #X12 Þ2

ð5Þ

and an illustration of what it looks like is given in Fig. 6. The
formation of a ‘‘valley’’ that makes optimization difficult can be
observed on the three-dimensional view of Fig. 6 (a), and its
contour plot (b). The ‘‘valley’’ eventually bifurcates into two
branches, one progressing towards the point (X1 ¼ þ1; X2 ¼ # 1)
and the other one going towards (X1 ¼ þ1; X2 ¼ þ1). It can be
verified that the global minimum of the Rosenbrock function is
reached at Xk ¼ þ1 for all variables (k¼1,y,N), which is the only
point where the function is valued exactly at Y ¼0.

Fig. 5. Extrapolation of the average coverage ZMean of a 150-run LHS design.
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Fig. 6. Illustration of the Rosenbrock function in 2D space (X1; X2): (a) Rosenbrock function in 2D and (b) contour of the 2D function.

Table 1
Coefficients Ck for the Rosenbrock variant of Eq. (6).
Variable

Coefficient

Variable

Coefficient

2
3
4
5
6

C2 ¼ 5
C3 ¼ 3
C4 ¼ 2
C5 ¼ 10
C6 ¼ 5

7
8
9
10
11-to-17

C7 ¼3
C8 ¼2
C9 ¼10
C10 ¼ 1
C11-to-C17 ¼ 1

To study the adverse effect that sparse sampling may exercise
when attempting to understand the statistical influence of input
variables Xk, the Rosenbrock function is first modified. Its nonlinear nature is preserved but the influence of its input variables
is modulated somewhat such that some inputs exercise a strong
influence while others do not. This change is achieved by replacing the original Eq. (4) by the following variant:
X
Y¼
ð1#Xk Þ2 þ Ck þ 1 ðXk þ 1 #Xk2 Þ2 ,
ð6Þ
k ¼ 1&&&ðN#1Þ

where the dimensionless coefficients Ck are defined in Table 1 for
a 17-dimensional space.
Coefficients Ck are defined in Table 1 such that only two
variables have a dominant effect: X5 and X9. In addition, four
variables moderately control the function variation: they are X2,
X3, X6, and X7 whose coefficients are equal to either 3 or 5. Finally,
variables X10–X17 exercise the least influence over the variability
of Eq. (6) because their coefficients Ck are equal to 1. It is expected
that a statistical analysis would identify the two main effects X5
and X9 as dominant. The other expected result is that the main
effects of X10 to X17 are identified as insignificant because, everything else being equal, their coefficients C10–C17 are ten times
smaller.
To verify these assertions, a two-level, full-factorial design is
first analyzed. In a 17-dimensional space, this means performing
a total of 217 ¼131,072 model evaluations for every combination
of ‘‘low’’ levels (Xk ¼ # 1) and ‘‘high’’ levels (Xk ¼ þ1). The large
number of runs is, here, feasible because the analytical function
(6) can be evaluated in a fraction of second. In general, this would
not be possible on a single processor if the calculation takes more
than a few minutes, hence, justifying the commonly encountered
interest for sparse designs.
Predictions generated by the full-factorial DOE are analyzed
with an analysis-of-variance, or ANOVA, that screens for statistically significant main effects [20]. Statistical screening estimates
the overall influence that a given variable, such as a main effect

Fig. 7. R2 statistics for main-effect analysis with a full-factorial design.

Xk, or group of variables, such as a linear interaction Xp & Xq or
quadratic effect X2k , exercises on predictions Y. In the following,
the R2 statistics are estimated for all main effects. A large R2
value, where ‘‘large’’ is relative to the other values obtained,
indicates that the corresponding variable has a significant main
effect that controls how Y changes when variables (X1; X2, y,
XN) are varied simultaneously.
Fig. 7 illustrates the results of ANOVA with the full-factorial
(2N) design. It can be observed that variables X5 and X9, because
they feature higher R2 statistics that those of the other effects, are
identified as the most statistically significant. The figure also
indicates unambiguously that variables X10–X17 are not significant. Between these two extremes, the second-most influential
variables X2 and X6, whose coefficients in Eq. (6) are equal to
C2 ¼C6 ¼5, are found. They are closely followed by variables X3
and X7, whose coefficients are C3 ¼C7 ¼3 in Table 1. This simple
example verifies that, because it features no statistical aliasing,
the identification of main effects using a two-level, full-factorial
design is essentially ‘‘perfect.’’
Fig. 8 illustrates the results of ANOVA with a Box–Bhenken
Design (BBD) [21]. This design is commonly encountered in
physics and engineering because it reaches a compromise
between coverage of the design space and aliasing structure for
problems that are dominated by main effects and linear
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measurements. We emphasize that the discussion applies to both
points-of-view since deterministic calibration can be viewed as a
‘‘subset’’ of inference uncertainty quantification.
To solve the inference uncertainty problem and propagate
uncertainty ‘‘backwards’’ through the model, one must first
formulate a mathematical equation that connects physical experiments to predictions of the model. We adopt, in this work, the
formalism of Kennedy and O’Hagan who propose a statistical
model to connect physical measurements to ‘‘reality’’ and model
predictions [22]. The starting point is that the physical observations never perfectly measure reality:
Y Test ðXÞ ¼ Y Reality þ eTest ,

ð8Þ

Y Reality ¼ ZðX; yÞ þ dðXÞ,

ð9Þ

Test

Fig. 8. R2 statistics for main-effect analysis with a Box–Bhenken design.

interactions. The BBD is suitable to analyze phenomena or blackbox models whose input–output functions can be reasonably
modeled as linear polynomials:
X
X
X
Y ¼ mY þ
bk Xk þ
bp,q Xp Xq þ e,
ð7Þ
k ¼ 1...N

p ¼ 1:::N q ¼ ðp þ 1Þ...N

where e represents the ‘‘white,’’ Gaussian noise of the un-modeled
input–output dynamics. The BBD used here features a small
number of runs, compared to the full-factorial 2N combinations,
with only 545 evaluations of the Rosenbrock function in our
17-dimensional space.
It is clear from Fig. 8 that an ANOVA performed with the BBD
fails to identify the significant variables X5 and X9. Variable X5
is identified correctly, but one also observes that variable X4 is
found to be significant. Variable X4 erroneously shows up
as important, not because it actually is significant, but through
its interaction with X5 in Eq. (6). Not enough model evaluations
are available to distinguish the main effect X4 from the linear
interaction (X4 & X5). Likewise, variables X8 and X9 are aliased when
the correct answer is that only main effect X9 should be statistically significant. Fig. 8 also shows that, as one would expect, the
influence of variables X10–X16 is relatively low. Variable X17,
whose influence should also be low, appears more significant
than its neighbors. It is another adverse effect of aliasing due to
employing a sparse design.
Sensitivity analysis results obtained with LHS designs are
discussed in Section 4, jointly with the analysis of parameter
calibration. Whether a LHS or other sparse design is employed, a
similar observation is made: the analysis rapidly starts to yield
erroneous sensitivities if too few runs are available to characterize the main effects and linear interactions of a complicated
function.

4. Too sparse designs may lead to erroneous
model calibration
The third issue addressed is parameter calibration. Calibration
does not necessarily mean optimizing a model to make its predictions best match the measurements. Instead, it refers here to
inference uncertainty quantification. The goal is to find the probability
distribution of input variables such that, when sampled, the resulting prediction uncertainty matches the variability of physical

where e
is a zero-mean, stochastic process that represents
experimental variability. Eq. (8) postulates that the physical
observations YTest(X) only differ from reality by the experimental
variability (no systematic bias). Second, it is assumed that the
computer code or numerical model is not always capable of
‘‘perfectly’’ representing reality. The difference between the two
is another stochastic process that includes the systematic bias
between the physical reality and model predictions, together with
random fluctuations. This equation is simply:

where the symbol d(X) represents the statistical discrepancy
between the reality and prediction. In Eq. (9), Z(X;y) denotes
the prediction of a model that depends on control parameters Xk,
for k¼1,y,N, and calibration variables yk, for k¼1,y,Ny. Collecting Eqs. (8) and (9) leads to
Y Test ðXÞ ¼ ZðX; yÞ þ dðXÞ þ eTest :

ð10Þ

Simply speaking, the inference uncertainty problem searches for
the probability distribution P(y) of calibration variables such that
Eq. (10) is verified, not point-wise, but in a statistical ensemble
sense. We rely, here, on a Bayesian inference method implemented in the Gaussian Process Model for Simulation Analysis (GPM/
SA) code developed at Los Alamos [23,24].
The procedure follows the following steps. The simulation
code is first exercised with a user-specified DOE where calibration
variables y are sampled according to their prior probability
distribution PPrior(y). The GPM/SA code develops a Gaussian
process emulator for predictions Z(X;y) based on results of the
DOE. The next step is to start the Markov Chain Monte Carlo
(MCMC) algorithm that explores the (unknown) posterior distribution PPosterior(y) of variables y and estimates the (unknown)
discrepancy term d(X). Samples of variables y are drawn from a
MCMC random walk such that the probability distribution of
‘‘prediction plus discrepancy,’’ or Z(X;y)þ d(X) in Eq. (10), matches
the probability distribution of experimental observations. A new
sample is accepted if the likelihood function L(X;y), defined as
a metric of correlation:
Test
#2 logðLðX; yÞÞ ¼ logðdet SD Þ þðY Test #ZðX; yÞÞT S#1
#ZðX; yÞÞ
D ðY

ð11Þ

passes an acceptance test. The reader is referred to Refs. [23,24]
for the exact definition of the likelihood function and covariance
matrix SD in Eq. (11). The acceptance test rejects values of
variables y if the corresponding model predictions are not
statistically consistent with measurements YTest(X), modulo the
experimental variability eTest. The discrepancy term d(X) is estimated in the process, and also represented by a Gaussian process
emulator. The term d(X) accounts for the lack-of-correlation
between predictions and measurements when calibrating the
variables y cannot compensate for it. The hyper-parameters of
the probability distributions of the variables y and discrepancy
d(X) are explored simultaneously during the MCMC random walk.
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Assume a Prior Distribution
∏Prior(θ) for Calibration Variables
First Trial, p = 1

Start Trial
Number “p”

Sample ∏Prior(θ)

Make Predictions η(X;θ(p))
for all Control Parameters X
Compare Predictions η(X;θ(p)) to
Observations YTest(X) Thought
the Likelihood Function L(X;θ)
Increment “p ← p+1”
and Take Another
Random Walk From
Current Sample θ(p)

Acceptance Test: “Is
L(X;θ) Good Enough?”

Take Another
Random Walk From
the Last-accepted
Sample θ(p)

No: Reject Trial

Yes: Accept Trial

Store the Sample θ(p) for Future
Estimation of the Posterior
Distribution ∏Posterior(θ)

Estimate and Store the Sample
δ(p) of Discrepancy Term
Yes

Iteration Test: “p ≤ pMax?”
No

Estimate the Posterior Distribution ∏Posterior(θ)
Based on the Population of Samples θ(p) Stored
Estimate the Discrepancy δ(X) Based on the
Population of Samples δ(p) Stored
Fig. 9. Simplified illustration of the Bayesian method for inference uncertainty.

Fig. 9 gives a conceptual illustration of these successive steps,
leaving out many important details of the implementation. The
reader is referred to Refs. [25,26] to learn more about the
Metropolis–Hastings random walk algorithm. The estimation of
sensitivity coefficients is dealt with in Ref. [27]. The theoretical
framework of this method is described in great details in Ref. [22]
while an implementation manual is available from Ref. [28].
The GPM/SA code is used to estimate the probability distribution of calibration variables such that Eq. (10) is verified statistically. The analysis is applied to the Rosenbrock function (6)
defined in the same 17-dimensional space as before.2 The emulator Z(X;y) is developed from a 150-run, ‘‘maximin’’ LHS. For the
sake of completeness, it is mentioned that the GPM emulators are
based on a specific covariance structure introduced in Eq. (14) of
Section 5. Fiducial ‘‘data’’ YTest(X) are simulated with the Rosenbrock function to which a 1% zero-mean, Gaussian ‘‘white’’ noise
eTest is added. The prior distribution of calibration variables is an
uncorrelated, uniform probability in the hyper-cube ([ #1; 1])17.
Ten thousand MCMC iterations are used to estimate the posterior
probability distribution and discrepancy.

2
Note that, for consistency of notation, the 17 dimensions Xk of Section 3 are
the calibration variables denoted, here, by the symbols yk. By the same token,
there is no control parameter in definition (6) of the Rosenbrock function.

Recall that, at most, 6 of the 17 variables are statistically
significant, as defined in Table 1. They are variables y2, y3, y5, y6,
y7, and y9 whose coefficients are within 3rCk r10, with y5 and
y9 being the most dominant ones. The analysis discussed next
asks two questions. The first one is: can the random walk
correctly identify the significant effects? The second question is:
can the random walk correctly infer the posterior distribution of
calibration variables?
Fig. 10 answers the first question while Fig. 11 answers the
second question. During the MCMC iterations, coefficients of
influence rk are estimated for the calibration variables yk each
time a new prediction of the emulator Z(X;y) is obtained. Fig. 10
illustrates the distributions of these coefficients. Values close to
one in Fig. 10 indicate the least level of influence while values that
deviate significantly from one point to statistically significant
effects. It is observed that the 5th and 9th variables are found
significant, as expected. This positive result, however, is degraded
by the occurrence of false-positives involving the 4th and 8th
variables. The fact that y4 and y8 are significant has nothing to do
with their ‘‘true’’ influence. It is caused, again, by statistical
aliasing due to employing a sparse DOE populated with
only 150 function evaluations. We observe that the sensitivity
analysis obtained with a Gaussian process model does not quite
outperform the ANOVA-based analyses obtained in Section 3 with
other sparse designs.
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5. Proposing an explanation of the phenomenon observed

Fig. 10. Influence coefficients, or ‘‘sensitivities,’’ obtained with a 150-run LHS
design.

This section proposes an explanation of the poor performance
observed in Section 4 when GPM emulators are constructed from
runs of a very sparse DOE. Our hypothesis centers on the structure
of the covariance matrix that is central to any Gaussian process
model. This choice is motivated by recent work of Professor Derek
Bingham of Simon-Frasier University [29].
The GPM/SA software used in Section 4 develops GPM surrogates for code predictions Z(X;y) and discrepancy terms d(X) of
Eq. (10). The matrix that stores the variance and covariance
coefficients of a GPM emulator is a square, symmetric and
positive-definite matrix in RN
Runs, where NRuns denotes the number
of model evaluations of the DOE used for training:
2
3
C1,1
C1,2
&&&
C1,NRuns
6 C
C2,2
&&&
C2,NRuns 7
6 2,1
7
7:
CovðDOEÞ ¼ 6
ð12Þ
6^
7
^
& ^
4
5
CNRuns ,1 CNRuns ,2 & & & CNRuns ,NRuns

A functional form must be assumed for the covariance between
two samples X(p) and X(q) of the multi-dimensional space.3 One
commonly encountered choice is the exponential decay:
Cp,q ¼ CovðX ðpÞ ; X ðqÞ Þ '

1

l

e#:X

ðpÞ #X ðqÞ :2
2

,

ð13Þ

where l denotes the precision parameter of the covariance matrix
and : & :2 is the Euclidean (L2) norm in RN. Other functional forms
can be defined, such as replacing the exponential function by a
(q)
decay that depends on the ‘‘distance’’ 9X(p)
k # Xk 9 in each direction
N
of R :
Cp,q ¼ CovðX ðpÞ ; X ðqÞ Þ '

Fig. 11. Posterior probability distribution of calibration variables.

Fig. 11 answers our second question. The main diagonal of the
figure depicts the marginal probability distributions of calibration
variables y1-to-y17. The off-diagonal boxes show contour plots of
the joint distributions between pairs of variables (yp; yq) for paq.
Ideally, the marginal distributions should be narrow, hence,
indicating little inference uncertainty, and centered about the
values used to simulate the fiducial ‘‘data’’ YTest(X). Clearly, this is
far from being the case.
Another concern is that the marginal distributions of the
insignificant variables y10-to-y17 seem to indicate that some
values are more likely than others. This can be observed, for
example, for y14 and y16. It is dangerous because it could lead an
analyst to erroneously ‘‘choose’’ what appears to be more likely
values and use them in future studies. What happens is, again, a
consequence of the incorrect sensitivities built by the statistical
emulator when too few runs are available to ‘‘sample’’ the
function in a high-dimensional space. We conclude from this
simple illustration that an erroneous description of inference
uncertainty is obtained which, in turn, yields a misleading
calibration and incorrect quantification of prediction uncertainty.

1

4ðXkðpÞ #XkðqÞ Þ2

P r
l 1rkrN k

,

ð14Þ

where rk denotes the correlation coefficient of code predictions
when samples of the DOE vary in the kth-direction only and
subscript ( & )k extracts the coordinate in the kth dimension.
As noted in Ref. [24], quantities rk control the strength of
the covariance matrix in each dimension. Note also that, for
simplicity, the stabilization terms are not included in Eqs. (13)
and (14).4
Eqs. (13) and (14) are two examples of many possible choices
of covariance coefficients Cp,q. What motivates these models is the
fact that the value of Cp,q should decrease with increasing distance
between the samples. This is because sample points located in
close proximity should exercise more influence on fluctuations of
the function than sample points located far away from one
another. These models of correlation structure depend on
hyper-parameters such as l in Eq. (13) and (l; r1; r2; y; rN)
in Eq. (14). In practice, these precision and correlation length
parameters would be best fitted to the training data. The inclusion
of these two models in our discussion does not mean, for
example, that one can use Eq. (14) with rk ¼e # 1/4 for all dimensions (1rkrN). We wish to emphasize that doing so would not
make any sense.
Our conjecture is that, when too few runs are available to
develop the covariance structure in a high-dimensional space, the
average distance between samples of the design increases rapidly.
This mechanism artificially attenuates the ‘‘strength’’ of the
3
Note that, for simplicity, variables X of Eqs. (13) and (14) include control
parameters Xk and calibration variables yk.
4
Not shown in Eqs. (13) and (14) is the white-noise component added for
numerical stability in the form of an identity matrix multiplied by a constant
(1/lN). The stabilization is kept ‘‘small’’ relative to the other contributions by
defining its precision parameter lN such that (1/lN) 5(1/l). This term is omitted in
derivations below without loss of generality.
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covariance structure, which tends to reduce fluctuations of the
statistical emulator over the design space. To assert this statement, a theorem is proven that establishes an upper bound of the
covariance matrix and can be used to investigate the potentially
adverse effect of the distance between samples of a training DOE.
Theorem. The L2 norm of covariance model (13) is bounded by
99CovðDOEÞ992 r

NRuns

l

2

e#dDOE ,

ð15Þ

where the exponential is elevated to an exponent proportional to the
minimum distance between sample points of the DOE:
min

dDOE ¼

ðX ðpÞ ;X ðqÞ Þ A DOE

:X ðpÞ #X ðqÞ :2 :

ð16Þ

Proof. By definition, the L2 norm of the covariance matrix is the
trace of the inner product:
2

:CovðDOEÞ:92 ¼ TraceðCovðDOEÞT CovðDOEÞÞ2
X
X
2
¼
Cp,q
p ¼ 1...NRuns q ¼ 1...NRuns

ð17Þ

and the covariance coefficients Cp,q of Eq. (13) can be bounded by
Cp,q ¼

1

l

e#:X

ðpÞ

2

#X ðqÞ :2

r

1

l

2

e#dDOE ,

ð18Þ

where dDOE is defined in Eq. (16) as being the smallest distance
between any two samples X(p) and X(q) of the training DOE.
Inserting the upper bound (18) in definition (17), summing over
the dimensions (p;q), and taking the square root leads to the
upper bound of Eq. (15). &
The above theorem is specific to the correlation structure
defined in Eq. (13). Clearly, the upper bound of another correlation matrix would depend on the functional form of the correlation coefficients Cp,q. It can be verified, for example, that definition
(14) leads to the upper bound:
:CovðDOEÞ:2 r

NRuns

l

4UN

rMaxRuns

D2DOE

,

ð19Þ

where the exponent is proportional to the maximum distance
between all samples of the design:
DDOE ¼

max

ðX ðpÞ ;X ðqÞ Þ A DOE

:X ðpÞ #X ðqÞ :2 :

ð20Þ

have opposing coordinates 7(NRuns–2)/(NRuns–1) for 1rkrN.
Substituting these coordinates in the definition of distance in
RN, that is
DistanceðX ðpÞ ; X ðqÞ Þ ¼

sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
X
ðXkðpÞ #XkðqÞ Þ2
1rkrN

ð22Þ

leads to the results presented in Eq. (21). These theoretical values
of dDOE and DDOE are important because they can be used to define
exact upper bounds. These values, however, can only be estimated numerically for a ‘‘maximin’’ LHS or other arbitrary
designs. The applications presented next use random sampling
to estimate the asymptotic behavior of the covariance.
Fig. 12 illustrates the statistics of minimum distances dDOE and
maximum distances DDOE as the number of variables increases
from N ¼4 to 20. The procedure is to generate a ‘‘ maximin’’ LHS
based on 150 runs, and to calculate the distances between its
NRuns & (NRuns–1)/2 ¼11,175 pairs of sample points (X(p); X(q)). The
procedure is repeated a thousand times to estimate the statistics.
The figure shows average values of dDOE with black diamonds
while the vertical, red solid lines represent the 73s-bounds of
uncertainty. The average values of DDOE are shown with blue
squares. The bounds of uncertainty of average distances, shown
with green circles, are included but barely visible. This is because
estimating an average is equivalent to a L1 norm, while minimum
and maximum distances are equivalent to LN norms. The wellknown inclusion property of Hilbert spaces, that is, Lp þ 1 CLp for
1rp r þN, implies that the L1 norm converges faster than the
LN norm, hence, leading to smaller standard deviation statistics.
It can be observed from Fig. 12 that the minimum and
maximum distances increase as the number of variables vary
from N ¼4 to 20. From the comparison with the vertical bounds of
uncertainty, it is clear that these trends are statistically significant. The increase of dDOE in Fig. 12, even though moderate,
suffices to significantly attenuate the ‘‘strength’’ of the covariance
matrix of a GPM emulator. This is shown in Fig. 13 that represents
the upper bound (15) for the case of an exponential covariance
structure (13). The figure demonstrates that analyzing the Rosenbrock function of Section 4 in a 17-dimensional space, instead of
restricting the DOE to the six most influential variables, reduces
the overall covariance ‘‘strength’’ by approximately 50%. This
example suggests that the covariance structure can undergo

In Eq. (19), rMax denotes the maximum value of all correlation
coefficients rk. Note that the stabilization term omitted in
definitions (13), (14) simply adds to the upper bounds of
Eqs. (15) and (19) a constant contribution proportional to (1/lN).
In the general case, the minimum and maximum distances of a
LHS design, dDOE and DDOE, can only be estimated numerically.
This is surely the case of the ‘‘maximin’’ LHS designs used in the
illustration below. Analytical solutions can, however, be obtained
if the ‘‘basic’’ algorithm such as the one illustrated in Fig. 3 is
implemented. It can be verified that:
dDOE ¼

pﬃﬃﬃﬃ
2ðNRuns #2Þ pﬃﬃﬃﬃ
N and DDOE ¼
N
NRuns #1
NRuns #1
2

ð21Þ

assuming that NRuns samples are drawn within the hyper-cube
([ #1; þ1])N, where each variable is uniformly distributed in
#1rXk r þ1; and assuming no correlation between the variables. The derivations (21) further assume that samples are
defined at the centers of ‘‘cells’’ that discretize the hyper-cube.
These results are arrived at by postulating that the smallest
distance is obtained when two points X(p) and X(q) are located in
adjacent ‘‘cells’’ that share a corner in RN, therefore, distant of
(q)
(X(p)
k # Xk ) ¼2/(NRuns–1) in all directions. Likewise, the furthest
distance is between the centers of ‘‘cells’’ located near opposing
corners of the hyper-cube, where the two samples X(p) and X(q)

Fig. 12. Minimum (dDOE) and maximum (DDOE) distances estimated for LHS
designs. (For interpretation of the references to color in this figure, the reader is
referred to the web version of this article.)
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Fig. 13. Exponential term of the upper bound (15) for dimensions 4 r Nr 20.

significant changes by construction, simply because a sparse
design increases the minimum distance dDOE.
Fig. 14 shows the upper bound (19) for the commonly
encountered covariance structure (14). The linear scale indicates
that, with rMax ¼0.9, the upper bound is reduced by a factor of
four when the number of variables increases from N ¼4 to 20. For
rMax r0.9, the upper bounds are much smaller and a logarithmic
scale, shown on the bottom half of Fig. 14, is needed to observe
their behavior. The upper bounds obtained with 0.3r rMax r0.7
decrease very rapidly, and by several orders of magnitude, as the
number of variables increases. Fig. 14 suggests that, again, a
covariance structure trained with too few samples in a largedimensional space will tend to artificially attenuate fluctuations of
the statistical emulator. The minimum distance dDOE and maximum distance DDOE estimated from the sparse DOE are not
representative of the characteristic ‘‘length-scale’’ of the truebut-unknown fluctuations of the physics-based code.
To conclude the discussion, we briefly revisit the results of
Section 4 where the adverse effects of an incorrect covariance
structure were observed. Some of the input variables were found
statistically significant in Fig. 10 when, in fact, they have little
importance. Likewise, a large posterior uncertainty was obtained
in Fig. 11 when it should have been small. To further diagnose
that an incorrect covariance structure is the root-cause of these
problems, the analysis is repeated by bypassing the construction
of a GPM surrogate for the code predictions Z(X;y). Instead, the
Rosenbrock function is called directly during the iterations of the
random walk.
Fig. 15 compares the posterior, joint probability distributions
of variables (X4; X5) and (X8; X9) when the GPM emulator is kept
in the loop (see upper Fig. 15a) or replaced by direct calls to the
Rosenbrock function (see lower Fig. 15b). The random walk
performs a total of 100,000 MCMC iterations to obtain converged
statistics. Fig. 15a, that is similar to Fig. 11, shows the same basic
flaws: (1) the ‘‘broad’’ marginal probability distributions produce
a large posterior uncertainty and (2) no correlation is detected
between variables (X4; X5) or (X8; X9). Fig. 15b, on the other hand,
indicates that the posterior uncertainty is reduced by almost half
when the emulator is bypassed. Likewise, probability contours
unambiguously identify the correlation that comes from products
(X4 & X5) or (X8 & X9) of the Rosenbrock function. Such correlation is
totally absent from the contours of Fig. 15a. The comparison of
Fig. 15 is strong evidence that the problem is caused by the GPM
surrogate and, in particular, its covariance matrix because the

Fig. 14. Upper bounds (19) on a linear scale (top) and a logarithmic scale (bottom).

a
X4

X8

X5

X9
X4

X5

X8

X9

Joint distributions (X4; X5) and (X8; X9) when the GPM is kept in the loop.

b
X4

X8

X5

X9
X4

X5

X8

X9

Joint distributions (X4; X5) and (X8; X9) when the GPM is bypassed.
Fig. 15. ‘‘Calibrated’’ posterior distributions obtained with and without the GPM
model.
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only difference between these analyses is the presence (or not) of
the statistical emulator.

6. Conclusion
Our objective is to raise awareness of the potential dangers of
relying on sparse designs of computer experiments and statistical
emulators to quantify margin and uncertainty predicted by
numerical simulations. Our hypothesis is that training a Gaussian
process surrogate with a too-sparse sample may result in a
covariance matrix that artificially attenuates the true-butunknown fluctuations of the physics-based code that the emulator attempts to replace. A mathematical proof of the hypothesis
is derived. A numerical example indicates that this phenomenon
leads to incorrect sensitivities and erroneous calibration results.
In this manuscript, we first illustrate the rapidity with which
the sparsity of a design increases as the number of dimensions
grows. Coverage, for example, of a 150-run Latin hyper-cube
design does not exceed 10 # 3% in a 15-dimensional space, where
‘‘coverage’’ is the volume of the convex hull defined by these 150
samples relative to total volume. Next, we show an example
where evaluating a high-dimensional mathematical function with
too few samples leads to an incorrect identification of significant
effects. The sensitivities identified become those of the erroneous
statistical emulator and not those of the numerical simulation.
Finally, we show that the inference uncertainty quantification is
incorrect when the mathematical function is replaced by the
statistical emulator. When the emulator is bypassed, the calibration results are correct.
The root-cause of the phenomenon observed is that a Gaussian
process model cannot possibly ‘‘see’’ fluctuations of the statistical
process it is attempting to emulate that occur at length-scales
smaller than the minimum distance between any two samples of
the training design (denoted by the symbol dDOE in Section 5).
When true-but-unknown fluctuations of the physics-based code
occur at a length-scale significantly smaller than dDOE, one runs
the risk of obtaining an incorrect covariance structure. Our mathematical investigation establishes upper bounds of the Euclidean
norm of the covariance matrix. With commonly encountered
covariance models, unfortunately, these upper bounds depend on
statistics of distances between samples of the training set. Our
numerical simulations indicate, beyond any reasonable doubt, that
these distances tend to increase rapidly when very sparse designs
are analyzed. It implies that the correlation between neighboring
sample points is reduced artificially, and not necessarily because
there is absence of fluctuation of the physics-based code at these
samples.
The conclusion of this investigation is to be cautious with the
commonly accepted rule-of-thumb of ‘‘10 runs per dimension,’’
especially when evaluating a numerical simulation that may
feature strong interactions between some of its input variables.
This rule is justified in Ref. [30], among other works, by evoking
the phenomenon of effect sparsity whereby the total sensitivity of
a code output is usually distributed across few statistically
significant variables. We recognize that replacing a computationally expensive simulation by a fast-running surrogate is attractive,
and sometimes unavoidable. But it may lead to a misrepresentation of prediction uncertainty needed to estimate a probability of
failure, confidence ratio, or margin-to-requirement.
This study leads to asking if there may be an alternative. One
solution would be to devote many more runs such that coverage
is increased. It may not be as expensive as it sounds given the
increasing availability of disk storage, memory, and computing
resources. Our experience is that better coverage is well worth the
investment. Another alternative would be to proceed in two

stages with, first, a screening experiment that eliminates the
insignificant variables, followed by the development of a statistical emulator restricted to the significant effects identified in
stage-1. Other sampling approaches, such as the Morris one-at-atime design, can be applied to large-dimensional problems
[31,32]. Preliminary studies suggest that these techniques perform well even when the number of function evaluations remains
fewer than ‘‘10 runs per dimension’’ [33]. Future work will
investigate the performance of this two-stage approach to perform statistical screening and develop fast-running surrogates in
support of uncertainty quantification.
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