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Artificial intelligence has seen several breakthroughs in recent years, with
games often serving as milestones. A common feature of these games is that
players have perfect information. Poker is the quintessential game of imperfect
information, and a longstanding challenge problem in artificial intelligence.
We introduce DeepStack, an algorithm for imperfect information settings. It
combines recursive reasoning to handle information asymmetry, decomposition to focus computation on the relevant decision, and a form of intuition that
is automatically learned from self-play using deep learning. In a study involving 44,000 hands of poker, DeepStack defeated with statistical significance professional poker players in heads-up no-limit Texas hold’em. The approach is
theoretically sound and is shown to produce more difficult to exploit strategies
than prior approaches. 1
Games have long served as benchmarks and marked milestones of progress in artificial
intelligence (AI). In the last two decades, computer programs have reached a performance that
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exceeds expert human players in many games, e.g., backgammon (1), checkers (2), chess (3),
Jeopardy! (4), Atari video games (5), and go (6). These successes all involve games with
information symmetry, where all players have identical information about the current state of
the game. This property of perfect information is also at the heart of the algorithms that enabled
these successes, e.g., local search during play (7, 8).
The founder of modern game theory and computing pioneer, von Neumann, envisioned
reasoning in games without perfect information. “Real life is not like that. Real life consists of
bluffing, of little tactics of deception, of asking yourself what is the other man going to think
I mean to do. And that is what games are about in my theory.” (9) One game that fascinated
von Neumann was poker, where players are dealt private cards and take turns making bets or
bluffing on holding the strongest hand, calling opponents’ bets, or folding and giving up on the
hand and the bets already added to the pot. Poker is a game of imperfect information, where
players’ private cards give them asymmetric information about the state of game.
Heads-up no-limit Texas hold’em (HUNL) is a two-player version of poker in which two
cards are initially dealt face-down to each player, and additional cards are dealt face-up in
three subsequent rounds. No limit is placed on the size of the bets although there is an overall
limit to the total amount wagered in each game (10). AI techniques have previously shown
success in the simpler game of heads-up limit Texas hold’em, where all bets are of a fixed size
resulting in just under 1014 decision points (11). By comparison, computers have exceeded
expert human performance in go (6), a perfect information game with approximately 10170
decision points (12). The imperfect information game HUNL is comparable in size to go, with
the number of decision points exceeding 10160 (13).
Imperfect information games require more complex reasoning than similarly sized perfect
information games. The correct decision at a particular moment depends upon the probability
distribution over private information that the opponent holds, which is revealed through their
past actions. However, how our opponent’s actions reveal that information depends upon their
knowledge of our private information and how our actions reveal it. This kind of recursive
reasoning is why one cannot easily reason about game situations in isolation, which is at the
heart of heuristic search methods for perfect information games. Competitive AI approaches
in imperfect information games typically reason about the entire game and produce a complete
strategy prior to play (14–16). Counterfactual regret minimization (CFR) (14,17,18) is one such
technique that uses self-play to do recursive reasoning through adapting its strategy against itself
over successive iterations. If the game is too large to be solved directly, the common response
is to solve a smaller, abstracted game. To play the original game, one translates situations and
actions from the original game to the abstract game.
Although this approach makes it feasible for programs to reason in a game like HUNL, it
does so by squeezing HUNL’s 10160 situations down to the order of 1014 abstract situations.
Likely as a result of this loss of information, such programs are behind expert human play. In
2015, the computer program Claudico lost to a team of professional poker players by a margin
of 91 mbb/g (19), which is a “huge margin of victory” (20). Furthermore, it has been recently
shown that abstraction-based programs from the Annual Computer Poker Competition have
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massive flaws (21). Four such programs (including top programs from the 2016 competition)
were evaluated using a local best-response technique that produces an approximate lower-bound
on how much a strategy can lose. All four abstraction-based programs are beatable by over
3,000 mbb/g, which is four times as large as simply folding each game.
DeepStack takes a fundamentally different approach. It continues to use the recursive reasoning of CFR to handle information asymmetry. However, it does not compute and store a
complete strategy prior to play and so has no need for explicit abstraction. Instead it considers each particular situation as it arises during play, but not in isolation. It avoids reasoning
about the entire remainder of the game by substituting the computation beyond a certain depth
with a fast approximate estimate. This estimate can be thought of as DeepStack’s intuition:
a gut feeling of the value of holding any possible private cards in any possible poker situation. Finally, DeepStack’s intuition, much like human intuition, needs to be trained. We train it
with deep learning (22) using examples generated from random poker situations. We show that
DeepStack is theoretically sound, produces strategies substantially more difficult to exploit than
abstraction-based techniques, and defeats professional poker players at HUNL with statistical
significance.

DeepStack
DeepStack is a general-purpose algorithm for a large class of sequential imperfect information
games. For clarity, we will describe its operation in the game of HUNL. The state of a poker
game can be split into the players’ private information, hands of two cards dealt face down, and
the public state, consisting of the cards laying face up on the table and the sequence of betting
actions made by the players. Possible sequences of public states in the game form a public tree
with every public state having an associated public subtree (Fig. 1).
A player’s strategy defines a probability distribution over valid actions for each decision
point, where a decision point is the combination of the public state and the hand for the acting
player. Given a player’s strategy, for any public state one can compute the player’s range,
which is the probability distribution over the player’s possible hands given that the public state
is reached.
Fixing both players’ strategies, the utility for a particular player at a terminal public state,
where the game has ended, is a bilinear function of both players’ ranges using a payoff matrix
determined by the rules of the game. The expected utility for a player at any other public
state, including the initial state, is the expected utility over reachable terminal states given the
players’ fixed strategies. A best-response strategy is one that maximizes a player’s expected
utility against an opponent strategy. In two-player zero-sum games, like HUNL, a solution
or Nash equilibrium strategy (23) maximizes the expected utility when playing against a bestresponse opponent strategy. The exploitability of a strategy is the difference in expected utility
against its best-response opponent and the expected utility under a Nash equilibrium.
The DeepStack algorithm seeks to compute and play a low-exploitability strategy for the
3
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Figure 1: A portion of the public tree in HUNL. Nodes represent public states, whereas edges
represent actions: red and turquoise showing player betting actions, and green representing
public cards revealed by chance. The game ends at terminal nodes, shown as a chip with an
associated value. For terminal nodes where no player folded, the player whose private cards
form a stronger poker hand receives the value of the state.
game, i.e., solve for an approximate Nash equilibrium. DeepStack computes this strategy during play only for the states of the public tree that actually arise. Although computed during
play, DeepStack’s strategy is static, albeit stochastic, because it is the result of a deterministic
computation that produces a probability distribution over the available actions.
The DeepStack algorithm (Fig. 2) is composed of three ingredients: a sound local strategy
computation for the current public state, depth-limited lookahead using a learned value function to avoid reasoning to the end of the game, and a restricted set of lookahead actions. At a
conceptual level these three ingredients describe heuristic search, which is responsible for many
of AI’s successes in perfect information games. Until DeepStack, no theoretically sound application of heuristic search was known in imperfect information games. The heart of heuristic
search methods is the idea of “continual re-searching”, where a sound local search procedure is
invoked whenever the agent must act without retaining any memory of how or why it acted to
reach the current state. At the heart of DeepStack is continual re-solving, a sound local strategy
computation which only needs minimal memory of how and why it acted to reach the current
public state.
Continual re-solving. Suppose we have taken actions according to a particular solution strategy but then in some public state forget this strategy. Can we reconstruct a solution strategy
for the subtree without having to solve the entire game again? We can, through the process of
4

re-solving (17). We need to know both our range at the public state and a vector of expected
values achieved by the opponent under the previous solution for each opponent hand (24). With
these values, we can reconstruct a strategy for only the remainder of the game, which does not
increase our overall exploitability. Each value in the opponent’s vector is a counterfactual value,
a conditional “what-if” value that gives the expected value if the opponent reaches the public
state with a particular hand. The CFR algorithm also uses counterfactual values, and if we use
CFR as our solver, it is easy to compute the vector of opponent counterfactual values at any
public state.
Re-solving, however, begins with a strategy, whereas our goal is to avoid ever maintaining
a strategy for the entire game. We get around this by doing continual re-solving: reconstructing
a strategy by re-solving every time we need to act; never using the strategy beyond our next
action. To be able to re-solve at any public state, we need only keep track of our own range
and a suitable vector of opponent counterfactual values. These values must be an upper bound
on the value the opponent can achieve with each hand in the current public state, while being
no larger than the value the opponent could achieve had they deviated from reaching the public
state. This is an important relaxation of the counterfactual values typically used in re-solving,
with a proof of sufficiency included in our proof of Theorem 1 below (10).
At the start of the game, our range is uniform and the opponent counterfactual values are
initialized to the value of being dealt each private hand. When it is our turn to act we re-solve the
subtree at the current public state using the stored range and opponent values, and act according
to the computed strategy, discarding the strategy before we act again. After each action, either
by a player or chance dealing cards, we update our range and opponent counterfactual values
according to the following rules: (i) Own action: replace the opponent counterfactual values
with those computed in the re-solved strategy for our chosen action. Update our own range using
the computed strategy and Bayes’ rule. (ii) Chance action: replace the opponent counterfactual
values with those computed for this chance action from the last re-solve. Update our own range
by zeroing hands in the range that are impossible given new public cards. (iii) Opponent action:
no change to our range or the opponent values are required.
These updates ensure the opponent counterfactual values satisfy our sufficient conditions,
and the whole procedure produces arbitrarily close approximations of a Nash equilibrium (see
Theorem 1). Notice that continual re-solving never keeps track of the opponent’s range, instead
only keeping track of their counterfactual values. Furthermore, it never requires knowledge of
the opponent’s action to update these values, which is an important difference from traditional
re-solving. Both will prove key to making this algorithm efficient and avoiding any need for the
translation step required with action abstraction methods (25, 26).
Continual re-solving is theoretically sound, but by itself impractical. While it does not ever
maintain a complete strategy, re-solving itself is intractable except near the end of the game.
In order to make continual re-solving practical, we need to limit the depth and breadth of the
re-solved subtree.
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Limited depth lookahead via intuition. As in heuristic search for perfect information games,
we would like to limit the depth of the subtree we have to reason about when re-solving. However, in imperfect information games we cannot simply replace a subtree with a heuristic or
precomputed value. The counterfactual values at a public state are not fixed, but depend on how
players play to reach the public state, i.e., the players’ ranges (17). When using an iterative
algorithm, such as CFR, to re-solve, these ranges change on each iteration of the solver.
DeepStack overcomes this challenge by replacing subtrees beyond a certain depth with a
learned counterfactual value function that approximates the resulting values if that public state
were to be solved with the current iteration’s ranges. The inputs to this function are the ranges
for both players, as well as the pot size and public cards, which are sufficient to specify the
public state. The outputs are a vector for each player containing the counterfactual values of
holding each hand in that situation. In other words, the input is itself a description of a poker
game: the probability distribution of being dealt individual private hands, the stakes of the
game, and any public cards revealed; the output is an estimate of how valuable holding certain
cards would be in such a game. The value function is a sort of intuition, a fast estimate of the
value of finding oneself in an arbitrary poker situation. With a depth limit of four actions, this
approach reduces the size of the game for re-solving from 10160 decision points at the start of
the game down to no more than 1017 decision points. DeepStack uses a deep neural network as
its learned value function, which we describe later.
Sound reasoning. DeepStack’s depth-limited continual re-solving is sound. If DeepStack’s
intuition is “good” and “enough” computation is used in each re-solving step, then DeepStack
plays an arbitrarily close approximation to a Nash equilibrium.
Theorem 1 If the values returned by the value function used when the depth limit is reached
have error less than , and T iterations
√ of CFR are used to re-solve, then the resulting strategy’s
exploitability is less than k1  + k2 / T , where k1 and k2 are game-specific constants. For the
proof, see (10).
Sparse lookahead trees. The final ingredient in DeepStack is the reduction in the number of
actions considered so as to construct a sparse lookahead tree. DeepStack builds the lookahead
tree using only the actions fold (if valid), call, 2 or 3 bet actions, and all-in. This step voids
the soundness property of Theorem 1, but it allows DeepStack to play at conventional human
speeds. With sparse and depth-limited lookahead trees, the re-solved games have approximately
107 decision points, and are solved in under five seconds using a single NVIDIA GeForce GTX
1080 graphics card. We also use the sparse and depth-limited lookahead solver from the start of
the game to compute the opponent counterfactual values used to initialize DeepStack’s continual
re-solving.
Relationship to heuristic search in perfect information games. There are three key challenges that DeepStack overcomes to incorporate heuristic search ideas in imperfect information
6
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Figure 2: DeepStack overview. (A) DeepStack reasons in the public tree always producing
action probabilities for all cards it can hold in a public state. It maintains two vectors while
it plays: its own range and its opponent’s counterfactual values. As the game proceeds, its
own range is updated via Bayes’ rule using its computed action probabilities after it takes an
action. Opponent counterfactual values are updated as discussed under “Continual re-solving”.
To compute action probabilities when it must act, it performs a re-solve using its range and the
opponent counterfactual values. To make the re-solve tractable it restricts the available actions
of the players and lookahead is limited to the end of the round. During the re-solve, counterfactual values for public states beyond its lookahead are approximated using DeepStack’s learned
evaluation function. (B) The evaluation function is represented with a neural network that takes
the public state and ranges from the current iteration as input and outputs counterfactual values
for both players (Fig. 3). (C) The neural network is trained prior to play by generating random poker situations (pot size, board cards, and ranges) and solving them to produce training
examples. Complete pseudocode can be found in Algorithm S1 (10).
games. First, sound re-solving of public states cannot be done without knowledge of how and
why the players acted to reach the public state. Instead, two additional vectors, the agent’s range
and opponent counterfactual values, must be maintained to be used in re-solving. Second, resolving is an iterative process that traverses the lookahead tree multiple times instead of just
once. Each iteration requires querying the evaluation function again with different ranges for
every public state beyond the depth limit. Third, the evaluation function needed when the depth
limit is reached is conceptually more complicated than in the perfect information setting. Rather
than returning a single value given a single state in the game, the counterfactual value function
needs to return a vector of values given the public state and the players’ ranges. Because of this
complexity, to learn such a value function we use deep learning, which has also been successful
at learning complex evaluation functions in perfect information games (6).
Relationship to abstraction-based approaches. Although DeepStack uses ideas from abstraction, it is fundamentally different from abstraction-based approaches. DeepStack restricts
the number of actions in its lookahead trees, much like action abstraction (25, 26). However,
7

each re-solve in DeepStack starts from the actual public state and so it always perfectly understands the current situation. The algorithm also never needs to use the opponent’s actual
action to obtain correct ranges or opponent counterfactual values, thereby avoiding translation
of opponent bets. We used hand clustering as inputs to our counterfactual value functions, much
like explicit card abstraction approaches (27, 28). However, our clustering is used to estimate
counterfactual values at the end of a lookahead tree rather than limiting what information the
player has about their cards when acting. We later show that these differences result in a strategy
substantially more difficult to exploit.

Deep Counterfactual Value Networks
Deep neural networks have proven to be powerful models and are responsible for major advances in image and speech recognition (29, 30), automated generation of music (31), and
game-playing (5, 6). DeepStack uses deep neural networks with a tailor-made architecture, as
the value function for its depth-limited lookahead (Fig. 3). Two separate networks are trained:
one estimates the counterfactual values after the first three public cards are dealt (flop network),
the other after dealing the fourth public card (turn network). An auxiliary network for values
before any public cards are dealt is used to speed up the re-solving for early actions (10).
Architecture. DeepStack uses a standard feedforward network with seven fully connected
hidden layers each with 500 nodes and parametric rectified linear units (32) for the output. This
architecture is embedded in an outer network that forces the counterfactual values to satisfy
the zero-sum property. The outer computation takes the estimated counterfactual values, and
computes a weighted sum using the two players’ input ranges resulting in separate estimates of
the game value. These two values should sum to zero, but may not. Half the actual sum is then
subtracted from the two players’ estimated counterfactual values. This entire computation is
differentiable and can be trained with gradient descent. The network’s inputs are the pot size as
a fraction of the players’ total stacks and an encoding of the players’ ranges as a function of the
public cards. The ranges are encoded by clustering hands into 1,000 buckets, as in traditional
abstraction methods (27, 28, 33), and input as a vector of probabilities over the buckets. The
output of the network are vectors of counterfactual values for each player and hand, interpreted
as fractions of the pot size.
Training. The turn network was trained by solving 10 million randomly generated poker turn
games. These turn games used randomly generated ranges, public cards, and a random pot
size (10). The target counterfactual values for each training game were generated by solving
the game with players’ actions restricted to fold, call, a pot-sized bet, and an all-in bet, but no
card abstraction. The flop network was trained similarly with 1 million randomly generated
flop games. However, the target counterfactual values were computed using our depth-limited
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Figure 3: Deep counterfactual value network. The inputs to the network are the pot size,
public cards, and the player ranges, which are first processed into hand clusters. The output
from the seven fully connected hidden layers is post-processed to guarantee the values satisfy
the zero-sum constraint, and then mapped back into a vector of counterfactual values.
solving procedure and our trained turn network. The networks were trained using the Adam
gradient descent optimization procedure (34) with a Huber loss (35).

Evaluating DeepStack
We evaluated DeepStack by playing it against a pool of professional poker players recruited
by the International Federation of Poker (36). Thirty-three players from 17 countries were
recruited. Each was asked to complete a 3,000 game match over a period of four weeks between
November 7th and December 12th, 2016. Cash incentives were given to the top three performers
($5,000, $2,500, and $1,250 CAD).
Evaluating performance in HUNL is challenging because of the large variance in per-game
outcomes owing to randomly dealt cards and stochastic choices made by the players. The better
player may lose in a short match simply because they were dealt weaker hands or their rare
bluffs were made at inopportune times. As seen in the Claudico match (20), even 80,000 games
may not be enough to statistically significantly separate players whose skill differs by a considerable margin. We evaluate performance using AIVAT (37), a provably unbiased low-variance
technique for evaluating performance in imperfect information games based on carefully constructed control variates. AIVAT requires an estimated value of holding each hand in each public
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Figure 4: Performance of professional poker players against DeepStack. Performance estimated with AIVAT along with a 95% confidence interval. The solid bars at the bottom show the
number of games the participant completed.
state, and then uses the expected value changes that occur due to chance actions and actions of
players with known strategies (i.e., DeepStack) to compute the control variate. DeepStack’s
own value function estimate is perfectly suited for AIVAT. Indeed, when used with AIVAT we
get an unbiased performance estimate with an impressive 85% reduction in standard deviation.
Thanks to this technique, we can show statistical significance (38) in matches with as few as
3,000 games.
In total 44,852 games were played by the thirty-three players with 11 players completing the
requested 3,000 games. Over all games played, DeepStack won 492 mbb/g. This is over 4 standard deviations away from zero, and so, highly significant. Note that professional poker players
consider 50 mbb/g a sizable margin. Using AIVAT to evaluate performance, we see DeepStack
was overall a bit lucky, with its estimated performance actually 486 mbb/g. However, as a lower
variance estimate, this margin is over 20 standard deviations from zero.
The performance of individual participants measured with AIVAT is summarized in Figure 4. Amongst those players that completed the requested 3,000 games, DeepStack is estimated to be winning by 394 mbb/g, and individually beating 10 out of 11 such players by a
statistically significant margin. Only for the best performing player, still estimated to be losing
by 70 mbb/g, is the result not statistically significant. More details on the participants and their
results are presented in (10).
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Table 1: Exploitability bounds from Local Best Response. For all listed programs, the value
reported is the largest estimated exploitability when applying LBR using a variety of different
action sets. Table S2 gives a more complete presentation of these results (10). ‡: LBR was
unable to identify a positive lower bound for DeepStack’s exploitability.
Program

LBR (mbb/g)

Hyperborean (2014)
Slumbot (2016)
Act1 (2016)
Always Fold

4675
4020
3302
750
0‡

DeepStack

Exploitability
The main goal of DeepStack is to approximate Nash equilibrium play, i.e., minimize exploitability. While the exact exploitability of a HUNL poker strategy is intractable to compute, the recent local best-response technique (LBR) can provide a lower bound on a strategy’s exploitability (21) given full access to its action probabilities. LBR uses the action probabilities to compute
the strategy’s range at any public state. Using this range it chooses its response action from a
fixed set using the assumption that no more bets will be placed for the remainder of the game.
Thus it best-responds locally to the opponent’s actions, providing a lower bound on their overall
exploitability. As already noted, abstraction-based programs from the Annual Computer Poker
Competition are highly exploitable by LBR: four times more exploitable than folding every
game (Table 1). However, even under a variety of settings, LBR fails to exploit DeepStack at all
— itself losing by over 350 mbb/g to DeepStack (10). Either a more sophisticated lookahead is
required to identify DeepStack’s weaknesses or it is substantially less exploitable.

Discussion
DeepStack defeated professional poker players at HUNL with statistical significance (39), a
game that is similarly sized to go, but with the added complexity of imperfect information.
It achieves this goal with little domain knowledge and no training from expert human games.
The implications go beyond being a milestone for artificial intelligence. DeepStack represents
a paradigm shift in approximating solutions to large, sequential imperfect information games.
Abstraction and offline computation of complete strategies has been the dominant approach for
almost 20 years (33, 40, 41). DeepStack allows computation to be focused on specific situations
that arise when making decisions and the use of automatically trained value functions. These
are two of the core principles that have powered successes in perfect information games, albeit
conceptually simpler to implement in those settings. As a result, the gap between the largest
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perfect and imperfect information games to have been mastered is mostly closed.
With many real world problems involving information asymmetry, DeepStack also has implications for seeing powerful AI applied more in settings that do not fit the perfect information
assumption. The abstraction paradigm for handling imperfect information has shown promise
in applications like defending strategic resources (42) and robust decision making as needed
for medical treatment recommendations (43). DeepStack’s continual re-solving paradigm will
hopefully open up many more possibilities.
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