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SUMMARY
This study concerns the development of a numerical methodology for initializing immersed interface-based
CFD solvers for using complex computer-aided design (CAD) geometry. CFD solvers with higher-order
discretization stencils require larger stencil widths, which become problematic in regions of space where
insufficient mesh resolution is available. This problem becomes especially challenging when convoluted
triangulated surface meshes generated from complex solid models are used to initialize the cut-cells. A pragmatic balance between desired local geometry resolution and numerical accuracy is often required to find a
practical solution. Here, a robust iterative fill algorithm is presented that balances geometry resolution with
numerical accuracy (via stencil size). Several examples are presented to illustrate the use of this initialization procedure that employs both the original CAD generated triangulated surface mesh, along with a level
set representation of the surface to initialize cut-cells and boundary proximity measures for creation of CFD
stencils. Convergence error analysis of surface area and enclosed volumes is first presented to show the
effects of fill on the geometry as a function of desired stencil size and grid resolution. The algorithm is then
applied to geometrically complex problems using large eddy simulation. Two problems are considered. The
first is flow around the Eiffel Tower. The second is a combustion swirler in the context of a design problem.
Copyright © 2016 John Wiley & Sons, Ltd.
Received 17 November 2015; Revised 22 April 2016; Accepted 24 April 2016
KEY WORDS:

immersed interface; CFD; cut-cell; CAD geometries

1. INTRODUCTION
The use of immersed interface-based methodologies for CFD simulations of complex geometries
is useful because of their relative simplicity and computational efficiency compared with either
body-fitted or unstructured meshes. The use of an immersed interface and how it is described can
vary depending on the end use and level of geometric information needed at the interface. Early
implementation of immersed interfaces often relied on volume fraction-based descriptions to mark
interfaces, that is, volume of fluid descriptions [1]. More recently, more accurate interface descriptions have been introduced using high-order polynomial representations [2] or level set functions [3,
4]. Augmentation of discrete operators using immersed interfaces often depends on the mathematical form of the governing equations being solved and are often divided into either incompressible (or
low speed) [5–7] or compressible formulations [8–11]. Representation of interfaces often involve
one or more steps of (1) injecting local interface nodes, (2) augmenting the size and weights of
discrete stencils in the vicinity of the boundary, and (3) populating nodes in the solid region near
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interfaces to enforce local boundary conditions, for example, ghost fluid methods. Reviews on the
topic can be found by Osher and Fedkiw [4], and Mittal and Iaccarino [12].
In all of the aforementioned methodologies, numerical issues arise when the length scale associated with changes in geometry is of the same order as the local mesh spacing. Solutions to alleviate
this problem include either local mesh adaptivity or lowering the accuracy of discretization stencils. In many cases, however, grid refinement is not necessarily desirable. Arbitrary mesh refinement
on interface geometry can result is excessively small cells that artificially reduce the time step for
resolving flow regions that may not be of primary interest. This problem becomes especially pronounced with the use of surface meshes that are directly extracted from 3D CAD models with
complex geometry. The surface meshes generated from 3D CAD models are often noisy, containing
small artifacts and holes. Removing detail from the surface mesh or filling in holes can be a cumbersome and time intensive process, often requiring user intervention. For rapid design analysis, it is
desirable to have an automatic means to clean up surface geometry and also a method to easily alter
baseline geometry without recreating the 3D model. These problems become especially challenging
when high-order accurate numerical methodologies are required for using either direct numerical
simulation or large eddy simulation (LES).
A different processing approach is therefore desirable that allows a priori selection of geometry
resolution defined by the CFD mesh (or minimum length scale using adaptive mesh refinement
(AMR)) for any CAD derived surface mesh. Regions that cannot be resolved by the CFD mesh are
simply ignored via a fill, or projection, operation. While there have been prior studies to develop
various projection operations, they often rely on the working assumption that the interior volume
of the surface is resolved by the CFD grid, or more specifically, the size of the discrete operator is
able to resolve the small interior feature [13]. In this study, this assumption is relaxed through an
iterative fill procedure. The fill operation is useful in two contexts. The first is removing small details
of a triangulated surface mesh created from a CAD model without recreating the original surface
mesh. Examples include removing unimportant void spaces or surface features that are not deemed
important in the CFD analysis. The second purpose of the proposed fill operation is to automatically
remove voids that cannot be supported by high-order (and often large) CFD stencils. One of the
challenges in filling under-resolved fluid regions is the impact on neighboring nodes, which are
influenced with the new location of the interface. For instance, Figure 1 illustrates a progressive fill
operation assuming the minimum stencil size of N D 3 for any stencil in the domain. Figure 1(a)
shows the structured grid with a fluid-solid boundary outlined (solid black line). Nodes that fall
within the closed surface are assumed to lie in the gas phase and those outside in the solid phase.
The nodes in the solid phase are initially marked as inactive (), and internal boundary nodes are
identified lying on the boundary in the gas phase (). To evaluate the boundary conditions, however,
at least three nodes normal to the surface are required to evaluate local gradient information, as
defined by N D 3 in this example (higher-order stencils could also be used). Boundary nodes that
do not contain at least three active nodes from the boundary are deemed inactive (
), as illustrated
in Figure 1(b). The newly defined set of inactive nodes necessitate the introduction of new boundary
nodes () shown in Figure 1(c). The process of eliminating nodes that do not satisfy the minimum
stencil requirements can be repeated until the boundary nodes no longer change. The desirable end
result of this iterative procedure is the systematic filling in of severely unresolved regions. For the
case in Figure 1(c), all of the boundary nodes have at least three nodes of support on the boundary
nodes in each direction; therefore, only a single iteration is required. For more complex geometry,
multiple iterations are required until the total number of boundary nodes ceases to change.
The rest of this study begins with a description of triangulated surface mesh geometry commonly
used to described standard CAD models. The proposed fill algorithm for use with cut-cell formulations is then presented consisting of three steps of (1) mapping of surface mesh to a level set function
() defined on a ‘fill mesh’, (2) filling in regions of the fill mesh defined by either a minimum stencil size or a prescribed smallest length resulting in a modified level set field, and (3) reconstruction
of the modified interface by a cut-cell reconstruction method using the modified level set function.
Results are presented showing the accuracy and convergence rate of the iterative fill procedure for
computing cut areas and volumes for simple 2D circles and 3D spheres. A criterion is developed
for the minimum resolved length scale for which cells will be completely filled that may be used
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 1. Illustration of a fill operation showing (a) initial identification of inactive () and boundary ()
nodes , (b) revised inactive nodes based on minimum stencil size, and (c) revised selection of boundary ()
nodes.

to a priori define the desired scale of geometric resolution. Performance estimates are presented for
a moving oscillating sphere showing a decrease in computational cut-cell overhead with increasing
mesh refinement. Examples of more geometrically complex problems are then presented. The first
is flow through a model of the Eiffel Tower. This model problem is useful because it contains welldefined length scale ranges and is geometrically complex. A practical industrial example is next
presented of fluid flow through a combustion chamber using LES. Finally, conclusions on the major
findings from this study are summarized.
2. ALGORITHM FORMULATION
The overall algorithm is summarized in the following sections. The first step in the algorithm is construction of the level set field on the CFD mesh using a triangulated surface mesh. The surface mesh
is extracted from CAD geometries and is assumed to be in a stereolithography (STL) format, where
elements are defined by a collection of node vertices and vectors defining the triangle facet normals.
Copyright © 2016 John Wiley & Sons, Ltd.
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For small STL models, the level set can be initialized by searching through each of the triangles
to determine which triangle is the closest and then projecting the surface normal distance through
a series of vector operations (Section 2.1). These operations, however, become prohibitively time
consuming with larger models. Previous studies have employed various tree-based algorithms to
quickly sort elements and reduce the scope of elements for updating the level set function [13–15].
In this study, we follow a similar methodology where a box tree structure is introduced to sort the
surface triangle elements to reduce the overall cost of initialization (Section 2.2). Multiple surfaces
are combined together using the level set merging algorithm of Schroder et al. [16] (Section 2.3),
which will be shown to be useful for making simple modifications to exiting models. Internal boundary nodes are next defined, and the level set is augmented using a iterative fill procedure, which
ensures enough spacing for discrete operators (Section 2.4). Lastly, cut-cell reconstruction is performed using Lagrangian polynomials and discretization of the subcell interface using triangles to
compute cut areas and volumes.
2.1. Mapping STL to a level set defined on the CFD mesh
The most direct means of defining the level set is to cycle through all of the mesh elements to
determine which element produces the minimum surface distance. The magnitude of the final value
of the shortest distance from the surface to point of interest, x p , is taken as the minimum value over
all candidate elements, that is, jdj D minN
eD1 .jd e j/. Each of the individual element distance jd e j
calculation consists of three steps: (1) bounding box check, (2) projected volume, and (3) element
edge calculations.
The first step in the candidate element distance calculation, the bounding box check, is designed as
a computationally low cost operation to determine if the second and third steps should be evaluated.
This requires defining a bounding box for each element where the lower and upper corners of the
box are defined as follows: x box;min D min3iD1 .x i / and x box;max D max3iD1 .x i /, respectively, where
x 1 , x 2 , and x 3 are the element nodes illustrated in Figure 2(a). The bounding box check determines
if there is no possibly of the current candidate element being closer to x p based upon the current
jdj. This check can be interpreted as expanding each element’s bounding box outward by the current
minimum distance jdj along each box side normal. If x p is outside of the expanded bounding box,
it cannot be closer than the current minimum jdj, and the second and third steps are skipped for this
candidate element. This check can be compactly represented as follows:


 


(1a)
x p  nx < .x box;min  nx  jdj/ _ .x box;max  nx C jdj/ < x p  nx

 
 
 

x p  ny < x box;min  ny  jdj _ x box;max  ny C jdj < x p  ny
(1b)



 

x p  n´ < .x box;min  n´  jdj/ _ .x box;max  n´ C jdj/ < x p  n´
(1c)
where nx , ny , and n´ are unit vectors in the x, y, z coordinate directions, respectively. If any of the
operations in Equation (1) are true, the element cannot be closer than the current minimum jdj, and
the second and third steps are skipped for this candidate element.
The second step of the distance calculation consists of checking to see if the node
of interest, x p , lies within the projected volume of a triangle element. The condition
for when this is satisfied is illustrated in Figure
2(a) and given as follows[17]:


.x 1!p  n3 6 0/ ^ .x 2!p  n1 6 0/ ^ .x 3!p  n2 6 0/ , where x i !j  x j  x i , ne D .x 1!2 
x 1!3 /=jj.x 1!2  x 1!3 /jj is the element face normal and n1 ; n2 and, n3 are the edge normals
defined as:
n1 D x 2!3  ne
n2 D x 3!1  ne
n3 D x 1!2  ne

(2a)
(2b)
(2c)

If x p lies within the the projected volume of the element, jd e j is taken as the shortest distance
between x p and the plane defined by ne as follows: jd e j D jne  x p!c j.
The third step of the calculation is executed if x p falls outside of the projected volume. Each
edge of the triangle is checked, and jd e j is taken as the shortest distance to any of the line segments
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 2. Initialization of level set function showing (a) calculation of surface normal distance from point
of interest (x p ) to closest surface element and (b) three surface element checks for sorting surface elements
into mesh tree boxes corresponding to small (left), intermediate (center), and large elements (right).

defining the triangle. This three step calculation is repeated over all candidate elements, and the final
value of the shortest distance from the surface to node x p (in magnitude) is taken as the minimum
value, that is, value of jdj D minN
eD1 .jd e j/. The direction of d is taken as that of the area normal
of the element with the minimum value of jd e j. The value of the level set function, , is then set


n /
.x
equal to  D jdj j xp!c ne j , where x p!c  ne will be negative for CFD nodes within the gas and
. p!c e /
positive for values in the solid.
2.2. Mapping STL to a level set using a box tree structure
For large numbers of surface elements, the direct method of computing the level set from Section 2.1
is computationally prohibitive because several vector operations are required for every element
check and for each node. To reduce the number of operations, the surface elements are sorted using
quad- (2D) or oct-(3D) box tree data structures [13–15, 18] to localize the calculation of  to only
those CFD nodes closest to the surface mesh. A hierarchical box tree is created by subdividing the
space into subsequently smaller boxes. Each box contains a lookup list to the surface triangle elements that reside in it. A triangle may be listed in more than one box. The lowest level box (level 0)
Copyright © 2016 John Wiley & Sons, Ltd.
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is defined as a bounding box containing the entire STL model. Subsequently, smaller boxes (children) are created through box subdivision into equally sized boxes. Children are created only if
they contain any of the surface elements contained by the parent; therefore, the number of surface
elements per box reduces with increasing levels.
Three separate checks are used to assess if a surface element resides in a child box. These checks
correspond to limiting cases where the size of the surface element is either smaller, of the same size,
or larger than a given box, as illustrated in Figure 2(b). For small elements (left case in Figure 2(b)),
all the nodes defining the surface element, x ei , are checked to see if they lie within the region of a
given box, b . If x ei 2 b for any value of x ei , then the element is tagged as part of the collection
for that box.
The second element criterion is for intermediate sized elements, elements that are comparable
in size with a box (center case in Figure 2(b)). For this case, line segments defining the triangle,
x ei!j  x ej  x ei , are checked to see if they intersect any of the box surfaces, where x ei and x ej are
defined as the spatial location of any two nodes on the triangle. Any position along the line segment,
x p , may be parameterized as follows: x p D x ei C sx ei!j where s D 0 corresponds to x p D x ei
and s D 1 corresponds to x p D x ej . Expressing x p in terms of a coordinate system attached to a
given face of a box, x p D xn n C xt1 t 1 C xt 2 t 2 , and setting xn to correspond to the surface of the
box then the values of s, xt1 , and xt 2 can be determined,


s D xn  x ei  n =x ei!j  n
(3a)
 e

e
(3b)
xt1 D x i  t 1 C s x i !j  t 1

 e
e
(3c)
xt 2 D x i  t 2 C s x i !j  t 2
where n, t 1 , t 2 are the unit vectors normal and tangential to the plane, respectively, and xn is the
(known) magnitude of the normal component. Assuming the face coordinate system origin is located
at the center of the box then xn D =2 where  is the length of a box side. The conditions for a
triangle line segment intersection with a face are then 0 6 s 6 1, jxt1 j 6 =2 and jxt 2 j 6 =2.
If all three conditions are satisfied for any of the triangle line segments, for any of the box surfaces,
then the element is tagged as part of the collection for that box.
The third check accounts for the possibility of a large surface element intersecting through the
box where all element nodes from the element reside outside the box (right case in Figure 2(b)).
For this case, the line segments defining the edges of the box, x p D x bi C sx bi!j , are checked for
intersection with the triangle surface element – essentially a role reversal of the previous check with
the coordinate system now being defined relative to the element surface. The intersection location
along the line segment is defined as


(4)
s D xn  x bi  n =x bi!j  n
where 0 6 s 6 1 defines the condition that the box line segment intersects a plane
containing the triangular element. To further restrict the check to the intersection of a triangular element, the following additional conditions must also be satisfied, Œ.x 1!i  n3 6 0/^
.x 2!i  n1 6 0/ ^ .x 3!i  n2 6 0/, where nk , x 1!i , x 2!i and x 3!i all have the same definitions
as in Section 2.1.
Figure 3 shows examples using the sorting box tree structure for a sphere of radius unity consisting of 1280 triangles. The surface mesh, box tree mesh, and centerline level set slice are shown for
tree levels of (a) four and (b) three, respectively. Highlighted surface elements in red indicate the
collection of elements for an arbitrarily selected box. As shown, with use of the hierarchical sorting,
subsequently finer level boxes are always located closer to the surface, which becomes useful later
on when estimating the level set.
Once the triangles are sorted into all levels then  is computed at the corners of the boxes at
the finest level, using the direct method discussed in Section 2.1. The value of  at corners of
subsequently coarser grained boxes (lower level numbers) are computed using a combination of
copying and linear extrapolation. For boxes that share the same corner node, values of  are simply
copied from the finer level to the coarser levels (high to low levels). For hanging corners (corners
Copyright © 2016 John Wiley & Sons, Ltd.
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(a)

(b)
Figure 3. Box tree illustration showing sphere with box outlines and level set slice at centerline for tree
levels of (a) four and (b) three. Highlighted surface elements in red indicate the collection of elements for a
single box.

which do not exist at a finer level), the closest box at the finer level is first identified along with
the closet corner within that box. The value of  at the box corner of the coarser box is estimated
through extrapolation, via, l D lC1 C S GN.lC1 /jx l  x lC1 j, where l represents the desired
value of  at a box corner at tree level, l and jx l  x lC1 j are the distance between the box corners
at levels l and l C 1, respectively. Because lower level boxes are always located farther away from
surface mesh than higher level boxes, the extrapolation is guaranteed to yield the correct sign of the
level set. Figure 3(a) shows the calculation of the level set at a tree level of four. For this example,
the maximum tree level is also set to four; therefore, the level set at the box corners is exact because
the direct method described in Section 2.1 is used. Figure 3(b) shows contours of  at a tree level
of three using a combination of copied box corners and extrapolation. The reconstructed  is very
Copyright © 2016 John Wiley & Sons, Ltd.
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reasonable; however, it is not exact because of the extrapolation error. In practice, extrapolation
errors do not impact the calculation of cut-cell information because the size of the smallest tree box
is selected to be larger than the size of the CFD stencil (to be discussed).
Once values of  are computed at all box corners for all levels, the tree is used to efficiently
compute  at the CFD nodes. For every CFD node, the tree is recursively searched from the lowest
to highest levels using the children of each box to find the smallest box containing the CFD node of
interest, x p . Bilinear interpolation is used to first estimate .x p /. If .x p / < nx, then a refined
value of .x p / is computed using the exact method of Section 2.1, by using only the list of elements
stored in the box of interest containing x p . The factor n is a multiple of the local CFD spacing (x).
For all the examples in this study, n was chosen equal to N , the size of the stencil, to ensure that 
is computed exactly at all nodes within the stencil range near the surface.
The maximum tree level is automatically computed so the smallest box (highest tree level) is
comparable with the smallest CFD cell, via, lmax D ln.bmi n =x;mi n /= ln.2/, where bmi n is the
(smallest) length of the STL bounding box and x;mi n is the smallest CFD cell.
2.3. Mapping of multiple STLs to a level set
Multiple triangulated surface meshes are combined, and additional geometry is added (or subtracted)
using the level set merging algorithm of Schroder et al. [16]. In this approach, level sets ( i ) for
each surface mesh are first constructed, where i represents the i t h surface mesh. Merging of level
sets follows the assembly procedure, where for all subsequent level-set functions,  i , i > 1 are
compared with  0 using the following rules [16],
0
i
(1) If both values are positive, set  0 D min.
p ; /
0
0
2
(2) If both values are negative, set  D  . / C . i /2
(3) if values have different signs, set  0 D min. 0 ;  i /

2.4. Fill, internal boundary node generation, and level set augmentation
Once the surface geometry is stored in terms of both a triangulated surface mesh and a level set
function, internal CFD boundary nodes are generated using an iterative fill algorithm, which deactivates CFD nodes that do not support stencils of size N . Cut-cells are identified using two separate
checks. The first is a switch in the level set sign of the vertex nodes defining the boundaries of the
cut-cells, as illustrated in Figure 4. For the cell centered node located at .i; j /, the four surrounding
edges (identified in red) have corresponding vertex node locations of Œi; j , Œi C 1; j , Œi C 1; j C 1
and Œi; j C 1. Because the level set function is often stored at the cell centers, third-order Lagrange
interpolating polynomials are used to define  at the vertex nodes, which results in a centered stencil
about the vertex node to ensure consistency in  across cell boundaries. Cut-cells are identified when
i j < 0 where i and j is the level set at the end point of an edge. For under resolved geometries,
such as thin shells, i and j may have the same sign even though the cell is cut. A second check
is therefore necessary to account for thin structures. In this case, cells for which jj < x, which
have not already been tagged, are checked to see if any of the CFD cell edges intersect the closest
triangle surface element using the same series of checks discussed in Section 2.2.
Internal boundary nodes are defined through an iterative procedure. At the start of the iteration,
one internal boundary node is assigned for each cut-cell. The start of the iteration therefore has the
maximum number of internal boundary nodes. The first step in the iteration is to identify the number
of nodes between each cut-cell of interest and the surrounding boundaries, which are defined by
the boolean variable active. At the beginning of the iteration, all cells for which  > 0 are
deemed inactive, that is, active=false. The number of active nodes from the location .i; j /
to an inactive node is determined and stored. The number of active nodes in the positive direction
from .i; j / is defined by the integers ıi C and ıj C . The number of active nodes in the negative
directions is defined by ıi  and ıj  . For the cut-node .i; j / illustrated in Figure 4, ıi C > N ,
ıi  D 0, ıj C D 1 and ıj  D 1. Cut-cells, which satisfy the criterion ..ıi C D 0/ ^ .ıi  <
N // _ ..ıi  D 0/ ^ .ıi C < N // _ ..ıj C D 0/ ^ .ıj  < N // _ ..ıj  D 0/ ^ .ıj C < N //, are
deemed inactive, that is, there is not enough room for a stencil of size N . All nodes between .i; j /
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 4. Cut cell proximity measures for node .i; j /. For this case, ıi C > N , ıi  D 0, ıj C D 1 and
ıj  D 1.

and the particular direction that fail to satisfy the minimum stencil requirement are all tagged as
inactive by setting active=false. The result is a systematic direction-by-direction deactivation
of nodes. Once all internal boundary nodes are checked, ıi C , ıi  , ıj C , and ıj  are updated using
the revised active variable. New internal boundary nodes are then introduced, which satisfy the
criterion ...ıi  D 0/ ^ .ıi C > N // _ ..ıi C D 0/ ^ .ıi  > N /// ^ ...ıj  D 0 ^ ıj C >
N // _ ..ıj C D 0/ ^ .ıj  > N ///, that is, nodes lying directly adjacent to inactive nodes. The
process of deactivating neighbor nodes and introducing new internal boundary nodes is repeated
until the total number of internal boundary nodes no longer changes.
After convergence, the level set is updated to be consistent with the final distribution of inactive
cells. Two criteria are explored for updating . The first is setting  D 0 in those cells for which
originally  < 0 (gas phase), but the node is deemed inactive, thereby moving the interface to the cell
center. The second approach is to switch the sign of  from negative to positive while maintaining
the same magnitude. Both of these options yield a level set, which will no longer strictly satisfy the
definition of a distance function, that is, jr ¤ 1j, in the neighborhood of the surface. Because the
jr D 1j condition is not critical for the reconstruction of the cut-cell interface areas and volumes
(to be discussed), further corrections to  were not explored and will be shown that the resulting
change in the geometry is slight. While more sophisticated level set re-distancing approaches could
be pursued, the result may lead to active nodes, which no longer satisfy the minimum stencil size
check, therefore further iteration would be required.

2.5. Reconstruction of cut-cell areas and volumes
Field modeling using cut-cells often requires the calculation of cut cell areas and volumes for use
with the implementation of internal boundary conditions or local descritization using finite volume
solvers. Several methods can be used to compute cut areas and volumes using level set functions
defined on structured meshes. Perhaps the most
these quantiR straight forward means for computing
R
ties is using the following identities: Vcut D  .1  H.//dV and Acut D  ı./jrjdV where
ı is the Dirac delta function, H is the Heaviside function, and  is the volume of the cut-cell. Discrete operators can be developed for H./ and ı./ and for finite difference formulations, have
shown to result in second order accuracy for 2D problems [19, 20].
Copyright © 2016 John Wiley & Sons, Ltd.

Int. J. Numer. Meth. Engng 2017; 109:487–513
DOI: 10.1002/nme

496

P. E. DESJARDIN ET AL.

For the finite volume formulations, localized estimates of Vcut and Acut are desirable. In this
study, an algorithm is developed that relies on high-order Lagrangian interpolating polynomials to
locally represent  within the cut-cell. Accurate evaluation of Acut and cell faces are determined
using triangulization of those surfaces for integration. The divergence theorem is employed to determine Vcut . All operations are conducted in a generalized curvi-linear coordinate system for use with
a body-fitted regularized coordinate system, .
In this approach, the level set function is first interpolated from the cell centered mesh to the
surrounding vertices defining the corners of the cells (shown in Figure 4) using third-order, multidimensional Lagrange interpolating polynomials. Odd-order polynomials are critical to ensure
continuity of the level set across cells faces. Line segment cut locations are first identified where
 D 0 using a modified bi-section algorithm. The cut locations are used to decompose each cutsurface into a collection of surface triangles, as illustrated in Figure 5 for (a) one of the CFD cell
faces and (b) the CFD cell cut-face.
The area of each triangle shown in Figure 5(a) is computed as follows: ıA 1 D J g 1 ıA where
J  j@x=@j is Jacobian for the body-fitted mesh, g 1 is the contra-variant vector for 1 surface,
and ıA is the area of the triangle in  coordinates. Point CF in Figure 5(a) indicates the location
of the face centroid and is defined as the average (in / of surrounding cut-locations and vertices

Figure 5. Surface triangular decomposition of (a) cell faces and (b) cell cut-face for computing cut areas and
volumes.
Copyright © 2016 John Wiley & Sons, Ltd.
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where  < 0 that reside on the highlighted face. All grid metrics required for determining ıA j
are assumed constant and evaluated at the cell center using second-order Lagrangian polynomials
centered on the cell.
P The total area for each face is defined as sum of the magnitudes for that surface,
that is, Aj;cut D jıA j j.
For 3D calculations,
the cut-volume of each cell
using the divergence
R
R is also desired and computed
R
theorem, Vcut D cut .r  x/=3 dV D .1=3/ @cut x  d A D .1=3/ @ J x  g j dA , which
cut
is approximated as the sum of the triangles formed for each CFD cell surface and Acut shown in
Figure 5(b). Acut is constructed using triangles formed from the center of the cut-elements at point,
CE , and the cut locations of the line segments of the surrounding faces. To ensure point CE is
located on the  D 0 level set, an iterative search algorithm is used that marches from the cell
along the r.D g j @=@j / direction until  D 0 is found. This guarantees that all nodes from the
triangles formed lie directly on the  D 0 surface.
As will be shown, the triangulated surface decomposition results in second order accuracy for the
determination of Acut and Vcut in 2D. In 3D, Acut is second order accurate and Vcut is first order.
The accuracy limiting assumption of Vcut is from the use of planar triangles to compute area (ıA ).
While higher order accuracy could be achieved by using basis functions for integration over the
triangles, this is unnecessary because the original STL file information is inherently low order.
3. FLOW SOLVER
The CFD modeling methodology is based on the use of LES where the Navier–Stokes equations
are pre-filtered using a positive definite filtering function, G, (i.e., G.f ; jx  x 0 j/ > 0 8 x 0 )
possessing the usual normalization and symmetry properties, where f is the filter width. A Favre
Q is defined by the following convolution integral.
filtered quantity, ,
1

Q
D
.x/
D
N
N

Z

.x 0 /.x 0 /G.f ; jx  x 0 /d x 0

(5)

D

Application of the filtering to the compressible form of the Navier–Stokes equations results in the
following set of model transport equations for mass, momentum, and energy,
@N
Q D0
C r  .Nu/
@t


@.e
N u/
C NgQ
C r  .e
Nue
u/ D r  pI
N C N C T
@t
    uu


@.NeQt /
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u    qN C NuQ  gQ
C r  e
NuhQ t D r  T
 uht

@t

(6a)
(6b)
(6c)

where N is the density, e
u is the velocity, pN is the pressure, eQt .D hQ t  RQ TQ / is the total resolved
Q
u e
u=2) is the total enthalpy including the resolved sensible enthalpy (h)
energy, and hQ t (D hQ C e
and kinetic energy. A compressible Newtonian fluid is assumed for the viscous stress tensor, N D



 23 .TQ /I r e
u C .TQ / re
u C .re
u/T . Equal diffusivities are assumed for all species, and radiation

i
h


1
1
r hQ .
r TQ C Sc
heat transfer is ignored thereby simplifying the heat flux, qN D  .TQ / CPPr 1  Le
The second-order correlation quantities, T , in Equation (6b) through (6c) represent unknown SGS
 ˛ˇ

correlation for variables ˛ and ˇ, and are defined as follows: T

 ˛ˇ

f  ˛Q ˇ/.
Q An abundance
 .
N ˛ˇ

of models are currently available for closing these terms. The most common subgrid scale (SGS)
models are the dynamic Smagorinsky and gradient diffusion models, which are the ones used in
this study [21]. Because the focus of this study is not on LES SGS models, the interested reader is
referred to [22, 23] for additional details.
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3.1. Flow numerics and cut-cell methodology
A finite volume formulation for use on curvilinear meshes is employed using the AUSM family
of flux vector splitting schemes [24, 25]. Time advancement is achieved using high-order RungeKutta methods. The convective fluxes required at the control volume surfaces are constructed using
a combination of high-order upwind-biased [26], ENO [27], and MUSCL [28, 29] schemes with
several different limiter options. For this study, second-order upwind-biased are used to solve the
momentum equations and second-order ENO methods are used to solve density and energy.
A multi-block, curvilinear mesh domain decomposition is employed for solution using parallel
computing facilities. Chemkin (or Cantera) formatted transport property information is read into the
framework where species properties (i.e., CP , k, and Di j ) are tabulated over a range of temperatures and pressures for efficient lookup during run-time. Mixing rules of Mathur et al. [30] and Bird
et al. [31] are used to determine mixture weighted diffusion and thermal conductivity properties.
Previous uses of the solver include direct numerical simulation and LES of buoyancy driven plumes
[21], pool fires [32], flame spread [33], and multiphase blast waves [34].
The current cut-cell implementation of the flow solver is rather simplistic where internal boundary
nodes are treated as the location of the physical boundary. The appeal of this simplification is that
it avoids the need for addressing numerical stability problems associated with small cut-cells. Onedimensional characteristics boundary conditions are imposed at these internal boundaries assuming
no-slip, isothermal wall conditions. [21, 35, 36]. Surface normals required for evaluation of the
surface normal gradients are computed using the gradient of the level set function.

Figure 6. Effect of fill operation for (a) 2D circle and (b) 3D sphere problem using 2020 .20/ and 4040
.40/ meshes.
Copyright © 2016 John Wiley & Sons, Ltd.

Int. J. Numer. Meth. Engng 2017; 109:487–513
DOI: 10.1002/nme

IMMERSED INTERFACE CFD SOLVER

499

4. RESULTS
Several benchmark problems are first explored to assess the accuracy of the initialization algorithm
for defining surface area and volume of enclosed surfaces for simple geometries. More geometrically
complex examples are then presented to show the use of the methodology for flow through the Eiffel
tower and an applied problem showing flow through a combustion swirler in the context of a design
perturbation study.
4.1. Circle and sphere benchmarks
A set of simple benchmarks are first explored using 2D circles and 3D spheres with a diameter of
unity solved on a computational domain of 1.5 diameters on a side. The purpose of exploring these
cases is to understand the impact of the fill operation on overall interface area and volume for objects
with simple curvature. For these cases, the exact level set function is given as  D r  1=2 leading
to negative values inside the circle/sphere and positive values outside. Figure 6 shows the problem
setup and the modified level set function after the fill operation for (a) 2D circle and (b) 3D sphere
using a 20  20.20/ and 40  40.40/ meshes for N D 5. For each case, two different methods
of  correction are employed. The first is setting  D 0 in inactive cells for which originally  <
0. The second approach considers switching the sign from negative to positive while maintaining

Figure 7. Error in (a) perimeter and (b) area of a circle as a function of R=x using  D 0 (open symbols)
and  D  (closed symbols) correction methods.
Copyright © 2016 John Wiley & Sons, Ltd.
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the magnitude, that is,  D . The two cases are denoted by solid and dashed contour lines,
respectively, in Figure 6. Also plotted as a color contour is the location of active (red) versus. inactive
(blue) cells. As shown in Figure 6(a), the  D 0 contour level is shifted slightly to accommodate the
N D 5 stencil leading to flattened appearance at extrema locations that are aligned with the mesh.
Comparing the solid and dashed lines shows that the differences between the two  augmentation
methods are small for the 20  20 case and indistinguishable for the 40  40 case, indicating that the
methodology is relatively insensitive to how  is augmented after the fill.
Figure 6(b) illustrates the same fill operation in 3D where the colored isosurface represents the
exact solution and the tetrahedral mesh inside the sphere is generated using the augmented  D 0

Figure 8. Error in (a) area and (b) volume of a sphere as a function of R=x using  D 0 (open symbols)
and  D  (closed symbols) correction methods.
Table I. Summary of absolute timing estimates with increasing CFD and surface mesh resolution.
R=x

#ele

level

3.00
6.33
9.67
13.00
19.67

576
2,616
6,432
12,000
27,840

3
4
4
5
5

NCFD =Nele

3.81
6.72
9.95
12.41
18.39

nCFD ncoup
209
533
910
1299
2131

66
145
224
308
465

CFD (s)
1.61
46.48
374.00
1371.37
6087.42

tree (s)
1.16
13.75
38.82
152.06
514.21

init (s)
1.08
10.06
50.97
141.50
480.57

fill (s)
0.31
4.58
27.15
89.15
513.32

† (s)
2.55
28.39
116.93
382.71
1508.1

Note, the † column represents the sum of building the surface mesh tree (tree), initialization of the level set on the
CFD mesh (init) and fill (fill) operations.
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Table II. Summary of relative timing estimates with increasing CFD and surface
mesh resolution.
R=x

CFD

tree

init

fill

†

3.00
6.33
9.67
13.00
19.67

1/ 0.388
1/ 0.621
1/ 0.762
1/ 0.782
1/ 0.801

2.270 / 0.278
1.088 / 0.184
0.422 / 0.079
0.468 / 0.087
0.387 / 0.068

2.118 / 0.259
0.795 / 0.134
0.554 / 0.104
0.435 / 0.081
0.362 / 0.063

0.611 / 0.075
0.362 / 0.061
0.295 / 0.055
0.274 / 0.051
0.386 / 0.068

4.998 / 0.612
2.245 / 0.379
1.270 / 0.238
1.177 / 0.218
1.135 / 0.199

Two relative times are provided. The first is the cost of a single operation relative to a
single operation of the CFD. The second is the cost relative to the entire simulation. Note,
the † column represents the sum of building the surface mesh tree (tree), initialization
of the level set on the CFD mesh (init) and fill (fill) operations.

Figure 9. STL model of the Eiffel tower consisting of 74,521 vertices and 171,722 faces showing (a) entire
model and detail at the (b) top , (c) middle and (d) bottom.
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level set. For the low resolution 20  20  20 case, the effect of the fill operation reduces the overall
available surface area by squaring off regions for which the local stencil cannot support the local
curvature from the STL geometry.
Figure 7 presents error in the calculation of (a) perimeter and (b) area for a 2D circle using N D 1,
3, and 5. The  D 0 (open symbols) and  D  (closed symbols) correction methods are both
shown. Error is presented as a function of the normalized number of nodes, R=x – representing
the number of cells that can fit within the radius of curvature, R. The N D 1 case (stencil width of
unity) corresponds to the limit when the fill operation has no impact on the geometry because the
stencil fits at all cut-cell locations. For this case, no level set correction is required, and the perimeter
and area both have O.x 2 / rates of convergence.
For cases N D 3 and 5, the error is 100% when R=x < 3 and 5, respectively, indicating the
entire region inside in the volume of the circle is filled, that is, unresolved geometry is filled. For
R=x >> 1, the error attains the same asymptotic convergence rates as the N D 1 case indicating
the effect of the fill operation on cut area and volume error is minimal. Based on these cases, the transition region between filled and non-filled can be generalized as the condition when R=.N x/ D 1,
corresponding to the stencil size being equal to the radius of curvature. For R=.N x/ > 1, the
effect of the fill operation rapidly diminishes and, as will be shown in the results, serves as a useful a priori criterion for the required CFD mesh resolution required to remove small, undesired
geometric features.
As shown in Figure 7, differences between the level set correction methods are identical for most
of the cases. The largest difference is the case when R=.Nx/ D 1 for N D 5 where the  D 0
correction method appears to provide slightly better estimates.
Figure 8 presents similar error convergence plots for 3D spheres. Consistent with the previous
case, the area exhibits a O.x 2 / rate of convergence without any fill and when R=.Nx/ >>
1. The volume, however, shows a O.x/ asymptotic rate of convergence, as might be expected
because the divergence of the area is used to compute volume. In all cases, the  D  augmentation
method produces slightly lower error, although the differences are small.
To assess the computational cost of the initialization procedure, the algorithm is extended for
moving interfaces. A loosely coupled, dynamic time stepping approach is implemented where the
position of surface is updated periodically using coupling time increments, tc . The coupling time
increment is dynamically estimated by dividing the maximum surface velocity into the smallest CFD

Figure 10. Contour slice of tree level for (a) 80  160  80 , (b) 160  320  160, and (c) 320  640  320
meshes.
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 11. Level set isosurface and planar slice through centerline for a 80  160  80 mesh showing (a)
before and (b) after the fill operation.

cell size. At each coupling time, the major steps of (1) building the mesh tree, (2) initializing the level
set on the CFD mesh, and (3) filling are timed. The test problem selected is a sphere undergoing,
rigid body, oscillatory translation at velocity u D . =2/si n.2 t /. The initial position of the sphere
is x D 0, and the maximum displacement is x D 0:5 at t D 0:5 s. The size of the domain is
expanded to 1  1  1 m to account for the translation and cases are run for CFD meshes of 133 , 263 ,
403 , 533 , and 803 , corresponding to R=x D 3, 6.33, 9.67, 13.0, and 19.67, respectively. For each
level of CFD grid refinement, a new STL is constructed for the sphere using the triangle surface
reconstruction summarized in Section 2.5 thereby maintaining equivalent surface mesh resolution.
Tables I and II summarize the timing results. For all cases, only a single processor for the CFD
domain is utilized to ease interpretation of the results, even though the cases can be run using
parallel computing.
Table I shows the number of surface elements (#ele), max mesh tree level (level), ratio of CFD
nodes (NCFD ) to number of surface elements (Nele ), number of CFD time steps (nCFD ), and
number of coupling events (ncoup ) with increasing mesh resolution. For each case, total times are
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 12. Level set isosurface and planar slice through centerline for a 160  320  160 mesh showing (a)
before and (b) after the fill operation.

recorded for CFD solver (CFD), construction of the surface mesh tree (tree), initialization of the
level on the CFD mesh (init), and fill (fill) operations. The sum of the times for theP
tree build, level
set initialization on the CFD and fill operations, is denoted in the last column as , which represents the extra time required for coupling. A decrease in the mesh resolution results in a proportional
increase in the amount of work required by the CFD solver versus that required for coupling. Consequently, the overall percentage of total work required for the coupling decreases with increasing
mesh resolution.
Table II shows the relative times of building the tree, initializing the level set on the CFD mesh,
and fill operations. For each case, two relative measures are presented. The first is the cost of a single
operation relative to a single operation of the CFD. The second is the total cost of an operation
relative to overall cost of the computation. For example, for
P the case of R=x D 6:33 using a
CFD mesh of 263 , the cost of a single coupling operation ( ) is 2.245 times that of a single CFD
time step. However, because fewer coupling operations are required compared with the CFD, then
the total cost of coupling is only 37:9% of the total computation. Doubling the CFD mesh in each
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 13. Level set isosurface and planar slice through centerline for a 320  640  320 mesh showing (a)
before and (b) after the fill operation.

direction (R=x D 13:0) reduces the costs of coupling by nearly a factor of 2 where the overall
coupling costs decrease to 1.177 and 21:8%, respectively. Based on these results, when geometry
curvature is reasonably well resolved, that is, R=x > 10, the cost of coupling will be less than
20% of the total. This scaling does not, however, account for the inherent inefficiencies associated
with parallel computing, which should also be taken into account when using finer CFD meshes.
4.2. STL benchmark
The initialization algorithm is next applied to a complex STL model. Figure 9(a) shows the selected
model representing the entire Eiffel Tower [37]. Close up views of the top, middle, and bottom deck
are shown in Figures 9(b), (c) and (d), respectively. The entire model consists of 74,521 vertices and
171,722 faces with overall dimensions of 460  1017:8  460 (presumably units are in feet if the
model is roughly to scale). The model serves as a challenging benchmark because there are a wide
disparity of length scales ranging from the height of the tower to the various sized trusses making up
Copyright © 2016 John Wiley & Sons, Ltd.
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the structural supports (small at top, large at the bottom). Three different CFD mesh resolutions are
used to illustrate the mapping and fill algorithms: 8016080 ( 1 million nodes), 160320160
( 8 million nodes) and 320  640  320 ( 65 million nodes). To simplify the interpretation,
each CFD mesh has uniform spacing resulting in the smallest length scales of 5.75, 2.875, and 1.44,
respectively. Based on these dimensions, the max tree level computed 6, 7, and 8, from the coarsest
to finest meshes. Figure 10 shows a slice of the mesh tree levels selected locally to initialize the
level set. As expected, the finer the CFD mesh, the higher the tree level computed.
Figures 11–13 summarize the mapping and fill operations for all three meshes showing an isocontour of  D 0 and contour slice through the centerline, along with the CFD mesh. For each figure,
details of the top, middle, and lower sections are provided (a) before and (b) after the fill operation.
For all cases, a stencil width of N D 3 is chosen for the fill operation, although any value of N
can be selected. For the relatively coarse grid case shown in Figure 11(a), the CFD mesh is clearly
insufficient to resolve individual structural members, resulting in a fragmented appearance of the
structural members and is unsuitable for CFD computation because many nodes cannot support a
N D 3 stencil. The use of the fill operation shown in Figure 11(b) fills in the regions that are clearly
under-resolved resulting in a relatively smooth representation of the geometry.
Doubling the CFD mesh resolution in each direction is presented in Figure 12. As shown in (a)
and (b), the upper and middle truss members still appear fragmented and therefore completely filled
in. The largest truss structures near the bottom, however, are now better resolved than the earlier
case. Individual trusses start to become visible resulting in a ‘swiss cheese’ appearance.

Figure 14. Flow over the Eiffel tower stereolithography model using the (b) 160  320  160 mesh showing
pressure contours on an isosurface of vorticity magnitude. The upstream flow velocity is assumed uniform
at 10 m/s.
Copyright © 2016 John Wiley & Sons, Ltd.
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Doubling the CFD mesh again is presented in Figure 13 using 65 million nodes. The largest
lower structures are now nearly resolved, while progressive levels of fill are observed moving up the
structure. Even at this finest mesh considered, not all of the structural components are completely
resolved; however, with fill support for the stencils, CFD simulations can be conducted in order to
understand the flow dynamics around this large structure.
As an example, Figure 14 shows an instantaneous snapshot of a 10 m/s wind gust blowing over
the Eiffel tower model using the 160  320  160 mesh ( 8 million nodes). The calculations are

Figure 15. Combustion chamber configuration showing (a) secondary combustion chamber and CFD domain
(in red) and (b) close up view of swirler section indicating the overall airflow direction through eight swirler
tubes and out through a sleeve.
Copyright © 2016 John Wiley & Sons, Ltd.
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run on 128 processors using block structured domain decomposition. Extension of the fill algorithm
for parallel computing is straightforward. Each mesh block generates its own mesh tree to initialize
the level set. At the end of every iteration of the fill procedure, information is exchanged at the
ghost cells. Figure 14 shows pressure contours on an isosurface of vorticity magnitude of 1 s1 . As
expected, the pressure on the upwind side of the structure is higher than the downstream. Small
scale turbulent flow structures generated by the truss structural members are clearly evident in the
downstream. Because the focus of this study is to present the initialization algorithm, no attempt
here is made to quantify the predictions. The results are only to highlight the ease in conducting
CFD calculations of fairly complex geometry without excessive grid generation or re-processing of
the original STL file.
4.3. Combustor swirler application
The last example is an industrial application of a combustion chamber from a two-stage biomass
boiler system (manufactured by Thermo-Control industries [38]). Figure 15(a) shows the overall
geometry of the secondary combustion chamber. Fuel pyrolysis gases enter from the primary chamber (not fully shown) through the bottom of the secondary chamber and mix with air through a
cylindrical swirler unit. Air enters through eight tubes, 8 mm in diameter, into a cylindrical sleeve
oriented at an angle to create swirl. The outer diameter of the sleeve measures 7:49 cm, and inner
diameter of the passage where the air enters is 10:16 cm in diameter – creating a 1:335 cm circular gap passageway for the air to come up and mix with the fuel flowing through the center of the
swirler. Promotion of fuel-air mixing is achieved using a circular impact plate of diameter 7:49 cm
and thickness of 1:27 cm that is supported by three brackets. Figure 15(b) shows a close up detail of
the impact plate showing the direction of the air entering through the small circular tubes.
An outline of the Cartesian CFD domain is highlighted in red with dimensions 0:32  0:5 
0:272 m in size. The lower y boundary and x  ´ dimensions of the space are defined to capture the
extent of the enclosed lower mixing chamber located underneath the swirler. The height of the space
is selected to simulate enough of the near-field dynamics of the mixing process. The simple mesh
topology is intentionally selected to eliminate any re-meshing effort with design cycle variations
and to better clarify the role of the fill operation for this problem.

Figure 16. Surface meshes from (a) original stereolithography file, and cut-cell meshes generated using (b)
40  80  40, (c) 80  160  80 (d) 120  240  120 (e) 220  400  220 meshes and (f) 120  240  120
with hole cut-out.
Copyright © 2016 John Wiley & Sons, Ltd.
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Figure 16(a) shows a close up of the impact region from the original STL file that was extracted
from the 3D CAD model using AutoDesk Inventor®. No attempt is made to smooth or re-mesh the
STL file generated. While the triangulated surface is continuous, the aspect ratio of the triangles are
quite distorted – a common trait of meshes generated from CAD packages. Based on the findings
from Section 4.1 for N D 3, a minimum value of R=.Nx/ ' 2 is required for the asymptotic
convergence – indicating that objects greater than R > 2Nx are captured. Using this approximate
criterion then x < R=2N D R=6 D 12:5 mm is required to capture the impact plate, x < 2:23
mm to capture the sleeve spacing and x < 1:33 mm required to capture the small air tubes.
Figure 16(b)–(d) show the triangulated surfaces generated from the fill operation for N D 3 on
CFD meshes of 40  80  40 (128,000 nodes), 80  160  80 (1.0 million nodes), 120  240  120

Figure 17. Instantaneous snapshot of flow through swirler for (a) baseline and (b) modified impact plate
configurations. Half of the space shows an isocontour vorticity magnitude at 20 s 1 with contours of velocity magnitude superimposed. The other half of the space shows centerline and far-wall slices of velocity
magnitude.
Copyright © 2016 John Wiley & Sons, Ltd.
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(3.5 million nodes), and 220  400  220 meshes (19.4 million nodes), corresponding to minimum
cell sizes of 7.0, 3.4, 2.3, and 1:2 mm, respectively. Uniform mesh spacing is employed in all cases
to simplify the interpretation. For the coarsest case (Figure 16(b)), the minimum x is just small
enough to capture the impact plate, but all details associated with the sleeve and air holes are lost
because of the fill. Additional mesh refinement in Figure 16(c) results in a better representation of
the impact plate, but it is not fine enough to pick up the sleeve detail – consistent with a priori
estimates. Figure 16(d) shows the sleeve region is now captured but the small air tubes are still filled
in. With x D 1:2 mm, the air tubes start to be captured, as shown in Figure 16(e).

Figure 18. Centerline contour slices of turbulent kinetic energy for (a) baseline and (b) modified impact
plate configurations.
Copyright © 2016 John Wiley & Sons, Ltd.

Int. J. Numer. Meth. Engng 2017; 109:487–513
DOI: 10.1002/nme

IMMERSED INTERFACE CFD SOLVER

511

Large eddy simulation are conducted to explore the effects the impact plate on mixing in the
context of a design iteration. Because it is time consuming and tedious to recreate a solid model
for each design iteration, the goal of this activity is to show how the fill algorithm can be used in
conjunction with component level set merging techniques to readily create new geometry for CFD
analysis. A 120  240  120 mesh is selected to remove the influence of the swirler tubes so only the
effects of the impact plate on flow mixing can be studied. To explore the geometry of the circular
impact plate, a second level set geometry is introduced describing a cylinder of diameter 2:5 cm and
length of 15 cm – centered on the impact plate, as shown in Figure 16(f) (white isosurface). The sign
convection of  for the cylinder, however, is selected to be opposite that generated for the baseline
geometry, that is,  > 0 in the gas and  < 0 in the solid, resulting in a hole in the impact plate
when the level sets are merged. The resulting surface mesh generated from the merged level set is
shown in Figure 16(f).
Figure 17 shows instantaneous snapshots of the flow using the (a) baseline and (b) modified
impact plate configuration with the hole. Half of the space shows an isocontour vorticity magnitude
at 20 s1 with contours of velocity magnitude superimposed. The other half of the space shows centerline and far-wall slices of velocity magnitude. Time averaged statistics are collected by running
the simulations over a total of 8 s of physical time with samples taken every 1 ms. Gathering of statistics starts after 1 s of physical time to allow for initial flow transients to wash downstream. A total
of 7000 statistics are therefore gathered over approximately 10 flow-through times. Figure 18 shows
the time averaged turbulent kinetic energy (TKE) computed along the centerline of the swirler,
which is one of the primary metrics for defining the level of local mixing. For both cases, high levels of mixing are observed approximately mid-way down the length of the swirler associated with
establishment of a flow recirculation zone. Moving downstream, the location of peak TKE is concentrated along the shear layers shaped by the impact plate. For the baseline case of Figure 18(a),
a large flow separation region is observed just above the impact plate along with the high levels of
mixing near the exterior of the impact plate. With the modified geometry, the TKE is concentrated
near the center associated with the shear layers generated from the edges of the hole.
5. CONCLUSIONS
A new methodology is developed for initialization of high-order accurate immersed interface-based
CFD solvers using complex CAD geometry. The algorithm consists of three major steps of (1)
mapping STL geometry to level sets and merging, (2) level set augmentation using a fill algorithm,
and (3) reconstruction of cut-cell areas and volumes. To improve the computational efficiency of
the approach, an adaptive box tree structure algorithm is developed to sort surface elements into
boxes using three types of element checks corresponding to elements that are small, large or of
the same size as the box. The impact of the fill algorithm on geometry representation is assessed
by examining area and volume rates of convergence for simple 2D circles and 3D spheres. Second
order asymptotic accuracy is demonstrated for calculation of area and volume for 2D and area in
3D. First order accuracy is observed for calculation of volume in 3D. A criterion is developed for the
minimum resolved length scale for which cells will be completely filled that can be used to a priori
define the desired scale of geometric resolution. A more complex STL benchmark, representing the
Eiffel Tower, is examined showing the construction of the box tree and effects of the fill operation
for LES . Finally, LES of a swirl chamber from a combustion chamber is examined with the goal
of exploring changes in geometry to the impact plate without the tedious step of re-generating STL
model files.
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