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Abstract

Difference-in-differences (DID) designs are a very popular approach for estimating the
Average Treatment effect on the Treated (ATT) in the presence of non-random treatment
assignment. It is well known that for a two-period design, the difference-in-differences es-
timator is equivalent to the coefficient on the treatment variable in a regression with time
and unit fixed effects. However, researchers often inapprppriately use the two-way fixed ef-
fects estimator to obtain an estimate of the ATT when there are multiple time periods and
multiple points at which units begin treatment. Indeed, an ATT exists for each time period
that units receive treatment and for each possible treatment history. This paper outlines
a set of coherent causal estimands that are functions of individual unit/time-period ATTs,
provides a non-parametric estimator, and shows that the two-way fixed effects regression
recovers the Average ATT only under a strong constant effects assumption or when there is
a single possible treatment history. The definition of a new set of causal estimands also pro-
vide insight into how the method of synthetic controls (Abadie et al. 2010), which generalizes
the DID approach to allow for unobserved time-dependent confounding, can be adapted to
aggregate analyses of many units initiating treatment at different time periods. I apply this
to a synthetic control analysis of the effect that Stand Your Ground laws adopted in the
United States had on state-level homicide rates.
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Introduction

The difference-in-differences design is the workhorse causal inference for observational panel data.

It allows researchers observing repeated outcomes on units over time to estimate valid causal effects

even when treatment assignment is non-random. The central assumption is that the probability

that a unit is assigned to treatment is driven entirely by characteristics that are fixed in their

effect on the outcome over time. Comparing thechange in outcome for treated units with the

change in outcome for control units relative to a baseline time period where both sets of units

were untreated differences out the effect of confounding on the outcome, yielding an unbiased

estimate of the Average Treatment Effect on the Treated (ATT)

The conventional approach to illustrating the DID design uses the simplest case of two time

periods and two types of units – those treated in the second period and those untreated in both.

Notably, in this set-up, the non-parametric difference-in-differences is equivalent to the regression

coefficient on treatment from a fully saturated regression model with unit and time fixed effects.

Researchers typically then reason by induction that the “two-way” fixed effects regression model

is how one should obtain difference-in-differences estimates in cases where there are more than

two time periods observed and when units may enter into the treatment condition at different

time periods. As Bertrand et al. (2004) notes, most DID results are based on OLS estimates of

the following equation:

Yit = βAit + δi + γt + εit

where Yit is the outcome for unit i at time t. Ait is the value of treatment for unit i at time t,

and δi and γt are unit and time fixed effect parameters that are estimated. εit is assumed to be a

mean zero error term. The causal parameter of interest is typically β.

Unless researchers are willing to make an extremely strong constant treatment effect assump-

tion for β, recent work by Imai & Kim (2016) highlights the problems with this two-way fixed

effects regression approach in how it imputes counterfactuals for treated and untreated units.

However, a more fundamental question is that it is not at all clear what the causal estimand is

when moving to the multiple-period case. How should researchers think of the “Average Treatment

effect on the Treated” when there are multiple possible “treated” histories?
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This paper defines a set of generalized difference-in-differences causal estimands as averages

over time-specific treatment history effects relative to a baseline history of “never receiving treat-

ment”. It shows that each is non-parametrically identified using expectations of observed variables

under the standard parallel-trends assumption. This allows for well-defined causal quantities to

be estimated non-parametrically under the parallel-trends assumption and obviates the need for

parametric regression models. The key theoretical insight is that when units are allowed to take

on treatment at varying time periods, there are multiple potentially valid causal estimands that

average over time and treatment history in notably distinct ways. How researchers choose to ag-

gregate the individual Average Treatment Effects on the Treated at each time period will depend

on how researchers understand the nature of effect heterogeneity across units and across time.

The theoretical results of this paper also have implications for other statistical methods that

estimate treatment effects over multiple time periods. Synthetic control methods (Abadie et al.

2010), which impute counterfactuals for single treated units using a non-parametric weighting of

units with weights calibrated to achieve similarity in pre-treatment outcomes procedure, suffer

from the challenge of aggregating estimates for multiple treated units over time. With a fixed set

of control/donor units, researchers suffer from a depth/breadth trade-off. Strategies for pooling

across cases either assume and try to estimate the latent factor model underlying the synthetic

controls approach (Xu 2017). Alternatively, as in Dube & Zipperer (2015), the goal is to test a

sharp null hypothesis of no effect at every time period, ignoring time and unit-specific heterogene-

ity. But particularly when it is known that the treatment is likely to only have an effect after

many periods, it is often more informative to aggregate with respect to a particular subset of time.

Synthetic control practitioners have also largely have ignored the added value of using as donor

cases those units that receive treatment in the future for a subset of the imputed outcomes for any

given treated unit. I illustrate how researchers can aggregate synthetic control estimates across

units receiving treatment at varying time periods

The remainder of this paper is laid out as follows. Section 2 outlines the notation used to

illustrate the difference-in-differences design and introduces the concept of treatment history to

discuss the various potential causal estimands in a difference-in-differences design. The main high-

light is that adding new pre-treatment and post-treatment periods does not substantially change

the conventional two-period difference-in-differences design. However, when units are allowed to
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adopt the treatment of interest at different times, aggregating over units to obtain an average

treatment effect is not a straightforward exercise. In particular, there exist two equally valid

but substantively different ways of averaging the effect of treatment on the treated depending on

the researcher’s objectives. Section 3 discusses the applicability of the insights from Section 2

on synthetic control designs. It illustrates how researchers can use a time-varying donor pool to

construct counterfactuals with improved pre-treatment fit and how to aggregate inferences from

multiple synthetic control studies with varying treatment initiation times. Section 4 concludes

with a broader discussion of future directions for this research.

Theory

This section outlines a general framework for defining causal estimands in panel data. The central

insight is that causal estimands in a panel set-up are inherently defined with respect to treatment

histories – that is, the full vector of treatment assignment at each period of time. Suppose we

have N independent units observed each for T total time periods. For simplicity, assume no data

is missing for any unit in any time period (that is, we have a balanced panel). For each unit,

we observe a T -length vector of outcomes Yi = {Yi1, Yi2, . . . , YiT}. Each unit i is also assigned

to a treatment history denoted by the T -length vector Ai = {Ai1, Ai2, . . . , AiT}. Assume binary

treatment for each individual treatment period Ait ∈ {0, 1}∀i, t.

Following Rubin (1974), I define a causal effect as a comparison of potential outcomes under two

different treatment assignments. Let Yi(ai) denote the potential outcome vector for unit i when

assigned to treatment history Ai = ai. We assume that a unit’s potential outcomes depend only

on their own assigned treatment history (the Stable Unit Treatment Value Assumption (Rubin

1978)). Additionally, we make a “no reverse-causality” assumption (Assumption 1) that the

potential outcome Yit(ai) depends only on the treatment history up to time t.

Assumption 1 No Reverse Causality

Let Ait = ait be the assigned treatment history up to time t. ait = {ai1, ai2, . . . , ait}

For any two treatment histories ai and a∗i , if ait = a∗it, then

Yit(ai) = Yit(a
∗
i )
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This assumption allows us to write the potential outcome vector as

Yi(ai) = {Yi1(ai1), Yi2(ai2), dostc, YiT (aiT}

We also make a consistency assumption that the observed outcome for units observed having

treatment history Ait = ait is equal to the potential outcome had the unit been assigned to that

treament history

Assumption 2 Consistency

Yit|Ait = ait = Yit(ait)|Ait = ait

We define a baseline quantity of interest, the Average Treatment Effect for time period t as

the comparison of outcome under two treatment histories ai and a′i

Definition 1 Average Treatment Effect for Time t

ATEt(ai, a
′
i) = E[Yit(ai)]− E[Yit(a

′
i]

By the “no reverse causality” assumption, we can write in terms of treatment histories up to that

point.

ATEt(ai, a
′
i) = E[Yit(ait)]− E[Yit(a

′
it]

In the difference-in-differences case, the quantity of interest is typically the Average Treatment

Effect on the Treated – that is, the effect for the types of units that were assigned treatment (since

treatment assignment probabilities may vary depending on unit-fixed characteristics).

Definition 2 Average Treatment Effect on the Treated for Time t

ATTt(ai, a
′
i) = E[Yit(ai)|Ai = ai]− E[Yit(a

′
i|Ai = ai]
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By the “no reverse causality” assumption, we can write in terms of treatment histories up to that

point.

ATTt(ai, a
′
i) = E[Yit(ait)|Ai = ait]− E[Yit(a

′
it|Ai = ait]

Two-period difference in differences

The classic difference-in-differences design (Ashenfelter et al. 1985) considers only two periods

under observation (T = 2) with treatment assigned in the second period only. Therefore only two

treatment histories are possible: units that are treated in the second period (aR = {ai1 = 0, ai2 =

1}) and units that do not receive treatment in any period (aC = {ai1 = 0, ai2 = 0}).

Because the two treatment histories differ only in their second period histories, the only non-

zero ATT is the ATT for time t = 2.

Definition 3 Average Treatment Effect on the Treated – Two-Period Design

ATT2(aR, aC) = E[Yi2(aR)|Ai = aR]− E[Yi2(aC)|Ai = aR]

To identify the effect in terms of observed quantities, we make a “parallel trends” assumption

that the expected difference in potential outcomes under control is the same for units assigned

treatment and units assigned control.

Assumption 3 Parallel Trends

E[Yi2(ac)− Yi1(aC)|Ai = ac] = E[Yi2(aC)− Yi1(aC)|Ai = aR]

which implies

E[Yi2(ac)|Ai = aR] = E[Yi2|Ai = aC ]− E[Yi1|Ai = aC ] + E[Yi1|Ai = aR]

By consistency and parallel trends, we can recover the standard ATT difference-in-differences

estimator the first term can be written in terms of observable quantities each of which can be
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estimated non-parametrically by their sample analogues:

Proposition 1 Difference in differences identification for two periods

Under consistency and the parallel trends assumption, the second period ATT can be written

as

ATT2(aR, aC) = (E[Yi2|Ai = aR]− E[Yi1|Ai = aR])− (E[Yi2|Ai = aC ]− E[Yi1|Ai = aC ])

Adding pre-treatment periods

Adding additional pre-treatment periods does not change the quantity of interest – the causal

effect remains the ATT for the period under treatment. Assume, however, that instead of 2

periods, we observe T total time periods with treatment assigned at time T . While we still

have only two possible treatment histories (denoted aR = {ai1 = 0, ai2 = 0, . . . , aiT = 1} and

aC = {ai1 = 0, . . . , aiT = 0}, there are more observations with which to impute the unobserved

counterfactual.

Identification in this case can be done under a generalized form of the parallel trends assump-

tion.

Assumption 4 Parallel trends for all time periods

E[Yit(aC)− Yit−1(aC)|Ai = aC ] = E[Yit(aC)− Yit−1(aC)|Ai = aR]

for all t = {2, . . . T}

Under consistency and the more generalized parallel trends assumption, we can pool the pre-

treatment periods to write the ATTT in terms of observables.

ATTT (aR, aC) = E[YiT |Ai = aR]− E[YiT |Ai = aC ]− 1

T − 1

T−1∑
t=1

(E[Yit|Ai = aR]− E[Yit|Ai = aC ])
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The non-parametric estimator in this case is equivalent to the two-period estimator where all

pre-treatment periods are pooled Yi1 = 1
T−1

∑T−1
t=1 Yit. So little needs to be changed in terms of

theory when considering the diff-in-diff approach under one treated and many control periods.

Adding post-treatment periods

Adding additional post-treatment periods, however, requires us to consider a different definition of

the average treatment effect. Following the notation in Abadie et al. (2010), assume that we still

observe N units in T periods, but now let T0 + 1 be the first time period at which treated units

receive the treatment condition. The two treatment histories under comparison are now defined

as:

aC = {ait = 0 ∀ t}

aR =

ait = 0 ∀ t ≤ T0

ait = 1∀t > T0

Since the ATT is defined for individual time periods, observing new post-treatment observa-

tions does not change the estimator for ATTt. Indeed, there are T − T0 + 1 possible treatment

effects that can be estimated – one for each time period. However, it is rare that a researcher will

be interested in a particular time period. The purpose of adding more time periods is to allow

researchers to estimate not only the instantaneous effect of assignment to treatment but also the

long-term effect. Researchers will want to aggregate these individual ATTt into some summary of

the combination of short and long-term effects. Estimating separate effects for each time is also

very inefficient, particularly when an average over them is sufficient.

We can combine these subscripted ATTt quantities into an “Average of Treatment Effects on

the Treated” which I denote as the AATT, an average of the T − T0 + 1 individual ATTs. Each

of these ATTs is identified given the assumptions outlined above.
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AATT(aR, aC) =
1

T − T0

T∑
t=T0+1

ATTt(aR, aC)

=
1

T − T0

T∑
t=T0+1

[E[Yit|Ai = aR]− E[Yit|Ai = aC ]]− 1

T0

T0∑
q=1

[E[Yiq|Ai = aR]− E[Yiq|Ai = aC ]]

Again, with only two treatment histories, the non-parametric DID estimator of the AATT is

equivalent to aggregating pre-treatment and post-treatment outcomes into a two-period setup.

It is important to note that once we allow for multiple treated periods, the treatment effect of

interest must be defined with respect to some underlying distribution over individual time-period

effects (as long as researchers are interested in a single scalar summary rather than a vector of

treatment effects). While a simple average may be the most intuitive, it may be that researchers

want to assign greater weight to effects close to the point of treatment assignment relative to those

further from treatment.

Variable treatment uptake times

While the previous two extensions have allowed T to be arbitrarily large and treatment time T0 to

vary, they have maintained the restriction that units only receive treatment at time T0 and never

leave treatment. Therefore, there are only two treatment histories that units can be assigned

to. In practice, for many treatments that researchers wish to analyze, this is not the case. For

example, governments may adopt similar policies at slightly different times (with some units being

“leaders” and others “laggards”). If units are allowed to adopt treatment at different times, this

dramatically increases the number of possible treatment histories under consideration (and by

extension, the number of possible treatment effects of interest).

I allow the number of possible treatment histories to expand in a constrained manner by now

allowing the treatment updtake time T0 + 1 to vary across units. Let T0i denote for each unit the

last time period that that unit is under control.1 This gives a total of T + 1 treatment histories. 2

1T0i = T for units that never receive treatment during the time period under analysis.
2In principle, as Blackwell & Glynn (2015) note, there are 2T possible treatment histories if we allow all units
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For simplicity, let ak denote the treatment history that corresponds to a unit with assigned to

take up treatment with T0i = k.

While there are many different treatment history comparisons, the most intuitive is to consider

the ATT with respect to the baseline history of never receiving treatment (aT ) as these are typically

the counterfactuals of interest to a researcher (e.g. what would happen had a policy never been

enacted).

ATTt(ak, aT ) = E[Yit(ak)|Ai = ak]− E[Yit(aT )|Ai = ak]

Researchers could plausibly also estimate effects relative to a different baseline, such as “adopt-

ing treatment five years later.” It is important to note that this will affect which observations are

used to estimate some of the counterfactuals.

With both multiple time periods and multiple treatment histories, it is necessary to make a

slightly stronger parallel trends assumption for identification.

Assumption 5 Generalized Parallel Trends

E[Yit(aT )− Yit−1(aT )|Ai = ak] = E[Yit(aT )− Yit−1(aT )|Ai = ak∗ ]

for all t = {2, . . . , T} and for any two treatment histories ak and ak∗

In short, this assumption states that the first-differences between all time periods in the po-

tential outcomes under the control history are mean-independent of assignment to any of the

treatment histories – essentially, an assumption that there are no time-varying confounders of any

two possible history assignments.

Note that researchers can make a slightly weaker parallel trends assumption by assuming

parallel trends only with respect to ak and the baseline aT . However, this would prevent using

observations from units that receive treatment at a later period to estimate the counterfactual

under control for a unit taking up treatment at an earlier time. Researchers will need to decide

given what they know about the research design and the treatment assignment mechanism whether

to potentially take on treated or control conditions at every point in the time sequence t = {1, . . . , T}. A purely
non-parametric approach to estimating effects in this case would be nearly impossible as for a long enough T , there
may be some treatment histories that are unrepresented among units.
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the units that receive some treatment uptake at a later point are valid counterfactuals for units

that receive treatment earlier.

It is essential to note here, that the “no reverse causality” allows us to write the ATT for any

given time period as a function only of the treatment history up to point t

Proposition 2 ATT under “no reverse causality”

ATTt(ak, aT ) = ATTt(ak, aj)

for all j ≥ t

With many possible “treated” histories, we need a broader definition of what constitutes a

treatment effect on the treated. There exists a separate AATT for each possible treatment history,

each defined over a different set of time periods under which that treated unit was under treatment.

As a result, there are multiple plausible methods of aggregating these effects into a single summary

measure, each with differing implications for which effects are emphasized. I outline two feasible

approaches and provide non-parametric estimators for each that aggregate the non-parametric

estimators for each component ATTt

The first approach is to estimate the AATT for every possible treatment history ak and take

a weighted average weighting each AATT)k by the in-sample probability of observing treatment

history ak. This quantity, termed the “Cumulated Average Treatment Effect on the Treated”

(CATT) is defined as

CATT =
T−1∑
k=1

AATT(ak, aT )Pr(ak|T0i < T )

CATT =
T−1∑
k=1

1

T − T0i

T∑
t=T0i+1

ATTt(ak, aT )Pr(ak|T0i < T )

This corresponds to the average effect over all treated time periods for a randomly selected

unit that received treatment relative to the set of units that never received treatment. While

straightforward, the CATT is not necessarily the quantity that researchers may be interested in.
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For one, it will by construction up-weight treatment effects from later time periods since the ATTT

will exist for every treated treatment history while ATTt only exists for those units with T0i < t.

The consequences of this will depend on how much effect heterogeneity there is across time periods

and how much units vary in their treatment uptake times. An advantage, however, is that each

treatment history contributes to the effect in proportion to its probability of appearing in the. If

there is little time-heterogeneity and a lot more unit-specific heterogeneity, the CATT may be the

more meaningful quantity of interest.

An alternative to uniformly averaging over the individual treatment effects is to weight the

ATTs such that each time period is equally represented. That is, first aggregate ATTs for each

time period across all relevant histories, then average uniformly over time. Let the Time-Weighted

Cumulated Average Treatment Effect on the Treated (TCTT) be defined as

TCTT =
1

T − 1

T−1∑
t=1

t∑
k=1

ATTt+1(ak, aT )Pr(ak|T0i < t)

This corresponds to the average treatment effect on the treated for a randomly (and uniformly)

drawn time-period t among those treatment histories that were under treatment at time t. What

it gains in averaging it loses in over-representing units that have been under treatment for a

longer period of tim. The choice of CATT or TCTT for aggregation will ultimately depend on the

researcher’s ultimate question and the extent to which heterogeneity in treatment effects is likely

to give rise to misleading interpretations.

Relationship to Fixed-Effect Estimators

Before addressing how these approaches to aggregation can help researchers address challenges in

summarizing multiple synthetic control designs. It is worthwhile to compare the non-parametric

estimands to the typical approach to estimating effects in D-i-D designs, the two-way fixed effects

regression.

It is already well established (Angrist & Pischke 2008) that the non-parametric difference-

in-differences estimator is equivalent to the two-way fixed-effects regression. This is because the

fixed-effects regression is fully saturated and each parameter estimates a unique conditional mean.
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To what extent does this hold for the multi-period case? Notably, the relationship between

two-way fixed effects regression and the non-parametrically identified ATT will hold only if units

all receive treatment at the same time and there are only two possible treatment histories. As

discussed above, the non-parametric estimators in this case are equivalent to aggregating pre- and

post- treatment observations into single time periods and estimating as in the two-period case.

When some units can be treated while others are under control (uptake time varies), the

regression estimator is no longer strictly an estimate of the ATT. It incorporates effects estimated

for units that are under control when they recieve treatment at some point in the future. As

Imai & Kim (2016) note, the estimator effectively imputes the missing potential outcome for each

unit/time period so long as there is within-unit variation in treatment. For control time periods

for treatment histories with at least one treated period, the potential outcome under treatment

is imputed (effectively) by differencing with future within-unit treated periods and comparing to

comparable differences for units that were always under treatment.

Under variable treatment uptake periods, the estimand of the regression estimator therefore

will only be equal to the causal estimands outlined in this paper if the treatment effect is constant

at each time period and for each unit and the ATT equals the ATC at each time period. This is a

rather heroic assumption, and in the absence of constant effects, the regression estimator returns

a weighted average of ATTs and ATCs depending on how variable treatment uptake time is in

the particular dataset. It is worth noting then that the estimands and estimators outlined in this

paper are another alternative to the single-period difference-in-differences estimators outlined in

Imai & Kim (2016).

Application: Aggregating Synthetic Controls – “Stand Your

Ground” laws and Homicides

While the TCTT and CATT are defined above in the context of difference-in-differences estimators,

the intuition developed is relevant for any estimator that imputes potential outcomes for multiple

units over time. The method of synthetic controls, introduced by Abadie & Gardeazabal (2003)

and further formalized by Abadie et al. (2010), weakens the assumptions of the conventional

difference-in-differences to allow for some degree of unobserved time-dependent confounding and
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for past outcomes to affect future treatment uptake. Additionally, it introduces a flexible approach

to estimating counterfactual outcomes as a weighted average of observed untreated cases – a

“synthetic” control – with the weights computed using a non-parametric optimization routine.

Abadie et al. (2010) frame synthetic controls as a method for conducting data-driven case-

studies. Specifically, they consider the case when only a single unit receives treatment. In this

case, the observed outcome for that unit is the counterfactual outcome under treatment and

the goal of statistical inference is to estimate the counterfactual outcome under control. The

counterfactual estimate is constructed by calculating weights for observations in a pool of control

units such that the weighted average of pre-treatment outcomes and covariates equals the pre-

treatment covariates and outcomes observed for the treated unit. Typically exact weights are

impossible to find, so Abadie et al. (2010) instead use weights that minimize the Mean Squared

Predictive Error (MSPE) between the weighted averages and true values. The magnitude of this

error allows researchers to assess the overall quality of their synthetic control estimate.

In this sense, the synthetic controls method generalizes the difference-in-differences estimator

as DID reduces to a standard difference in means between observed outcomes in both treatment

arms when there is no difference in pre-treatment outcomes between units receiving the treated

history and units receiving the control history (which synthetic controls creates by attempting

to minimize the distance between pre-treatment outcomes for the treated unit and the synthetic

control).

What can the discussion of effects in difference-in-differences designs teach researchers about

using synthetic controls? Two contributions are evident. The first, is that under the assumptions

laid out above, and in particular, the no-reverse-causality assumption, synthetic controls can

use different donor pools for different time periods. This is particularly useful when researchers

encounter cases where many units adopt a similar type of treatment in a rapid time period.

Researchers face a depth v. precision trade-off do they want to estimate effects over a broader set

of time periods or do they want more donor units? I argue that such a trade-off need not exist.

Users of synthetic control methods can increase the precision of estimates for early post-treatment

time periods by allowing the units in their donor pool to vary for each imputed counterfactual. I

illustrate this using the example of Florida’s 2005 Stand Your Ground law.

In recent years, a number of scholars have taken interest in the effect of state-level policies
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governing the use of force by civilians on homicide. Since 2005, a wave of U.S. states have passed

laws expanding the circumstances under which individuals have the right to use deadly force to

defend against a threat to their life or property. While most states recognize a limited form of the

“no duty to retreat” principle when individuals use lethal force to respond to assailants in their

home, these “stand your ground” laws explicitly codify “no duty to retreat” when individuals

are outside their homes (Lave 2012). Such laws increase the number of situations where citizens

are permitted to use deadly force against others. Proponents argue that such measures can be

expected to deter criminal activity while opponents argue that such laws are likely to increase

homicide rates.

A number of recent studies consider difference-in-differences-style strategies to identify the

effect of Stand your Ground laws on homicide rates and find, generally, a positive effect(McClellan

& Tekin 2016). The most recent study to tackle the topic, Humphreys et al. (2017), focused

specifically on the case of Florida, which lends itself well to a synthetic controls approach as it

was the first state among the wave of states adopting SYG laws in the mid-2000s.

I collected a dataset of adoption of Stand Your Ground laws in the United States from a variety

of public sources and merged it with annual state-level homicide rates from 1999 to 2015 from the

CDC’s Wonder database. I consider states as “treated” starting from the first year in which the

Stand Your Ground law was in force for the entire year. 3

Figure 1 shows when states adopted these laws over the period of observation. Many states

followed Florida’s lead and adopted SYG laws a consequence in part of coordinated lobbying

efforts by organizations like the American Legislative Exchange Council (ALEC) (Jansa et al.

2015) which circulated model Stand Your Ground laws to many state legislatures. This pattern of

treatment adoption creates issues for researchers who may wish to estimate effects four, five or six

years out, but quickly run out of good counterfactuals. But the absence of good counterfactuals

for periods in the future need not jeopardize the quality of counterfactuals for more immediate

post-treatment periods!

For the purposes of illustration, I compare the outcome trend for Florida to a synthetic controls

3This dataset consists of 49 states - I drop Utah as it has had a codified form of SYG since around 1994, prior
to the start of my period of observation and is therefore “always treated”. I also considered states that have no
duty to retreat principles informally adopted via case law or jury instructions to be control states as the effect I
am most interested in is the clear signal that legislative adoption has on behavior. If such states are akin to being
treated, then that would attenuate estimates of the treatment effect towards zero.
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2000 2005 2010 2015

Year

Alabama
Alaska
Arizona
Arkansas
California
Colorado
Connecticut
Delaware
Florida
Georgia
Hawaii
Idaho
Illinois
Indiana
Iowa
Kansas
Kentucky
Louisiana
Maine
Maryland
Massachusetts
Michigan
Minnesota
Mississippi
Missouri
Montana
Nebraska
Nevada
New Hampshire
New Jersey
New Mexico
New York
North Carolina
North Dakota
Ohio
Oklahoma
Oregon
Pennsylvania
Rhode Island
South Carolina
South Dakota
Tennessee
Texas
Vermont
Virginia
Washington
West Virginia
Wisconsin
Wyoming

No SYG Law
SYG Law

Figure 1: Adoption of Stand Your Ground laws by U.S. state legislatures over time

estimated using pre-treatment outcomes only. Certainly a more robust analysis would adjust for
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potential observed time-varying confounders.4 Figure 2 plots the factual trend in homicides for

Florida, the estimated synthetic control using only units that did not enter into treatment from

1999-2015, and the estimated synthetic control using a unique donor pool for each post-treatment

period (so the estimate for 2006 uses any case that was untreated in 2006).

While a rather sizeable divergence between factual and synthetic Florida is apparent post-

2005, it is worth noting that the variable donor pool approach yields estimated homicide rates

for synthetic Florida that are lower than those from the fixed donor pool. There is a meaningful

difference between the two approaches in the magnitude of the effect that they imply. Below the

plot of the factual/synthetic gap is a plot of the pre-treatment Mean Square Predictive Error

for each time-varying donor pool. As I estimate counterfactuals for time periods further away

from the point of treatment adoption, there are fewer and fewer valid donors (as more and more

states adopt the Stand Your Ground policy). The consequence is that the quality of fit in the

pre-treatment period goes down dramatically. The MSPE roughly doubles when estimating the

2015 counterfactual versus the 2006 counterfactual.

Note that for illustrative purposes, I have left the placebo/permutation test for inference off

the figure. Whether the approach to permutation inference here would change depends crucially

on the quantity of interest. If researchers wish to test a null of no effect for all time periods under

consideration, then only units that never received treatment would be part of the group for which

the placebo test would be conducted. However, the placebo donor pool could also vary in the

same manner as was used to construct the true synthetic control.

But more generally, the absence of any discussion of uncertainty in this section is due to a

lack of clarity from the synthetic control method, and from practitioners, regarding the quantity

of interest to be estimated. In principle a researcher could simply conduct repeated placebo tests

for the effect of treatment in each individual time period – in each case, using an entirely different

donor pool resulting in varying power to detect effects. Of course, such a researcher would quickly

encounter a significant multiple testing problem and very likely risk inferring a false positive.

This problem becomes exacerbated even further when considering how to aggregate results from

multiple synthetic controls since, as discussed in the theory section, there are many equally valid

ways to aggregate results from two or multiple treated units with different treatment histories.

4It is important to note though, that as the covariate space increases, the computational challenge of optimization
becomes much harder and researchers are likely to encounter local minima when fitting synthetic controls.
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Figure 2: Effect of Stand Your Ground on homicide rates in Florida - Synthetic Control Estimates

What exactly is an average treatment effect on the treated when there are as many treatment
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histories as in Figure 1 Consider Figure 3 which conducts a similar exercise as in Florida, but for

a state that adopted an SYG law in 2006. Notably, here, the difference between variable donor

pool and fixed donor pool estimates is negligible. But both show weak to no effect over the period

under consideration.

But how should the Georgia and Florida effects be combined? In some sense, the entire point

of synthetic control methods is that this is an irrelevant question – the quantity of interest is

the unit- and time-level treatment effect, not the average. But rarely does one have enough data

to credibly identify such an effect. For making predictions about future outcomes, the effect of

treatment for Florida in 2007 is arguably less important than the distribution of effects than it

what the effect distribution is among the types of units likely to receive treatment. In the synthetic

control context, the problem becomes even more challenging as different synthetic controls have

differing levels of quality of fit!

Given these caveats, I would recommend synthetic control users consider aggregating estimates

in multiple-case studies to obtain an estimate of some form of average effect within the sample

and across time. Conducting placebo tests would entail similar procedures as in the single treated

unit case, researchers would then have to conduct multiple placebo tests with varying treatment

uptake points in proportion to sample treatment history distributions.

In many ways, the biggest advantage of synthetic control methods – the focus on estimating

effects for individual units and time periods – is also its greatest weakness in that the actual

quantity of interest becomes lost. Moreover, the quantity of interest dictates the power of the

statistical test, and researcher flexibility in choosing the QOI risks false positives. In the context

of Stand Your Ground laws, it may be that Florida is just an outlier by chance, or that there is

something unique about Florida versus Georgia or other states that caused SYG to have an effect

there in particular.

Conclusion

In the Conclusion I will likely conclude.
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Figure 3: Effect of Stand Your Ground on homicide rates in Georgia - Synthetic Control Estimates
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