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Abstract

This paper provides a model for analyzing the search behavior of agents
that are initially uncertain about their own prospects and that look for a
partner in a matching model. Positive experiences (many past offers) lead
the agents to act more selectively in the market, and the incentives for
selective behavior are determined in a stationary equilibrium of the entire
search market. We establish conditions for the existence of equilibria with
learning and we characterize features of optimal individual search behavior
in such markets. We show that agents are optimally more selective in
accepting offers than in proposing matches.

1 Introduction

When searching for a match either in the labor market or in other markets for
partners, past experiences determine how a person looking for a suitable match
assesses her future prospects. After a long unemployment spell without any
interest from the employers’ side, she may start wondering about her desirability
in the eyes of the employers. Conversely, after a large number of contacts from
head hunting firms, she may reasonably feel optimistic about future contacts.
As long as the agent searching for a match is uncertain about her prospects,
differences in past experiences lead to different market behavior. The agent is
more picky in her choice of acceptable partners if she has experienced a lot of
interest in the past.

In this paper, our aim is to set up and analyze the simplest possible model
capturing this phenomenon of learning from past search experience. The result-
ing model gives rise to equilibrium behaviors and outcomes that seem natural.
Conditional on staying in the market, the agents become more pessimistic about
their future prospects and accept matches with worse partners. Hence even after
conditioning on an agent’s type, her match quality is decreasing (in expectation)
in the time spent in the market prior to match.

To fix ideas, we consider a model where agents look for partners in a joint
project that requires a pair of agents to be completed.1 The agents have a binary
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1We comment later on other possible matching markets. For marriage markets, it makes

sense to consider bipartite matchings. In such cases, it is possible to vary e.g. whether both
sides or one side initiates the contact. Alternatively for workers and firms, we could consider
variations in the proposal rules and also degree of incomplete information on the two sides.
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type: their contribution to the project is either high or low. The key informa-
tional assumption we make is that the agents are initially uncertain about their
type. For example authors looking for collaborators on a research project may
all like their own research idea, but they understand that the potential partners
may see the ideas differently. For the baseline model, we assume that the type
of the agent is common in the sense that upon contact, the (common) type of a
searching agent is perfectly observable to the contacting partner. In the baseline
model we also assume that the payoff from a formed match is simply given by
the quality (i.e. the type) of the matching partner.2

To model the effect of past experiences we assume a random process of con-
tacts between the agents in continuous time with exponential discounting. Each
agent contacts another agent according to a Poisson process.3 Upon contact,
she learns the type of the potential matching target and decides on whether
to propose to form a match. We assume that proposals are observable to the
target, but the potential targets do not know if a contact without a proposal
took place. This allows us to set up the model in a straightforward manner.
The time of being single does not matter to the target, only to the agent. It is
relatively easy then to see that proposals from a high type are always accepted.
On the other hand it is always optimal to propose to high types. These decisions
being trivial, the question is what happens if an agent receives a proposal from
a low type, or has the chance to make a proposal to a low type. This leads to
a natural question.

How do agents learn? In most of the search models they do not. Because
there is nothing to learn. One exception is Anderson and Smith [2010]. There
agents are uncertain about their type. The true type is not observed upon
forming a match. In fact both partners do not know their type, only have a
probabilistic assessment of it. Each agent has a ”reputation”. After a match
has been formed, however, an outcome, which depends on the types of the
agents realises. From this inferences about quality can be drawn. Our model
is different. Because the potential partner observes the agent’s type, there is
information in the market before a match is formed.

Our agents are in one of two roles: proposer or target. If an agent proposes
and the proposal is rejected, she learns that she has a low type, because proposals
of high types are always accepted. Otherwise learning has a lot of similarities
with learning in Poisson experimentation models.

Beliefs are updated in two ways: continuously and discretely. First, for
the continuous update of beliefs, an agent draws an inference about his own
type by comparing the rate at which proposals arrive to the rate at which
proposals would arrive were she a high type. That is, the event of no proposal
means that the agent gets more pessimistic about her own type. Not receiving
proposals contains information over and beyond bad luck. In our model the
rate at which this happens will depend on Steady State, in stark difference to

2That is we rule out complementarities and utilities are not transferable, i.e. there is no
bargaining.

3Depending on the matching model, the Poisson parameter may or may not be endoge-
nously determined.
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Poisson experimentation models.
Second, beliefs can jump. We are concerned with agents that stay in the

market. That is, our focus is on agents that receive a proposal from other
agents with a low type (a proposal from an agent with a high type would always
be accepted and a match would be formed). Observe first that if agents with a
low type were to propose to all targets whenever the chance arises, nothing could
be learned from receiving a proposal from a low type. Equal treatment provides
no information. But if low types discriminate against low types, something can
be learned. It is then relatively more likely that a proposal was received because,
precisely, the agent has a high type. As a result beliefs jump.

We consider a symmetric steady state equilibrium of the game where a con-
stant flow µdt of agents with initial belief p0 on the event of being of high type
enter the game in each time interval of length dt. After entering the matching
market, the agents start learning about their type as described above. A key
observation is that the arrival of learning opportunities and hence the speed
of learning is determined as part of the steady state equilibrium. If all agents
behave similarly, a pair consisting of a proposal strategy and an acceptance
strategy together with the exogenous inflow of new types determines a steady
state distribution of beliefs for the model. In a symmetric equilibrium, these
strategies are optimal given the steady state distribution of other agents in the
model.

We establish the existence of a symmetric stationary equilibrium for the
model. If the Poisson arrival rate of contacts is low (relative to discounting),
then the unique equilibrium of the model is one where all contacts result in a
proposal and all proposals are accepted. Given the linear payoff structure, this
is also social surplus maximizing for the model. With frequent contacts, this
cannot be an equilibrium. As long as a positive fraction of the agents are of
high type and the value from being matched with a high type exceeds the value
from a match with a low type, it is better to propose and accept only if the
partner is of a high type. But this cannot be an equilibrium either. Each agent
learns that her type is low if her proposal is rejected. At this point, it is optimal
to accept a low proposal since at the conjectured strategies, no future proposals
are expected in equilibrium. But since a positive fraction of the agents that are
of high type have made a proposal, it is a profitable deviation for the low type
agents to propose to all agents.

We show that the symmetric equilibrium strategies take the following cut-off
form: An agent with posterior p on being high type accepts proposals from low
types if p ≤ p∗a and makes proposals to low types if p ≤ p∗b . It is interesting to
note that p∗a < p∗b . If we denote the updated belief of an agent with belief p
upon receiving a proposal or an acceptance from a low type partner candidate
by j (p) > p, we also have j(p∗a) < j(p∗b). In other words, agents are more picky in
their proposals than in their acceptances. This type of a bid-ask spread is a new
feature that arises from the asymmetric situation at the moment of acceptance.
The proposer has only partial control over the eventual outcome whereas the
target of a proposal is in full control of match formation.

It is far from a trivial task to compute the steady state for a pair of accep-
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tance strategies. The relevant balance equations for the stationary distribution
of beliefs feature a continuous part reflecting belief evolution in the absence
of offers and a jump part reflecting discrete updates in pt upon receiving an
offer. Solving for the stationary distribution involves finding a solution to a
jump differential equation, and the solution does not generally have a closed for
solution. Fortunately enough, the exact shape of the steady state distributions
is not terribly important for determining the qualitative features of equilibrium
behavior.

We show the existence of a stationary equilibrium by a fixed-point argu-
ment. We establish first that the Markov process of beliefs for each individual
agent is determined uniquely by the agent’s own strategy and a vector of five
population statistics summarizing the distribution of future opportunities. We
show that this induced process on beliefs has a stationary distribution. The key
step in the proof is that this stationary distribution is continuous in the param-
eters summarizing the aggregate behavior of other agents in the game. In the
final step, we recover new population aggregate parameters from the individual
steady state distribution of beliefs. Since we can show that the mapping from
the (compact and convex) set of aggregate parameters describing behavior in the
population into new aggregate parameters as recovered from the steady state
distribution of the beliefs induced by best responses is continuous, the existence
of a stationary equilibrium follows from Brouwer’s fixed-point theorem.

A proposal from a high type partner is always accepted in any optimal
acceptance strategy. Likewise, it is always optimal to propose to high type
targets. Hence it is enough to keep track of the probabilities with which each
type of player proposes to low type targets and accepts proposals from low
type proposers. These probabilities are sufficiently well-behaved to allow for an
existence proof for a symmetric equilibrium in the game. The equilibrium cutoff
beliefs determine the steady state and hence the expected payoffs to both types
of agents in the game. Unfortunately, the comparative statics of the cutoffs are
complicated in the parameters of the model, and we have to resort to numerical
assessments of the effects of exogenous changes in parameters.

1.1 Related Literature

This paper connects two literatures: the literature on search and matching and
Poisson experimentation models. This connection is novel but natural. In the
search and matching literature it is common to model the arrival of either mak-
ing a proposal or receiving a proposal as the arrival of Poisson process events4

(see for example Chade et al. [2017] for an excellent survey). Usually this is
a convenient modelling assumption. With idiosyncratic uncertainty, though,
learning similar to learning in Poisson experimentation models follows immedi-
ately.

Seminal papers in search and matching are Diamond, Diamond and Maskin
[1979] and Mortensen [1982]. These authors consider two search technologies:

4Often the distinction between proposing and receiving a proposal does not matter.
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linear and quadratic. In the linear case the number of searchers does not affect
the chances to form a match of an individual. In the quadratic case it does.
Every searcher increases the chance of an individual in the market to form a
match. In our model we focus on linear search technology.

Diamond and Maskin [1979] have a two period model in which agents can
agree to a contract which outlines the terms of a match and a divorce. That is
agents can keep on searching after a match. But a divorce is costly. They are
interested in efficiency of equilibria. Mortensen [1982] sets up a model, which is
technically close to ours. As in our model agents can propose or can be proposed
to. Since there is no uncertainty, and since the arrivals are governed by Poisson
processes, this can be modelled as a birth-death Markov model. Stationarity
and existence follow from standard theorems. In our model agents learn, hence
standard arguments do not apply.

In contrast to much of the literature we have binary types. For example,
Burdett and Coles [1997] demonstrate a pattern of assortative matching be-
tween partners in a model where agents have a type drawn from a continuous
distribution. All of these models assume complete information about the types
of players, and as a result, optimal behavior is stationary, and no learning ef-
fects are possible. Moreover with idiosyncratic uncertainty, matching is not
assortative.

Close to our model is Anderson and Smith [2010]. In their model agents are
also uncertain about their type. However, before a match is formed only the
”reputation” of a target, which is a probabilistic assessment of its quality can
be observed. Moreover, the target itself does not know its quality. Only after a
match has been formed, agents receive a signal that does depend on their true
quality and hence agents learn. Our model is different. Agents learn before they
decide to form a match. The assumption that types can be observed before a
decision is crucial in this respect.

Second, the literature on experimentation with Poisson bandits in dynamic
games provides the analytic framework for our learning model. Starting with
Cripps et al. [2004], much of this literature has focussed on models where a
team of agents learn about a common source of uncertainty and the economic
issue is the effect of informational externalities on the incentives to produce new
information.

Most papers in this literature assume a particularly simple learning struc-
ture: a perfectly revealing signal arrives randomly over time for one of two
possible types. This implies that the evolution of beliefs is very simple to ana-
lyze. Closest to our paper, Keller and Rady [2010] considers a model where both
possible types produce a partially informative signal. The evolution of beliefs
in this setting is similar to our model even though our model is not a standard
stopping game in the sense that the agents have the option of stopping the
search process only at random times (i.e. when they have received a proposal).

In contrast to the previous literature, uncertainty in our model is idiosyn-
cratic, i.e. learning is about a match specific variable. The aggregate distribu-
tion of types and beliefs is known in equilibrium and the strategic interaction
is not through informational externalities but through more direct payoff exter-
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nalities. No learning is possible if both types of other agents in the population
behave the same. The target learns about her true type only to the extent that
proposers discriminate in their offers between high and low type targets. The
proposers’ incentives must be determined in equilibrium. As a result, the scope
for learning is determined simultaneously in equilibrium with the optimal learn-
ing from others’ equilibrium behavior. Even though the analysis of the models
is completely different, this endogenous determination of learning incentives is
similar to the model of experimental and observational learning by Murto and
Välimäki [2011]

2 The Model

2.1 Agents, Types and Contacts

A continuum of agents i ∈ I are looking for partners to complete a task in
a continuous-time model with an infinite time horizon. New agents enter the
model at rate µdt in any time period of length dt. Each agent i has binary type
θi ∈ {H,L} and a fraction p0 of them are of type H. The agents are subject
to three types of random events: at rate ηdt, they get the chance to contact
another agent j (i) picked uniformly at random from the population, at rate
ηdt, another agent j gets a chance to contact i, and at rate rdt, the agents are
removed from the game (i.e. they die at an exogenous rate rdt).

When an agent receives an opportunity to make an offer to form a match,
she observes perfectly the type of the potential target. The target observes any
offer made, but crucially to our learning model, the target does not observe
matching opportunities that do not result in an offer. If an offer is made and
accepted, a match is formed and the pair of agents is removed from the matching
market. If an offer is made, but not accepted, the two agents return to the pool
of searching agents.

At birth, each agent knows her birth date, t0 and holds a prior belief on
her own type that is consistent with the population fractions. In other words,
at the beginning of their life, all agents i have prior belief pi (t0) = p0 on the
event {θi = H}. The agents accumulate experience in the matching market as
time goes on. The experience is contained in the history hi (t) for agent i that
is defined for all periods t ≥ t0 where agent i remains alive and unmatched.
The history hi (t) is simply a list of dates {τBi (t) , τAi (t)} with τk ∈ [t0, t] for
k ∈ {B,A} with the interpretation that at all τBi < t the agent made an offer
(and was rejected since the agent is still in the pool of searching agents) and
at τAi < t, she received a proposal and rejected it (since the match was not
formed). The agents make decisions at (random) dates t = τki for some k and
we let hB

i

(
τBi

)
and hA

i

(
τAi

)
denote the histories at the dates when decisions

are taken.
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2.2 Information, Strategies and Payoffs

Each agent learns about her type by accumulating a history. Receiving an offer
is informative about i′s own type if other agents in the model make offers to
agents of different types with different probabilities. In the analysis of our game,
we concentrate on a stationary equilibrium where the probabilities with which
agent i of type θi receives an offer in any interval [t, t+∆] depends only on ∆.
Under this assumption, each agent i faces a Markovian decision problem where
the posterior belief p (hi (t)) := Pr{θi = H |hi (t)} serves as a state variable. In
the following section, we show how this belief is determined by continuous-time
Bayesian updating.

Denote the potential target of agent i by j (i) if i has the chance to propose.
Similarly, let j−1 (i) denote the identity of the agent that has proposed to i. A
stationary pure strategy for agent i is a pair of functions

bi : [0, 1]× {H,L} → {0, 1},
ai : [0, 1]× {H,L} → {0, 1},

where bi (pi, θ) = 1 indicates that agent i makes a proposal to j (i) of of type
θj(i) = θ if she has a chance to propose when her posterior on her own type.
If bi (pi, θ) = 0, then at posterior pi, agent i does not propose to j (i) of type
θ. Similarly ai (pi, θ) = 1 indicates that i accepts offers from a proposer of
type j−1 (i) of type θ at posterior pi and ai (pi, θ) = 0 implies that those offers
are rejected. We adopt here the convention that the posterior of i is measured
before receiving the proposal. In order to make the notation more transparent,
we also write bθi (pi) := bi (pi, θ) and aθi (pi) := ai (pi, θ) .

If i proposes to j (i), and the proposal is accepted, then i and j (i) exit the
game and collect payoffs of vθj(i)

and vθi respectively. If i accepts a proposal

from j−1 (i) , then the two exit with payoffs vθj−1(i)
and vθi respectively. If i

dies before any of her offers is accepted and before she accepts any offers, then
i gets payoff 0. We denote the payoff from a match with a high type by vH and
the payoff from a match by vL. vH > vL.

2.3 Stationary Population Equilibrium

We analyze stationary symmetric pure strategy equilibria of our model. In a
symmetric stationary equilibrium the aggregate distribution of agents’ posterior
beliefs remains unchanged over time and the agents use stationary strategies,
i.e. strategies conditioning only on the current posterior belief pt and the type
of the potential matching partner:

bθ : [0, 1] → {0, 1},
aθ : [0, 1] → {0, 1}.

We assume that contacts are formed independently over time according to
the stationary fraction of agents of each type in the population. We denote the
fraction of agents of type H in the population by q so that the probabilities of
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realized type pairs {(H,H) , (L,L), (H,L), (L,H)} in the matches are given by

{q2, (1− q)
2
, q (1− q) , (1− q) q}.

In the next section, we show that the stationary distribution of beliefs F (p)
together with a symmetric equilibrium profile (aθ, bθ) determines uniquely a
Markov process of individual beliefs pt. In other words, in a stationary model,
the population distribution of posterior beliefs, and the stationary proposal and
acceptance strategies determine the evolution of beliefs for each agent as long
as they remain active searchers in the model.

A stationary population equilibrium of the model is a symmetric pure strat-
egy profile

(
aθ, bθ

)
and an invariant distribution F (p) of beliefs p ∈ [0, 1] such

that
(
aθ, bθ

)
the payoff of each agent give the distribution F (p) of posteriors in

the population and given that all other agents’ strategies are given by
(
aθ, bθ

)
3 Analysis

All payoffs in the model are determined at the moment of matching or exit. If all
other players in the model are using stationary strategies and if the distribution
of other agents’ posterior beliefs about their own type remains constant over
time, the individual decision problem of each agent is a Markovian decision
problem with own posterior as the state variable. Standard results in dynamic
programming imply that such problems have optimal policies in stationary pure
strategies. Hence we shall use the individual posterior belief pt on the agent’s
type being H as the state variable of our model.

We start with an easy observation on optimal individual behavior: It is
always optimal to accept a proposal from type H proposers, and it is also
optimal to always propose to type H targets. The first part is a triviality since
acceptance gives a payoff of vH and this is an upper bound for all payoffs in the
model. The second part follows since by the first part, in any equilibrium having
one’s proposal rejected reveals the proposer’s type to be low. Since accepted
proposals result in a payoff of vH and since rejections imply continuation beliefs
that assign propbability 1 on the true type, the claim follows since continuation
play with degenerate beliefs on the true θ result in the highest continuation
payoffs. Hence we shall concentrate in our analysis on whether it is optimal to
accept or reject proposals from type L proposers, and whether it is optimal to
propose to type L targets.

Let βk, k ∈ {H,L} be the probability that an agent i with a low type
receives a proposal from a randomly drawn agent j−1 (i) of type k. Similarly,
let αk be the probability that a randomly drawn agent with type k accepts a
proposal from a low type and let q be the fraction of agents of type H in the
market. These five aggregate statistics (αk, βk, q) for k ∈ {H,L} are sufficient
for the determination of individual posteriors. In the next section, we shall
make the connection between (αk, βk, q) and the invariant distribution of agents’
posteriors in the stationary equilibrium.
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3.1 Beliefs

For each agent in the game, beliefs on one’s own type are determined by the
two proposal processes. The evolution is quite different depending on whether
agent i has the chance to make a proposal or if she is a potential target for a
proposal. The difference stems from the fact that we have assumed that agents
do not know whether another agent has the chance to propose unless a proposal
is actually made.

Beliefs for a Proposer Suppose an agent has the chance to make a proposal.
If he decides not to, there is nothing to be learned about her own type, and
posterior beliefs equal prior beliefs. If, however, the agent makes a proposal,
it either gets accepted and the agent exits, or rejected. The former case is of
no interest to us, it suffices to notice, that acceptance is not fully revealing
about the agent’s type in general. Nevertheless, the payoff resulting from being
accepted by j (i) is always θj(i). In the latter case, the agent learns that she has
a low type, independently of the quality of the agent the proposal was made to.

Beliefs for an Agent Proposed to Consider next an agent who makes no
proposal and receives no proposal. We use Baye’s rule to determine this agent’s
posterior belief. First, in the absence of a proposal, the agent’s beliefs evolve
continuously. Assume that there is no proposal during a time interval (t, t+ dt]
and denote this event by NP. This agent’s belief at time t+ dt are given by5

pt+dt = P (θ = H|NP ) =
P (NP |θm = H)P (θ = H)

P (NP )

Conditional on a high type, the event of no proposal is due to no arrival of
a proposer, because all proposers would offer to an agent with a high type as
argued above. Thus the probability of this event is 1− ηdt. If the agent has a
low type, some proposers may not propose upon getting the chance to propose.
The probability of facing such a proposer, is q(1− βH) + (1− q)(1− βL). Thus
the probability of not receiving a proposal, conditional on being a high type, is
given by 1− ηdt+ ηdt(qβH + (1− q)βL). We therefore obtain

pt+dt − pt = − pt(1− pt)ηdt [q(1− βH) + (1− q)(1− βL)]

1− ηdt+ (1− pt)ηdt [q(1− βH) + (1− q)(1− βL)]
,

which by the usual arguments leads to the law of motion

ṗt = −η [q(1− βH) + (1− q)(1− βL)] pt(1− pt)

= −η(q(1− βH) + (1− q)(1− βL))pt(1− pt). (1)

Consider next an agent, who receives a proposal from a low type. We denote
this event by PL. By Bayes’ rule

j(p) ≡ P (θ = H|PL) =
P (PL|θ = H)P (θ = H)

P (PL)
.

5We suppress the dependence on history and the agent’s prior.
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Conditional on a high type, the agent always receives a proposal. Hence the
probability of a proposal to a high type, by a low type, is given by ηdt(1 − q).
To a low type only those low types, who are pessimistic enough about their own
type, make a proposal. This happens with probability ηdt(1 − q)βL. Thus we
have

j(p) =
ηdt(1− q)p

ηdt [(1− q)p+ (1− p)(1− q)βL]

=
p

p+ (1− p)βL

(2)

Thus whether beliefs jump depends on the probability βL. If it is equal to one,
the posterior equals the prior, otherwise there is an upward jump in beliefs. In
our model, since agents do not know their type, the fraction of agents with a low
type βL that does not propose to agents with a low type is in general strictly
positive, βL < 1 and hence beliefs jump.

To understand the jump, note that smaller βL, that is the more low types
discriminate against low types, the larger is the continuous downward drift of
beliefs. In a sense the jump in belief compensates for the downward drift that is
objectively too large. The fact that a proposal from a low type is received has
informational content when low types discriminate against low types. Compared
to a situation where this is not the case, it is now relatively more likely that such
a proposal was received precisely because one has a high type. This leads to the
discontinuous revision of beliefs upwards, provided of course that the proposal
from the low type is rejected.

3.2 Bellman Equation.

We derive next the Bellman equation for the general model. We present an
argument, which is based on a discrete time approximation. Alternatively, we
could obtain the same result by directly appealing to the Ito-Doeblin Formula
for jump-diffusion processes.

Consider a time interval (t, t + dt]. In this interval both the arrival of two
Poisson processes or two arrivals of one process are of order o(dt2). We therefore
need to consider three different possibilities: (1) the agent can make a proposal,
(2) the agent receives a proposal and (3) the agent can neither make or receive
a proposal. The continuation payoff for the first event is given by

ηdt {q [pvH + (1− p)αHvH + (1− p)(1− αH)V (0)]

+ (1− q)
[
bL (p) (pvL + (1− p)αLvL + (1− p)(1− αL)V (0))

+(1− bL (p))V (p′)
]}

The continuation payoff in the second event is

pηdt
[
qvH + (1− q)

(
aL (p) vL + (1− aL(p) (p))V (j(p))

)]
+ (1− p)ηdt

[
qβHvH + (1− q)βL

(
aL (p) vL + (1− aL (p))V (j(p))

)]
+ (1− p)ηdt [q(1− βH) + (1− q)(1− βL)]V (p′)
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In words: If the agent has a high type, all participants in the market make a
proposal. If the proposer has a high type, the agent accepts and the payoff
is vH . If the proposer has a low type, the agent has to decide whether to
accept a payoff of vL, or to reject and beliefs jump to j(p). If the agent has a
low type, only agents pessimistic enough about their own type propose. With
probability q the proposer has a high type. With probability βH the proposer is
pessimistic enough to make a proposal. This is accepted and payoff is vH . With
probability 1 − q the proposer has a low type and she makes a proposal with
probability βL. The agent then decides whether to accept or reject it. Finally,
conditional on the arrival, the agent does not receive a proposal with probability
q(1− βH) + (1− q)(1− βL). It is convenient to rewrite the continuation value
as follows:

ηdt
[
qvH(p+ (1− p)βH) + (1− q)(p+ (1− p)βL)(a

L (p) vL

+ (1− aL (p))V (j(p)))
]
+ (1− p)ηdt [q(1− βH) + (1− q)(1− βL)]V (p′)

The continuation payoff in the third event is

(1− ηdt)(1− ηdt)V (p′)

Continuation payoffs are discounted at the exit rate and hence the discount
factor between periods at time interval dt from each other is 1− rdt. This gives
the discrete Bellman equation:

V (p) = max
bL(p),aL(p)

{ηdtq [pvH + (1− p)αHvH + (1− p)(1− αH)V (0)]

+ ηdt(1− q)
[
bL (p) (pvL + (1− p)αLvL + (1− p)(1− αL)V (0)) + (1− bL (p))V (p)

]
+ ηdt

[
qvH (p+ (1− p)βH) + (1− q) (p+ (1− p)βL)

(
aL (p) vL + (1− aL (p))V (j(p))

)]
+(1− p)ηdt [q(1− βH) + (1− q)(1− βL)]V (p′) + (1− rdt)(1− ηdt)(1− ηdt)V (p′)}

By usual dynamic programming arguments, it can be shown that the above
Bellman equation has a unique solution V (·) .

Division by dt and letting dt → 0 yields the continuous time Bellman equa-
tion

− Vp(p)
dp

dt
+ V (p)(r + 2η − (1− p)η(q(1− βH) + (1− q)(1− βL))) (3)

= max
bL(p),aL(p)

{ηq [pvH + (1− p)αHvH + (1− p)(1− αH)V (0)]

+ η(1− q)
[
bL (p) (pvL + (1− p)αLvL + (1− p)(1− αL)V (0)) + (1− bL (p))V (p)

]
+η

[
qvH (p+ (1− p)βH) + (1− q) (p+ (1− p)βL)

(
aL (p) vL + (1− aL (p))V (j(p))

)]}
,

where we denote by Vp(p) the right derivative of V (p)with respect to p. The
existence of right derivatives follows from the convexity of V (p) which is shown
in the next lemma.

Lemma 1 The value function V (p) is continuous, convex, and strictly increas-
ing in p if αk < 1 or βk < 1 for some k.

11



Proof. To show convexity, consider two beliefs p and p′. Let α ∈ [0, 1] and
pα = αp + (1 − α)p′. We want to show that for any α ∈ [0, 1], V (pα) ≤
αV (p) + (1−α)V (p′). Let (aα,bα) be the path of optimal decisions starting at
belief pα. Let WH(a,b) be the expected payoff from an arbitrary path (a,b)
of decisions conditional on the type being high and WL (a,b)be the expected
payoff conditional on the type being low. Then V (pα) = pαWH(aα,bα) + (1−
pα)WL(aα,bα). Since these decisions are feasible, it follows by optimality that

V (p) ≥ pWH(aα,bα) + (1− p)WL(aα,bα)

V (p′) ≥ p′WH(aα,bα) + (1− p′)WL(aα,bα)

Hence, summing

αV (p) + (1− α)V (p′) ≥ αpWH(aα,bα) + α(1− p)WL(aα,bα)

+ (1− α)p′WH(aα,bα) + (1− α)(1− p′)WL(aα,bα)

= pαWH(aα,bα) + (1− pα)WL(aα,bα) = V (pα).

Continuity at p < 1 follows from continuity and continuity at p = 1 follows
from ṗ = p (1− p) and j (1) = 1. To see that V is strictly increasing, it is
sufficient to note that Vp (0) > 0. This follows from the fact that for p > 0, the
proposals by the agent are accepted with a higher probability (since the agent
is of type H with positive probability at p > 0) if αk < 1 and she gets more
offers from high types if βk < 1.

Our first substantial result characterizes the solution to the optimization
problem in the above Bellman equation. As usual for problems involving dy-
namic beliefs, the solution turns out to have a characterization in terms of
threshold strategies.

Proposition 2 For all (q, αH , αL, βH , βL) , the dynamic maximization problem
has an optimal solution in terms of threshold policies, i.e. there exist p∗b and
p∗a such that bL (p) = 1 ⇔ p ≤ p∗b and aL (p) = 1 ⇔ p ≤ p∗a. Furthermore, if
βL < 1 or βH < 1, then these thresholds are uniquely determined.

Proof. By the monotonicity and convexity of V (p) , this follows by inspecting
the Bellman equation.

The above lemma and proposition imply the following immediate corollary.

Corollary 3 The value function V (·) is linear for p ≤ min{p∗a, p∗b} and strictly
convex for p ≥ min{p∗a, p∗b} if max{p∗a, p∗b} > 0.

Proof. Given the cutoff nature of the optimal strategies, the belief of the
agent stays within [0,min{p∗a, p∗b}] until a match is formed. By Proposition 2,
the optimal action in the dynamic program is constant for p ≤ min{p∗a, p∗b}.
Letting V k be the value from choosing the constant action given that own type
is k ∈ {H,L}, we have

V (p) = pV H + (1− p)V L for p ≤ min{p∗a, p∗b}.

12



For p ≥ min{p∗a, p∗b}, the claim is trivial if p∗a = p∗b = 1. For p ≥ min{p∗a, p∗b} >
0, strict convexity follows by differentiating the Bellman equation and using the
envelope theorem.

4 Stationary Population Equilibria

The model gives rise to two qualitatively different Steady States. In one class
agents are willing to propose to and accept proposals from low types when they
enter the market. It follows that in these Steady States there is no learning,
hence there is no delay. Whenever agents are given the chance they form a
match. These class of Steady States is efficient, because this is precisely what
a social planner would do, given that high and low types are assigned the same
weights. Search is not profitable and hence there is no delay in the formation
of matches. There are various reasons why search may not be profitable: the
payoff difference vH − vL may be too small, agents may be too impatient, the
meeting rate η is low, or the fraction of entrants with a high type, p0 is too low.
In all of these cases, it is optimal to forgo a potential better match in the future
and form a match at the earliest possible point in time.

In the second class of Steady States search is worthwhile and hence agents
do not accept a proposal from a low type or propose to a low type when they
enter the market. As a consequence agents learn, because agents with a high
type and agents with a low type are treated differently.

4.1 Stationary Equilibrium without Learning

The following proposition characterises the stationary population equilibrium
when the agents are willing to propose to low types and accept offers from low
types at the moment when they enter the market. If all other agents also behave
according to such strategies, there is no room for learning in the model since
agents of both types are treated equally. We denote by mk the mass of agents
of type k in the population of searching agents. We also let m = mH +mL.

Proposition 4 If p0 ≤ rvL

2η(vH−vL)+2 , then in the unique stationary population

equilibrium, all agents propose to low types and accept offers from low types.

Proof. Suppose that other agents in the market always propose to low types
and accept proposals from low types, i.e. αH = αL = βH = βL = 1. If
the fractions of different types of agents in the market are in steady state, we
have the following balance equations for the fractions of types H and L in the
population:

µp0 = (η(2q + 2(1− q)) + r)mH =⇒ mH =
µp0

2η + r

µ(1− p0) = (η(2q + 2(1− q)) + r)mL =⇒ mL =
µ(1− p0)

2η + r
,

13



and the total mass of searchers in Steady State is m = µ
2η+r . Since there is no

learning and all offers are accepted, the value function of an agent is given by

V (p)(r + 2η) = max
bL(p),aL(p)

{
ηqvH + η(1− q)(bL (p) vL + (1− bL (p))V (p))

+ ηqvH + η(1− q)(aL (p) vL + (1− aL (p))V (p)
}

using the fact that beliefs do not change, hence there is no continuous update and
there are no jumps. From this equation it directly follows that aL (p) = bL (p).
If aL (p) = bL (p) = 0 the value is

V (p) =
2ηqvH
r + 2ηq

.

If aL (p) = bL (p) = 1, the value is

V (p) =
2ηqvH + 2η(1− q)vL

r + 2η
.

Thus it is optimal to propose (and accept) to low types iff

q ≤ rvL
2η(vH − vL)

.

Observe that this relation also results from the requirement that

2ηqvH
r + 2ηq

≤ vL,

i.e. the value of accepting vL immediately exceeds the value from continuing to
search for a type H match.

In Steady State, we must have q = p0 and hence if p0 ≤ rvL

2η(vH−vL) no agent

has an incentive to deviate from the strategy of proposing to low types and
accepting proposals from low types at any time. It follows that αH = βH =
αL = βL = 1.

Conversely, assume that αk < 1 or βk < 1 for some k in some stationary
population equilibrium of the model. Since all offers from high types are accepted
and since it is optimal to propose to all high type targets (and exit rates are
uniform across types), more than fraction p0 of the agents leaving the market are
of type H. By the balance equations, this implies that q < p0. Furthermore, we
know that for a fixed q, the payoff to an individual searcher is maximized when
αH = βH = αL = βL = 1 since in this case, the searcher is free to choose any
potential matching partner across all searches. Since with q < p0 ≤ rvL

2η(vH−vL)

implies that

max

{
2ηqvH + 2η(1− q)vL

r + 2η
,
2ηqvH
r + 2ηq

}
< vL,

and the left hand side is an upper bound for the continuation value, aL (p) = 1 is
optimal for all p. But this implies that αH = αL = 1 and as a result, proposals
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are always accepted. Hence the above argument also implies that bL (p) = 1 is
optimal for all p.

The last proposition makes it explicit when search is not worthwhile. If
the prior p0 is low, the inflow of agents consists mostly of agents with a low
type, which depresses the incentives to search. Equally, if the payoff difference
vH − vL is low, searching for a high type is not profitable. Impatient agents will
not search either.

The prior p0 affects the value of an agent only indirectly via the average
quality q of agents in the market. The higher the prior, the better is the compo-
sition and hence an agent profits from higher priors, simply because the relative
likelihood of being matched with an agent with a high type increases.

There are no delays from learning in these steady states. The only delay is
due to the search friction, it takes some time before a proposal or the chance
to make a proposal arrives. These steady states are thus efficient. This result
is due to our assumption, that there are no complementarities in the payoffs.
With complementarities the picture could be different and the efficient solution
might involve optimal rejections if the combined value realized from (H,H) and
(L,L) matches exceeds the values from two (H,L) matches by a large enough
amount.

4.2 Stationary Population Equilibria With Learning

In this section, we connect the aggregate variables (αk, βk, q) and the optimal
individual behavior in the market as summarized by the equilibrium pure strat-
egy profile

(
bθ (p) , aθ (p)

)
. Our starting point here is that we posit the existence

of an invariant distribution of posterior beliefs F (p) . The main result in this
section is the existence proof for such invariant distributions.

Since p is derived from Bayes’ rule, we know that the invariant distribu-
tions FH (·) and FL (·) for the high and low type agents’ posteriors respectively
satisfy:

dFH (p) = pdF (p) , dFL (p) = (1− p) dF (p) .

Recalling our result that the optimal strategies can be taken to be of threshold
type, we have:

βH =

∫ p∗
b

0
pdF (p)∫ 1

0
pdF (p)

, βL =

∫ p∗
b

0
(1− p)dF (p)∫ 1

0
(1− p) dF (p)

, (4)

and

αH =

∫ p∗
a

0
pdF (p)∫ 1

0
pdF (p)

, αL =

∫ p∗
a

0
(1− p)dF (p)∫ 1

0
(1− p) dF (p)

.

4.2.1 Optimal Decisions

Agents have to make two decisions: whether to accept a proposal from a low
type and whether to make proposals to targets with low type. We again find
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that the optimal rule is a cutoff rule. We denote the cutoff for acceptance, as
before, by p∗a and the cutoff at which agents start to make proposals to low
types by p∗b .

Before we actually proceed to the characterisation of these cutoffs, we prove
one robust feature of every non-trivial equilibrium, by which we mean that
agents do not accept and make proposals immediately upon entry. We take a
first order condition of the Bellman equation with respect to aL (p) and bL (p):

aL (p) = 1 ⇐⇒ vL ≥ V (j(p))

bL (p) = 1 ⇐⇒ pvL + (1− p) [αLvL + (1− αL)V (0)] ≥ V (p)

It is also of interest to evaluate the first order conditions at the extreme beliefs.
For p = 0, we find that

aL (0) = 1 ⇐⇒ vL ≥ V (0)

bL (0) = 1 ⇐⇒ [αLvL + (1− αL)V (0)] > V (0) ⇐⇒ αL(vL − V (0)) > 0

Hence if αL ̸= 0, the first order conditions coincide at p = 0 and so must the
optimal choices at p = 0. On the other hand αL = 0 implies that proposals from
low types are never accepted and thus bL (0) can be chosen arbitrarily as the
continuation payoff from making a proposal is equal to the continuation payoff
from not making a proposal, V (0). Evaluating at p = 1 leads to

aL (1) = 1 ⇐⇒ vL ≥ V (1)

bL (1) = 1 ⇐⇒ vL > V (1),

because j(1) = 1. Therefore the optimal choices also coincide at p = 1. The
common feature of these two extreme beliefs is that the agent knows her type,
i.e. there is no idiosyncratic uncertainty. It immediately follows that in the
absence of this uncertainty, there can only be one cutoff. The belief at which an
agent starts to make a proposal to a low type coincides with the belief at which
she is ready to accept a proposal from a low type. Average quality q and the
probabilities αH , αL, βH , βL are determined in equilibrium. In the next Lemma
we fix these quantities and derive a condition, which ensures that the cutoffs
are interior. For this it is sufficient to establish that aL (0) = bL (0) = 1, while
aL (1) = bL (1) = 0. The first equality guarantees that a low type accepts and
proposes to low types, while the second guarantees that a high type does not
immediately accept and propose to a low type. The Lemma shows how these
depend on the primitives of the model, the payoffs vL and vH , the exit rate r
and the arrival rate η.

Lemma 5 Let q > 0, αH > 0 and βH > 0 be given. The value at p = 0 is

V (0) =

{
qvH

ηαH+ηβH

r+q(ηαH+ηβH) if aL(0) = bL(0) = 0
qvH [ηαH+ηβH ]+(1−q)vL[ηαL+ηβL]

r+η(qαH+(1−q)αL)+η(qβH+(1−q)βL) if aL(0) = bL(0) = 1,
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while the value at p = 1 is

V (1) =

{
2ηqvH
r+2ηq if aL(1) = bL(L) = 0
2η(qvH+(1−q)vL)

r+2η if aL(1) = bL(1) = 1.

It is optimal to choose aL(0) = bL(0) = 1 and aL(1) = bL(1) = 1 if and only if

rvL
η(αH + βH)(vH − vL)

> q >
rvL

2η(vH − vL)

Whenever this condition is satisfied, V (0) < vL.

Proof. See Appendix Section 6.1.
From the last Lemma we can derive have the following Proposition.

Proposition 6 In any equilibrium with interior cutoffs there is a bid ask-
spread, that is p∗a < p∗b .

Proof. By Lemma 1, V (p) is strictly convex in p for p ≥ min{p∗a, p∗b}. Suppose
first that p∗a = p∗b . The first order conditions are V (j(p∗a)) = vL and V (p∗b) =
p∗bvL + (1− p∗b)(αLvL + (1−αL)V (0)). Combining these two equalities leads to

V (p∗b) = (p∗b + (1− p∗b)αL)V (j(p∗b)) + (1− p∗b)(1− αL)V (0).

Let ξ = p∗b + (1 − p∗b)αL and note that p∗b = ξj(p∗b) + (1 − ξ)0 since ξj(p∗b) =

(p∗b + (1− p∗b)αL)
p∗
b

p∗
b+(1−p∗

b )αL
by definition of j(p). Therefore,

V (ξj(p∗b) + (1− ξ)0) = ξV (j(p∗b)) + (1− ξ)V (0).

Since V (p) is strictly convex in p for p ≥ min{p∗a, p∗b}, the last equality cannot
hold. It follows that p∗a ̸= p∗b .

Let jM (p∗b) denote the updated posterior if a proposal made at posterior
p∗b is accepted by a low type target. Since the agent is indifferent between
proposing and not proposing at p∗b , and since V is convex, we know that
(0, V (0)) , (p∗b , V (p∗b)) and

(
jM (p∗b) , vL

)
all lie on the same line segment. Since

V is strictly convex for p ≥ min{p∗a, p∗b}, We know that V
(
jM (p∗b)

)
> vL. Since

V is strictly increasing, this implies that j (p∗b) < jM (p∗b) . If p
∗
a > p∗b , and the

αk and βk are derived from the steady state distribution, then αL > βL. But
in this case jM (p) < j (p) and we have a contradiction.

4.3 Solving the Bellman Equation

In this Section we explicitly solve for the value functions. This is not standard
and interesting in its own right. The stopping problem is not standard, so
common proofs establishing the validity of Smooth Pasting do not apply. We
use continuity for Value Matching and use the system of first order conditions for
the determination of the cutoffs. Full knowledge of the system that determines
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the cutoffs (p∗a, p
∗
b) is crucial for comparative statics and the simulation of the

model.
The above proposition establishes that p∗a < p∗b . We continue by partitioning

the set of beliefs into the intervals I1 = [0, p∗a], I2 = (p∗a, p
∗
b ] and I3 = (p∗b , 1]. An

agent with a belief in I1 both accepts and proposes to low types. An agent with
a belief in I2 proposes to low types but does not accept low types. Finally, if
beliefs are in I3 low types are neither proposed to nor is their proposal accepted.

For beliefs in I1, the Bellman equation is an ordinary differential equation,
and we can derive the solution by standard arguments. For beliefs in I3 the
Bellman equation is a diffeo-differential equation. Note that jumps from p ∈ I3
are into a belief j(p) ∈ I3, that is into the same interval. To obtain a solution,
we guess a candidate value function and prove that it indeed solves this diffeo-
differential equation. To ease the notation it is useful to define the following
two variables:

v1H ≡ 2η (qvH + (1− q)vL)

r + 2η

v1L ≡ η
(q(1− αH) + (1− q)(1− αL))V (0)

r + η + η(qβH + (1− q)βL)
+

qvH (ηαH + ηβH)

r + η + η(qβH + (1− q)βL)

+
(1− q)vL (η(qαH + (1− q)αL) + η(qβH + (1− q)βL))

r + η + η(qβH + (1− q)βL)

v1H is the value, conditional on a high type, from both proposing to and accepting
from low types. v1L is the value from the same strategy, condition on a low type.
If an offer is rejected, the continuation value is V (0), otherwise one obtains a
high value if either one makes an offer to a high type that is accepted or receives
an offer from a high type that one accepts. For any of these events the high
type must be pessimistic enough. If this is not the case the value is vL. The
next Lemma makes clear that pvH1 + (1 − p)vLH is a particular solution for the
Bellman equation on I1. We define the equivalent variables for p ∈ I3

v3H =
2ηqvH
r + 2ηq

,

v3L =
η (αH + βH) qvH + ηq(1− αH)V (0)

r + ηq + ηβH

.

The next Lemma states the solutions for the value functions on the intervals I1
and I3.

Lemma 7 The value function for p ∈ I1, denoted by V 1(p) is given by

V 1(p) = C1pΩ(p)
γ1 + pv1H + (1− p)v1L

where γ1 ≡ r+2η
η(q(1−βH)+(1−q)(1−βL)) and C1 is the constant of integration. For

p ∈ I3, the solution to the Bellman equation is given by

V 3(p) = C3pΩ(p)
γ3 + pv3H + (1− p)v3L
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where C3 is the constant of integration and γ3 is the positive solution of

r + ηq + η − η(q(1− βH) + (1− q)(1− βL))γ3 = η(1− q)β
γ3

L

Proof. It is easy to verify that V 1(p) and V 3(p) satisfy the Bellman equation
for p ∈ I1 and p ∈ I3 respectively.

For p ∈ I2 beliefs jump. We show next that for any p ∈ I2, j(p) ∈ I3, that
is jumps are into the third interval.

Lemma 8 In any equilibrium, in which beliefs jump, p ∈ I2, j(p) ∈ I3.

Proof. At the cutoff p∗a the agent is indifferent between accepting and rejecting
a proposal from another agent with a low type. The indifference condition is
V (j(p∗a)) = vL. At belief j(p

∗
a) it would be optimal to propose to agents with a

low type if j(p∗a)vL + (1− j(p∗a)) [αLvL + (1− αL)V (0)] > V (j(p∗a)). Using the
indifference condition in this inequality yields

j(p∗a)vL + (1− j(p∗a)) [αLvL + (1− αL)V (0)] > V (j(p∗a)) = vL

⇐⇒ (1− j(p∗a))(αLvL + (1− αL)V (0)) > (1− j(p∗a))vL

⇐⇒ (1− αL)(V (0)− vL) > 0

which is violated for all αL ∈ [0, 1), because V (0) < vL as shown in Lemma 5.

Therefore a jump in belief leads to a continuation value V 3(j(p)) for any
p ∈ I2 and therefore enters the Bellman equation for beliefs p ∈ I2. Since
the optimal policies on I2 and I3 are not the same, we must slightly modify the
usual argument. The key observation is that we can use the value function V 3(p)
to transform the diffeo-differential equation on I2 into an ordinary differential
equation. In analogy to before, we define

v2H ≡ 2ηqvH + η(1− q)vL
r + 2η

v2L ≡ ηq(αH + βH)vH + ηq(1− αH)V (0)

r + η + η(qβH + (1− q)βL)

+
(1− q)(1− αL)V (0) + η(1− q)αLvL

r + η + η(qβH + (1− q)βL)

The next Lemma states the solution of the Bellman equation for beliefs p ∈ I2.

Lemma 9 Let p ∈ I2. The value function V 2(p) for such beliefs is given by

V 2(p) = C2pΩ(p)
r+2η

η(q(1−βH )+(1−q)(1−βL)

+
r + ηq + η − ηγ3(q(1− βH) + (1− q)(1− βL)

r + 2η − ηγ3(q(1− βH) + (1− q)(1− βL)
C3pΩ(p)

γ3

+ p

(
v2H +

η(1− q)

r + 2η
vH3

)
+ (1− p)

(
v2L +

η(1− q)βL

r + η + η(1− βL)
vL3

)
with C2 ∈ R a constant of integration.
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Proof. See the Appendix Section 6.2
Thus, as one may have suspected, the cutoffs p∗a and p∗b cannot be determined

independently from each other. We define V (p) ≡ V k(p) for p ∈ Ik, k = 1, 2, 3.
In the next Proposition state the system determines the constants of integration
together with the cutoffs p∗a and p∗b . We first use Value Matching at the cutoffs
to determine the two constants of integration C2 and C3. Note that C1 = 0,
because the value is bounded. We then use the optimality conditions V (j(p∗a)) =
vL and V (p∗b) = p∗bvL + (1− p∗b)(αLvL + (1−αL)V (0)) to pin down the cutoffs.

Proposition 10 The optimal cutoffs p∗a and p∗b satisfy the system of equations

V (j(p∗a)) = vL

V (p∗b) = p∗bvL + (1− p∗b)(αLvL + (1− αL)V (0))

The constants of integration C2 and C3 are given by

C2 =
Ω(p∗b)

γ3p∗b(p
∗
a(yH − yL) + yL)(−1 + ρ) + Ω(p∗a)

γ3p∗a(p
∗
b(xH − xL) + xL)ρ

p∗ap
∗
b

(
Ω(p∗a)

r+2η
βη Ω(p∗b)

γ3(−1 + ρ)− Ω(p∗a)
γ
3Ω(p

∗
b)ρ

)

C3 = −
Ω(p∗a)

r+2η
βη (p∗a(p

(
bxH − xL) + xL) + Ω

r+2η
βη p∗b(p

∗
a(yH − yL) + yL)

p∗ap
∗
b

(
Ω(p∗a)

r+2η
βη Ω(p∗b)

γ3(−1 + ρ)− Ω(p∗a)
γ
3Ω(p

∗
b)ρ

)
with β ≡ q(1−βH)+(1−q)(1−βL), ρ ≡ r+η(1+q−γ3βL)

r+η(2−γ3βL) , yH ≡ −
(
v2H +

(1−q)v3
H

r+2η − v1H

)
,

yL ≡ −
(
v2L +

η(1−q)v3
LβL

r+η+η(qβH+(1−q)βL
− v1L

)
, xH = −

(
v3H −

(
v2H +

η(1−q)v3
H

r+2η

))
and

xL ≡ −
(
v3L −

(
v2L +

η(1−q)βLv3
L

r+η+(qβH+(1−q)βL)

))
.

Proof. C2 and C3 follow directly from value matching. The optimality condi-
tions follow from the Bellman equation.

4.3.1 Invariant Distributions

In this subsection we show the existence of an invariant distribution of posteriors
for a population of agents that behave optimally against an exogenously given
matching scheme (q, aH , αL, βH , βL) as above. In other words, the searching
agents use the optimal cutoffs (p∗a, p

∗
b) as determined above. Their proposals

are accepted according to (q, αH , αL) and they receive proposals from others
according to (q, βH , βL) .

The existence of the invariant distribution on posterior beliefs is shown in
two steps. The first one establishes that conditional on reaching age τ (i.e.
conditional on not exiting or matching prior to t periods after entering the
game), the belief of an individual agent depends on a simple sufficient statistic
(nb (τ) , na (τ) , τ) , where nb is the number of own proposals made (and rejected)
at or before t0 + τ , and na is the number of offers received (and rejected) from
type L partners.
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Lemma 11 The belief of any unmatched agent in the game p (h (τ)) can be
written as p (nb (τ) , na (τ) , τ) , where p (nb (τ) , na (τ) , τ) = 0 if nb > 0 and

p (0, na (τ) , τ) =
p0e

−ητ (ητ)
na(τ)

p0e−ητ (ητ)
na(τ) + (1− p0)e−ηβ̂τ

(
ηβ̂τ

)na(τ)

=
1

1 + 1−p0

p0
eη(1−β̂)τ β̂

na(τ)
.

where β̂ := qβH + (1− q)βL = 1− β.

Proof. Any offer from a typeH partner results in a match and any own proposal
that is accepted also result in a match. Hence it is sufficient to keep track of
received (and rejected) offers from type L agents and own rejected proposals.
Since only proposals by L type agents are rejected, the first part of the claim
follows.

For the second part, compute by Bayes’ rule the posterior on {θ = H} given
na (τ) proposals from low type partners.

The distribution of p conditional on age t and no own rejected offers is a
discrete distribution {p (0, na (τ) , τ)}∞na=0 with

Pr{na = k} =
p0
k!

e−ητ (ητ)
k
+

(1− p0)

k!
e−ηαLτ (ηαLτ)

k
.

In other words, this conditional distribution is a mixture of two Poisson distri-
butions. The mass on p = 0 for an agent of age t is

Ena

[∫ τ

0

(
ηqαH (1− p (0, na (s) , s)) + 1p(0,na(s),s)≤p∗

b
η(1− q)αL (1− p (0, na (s) , s))

)
(
1− e

∫ s
0
−ηqαH(1−p(0,na(z),z))−1p(0,na,s)≤p∗

b
η(1−q)αL(1−p(0,na(z),z))dz

)
ds
]
.

The first term in the integral reflects the opportunities to propose to a high
type opponent (who then rejects implying that own type must be L) and the
second term reflect rejections by low type targets. The latter proposals are
only made at τ where p (0, na, τ) ≤ p∗b . Finally, the expectation is taken over
the mixed Poisson distribution of na (τ) of offers received from type L partners
discussed above. Combining these two parts, we have derived the full conditional
distribution F (p |τ ) .

The second part of the construction finds an invariant distribution of ages for
a population where µdt new agents with fraction p0 of them of type H enter the
market in each time interval of length dt. Again, we take the matching process
for these agents to be exogenous at this stage. In the next subsection, we shall
endogenize the matching process (i.e. we shall make the aggregate statistics
γ := (q, αH , αL,βH , βL) consistent with the stationary distribution computed
here). An invariant distribution of ages for the model with parameter vector γ
is simply a distribution function G (·;γ) (that has an arbitrary positive mass)
and that does not change over time.
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Lemma 12 The model where an inflow of µdt newborn agents enter in each pe-
riod and are matched and exit according to the matching process with statistics
(q, αH , αL,βH , βL) and an exogenous exit rate of rdt has an invariant distribu-
tion of ages G (·;γ) .

Proof. The balance equations for this case are very simple. The density at age
τ is denoted by g (τ ;γ) . Since µdt agents are newborn, we have g (0;γ) = µ.
For any τ > 0, we have

g (τ ;γ) = Pr{NM,NX |τ − dt}g (τ − dt;γ) , (5)

where {NM,NX} denotes the event of no match and no exit for an agent of
age τ within an interval of length dt.

Since Pr{NM,NX |τ − dt} ≤ 1−rdt < 1, we see immediately that the total
mass is finite. Furthermore the exit matching probabilities can be calculated
using the previous lemma. Hence the stationary distribution is well defined.

Even though equation (5) may look simple, the evaluation of the probability
Pr{NM,NX |τ − dt} is quite tricky in practice since the probability of exit
depends on the posterior p through the agent’s own optimal policy (p∗a, p

∗
b) and

therefore must be evaluated using the distributions of p conditional on age as
computed using Lemma 11.

The final proposition of this subsection combines the two previous results.
We call this model of perpetual inflow of newborns with prior p0 the exogenous
population model.

Proposition 13 For all γ, the exogenous population model has an invariant
distribution of beliefs F (p;γ) .

Proof. By Lemma 12, the model has an invariant distribution of ages G (· ;γ) .
We can get the invariant distribution of beliefs by computing

F (p;γ) =

∫
F (p |τ ) dG (τ ;γ) .

4.3.2 Existence of Stationary Population Equilibrium

In this subsection, we connect the stationary distributions derived in the previ-
ous subsection with the previously exogenous statistics γ := (q, αH , αL,βH , βL).
We give next a set of equations fo invariant distribution F (p;γ) , and for the op-
timal thresholds (p∗b (γ) , p

∗
a (γ)) that yield a stationary population equilibrium

for the model:

βH =

∫ p∗
b (γ)

0
pdF (p;γ)

mH
, βL =

∫ p∗
b (γ)

0
(1− p)dF (p;γ)

mL
,
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αH =

∫ p∗
a(γ)

0
pdF (p;γ)

mH
, αL =

∫ p∗
a(γ)

0
(1− p)dF (p;γ)

mL
,

q =
mH

m
,

where

mH :=

∫ 1

0

pdF (p;γ) ,mL =

∫ 1

0

(1− p) dF (p;γ) ,m = mH +mL.

The above equations define a fixed point problem: For each vector of ag-
gregate statistics γ := (q, αH , αL,βH , βL), we derive optimal individual poli-
cies as characterised by (p∗b (γ) , p

∗
a (γ)) and by the invariant distribution of be-

liefs F (p;γ) . If the aggregate statistics derived from the optimal behavior and
the invariant distribution of beliefs coincide with the statistics assumed in the
derivation of (p∗b (γ) , p

∗
a (γ)) and F (p;γ) , then the system forms a stationary

population equilibrium.
Using the results from the previous sections, we can next demonstrate the

existence of a stationary population equilibrium in symmetric pure strategies.

Proposition 14 The matching model has a stationary population equilibrium
in pure strategies.

1. If p0 ≤ rvL

2η(vH−vL) then we can take p∗b = p∗a = 1, αH = αL = βH = βL = 1,

q = p0, and F (p;γ) is a point mass on p0.

2. If p0 > rvL

2η(vH−vL) , then p∗b > p∗a > 0, αk, βk < 1 for k ∈ {H,L}, q < p0
and F (p;γ) is a distribution on [0, 1] with a unique atom at p = 0.

Proof. The first part is shown in Proposition 4.1.
For the second part, we consider the mappings

T : Γ → Γ× [0, 1]× [0, 1],

U : Γ× [0, 1]× [0, 1] → ∆([0,m]) ,

and
V : ∆ ([0,m]) → Γ.

The first mapping sends each γ ∈ Γ into the optimal thresholds (p∗b (γ) , p
∗
a (γ))

and keeps record of the original exogenous learning statistics. The second com-
putes the exogenous invariant distribution as in the previous section for γ and
(p∗b (γ) , p

∗
a (γ)) another γ

′ ∈ Γ via the individual optimization and its induced
invariant distribution. The third evaluates the aggregate statistics for the in-
duced F (p;γ) . We show that

V ◦ U ◦ T : Γ → Γ

is a continuous map from a compact and convex set into itself and hence
Brouwer’s fixed point theorem establishes the desired existence.
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The set Γ = [0, 1]5 and hence compact and convex. By Proposition 10, the
mapping γ → (p∗b (γ) , p

∗
a (γ)) is single valued (in the parameter range leading to

learning) and hence continuous by Berge’s maximum theorem. By the construc-
tion of the invariant distribution, each F (p;γ) is continuous in p for p > 0 and
the family {F (p;γ)} is weakly continuous in (p∗b , p

∗
a) and the parameter vector

γ Hence U is weakly continuous in Γ× [0, 1]× [0, 1] and finally since F (p;γ)
can only have mass points at zero, V is also weakly continuous in F (p;γ) .

Since all the component functions of V ◦U ◦T are continuous, the conmposite
function is also continuous.

This proposition establishes the conditions under which non-trivial station-
ary learning equilibria exist for our model. The previous results on optimal
thresholds give qualitative information of the properties of the equilibrium. In
particular, the phenomenon of bid-ask spreads holds for all stationary popula-
tion equilibria: agents are reject proposals from type L partners at beliefs where
they would be willing to propose to such agents.

Unfortunately the computation of the invariant distribution is slightly com-
plicated and we have to resort to numerical methods for comparative statics of
the model...

5 Conclusion

In this paper, we set up a model of learning where the equilibrium search behav-
ior of all agents determines the costs and benefits to further individual search and
learning efforts. We show how to determine equilibrium degrees of pessimism
below which the agents cease being selective in their proposals and acceptances
of proposals.

We believe this framework can be applied fruitfully in numerous other appli-
cations. Bipartite search in the a marriage market seems an obvious direction.
With bipartite matchings, one can study additional phenomena such as the effect
of asymmetries in the proposal protocol (e.g. how are the matching outcomes
affected if only males propose?).

Bipartite matching can take more asymmetric forms. It might be inter-
esting to investigate the learning dynamics in models where the firms’ type is
commonly known and only workers learn as in the current model. Again the
bipartite structure gives rise to the possibility of asking about the effects of
different search protocols. This will allow us to talk about institutions and the
consequences of market structures.

Finally, it might be interesting to consider the possibility of transfers and
the implied possibilities of signalling of matching partners’ types through side
payment proposals. With transfers once expects a whole wage distribution if
(and only if) the time agents spend in the market unemployed can be observed
by the future employer. Otherwise wages would collapse to two values, one for
high types, one for low types as in our model.

We hope to report on progress in these directions in future work.
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6 Appendix

6.1 Proof of Lemma 5

If q = 0, there are only low quality agents and V (0) = V (1) = V (p) for all
p ∈ [0, 1]. Let thus q > 0. If αH = βH = 0 this either implies that there are
no high types, or that αL = βL = 0 as well, that is no agent ever accepts a
proposal from a low type and also does not make a proposal to a low type. It
is then immediate that the value for an agent who knows that her type is low,
i.e. beliefs are equal to zero, is V (0) = 0 no matter what is the strategy. Let
thus αH > 0 and αL > 0.
Step 1: Derivation of V (0) and V (1): Setting p equal to zero in the Bellman
equation leads to

V (0)(r + 2η − η(q(1− βH) + (1− q)(1− βL))

= max
aL(0),bL(0)

{ηq [αHvH + (1− αH)V (0)]

+ η(1− q)
[
bL(0) (αLvL + (1− αL)V (0)) + (1− bL(0))V (0)

]
+η

[
qvHβH + (1− q)βL

(
aL(0)vL + (1− aL(0))V (0)

)]}
.

Suppose next that the optimal choices are aL(0) = 0 = bL(0). With these
choices the Bellman equation becomes

V (0)(r + 2η − η(q(1− βH) + (1− q)(1− βL)) = ηq [αHvH + (1− αH)V (0)]

+ η(1− q)V (0) + η [qβHvH + (1− q)βLV (0)] ,

which gives

V (0)
[
r + 2η − η(q(1− βH) + (1− q)(1− βL))− ηqP (¬Af

H)− η(1− q)− η(1− q)P (Bf
L)
]

= ηqvH(αH + βH),

and it follows that

V (0) = qvH
ηαH + ηβH

r + q(ηαH + ηβH)

For aL(0) = 1 = bL(0) we obtain

V (0)(r + η + η − η(q(1− βH) + (1− q)(1− βL))) = ηq [αHv1 + (1− αH)V (0)]

+ η(1− q) (αLv0 + (1− αL)V (0)) + η [qvHβH + (1− q)βLv0]

Grouping terms

V (0)(r + η + η − η(q(1− βH − αH) + (1− q)(1− βL − αL))

= ηqαHv1 + η(1− q)αLv0 + η [qvHβH + (1− q)βLv0]

= qvH [ηαH + ηβH ] + (1− q)vL [ηαL + ηβL]
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and hence

V (0) = η
qvH (αH + βH) + (1− q)vL (αL + βL)

r + η(qαH + (1− q)αL) + η(qβH + (1− q)βL)

Setting p = 1 in the Bellman equation gives

V (1)(r + η + η) = ηqvH + η(1− q) [b(1)vL + (1− b(1))V (1)]

+ η [qvH + (1− q) (a(1)vL + (1− a(1))V (1))]

For a(1) = b(1) = 1 we have

V (1)(r + η + η) = ηqvH + η(1− q)vL + η [qvH + (1− q)vL]

implying that

V (1) =
(η + η)(qvH + (1− q)vL)

r + 2η
.

For a(1) = b(1) = 0 we find

V (1)(r + η + η) = ηqvH + η(1− q)V (1) + η [qvH + (1− q)V (1)]

and hence

V (1) =
(η + η)qvH

r + η + η − η(1− q)− η(1− q)
=

(η + η)qvH
r + ηq + ηq

Step 2: Optimal Choices Let p = 0. The strategy aL(0) = bL(0) = 0 is optimal
if and only if V (0) > vL. We plug in for V (0) to derive

qvH
ηαH + ηβH

r + q(ηαH + ηβH)
> vL

⇐⇒ qvH [ηαH + ηβH ] > vL [r + q(ηαH + ηβH)]

⇐⇒ vH >

(
1 +

r

q(ηαH + ηβH)

)
vL

Let p = 1. The strategy sa(1, L) = sb(1, L) = 0 is optimal if and only if
V (1) > vL. We plug in for V (1) to derive

(η + η)qvH
r + ηq + ηq

> vL

⇐⇒ vH >

(
1 +

r

(η + η)q

)
vL

Thus for a fixed average quality q and probabilities αH and βH it is optimal
to choose aL(0) = bL(0) = 1 and sa(1) = sb(1) = 0 whenever the following
inequality is satisfied:(

1 +
r

q(ηαH + ηβH)

)
vL > vH >

(
1 +

r

(η + η)q

)
vL
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Step 3: Bounds on Average Quality: q is determined in equilibrium. We rear-
range to find that a(1) = sb(1) = 0 is optimal if and only if

q(η + η)(vH − vL) > rv0 ⇐⇒ q >
rv0

(η + η)(vH − vL)
.

On the other hand aL(0) = bL(0) = 1 is optimal if and only if

rv0
η(αH + βH)(vH − vL)

> q

Combining the inequalities,

rv0
η(αH + βH)(vH − vL)

> q >
rv0

2η(vH − vL)

It remains to show that V (0) < vL whenever this last inequality is satisfied. We
want to show that

qvH [ηαH + ηβH ] + (1− q)vL [ηαL + ηβL]

r + η(qαH + (1− q)αL) + η(qβH + (1− q)βL)
< vL

Manipulation of this inequality gives

ηqvH(αH + βH) + η(1− q)vL(αL + ηβL)

< rv0 + η(q(αH + βH) + (1− q)(αL + βL))vL

⇐⇒ q <
rv0

η(αH + βH)(vH − vL)

which shows the claim and concludes the proof of the Lemma.

6.2 Proof of Lemma 9

The main observation is that we know the value function V 3(p), up to the con-
stant of integration, and hence are able to evaluate it at belief j(p) = p

p+(1−p)βL
.

We obtain

V 3(j(p)) = C3
p

p+ (1− p)βL

Ω(p)γ3β
γ3

L

+
p

p+ (1− p)βL

vH3 +
(1− p)βL

p+ (1− p)βL

vL3
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We next use this functional form in the Bellman equation for V 2(p) and obtain

ηp(1− p)(q(1− βH) + (1− q)(1− βL))Vp(p)
dp

dt
+ V (p)(r + η + η − (1− p)η(q(1− βH) + (1− q)(1− βL)))

= ηq [pv1 + (1− p)αHv1 + (1− p)(1− αH)V (0)]

+ η(1− q) (pv0 + (1− p)αLv0 + (1− p)(1− αL)V (0))

+ ηqvH (p+ (1− p)βH)

+ η(1− q) (p+ (1− p)βL)C3
p

p+ (1− p)βL

Ω(p)γ3β
γ3

L

+ η(1− q) (p+ (1− p)βL)

[
p

p+ (1− p)βL

vH3 +
(1− p)βL

p+ (1− p)βL

vL3

]
This simplifies to

ηp(1− p)(q(1− βH) + (1− q)(1− βL))Vp(p)
dp

dt
+ V (p)(r + η + η − (1− p)η(q(1− βH) + (1− q)(1− βL)))

= ηq [pv1 + (1− p)αHv1 + (1− p)(1− αH)V (0)]

+ η(1− q) (pv0 + (1− p)αLv0 + (1− p)(1− αL)V (0))

+ ηqvH (p+ (1− p)βH)

+ η(1− q)C3pΩ(p)
γ3β

γ3

L + η(1− q) (p+ (1− p)βL)
[
pvH3 + (1− p)βLv

L
3

]
This is now an ordinary first order differential equation, which can be solved by
standard means. For the homogenous Bellman equation

− Vp(p)
dp

dt
+ V (p)(r + η + η − (1− p)η(q(1− βH) + (1− q)(1− βL))) = 0,

we find that the homogenous solution V 2
hom(p) ≡ C2pΩ(p)

r+η+η
η(q(1−βH )+(1−q)(1−βL))

with C2 ∈ reals the constant of integration. For the particular solution we
obtain

V 2
part(p) =

r + ηq + η − η(q(1− βH) + (1− q)(1− βL))γ3

r + η + η − ηγ3(q(1− βH) + (1− q)(1− βL))
C3pΩ(p)

γ3

+ p

(
v2H +

η(1− q)

r + η + η
v3HH

)
+ (1− p)

(
v2L +

η(1− q)βL

r + η + η(1− βL)
v3L

)
The general solution is given by V 2(p) = V 2

hom(p) + V 2
part(p). This concludes

the proof of the Lemma.
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