Users structure and behavior on an online social network during a political protest

A.J. Morales, J.C. Losada, R.M. Benito *

Grupo de Sistemas Complejos, Universidad Politécnica de Madrid, ETSI Agrónomos, 28040, Madrid, Spain

A R T I C L E   I N F O

Article history:
Received 19 December 2011
Received in revised form 29 February 2012
Available online 31 May 2012

Keywords:
Complex networks
Social behavior
Information flow
Twitter

A B S T R A C T

Over the past years, new technologies and specially online social networks have penetrated into the world’s population at an accelerated pace. In this paper we analyze collected data from the web application Twitter, in order to describe the structure and dynamics of the emergent social networks, based on complexity science. We focused on a Venezuelan protest that took place exclusively by Twitter during December, 2010. We found a community structure with highly connected hubs and three different kinds of user behavior that determine the information flow dynamics. We noticed that even though online social networks appear to be a pure social environment, traditional media still holds loads of influence inside the network.

© 2012 Elsevier B.V. All rights reserved.

1. Introduction

Online social networks have gained an enormous influence among the global population over the last years. There are several types of these web applications, each with its own purpose, such as Facebook for personal relations, Youtube for sharing videos or Twitter to exchange text messages. Such is the speed and facility that provides these communication tools, that it is indeed revolutionizing marketing techniques [1], cultural events, political activism [2] and emergencies management. An important fact of these technologies is that they provide an enormous amount of user generated data which may be collected and analyzed, bringing lots of opportunities for human behavior research [3].

In this context Twitter introduces itself as a fast information diffusion network, that allows people to be informed about ongoing events in real time and to interact with other users. There are several usage motivations for this network [4], but lately it has been used as a platform for social collective emergence and coordination, like the Arab Spring, where it played an important role in the event’s development. As a result, Twitter is allowing people to become an active part in ongoing stories, leaving behind the passivity associated to radio, television or press. For researchers it is an opportunity to analyze the social structures that emerge from the users’ relations [5,6] and, because actions are usually time stamped, it also allows to study social dynamics, like influence dynamics [7–10], communities interactions [11] and prediction of information cascades [12].

Our main goal is to describe and analyze the effects that the user behavior have over the social structure emergence and the information flow dynamics on the Twitter social network. For this matter we have carried out a quantitative analysis of a Venezuelan virtual protest that took place during December 2010, exclusively on Twitter. We built two networks to represent the phenomena. On one hand, we constructed the social substratum in which the information may have flowed, and on the other hand, the network where the messages were retransmitted and the information actually flowed. Then, based on the graph theory [13], we have calculated and correlated several measures to understand the social structure and the dynamical patterns that emerge from the studied conversation. In summary, we found that people organize in a community structure around highly connected hubs which play lots of influence inside the network, mainly formed by three different kinds of user with highly asymmetrical profiles that determine the information flow dynamics.

* Corresponding author. Tel.: +34 913365646; fax: +34 913365726.
E-mail addresses: alfredo.morales@alumnos.upm.es (A.J. Morales), rosamaria.benito@upm.es (R.M. Benito).
The organization of this paper is as follows. In Section 2 we describe the system under study. We begin by describing the web application Twitter, from where we have collected the data, and then we describe the main statistical characteristics of the protest. Then, in Section 3, we describe the structures formed by the users when they interact with each other, either passively or actively. Next, in Section 4, we describe the user behavior and dynamics that produce such structures. And finally in Section 5 we describe these structures from the mesoscale point of view.

2. System

This work is based on the online social network Twitter. This web application has over 200 million users all around the globe and keeps growing everyday. Its main feature consists in allowing people to post and exchange text messages limited to 140 characters. It also allows people to follow other users whose messages are broadcast among its followers in real time. The Twitter’s global followers network is a directed graph where non reciprocal relations are admitted. An important mechanism on Twitter is the retweet, where users retransmit read messages to their own followers. This mechanism allows individual messages to propagate and travel throughout the network. Also, messages may be identified using keywords called hashtags. This mechanism generates the trending topics, and people use it to discuss and exchange ideas without the necessity of having any explicit relation between them.

Our dataset is constructed from public access messages posted on Twitter, related to a Venezuelan protest that took place exclusively by digital means. The event consisted in posting messages identified with the hashtag #SOSInternetVE on December 16, 2010. We downloaded all the messages that included the hashtag #SOSInternetVE using the Twitter API interface between December 14–19, 2010. Each message contains information about its author, creation date, device source and text body. In total we found 421,602 messages, written by 77,706 users. It is remarkable that 42% of messages were retweets and 60% were sent from smart mobile phones. This last result is in accordance with the latest user tendencies research [14], where is stated that most of users participate in the online social media away from personal computers.

At the top of Fig. 1 we present the evolution of the message rate between December 14–19, 2010, which has a similar shape as the Twitter time series modeled in the study of Yang [15]. It can be noticed that in the beginning of December 14, 2010, the studied hashtag did not even exist on the Twitter servers. Then, after its first appearance on the same day, some user activity was recorded. Yet it is on December 16, 2010, when the protest takes actual place and the trending topic bursts and reaches its highest point, showing critical phenomena features. However, after December 18, 2010, much of the interest is lost and the trend tends to decay really fast as expected for trend topics on Twitter [16].

The protest growth can be seen more clearly at the bottom of Fig. 1, where we have plotted the accumulated number of messages (dashed line) and users (solid line) as a function of time. It is remarkable that the system grew from 22% to 87%, in terms of users, and 12% to 84%, in terms of messages, in a time frame of 7 h, which has been highlighted around the afternoon of December 16, 2010 in Fig. 1, and coincides with the main burst. Furthermore, it can be noticed that the number of users that participate in the protest saturates much faster than the amount of messages at all times. This is a typical feature of local interest conversations [5] where users post messages repetitively on the same topic. For example, after the day the protest was convoked on December 14, 2010, already 15% of the users had participated. However, the messages they posted did not even reach 7% of the total amount.

In Fig. 2 we show the evolution of the cumulative distribution of the number of messages sent (posted) by users, on the different days that the protest lasted. It can be noticed that the distribution can be fitted to an exponentially truncated power law, in the form: $P(x > x^*) \propto x^{-\beta} e^{-x/c}$, where $\beta = 0.88 \pm 1.2 \times 10^{-3}$ and $c = 65 \pm 0.59$ on the last day. It is remarkable...
that there is a clear distinction between the days before and after the main burst (see Fig. 1) which reflects the criticality of the phenomena. However, on each day of both stages, the users presented the same behavior, in the sense that they are distributed in the same way during the days before the protest, but also during the days after the protest.

This distribution indicates a certain degree of complexity in the phenomena and heterogeneity in the user behavior. Before the main burst, 60% of the participants had sent less than a couple of messages, 1% over 30 messages, and about 0.01% had posted over 100 messages. On the other hand, on the last day of the protest, 50% of the users also had sent a couple of messages at most, while 1% sent over 60 messages, and just about 0.0013% posted over 600 messages. This result shows that the percentage of most active users decreases rapidly as the system grows.

3. Networks

The purpose of this study is to analyze the users’ roles in the information diffusion dynamic during the protest. For this matter we built two networks based on the previous mentioned Twitter relations. First, we constructed a network to represent the fraction of the global Twitter follower graph that participated in the protest, that we have identified as the social substratum at which the information may flow. Second, we built the information diffusion network relating the users who retransmitted messages and were retransmitted, to represent the effective channels through which the messages actually traveled inside the social substratum. In both cases, edges are not destroyed as time goes on, so the data delivered represents the accumulated interactions at the end of the protest.

The first one is a network based on who follows who. This relation indicates who received whose messages. As said before, it represents a subgraph of the global Twitter social network, built exclusively with the participant users in this specific conversation. As nonreciprocal relations are admitted in the application, the resulting is an asymmetric graph, where the edges are directed and non weighted. At the end of the protests on December 19, 2010 the network is compound by 77,706 nodes and 5,761,331 edges. The nodes are the users who participated in the protest and the edges are drawn from each followers lists. We have included all the participants in our calculations.

The nodes’ in degree indicates how many people follow a certain user, or the equivalent, how many people received the user’s messages. On the other hand, the out degree means the number of people that a certain user follows, which indicates from how many people it has received messages. Both in and out degrees follow power law distributions as shown in Fig. 3. In terms of the in degree, the distribution indicates that over 50% of the users are followed by less than 15 users, while just 1% of the users have over 1000 followers and around 0.01% of the users have over 20,000 followers. For the out degree distribution, we found that over 50% of the users follow less than 40 users, while 1% of the participants follow over 600 users and 0.01% follow over 9,500 users. This distribution presents an exponent within the expected range for human actions, as it has been stated by Newman in Ref. [17].

As can be seen in Table 1, the mean distance between nodes in this network is $d_{mean} = 2.2$. This value indicates the presence of the small world effect [18], which was first reported by Stanley Milgram in his famous experiment where he detected that on average two randomly chosen people could be linked through 6 hops (intermediary persons) from each other [19]. Previous studies performed on the Twitter global follower graph, state that the mean distance between users is to be 4.12 [4]. This fact is usually related to the presence of users that act like hubs, concentrating a large quantity of incoming and outgoing links. However, our results are lower than the previously reported values, due to the special characteristics of the event and its participants. For example, the protest convoker, which is a TV station, is followed by over 52% of the participants, linking half of the total population.

![User cumulative distribution according to the number of sent messages through time. The solid line is the fit to an exponentially truncated power law, $P(x > x^*) \propto x^{1-\beta}e^{-x/c}$, where $\beta = 0.88 \pm 1.2 \times 10^{-3}$ and $c = 65 \pm 0.59$ on the last day.](image-url)
Fig. 3. In (top) and out (bottom) degree cumulative distributions of the followers network.

Fig. 4. In and out degrees correlation of the followers network.

Table 1

<table>
<thead>
<tr>
<th>Network</th>
<th>Nodes</th>
<th>Edges</th>
<th>Mean distance</th>
<th>Density</th>
</tr>
</thead>
<tbody>
<tr>
<td>Followers</td>
<td>77,706</td>
<td>5,761,331</td>
<td>2.22</td>
<td>1.42E−3</td>
</tr>
<tr>
<td>Retransmissions</td>
<td>54,423</td>
<td>231,485</td>
<td>3.40</td>
<td>1.25E−4</td>
</tr>
</tbody>
</table>

Based on the degrees correlation shown in Fig. 4, we found that user profiles are highly heterogeneous and that the network is very asymmetrical. It is remarkable that there are some users, corresponding to the scattered points located below the dotted diagonal, that are widely followed but do not follow many people. At the same time we found other users, who are more reciprocal and stay near the dotted diagonal, specially after $K_{in} > 1000$ followers, where practically any users are found above the diagonal. Finally there are some users, corresponding to the region densely located above the diagonal, who follow more people than those following them. These users represent the majority of the participants.

The second network is built according to who retransmits whose messages. It is a network that emerges from the users’ interactions. The nodes are users that retransmitted messages to its own followers, as well as users whose messages were retransmitted. This network indicates the effective links through which the information actually flows inside the active social substratum. In principle it might seem to be a subgraph of the follower networks, but it is not so, since on Twitter people are able to retransmit any message, no matter if it does not hold any type of relation with the source user. The resulting network is also a directed graph, where edges are weighted according to the number of times a user reretweeted the source user. In total, by December 19, 2010, the graph is compounded by 54,423 nodes and 231,485 links. The difference between
In (top) and out (bottom) strength cumulative distributions of the retransmission network. The solid line is the fit to an exponentially truncated power law \( P(S_{\text{out}} > S_{\text{out}}^*) \propto S_{\text{out}}^{-\beta} e^{-S_{\text{out}}/c} \), where \( \beta = 0.89 \pm 1.7 \times 10^{-3} \) and \( c = 61 \pm 1.15 \).

the amount of nodes found in the followers graph, shows that 30% of the users behave much more passively than the others. Furthermore, we found that 75% of the participants were not retweeted at all.

In the retransmissions network, we have analyzed the strength function for each user. The in strength value represents the number of times a user has been retweeted. Its distribution follows a power law, as shown at the top of Fig. 5. Such a distribution indicates the presence of highly connected hubs, which explains why the mean distance between nodes is \( d_R = 3.4 \), which is also a very low value. On the other hand, the out strength shows the number of times a single user has retransmitted. Its distribution can be fitted better to an exponentially truncated power law distribution, as shown at the bottom of Fig. 5. The truncation value, near 500, is related to the limitation for human actions as stated in the Dumbar number theory [20]. This theory states that people are only able to maintain tie relationships with less than 200 people. The reason for which we found a higher value relies on the fact that a retweet does not imply strictly a mutual relation between people. In fact, it is an individual choice that has a very low cost in money, time and personal energy, which makes it easy to happen.

The difference between the in and out strength distributions, is related to the way that we have designed the network. While the out strength is due to one person’s activity, the in strength distribution is due to the aggregation of several individual efforts. Such aggregation is responsible for the emergence of extreme cases and a higher complexity level in the final distribution. From the in strength distribution, shown at the top of Fig. 5, it can be noticed that over 60% of the users that participated in the retransmission process gained less than 3 retransmissions, while 1% gained more than 150 retransmissions, and only 0.01% gained over 5000 retransmission. Analogously, for the out strength distribution, we found that over 60% of the users who retransmitted messages, did it over less than 3 messages, while 1% of them reretweeted over 60 messages, and less than 0.01% retransmitted more than 300 messages.

We also calculated the edge’s weight distribution and found that it follows a power law as shown in Fig. 6. The edge’s weight represents the number of times that a single user retweeted another user. The figure shows that only 10% of the edges present a weight higher than 2. However, we found that near 0.001% of the edges have a weight higher than 80. This indicates that the majority of users retweeted other users individually only a couple of times, yet a small fraction of them maintained a closer tie with other users, in the sense that they retweeted their messages close to 100 times. On the other hand, the retransmission network also presents the same asymmetries found in the followers network. For example the 10 most retransmitted users caused more than 20% of all retransmissions, writing less than 0.4% of all messages.

It is remarkable that the retransmissions network is much less dense than the followers network as stated in Table 1. This indicates that inside the contacts web there is a finer structure where the information actually travels. The reason for this result is that retransmitting implies an active behavior, instead of the passivity of the following relation. This shows how users are more selective when it comes to take some action.

4. Analysis of user behavior

So far, we have discussed that people’s profiles are very heterogeneous according to the audience and source sizes, retransmission levels and amount of messages posted, whereas they are original or retransmitted from others. In Fig. 7 we present the in strength, \( S_{\text{in}} \), of the retransmissions network as a function of the relation between the in and out degrees, \( K_{\text{in}}/K_{\text{out}} \), of the followers network. The users are represented by points colored by the users’ activity or amount of messages posted. It is important to clear out that the users that appear in this plot were retransmitted at least once. These users represent 25% of the participants, as said in Section 3.
This presentation let us separate the popular accounts, where $K_{in}/K_{out} > 1$, from the non popular accounts, where $K_{in}/K_{out} < 1$, and the reciprocal users, where $K_{in}/K_{out} \sim 1$. It can be noticed that the popular accounts may get a high value of retransmissions while having low activity. Meanwhile, the reciprocal users also get the same amount of retransmissions compared to the popular accounts, but they must employ much more activity. Yet if a popular account increases its activity, the retransmission level boosts nonlinearly, like the most retransmitted user that gained more than 10,000 retransmissions.

This result let us classify users into three categories: Information producers, active consumers and passive consumers. The information producers are the widely followed users who gain an enormous amount of retransmissions, whereas they have low activity. These users do not tend to follow a lot of people, nor retransmit many messages. We found that these accounts belong to traditional mass media agents like TV, journalists, politicians and celebrities. On the other hand active consumers are users with high reciprocity in relations. They tend to gain as much audience and retransmission rate, as the amount of activity employed. They are key in the information diffusion process, because they boost the content and serve as the propagators of the information producers. At last, passive consumers are the largest group of users who practically does not participate in the propagation process. They consume more information than what they produce. They are characterized for having low activity rate, not retransmitting many messages and receiving messages from many more people than their audiences.

5. Mesoscale communities

In order to get more insight in the structure and behavior of the Twitter users during the protest, we have calculated the mesoscale structure for both networks. It has been shown that complex networks from social and biological phenomena
On the follower graph, we found six main communities that grouped over 98% of the population. We identified the most followed users at each community in order to understand the reasons for which people have grouped. We found that these structures are formed by users around central accounts that belong to similar collectives. Specifically, we found communities around opposition media and journalists, opposition politicians, entertainment celebrities, international media, comedy accounts and government favorable politicians, as described in Table 2.

This structure is shown on the left side of Fig. 8. Each node represents a different community and its size is proportional to the amount of users that compounds them. We found that the largest communities are formed around the comedy accounts (0), celebrities (1), opposition media and journalists (2) and opposition politicians (3). Meanwhile, the smallest ones are formed around international media (4) and government favorable users (5). The edges shown in Fig. 8 represent the inter-community links, and indicates the existence of users who follow or are followed by users from other communities. The edge width is proportional to the amount of individual inter-community links, normalized by the size of the outgoing community. As it has been pointed out in Section 2, messages go from the source to its followers. Thus the information flows in the opposite sense of the edges.

It can be noticed that there is a tie relation between the communities formed around the opposition media, opposition politicians, celebrities and comedy accounts. These collectives seem to have dominated the protest. Specially the opposition media community, group 2 in Fig. 8, which concentrates the most amount of users and incoming links. Therefore their messages are widely received throughout the network. Group 3 is certainly smaller than other groups, which is a remarkable fact because it concentrates much of the opposition politicians and the event consisted of an opposition political protest. However, this group is strongly related with other communities and, even though they present a large amount of outgoing links, their messages are also quite spread. In contrast, group 5, which represents the government favorable accounts, seems to follow a lot of outside users, yet only a little fraction of the participants seem to follow them. This means that most of their messages mainly remain inside their community and are hardly read by the rest of the network. Nevertheless, for all communities we found the same user behavior. In the sense that all of them are formed around popular accounts that belong to traditional mass media agents, no matter if they are opposition or government favorable, or even non Venezuelan...
users like group 4. On the right side of Fig. 8 we also show how the followers communities retransmit messages from other communities. This behavior has been pointed by Przemyslaw et al. [11] who demonstrated that retweets transcend the friends communities and serve as bridges for messages to spread throughout the network.

On the other hand, we also calculated the community structure for the retransmission graph. In this case we found 34 main communities containing more than 96% of the population. This network showed a completely different mesoscale structure as can be observed in Fig. 9. However, a similar user behavior as the follower network has been detected. Each of these communities contains at its core at least one popular account, like the information producers described above, which is highly followed and retransmitted. In Table 3 we present some information about these popular accounts, like their nicknames and profession. Once again we found communities formed around traditional mass media agents, such as TV Stations, newspapers, journalists and politicians, as well as humorists, civilian activists, student leaders, community managers and micro-bloggers. This result indicates that people behave selectively when retransmitting messages in comparison to just receiving them.

Once again the nodes represent the communities detected and the sizes are proportional to the amount of users compounding each of them. The edges represent the inter-community links, and its width is proportional to the amount of inter-communities links found, normalized by the size of the outgoing community. These links exist due to the fact that some users retransmitted messages from another community. It can be noticed that communities are also asymmetrical when referring to inter-community retransmissions, and also present different profiles. For example, the community number four, which is formed around the Venezuelan micro-blogger @cualrevolucion and Cuban blogger @yoanisanchez, is highly retransmitted by all other communities, while it hardly retransmitted other communities.

6. Conclusions

We studied the Venezuelan protest #SOSInternetVE, which took place exclusively on Twitter. We have analyzed the structure and behavior of the participant users based on their information exchange interactions. For this we have constructed two networks to represent the social substratum, where information may flow, and the information diffusion graph, where messages actually travel. Most of the degree distributions in both networks follow power laws and the mean distances between nodes resulted to be very small.
Then, based on the network structure, we identified three types of user behavior that determine the dynamics of the information flow: Information Producers, Active Consumers and Passive Consumers. We found some users that cause a lot of activity inside the network, posting a small amount of messages, while others must post lots of messages in order to get retransmitted. We also found a big fraction of very passive users who do not retransmit or get retransmitted at all.

We also carried out a community analysis to describe the mesoscale structure of the networks. We found that people are organized around different collectives. The most central users who conform each of these collectives are very popular and usually they also generate smaller retransmission communities emergent from the propagation dynamic. This shows that people are more selective when it comes to take an active part in the conversation.

Finally, we conclude that although the online social media seems to be a pure social phenomena, traditional media agents still enjoy a lot of power and influence over people, who they use to boost and enhance their messages.

Acknowledgment

Support from MICINN-Spain under contracts No. MTM2009-14621, and i-MATH CSD2006-32, is gratefully acknowledged.

References


