Abstract

Existing research argues that parties use votes in Congress to create ideological brands for themselves. These brands furnish voters with information about how a party’s legislators will vote across a number of issues. However, the literature lacks a summary measure that quantifies the amount of information generated by each party’s activities in Congress. Here, we propose such a measure. Using this measure, we compare the information in parties’ legislative records to the legislative records of individual incumbents. We show that the records of parties and individual incumbents have become almost equally informative over the past five decades. This finding may help explain a number of phenomena in congressional elections, such as the recent increase in party centered voting and the recent decrease in the incumbency advantage.

*Please do not cite or circulate without author’s permission.
Party labels serve as informational cues that voters can use to learn about their representatives in Congress (Dancey and Sheagley 2013, Ansolabehere and Jones 2010, Popkin 1994, Snyder and Ting 2003, Brady and Sniderman 1985). Theories of lawmaking argue that the information conveyed by these party labels is the result of purposeful action by congressional parties (Cox and McCubbins 2007, Snyder and Ting 2003). Largely through roll call votes, parties try to create an ideological “brand”; and, this brand furnishes voters with information about how candidates from the party will vote across a number of issues (Cox and McCubbins 2007, Snyder and Ting 2003, Woon and Pope 2008, Kim and LeVeck 2013).

Yet — despite the centrality of these arguments to research on lawmaking and congressional elections — there is no widely accepted measure that quantifies the amount of information that parties produce through their activities in Congress. That is, how much information about candidates’ ideology is created by each party’s legislative record?

Furthermore, there is no widely accepted method for comparing the information in party records to the information contained in the records of individual candidates. Existing research argues that forming impressions about parties and their record requires less effort than learning about the records of individual candidates (Popkin 1994, Brady and Sniderman 1985). However, other research indicates that some voters are willing to put in this additional effort, and cast their votes partly on the basis of individual incumbents’ voting records (Canes-Wrone, Brady, and Cogan 2002, Ansolabehere and Jones 2010). It seems reasonable to expect that voters would be more willing to put in this effort when there is a greater gap between the information contained in individual incumbents’ records vs. parties’ collective records. This in turn may help explain when and why voters engage in more party centered vs. candidate centered voting. To determine this, however, requires a measure that is comparable for both types of legislative records.

Here, we study congressional records through the lens of information theory (Shannon 1948). Specifically, we use an information-theoretic measure, the Jensen-Shannon Divergence (JSD) (Lin 1991), to characterize the ideological information conveyed by legislative records. The JSD considers the uncertainty an observer might have when data can come from two or more unlabeled
distributions. For example, absent a party label, one might be quite uncertain about whether a legislator will cast a liberal or conservative vote on a particular bill. The JSD then quantifies how much uncertainty is reduced by adding labels (e.g. “Democrat” or “Republican”), such that an observer knows which distribution is generating the data.

After describing the JSD and how it can be applied to voting data, we present an illustrative application, and use the JSD to measure the informational value of party records regarding ideological voting on the left–right (liberal-conservative) dimension. We then compare this to the information contained in individual legislators’ records. We show that both types of records have conveyed increasing amounts of information since the mid 1960s. However, the informational value of party records has risen faster than the informational value of individual records. As a result, party records are now almost equally as informative regarding a candidate’s ideology as the candidate’s own record. We conclude by briefly discussing how this finding may shed light on a number of phenomena, such as increases in party centered voting (Bonica and Cox Forthcoming) and the decline of the incumbency advantage (Jacobson 2015).

Method

Here, we begin by briefly introducing two key concepts from information theory, which may be unfamiliar to many political scientists: entropy and mutual information. Readers who are already familiar with these concepts may wish to skip over these sections, and go directly to the section on the Jensen-Shannon Divergence.

Entropy

The JSD is based upon Shannon Entropy, which is defined by:

\[ H(X) = - \sum_{i=1}^{n} P(x_i) \log_2 P(x_i) \]  

(1)

\( H(X) \) is a measure of uncertainty about a discrete random variable \( X \). In effect, it is the
maximum prediction error of the best possible prediction (given the information available). For example, $X$ might be a binary random variable that represents whether a legislator casts a liberal or conservative vote on a particular bill. Uncertainty about how the legislator will vote is highest when the legislator casts liberal and conservative votes with equal probability, in which case $H(X) = 1$. The error-minimizing prediction is the mean probability, that $P(\text{liberal vote}) = 1/2$, but this prediction will have an error of $1/2$. On the other hand, there will be no uncertainty if the legislator always casts liberal (or conservative) votes, in which case $H(X) = 0$, since the best error-mimizing prediction, in this case, is $P(\text{liberal vote}) = 1$, which will never be incorrect.

**Mutual Information**

Mutual information is defined by the equation

$$I(X, Y) = H(X) - H(X|Y)$$

(2)

where, $H(X|Y) = \sum_{j \in M} H(X|y_j)P(y_j)$. Because $H(X) \geq H(X|Y)$, mutual information is always positive, and is a measure how much the entropy of $X$ is reduced if you know the realization of another variable, $Y$. For example, $Y$ might represent the party of a particular legislator. If party affiliation is highly correlated with the ideology of a legislator’s votes, then knowing $Y$ (the party of a legislator) may substantially reduce one’s uncertainty about $X$ (whether the legislator takes the conservative or liberal side of a particular vote).

**The Jensen-Shannon Divergence**

The Jensen-Shannon divergence (Lin 1991) generalizes the concepts of entropy and mutual information to encompass situations where an observer knows that data is generated by one of $n$ distributions. It then characterizes how much uncertainty is reduced if each of the $n$ distributions are labeled, such that an observer knows exactly which distribution is generating a given set of data. In essence, the JSD is the mutual information between the labels and the aggregate data (Lin 1991).
In equation 3 above, $\pi_1 \cdots \pi_n$ are the weights assigned to each distribution $P_i$. Usually these weights are simply $\pi_i = 1/n$ for all $n$ distributions, but they could be adjusted to reflect the prior probability that data comes from a particular distribution. When entropy is defined using logarithms with base 2 (as in equation 1), the JSD is bounded between a minimum of 0 and a maximum of 1.

To briefly illustrate how the JSD might be used in the case of party records, let’s assume that we are interested in guessing whether a legislator will vote yea or nay on a bill. Furthermore, assume that a legislator’s vote (yea or nay) can be interpreted as taking the liberal or conservative side of the issue along a single left-right ideological dimension. Given these assumptions, we could use equation 4 below to measure the information gained by knowing a legislator’s party label. In this equation, $Dem$ and $Rep$ are probability distributions over a binary random variable that scores liberal votes as 0 and conservative votes as 1.

$$JSD_{\pi_1,\ldots,\pi_n(P_1,\ldots,P_n)} = H\left(\sum_{i=1}^{n} \pi_i P_i\right) - \sum_{i=1}^{n} \pi_i H(P_i)$$

(3)

An observer might estimate each of these distributions ($Dem$ and $Rep$) by using each party’s legislative record in Congress. Therefore, consistent with the literature on partisan lawmaking, equation 4 implies that party labels are informative because they are linked to specific legislative records, which encode ideological brands (Cox and McCubbins 1993, 2007; Snyder and Ting 2003; Woon and Pope 2008). Also, equation 4 implies that the information in party labels depends jointly on the actions of both parties. Therefore, the party JSD measures the amount of information that is generally contained in parties’ legislative records, rather than the information contained in any specific party’s legislative record.

1 The JSD does not require that we restrict ourselves to a single dimension. This is just to simplify the example.
The party JSD is calculated over the parties’ entire legislative record because it is a measure of how much information is *produced* by the parties’ legislative activities in Congress. It is not a measure of how much information is consumed by any particular voter. However, one could easily calculate the JSD on a subset of bills that voters are more likely to know about. For instance, researchers could calculate the party JSD for major legislation (Mayhew 1991). In this case, the party JSD would reflect the information that parties’ legislative records provide regarding congressional votes on salient bills.

**Application**

To illustrate how the JSD can be used in applied work, we use roll call votes from the 45-113th Congresses from 1878-2014.\(^2\) For each bill, we code whether a yea vote is conservative or liberal using the following procedure: First, we take the median first dimension DW-NOMINATE score of the legislators who voted yea. Then we take the median first dimension DW-NOMINATE score for legislators who voted nay. If the median score of legislators who voted “yea” is greater than (i.e. more conservative than) the median ideology score of legislators who voted “nay,” then a “yea” vote on the bill is classified as a conservative vote (1). Otherwise, it is coded liberal (0).

For each party, we then calculate the proportion of conservative votes cast in a given year, \(p_c\), and use this as our estimate of the probability that a candidate from the party takes a conservative vote on any particular bill. We use \(1 - p_c\) to estimate of the probability that party members take the liberal side of a vote. Using these estimated probability distributions, we calculate the party JSD according to equation 4 above. Figure 1 illustrates this procedure for the 101st congress in 1990.

In addition to calculating a JSD for parties, we also calculate the JSD for legislators. We refer to this measure as the “legislator JSD”. The procedure for measuring the legislator JSD is exactly the same as the procedure for measuring the party JSD, except we calculate the proportion of conservative votes cast by each individual legislator. We then calculate the JSD over each of the

\(^2\)All data is obtained from [http://voteview.com](http://voteview.com). Following Poole and Rosenthal (2007), we removed all consensus votes.
The results of this analysis can be seen below in Figure 2A, which shows the party JSD in blue and the individual legislator JSD in gold. The gap between these two measures is shaded light gold. Both the party and legislator JSD scores tend to travel in the same direction, and largely follow other measurements of polarization (Poole and Rosenthal 1997). This largely confirms the argument that, as parties have polarized, their legislative record has conveyed an increasing amount of information about the parties’ ideological platforms (Grynaviski 2006, LeVeck and Kim 2013).

A new finding, however, is that after WWII there was an increasingly large gap between the information in legislators’ and parties’ records — with legislators’ records conveying significantly more information about their own ideology. This “legislator-party JSD gap” can be seen more easily in Figure 2B, which plots the difference between the legislator and party JSD over time. The gap between the party and legislator JSD widened from the late 40’s until the mid 1960’s. Before 1948, the average difference between the legislator JSD and party JSD was 0.012. By 1966 it had reached more than 10 times that number, and was 0.134.

After 1966, the gap between the legislator and party JSD declined; and, by 2014 there was almost no difference between the two measures. This means that, on average, there is now little to no difference in the amount of ideological information conveyed by party vs. individual records. Figure 2A shows that this narrowing gap between the information in legislator and party records coincided with both the legislator and party JSD rising after 1966. However, the party JSD rose faster than the legislator JSD, eventually erasing any significant gap between the two measures (Figure 2B).
Discussion

Our findings above may help future research explain a number of important trends in congressional elections. Below, we note two of these trends and describe how they may be explained by temporal changes in the legislator-party JSD gap. However, we should be clear that our purpose here is not to rigorously establish a set of causal relationships. Instead, we intend to illustrate how our measure could be useful to congressional election scholars. Our hope then, is that future research will try to establish whether the relationships we describe below are, in fact, causal. For example, in a companion paper, we experimentally test whether increases in the party JSD over time cause voters to invest less effort in gathering information about individual incumbents — which may lead them to vote in a more party centered fashion (Nail 2018).

First, the diminishing gap between the legislator and party JSD may help explain the rise of party centered voting — where voters increasingly choose candidates on the basis of their party affiliation (Bartels 2000, Bonica and Cox forthcoming). It makes sense that voters would increasingly rely on the party labels of candidates, as these labels convey increasing information about a candidate’s ideological voting, both in absolute and relative terms.

While previous work has recognized that increases in party-centered voting are likely related
to party polarization (Kim and LeVeck 2013, Grynaviski 2006, Peskowitz 2017), we are the first to show that such polarization has coincided with a narrowing gap between the ideological information in legislator and party records. This shrinking gap may have given voters a specific incentive to invest less effort in learning about their individual representatives in Congress. As noted at the beginning of this article, previous research argues that learning about individual representatives’ records is typically more costly than learning about the general activities of the parties (Popkin 1994, Brady and Sniderman 1985). This additional cost may be worthwhile for some voters, but only if individual records contain additional information that is missing in party records. Therefore, even voters who are highly interested in politics may see less and less of a reason to learn about their incumbent’s specific record in Congress. If so, it would explain why voters know increasingly less information about their congressional representatives as individuals (Jacobson 2009), but know increasing amounts of information about what the parties in Congress stand for ideologically (Hetherington 2001, Smidt 2015).

Somewhat relatedly, our findings may help explain the rise and fall of the incumbency advantage, which was recently reported by Jacobson (2015). Panels B and C in Figure 2 show a temporal relationship between the legislator-party JSD gap (Figure 2B) and the rise and fall of the incumbency advantage (Figure 2C). The peak of the legislator-party JSD gap precedes the peak of the incumbency advantage by 20 years. This suggests that—if there is a causal relationship between the legislator-party JSD gap and the incumbency advantage—it is the legislator-party JSD gap driving the relationship.

Given what is known about the incumbency advantage, it is plausible that the legislator-party JSD gap partially drove the rise and fall of the incumbency advantage. One key advantage that incumbents have over non-incumbents is that they have a legislative record to run on (Jacobson 2009). However, this advantage would be diminished if people increasingly engaged in party-centered voting, and did not consider the legislative record of individual incumbents (Kim and LeVeck 2013, Bonica and Cox forthcoming, Jacobson 2015, LeVeck and Nail 2016, Peskowitz 2017).}

---

3 We use the well-known Gelman and King (1990) measure of the incumbency advantage.
As we have argued above, shrinking the legislator-party JSD gap may lead to increases in party-centered voting. This, in turn, may shrink the incumbency advantage.

References


