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Introduction
Members of AITHOS are committed to careful reflection and proactive measures to
counterbalance misappropriation of advances in synthetic media. 
 
We have created an introductory guide - not a rulebook of ethical conduct, but rather
a starting point of self-reflection. Though each organization will differ in its
responses, we believe that a thorough good-faith examination of the issues will help
identify guiding principles for navigating the promise and perils of synthetic media.
 
This guide will grow and evolve with the group. If you would like to contribute to
guide updates, please use this link for the working document this pdf is built from.
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Upholding Trust 
As synthetic media capabilities expand, technological adoption and usage will
become widespread. Nefarious uses of these new capabilities will also become more
pervasive. We are already seeing an increase in synthetic media-based deep fakes
which raise concerns and erode trust in the technology but also in society. Without
trust, what is truth? How do we ensure that what we see, hear, and even touch ... is
what or who we say it is? And who is responsible for this when it isn't?
 
As technologists, we recognize our roles in creating new world possibilities and with
those exciting advances, we must also recognize the responsibilities that come with
innovation. We each have an obligation to approach our work with ethical
mindfulness, to ensure that we are improving rather than harming the world around
us. We hope this guide becomes the start of this evolving conversation.
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Goals/Objectives
To facilitate the self-reflection process we have organized the guideline into six
primary questions. These questions are by no means written in stone nor are they
meant to be prescriptive. Our goal was simply to help guide the discussions that we
have within our companies and as a coalition. Consider these questions as
conversation starters. 
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Who or what should your tech
be able to emulate?
Synthetic media, at its core, is media that emulates aspects of real people, processes,
organizations, etc. Before you share your technology with the world, you should have
clear guidelines in place around what you’re willing to use your technology to copy or
resemble. Ask yourself whether:

Could someone use this technology to falsely imply a public figure has done or
said something, has endorsed a product, or otherwise has expressed a belief they
don’t actually have?

 
Could someone use this technology to falsely convince somebody they’re
interacting with a friend, family member, or other known acquaintance?

 
Could someone use this technology to falsely imply they are a member of a
protected demographic, or otherwise to insert themselves into a social group in
which they are unwelcome?

 
Could someone use this technology to generate hateful, abusive, or otherwise
objectionable content which is falsely attributed to a person or group not involved
in its creation, or which becomes harder to moderate than non-synthetic content?

 
Could someone use this technology to manipulate someone - especially children
and other vulnerable groups - into trusting them for malicious purposes?

 
Will the use of this technology significantly alter how certain demographics are
perceived, either through intentional cultural appropriation or by causing certain
demographics to appear more or less prominent in a community?
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What data does your machine
learning process use?
Machine learning is only as good as the data used to train the models. In order for
your technology to work for any application, it must be trained with data that is fully
representative of all the human, procedural, and environmental diversity inherent in
your application. Of course, collecting this dataset is challenging - not just because
you need lots of data, but because you must confront additional concerns regarding
the rights over your data and what space your data is meant to reflect. Ask yourself
questions like:

Do I have the legal right to use this data? Even if I do, by using this data for my
intended purpose, am I ignoring or invalidating the intent of the creator or
aggregator of my dataset?

 
Should my data reflect the current state of the world, or should it reflect how the
world ought to be?

 
Examples:

If your algorithm is predicting that the phrase “Software Engineer” is more likely to imply a
man, while it’s possible that may be accurate today, in an ideal world, “Software Engineer”
shouldn’t have anything to do with gender. So do you allow your algorithm to make use of
this current, real correlation, or do you purposefully restrict the information it has access to -
worsening its performance in exchange for reflecting how the world ought to look?

 
Of course, this can manifest in synthetic media as well. If I’m synthesizing text given a
condition of “make it sound like a Software Engineer wrote this email”, the implicit gender
assumption might impact things ranging from subtle writing style effects to more explicit
choices like the name the algorithm generates for the fictional engineer. Should this be
allowed, in order to make the email sound more realistic today, or is fighting that stereotype
more important than that boost in plausibility?

 

Does my data cover all demographics of possible users? Can anyone, regardless of
race/language/geography/means effectively use my tools? If not, what logic is
driving my thinking around which demographics to support?

 
Does my data cover the full range of what my users might want to synthesize? If
I’m claiming to e.g. emulate peoples’ voices/faces/way of speaking, can I do that
for all demographics, or only a subset? If the latter, what logic is driving that
decision?

 
Is it possible for someone to reverse engineer my algorithm to discover
information about the data that was used to train it? (Hint: the answer is yes.)
Could aspects of the dataset being leaked to the public have negative impacts on
anyone - especially those who helped build the dataset?
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When should you share how
your technology works with
the rest of the world?
When Adobe® Photoshop® was first released, pictures were generally considered to
be truthful and trustworthy. Now, we all understand that still images may have been
altered, and have learned to think critically about where the image is coming from,
who is presenting it, and whether it’s plausible in context.
 
Building up social awareness about synthetic media can, in the same way, provide a
partial solution to the risks of this technology. However, doing so takes time, and so
one must be thoughtful about how they disclose both what their technology does,
and how it works. Ask questions like:

Are people aware that this capability even exists? How likely is it that I’m the first
person to crack the code? (Answer: Unlikely.) What sort of misbehavior is actually
enabled by the mere knowledge of my technology?

 
Examples:

Criminals caught on tape confessing might claim the audio is actually synthetic media. Can
you find a way to limit how your technology is used to make this implausible; and trust that
you’ll be able to explain that to judges and juries?

 
Does society, and especially the media, have the tools to understand what the
implications of my technology are? How can I better frame my work to avoid
unnecessary panic?

 
How large is the gap between “can do this with existing tools” and “can do this
with my tools”? If it’s large, then which pieces - if any - of my tools are safe to
open-source or otherwise make available to the general public, knowing that
people might choose to use them maliciously?

 
How effectively can I educate the public without releasing any of my tech? How
can I interest people enough in what I’m building that we can begin the crucial
conversation around how to develop it safely?

 
If I don’t build this at all, will someone else? Who? Would they have more
resources and more desire to build ethically, or is there a concern that this
technology might be built without any ethical consideration at all?
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Where can you sell your
technology while still ensuring
it’s used responsibly?
Just because your technology works for a number of applications doesn’t mean you
have to make it available to all users who want it. From the beginning of designing
your business model, consider who your customers will be and whether you’ll be able
to hold them accountable to ethical use. Ask questions like:

Can I track, without invading the privacy of my users, the kinds of people or
entities they are using my technology to imitate? If I see misuse, do I have any
ability to shut down future use - or better yet, invalidate past use?

 
Are my users able to train my tools to simulate new entities or people, or will they
be restricted to only the profiles I build in directly?

 
Can you trust that your IP will remain protected if you make the functionality
available in this application? If not, see the When questions above.

 
What kind of expectations will people have when engaging with this application?
Will they be aware that they might be engaging with something artificial?

 
What demographic groups use this application? Will your technology result in
disproportionate effects against any of them? See also the Who and What questions
above.
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Why is this synthetic media
valuable in the first place?
This one should be straightforward - unless you’re able to deliver real value with your
technology, or unless you have a truly unique ability to prevent less ethical people
from building something similar, you shouldn’t be building it at all. Ask yourself
questions like:

Have people been able to do something similar to this before? Am I creating
something completely new, or am I simply making it easier to do something that
already existed? If the latter, has that technology typically been used positively or
negatively in the past?

 
Is this synthetic media replacing an existing job? Who fills those jobs, and what
are the risks of automating a portion of their work? Is there a way to synergize
with these people so they too see some benefit if my technology succeeds?

 
Is it possible to achieve similar results without using machine learning -
specifically, using something that’s less of a black box? Are the tradeoffs against
that approach worth it if it would also allow you to build additional ethical
safeguards?

 
Are people asking for this technology? Is there a real need that you can clearly
articulate, or are you simply being driven by a sense of “this seems like it will be
cool?

 
”What is the business model associated with this technology? Are you creating
new value by increasing the size of the pie - or are you fighting over an existing
piece of pie with someone else?

 
Would you be happier in a world where you succeed at bringing this technology to
the world (but gain no fame, wealth, power, etc), or a world where this technology
never existed?
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How can your synthetic media
be detected?
Today, most synthetic media is imperfect - due to limitations of data, computing
resources, or imperfect models, there are telltale artifacts or patterns which identify
the media as fake. Many companies are working on building detectors to recognize
these patterns, and therefore to be able to detect synthetic media.
 
However, machine learning has many tools to learn how to improve on any particular
failure. So, if synthetic media is outed as synthetic due to some error, we know how
to train our networks to avoid that error next time.
 
In other words, over the next few years, synthetic media is going to continue to
improve until it finally is literally, physically indistinguishable from the real
equivalent.
 
So we can’t simply rely on detectors in the long run. Instead, ask yourself questions
like:

Is there some way to mark this media as synthetic which doesn’t detract from the
intended use case? How difficult would it be for someone to remove this mark
without damaging the media? What sort of tools would someone need in order to
detect this mark - could any user be alerted immediately, or would this only be
doable on a small number of larger examples?

 
What kinds of organizations produce the real data that’s the equivalent of what
you’re synthesizing? Can you set a standard to keep the real and fake data
different, either through deterministic changes or through cryptographically-
secure metadata?

 
Who is most vulnerable to being fooled by your synthetic media? Is it possible to
outright avoid your tech being used in these ways - or otherwise for you to share
behind-the-scenes knowledge with key organizations about how your tech is being
used, so they can be prepared?

 
Your media probably doesn’t exist in isolation. Can you educate experts or even
the public about ways to identify out-of-context media which is likely to be
synthetic?

 
Do you really need to perfect your technology in the first place? Is it ok to leave it
95% plausible but with a small, important giveaway?
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The AITHOS Coalition Mission
The Synthetic Media Moonshot

We believe, the moonshot is to create synthetic identities that...
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The future of synthetic media is a delicate balance between realism and imagination. 
 
The future of synthetic media is about affording humanity the freedom to express
ourselves and to share our experiences with others. 
 
The future of synthetic media is about trust. 
 
To bridge the gaps between us, strengthening our bonds and helping us see ourselves in
each other. Not a substitute for human contact, but an augmentation. 
 
The future of synthetic media is not one "correct" identity for all but a multitude of
persona that capture the full range of human expression. We will each have our own
digital avatars and brands will design virtual persona that speak to their diverse audience,
not just a few users. As we harness and emulate this awesome and powerful set of tools,
we must anticipate the unintended consequences and potential for nefarious use. Our
vocal and visual identities must be protected and secured from the start.  
 
This isn’t merely hard. It’s a true moonshot. But we’ve made it to the moon before, and we
can do so again. 

convince without being deceptive, 
connect us rather than divide us, 
benefit all, not just some 
and celebrate our diverse yet common humanity.
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About 
The AITHOS
Coalition

The coalition is an informal
collection of organizations
working in the space who
support the mission of ethical
synthetic media.

We pledge to uphold the core principles
of ethical, responsible and equitable
media through our individual and
collective technological pursuits.
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FOUNDING MEMBERS

The AITHOS Pledge

Get Involved Interested in Joining the Coalition or
Sponsoring AITHOS's Mission?

Whether lending your expertise, space, or funds,
you can help build a strong and sustainable
coalition. 
 

AITHOS is a bold effort that cannot be
achieved by just a few individuals or
companies, it will take a community to
commit to the mission and to hold one
another accountable. We have the
means and creativity to build these
technologies and we must also have the
foresight and conviction to guard
against unintended consequences. 

Join the Coalition Sponsor the AITHOS Mission

www.AITHOS.technology 
AITHOSCoalition@gmail.com
 

CONTACT US:
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