
Whom Would You Rather Work With? An Experiment

on Gender Discrimination in the Referral System∗

Livia Alfonsi

University of California Berkeley

Pedro de Souza Ferreira

Harvard Kennedy School

October 2, 2022

Preliminary. Please Do Not Cite

Abstract

Referrals in low-income countries are an important factor in employer hiring

decisions and constitute one of the main channels to land a job. We implement a

correspondence experiment to study how referrals by employees within a firm may

perpetuate gender segregation among skilled workers in Uganda. We present pairs of

gender-differing profiles of potential candidates to workers in a wide range of indus-

tries, and we then ask who they would refer to their firm. We randomize the gender

of the high-experience profile to elicit discriminatory preferences while mitigating

endogeneity in network formation. To validate the findings in the anonymous setting,

we offer participants the possibility to use their networks as referral choice sets. We

further randomize the disclosure of the referral source’s name to the employer. We

document three facts. First, discrimination in referrals exists against both genders

and is correlated with subjects’ gender and the gender-dominance of their sector, but

discrimination against the non-stereotypical gender is stronger in male-dominated

sectors. Second, intrinsic preferences are a significant driver of discrimination in

referrals, which, in general, do not simply reflect a pass-through from employers’

preferences. Third, when the referral is private, subjects in male-dominated sectors

are more willing to refer women, indicating that beliefs over employers’ preferences

are an important driver of pro-male bias in such sectors.
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1 Introduction

Personal connections are an important source of employment across different labor markets,

formal and informal, in both high- and low-income settings. In the US, about 70% of firms

encourage hiring based on referrals and at least half of all jobs are found through informal

contacts rather than formal job search (Topa, 2011; Burks et al., 2015). Employee referrals

can help firms remedy problems of asymmetric information, providing information on

unobservable characteristics to maneuver adverse selection (Rees, 1966; Montgomery, 1991;

Kono, 2006) and allowing employers to exploit social networks to tackle moral hazard

(Heath, 2018).

Despite improving matching efficiency, the system of employee referral risks penalizing

minority groups and reinforcing labor market segregation. On one hand, stereotypes and

the threat of workplace harassment limit the labor supply and lead to self-perpetrated

segregation. On the other hand, on the demand side, firm owners of businesses in male

dominated sectors are, by definition, more likely to be male. The affinity bias – i.e. the

tendency to warm up to people like yourself – is likely to perpetuate gender segregation

(Milkman et al., 2015). In informal labor markets, where job network is key for landing a job

through referrals, biases among employees, and not only firm owners or HR departments,

act as an additional barrier to gender equality in access to certain occupations (Beaman

et al., 2018).

Employees tend to refer network members with similar characteristics, including gender

(Brown et al., 2016). In particular, women are less likely to use informal contacts than men,

their contacts tend to be more clustered in certain occupations, and, for them, similar levels

of network usage yield lower wages and promotion chances than for men (Topa, 2011). In

an experimental setting, Beaman et al. (2018) show that male candidates applying for a job

position in a gender-neutral industry are less likely to refer female candidates despite having

qualified women in their networks. Additionally, referring decisions might reflect workers’

extrinsic preferences, like employers’ and consumers’ discriminatory behavior, reinforcing

existing mechanisms of labor market segregation (Becker, 1957; Bar and Zussman, 2017).

We implemented a correspondence study to investigate the existence of gender dis-

crimination in industries with varying levels of gender segregation and to understand the

extent to which such bias is driven by workers’ intrinsic preferences and perceptions or

by pass-through from employers. In particular, we designed an an incentivized resume

rating (IRR) following Kessler et al. (2019). Differently from previous audit studies that

submit fake profiles to job openings (handled by either HR departments or firm owners),

we investigate the existence of gender biases among employees, the channel through which

firm owners often receive candidate referrals. We work in three Ugandan urban labor

markets, across a wide range of manufacturing and service jobs which employ 30% of

young Ugandans not involved in agriculture. In our setting, labor markets are strongly

segregated by gender and the worker-firm matching process is largely informal, with
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personal connections playing a pivotal role. We show pairs of gender-differing profiles

of potential candidates to a sample of 555 successful and educated workers in different

industries in Uganda, randomizing the gender of the high-experience candidate. We then

ask them to rate the profiles in terms of likability and perceived probability of retention

and to choose whom they would refer to a subsidized internship in the company in which

they work. With this approach, we can understand how gender discrimination interacts

with the sector, the gender, and other features of the respondent when it comes to referring

a potential coworker, all while mitigating issues related to the endogeneity of network

formation. To validate our findings in such anonymous setting, we introduce the possibility

to use their networks as referral choice sets. To gain insight on the drivers of discrimination

and, in particular, on the role of pass-through discrimination from employers’ preferences,

we further cross-randomized the publicity of the referral (whether the employer would

know or not the name of the referring employee).

We find that discrimination against the non-stereotypical candidate exists in both male

and female-dominated sectors. However, in female-dominated sectors, it is smaller and

driven only by likability, whereas in male-dominated sectors, it is stronger and driven by

both likability and perceived probability of retention. The smaller perceived probability

of retention could reflect both statistical discrimination from workers and pass-through

from employers’ preferences. Reflecting the difference in the magnitude of discrimination,

in our overall sample of skilled workers, female profiles are 11.1 p.p. less likely to be

picked for the internship. Using an alternative specification, this effect is similar in size

to having 1.7 fewer months of work experience than the competing candidate, which is

sizable considering the low experience usually required for internships. When subjects

resort to their own networks, similar preferences are observed even in the lack of differences

in availability of a person of the other gender.

We also find that, in male-dominated sectors, the relationship between workers and

employers plays an important role in determining the extent of gender discrimination in

male-dominated sectors. Making the referrals private made subjects in such sectors 10 p.p.

more likely to refer the female candidate rather than the male candidate (a 30% increase).

It could be that respondents in male-dominated sectors simply refer more women because

the costs of referring a candidate perceived as worse are lower (Beaman and Magruder,

2012), but they are no more likely to refer the low-experience candidate, indicating that

relationship with employers is an important driver of pro-male bias in such sectors. The

fact that, keeping quality constant, women are ranked as less likely to be retained in

male-dominated sectors corroborates this result.

This paper contributes to the thin literature on gender discrimination in referrals by

showing that discrimination goes both ways depending on the gender dominance of the

segregated sector, but workers in male and female-dominated sectors do so at different

strength and for different reasons. Beaman et al. (2018) points out the existence of a

pro-male bias in a non-segregated industry. We expand their contribution in two ways, all
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while mitigating endogeneity in network formation. First, we study gender discrimination

in referrals in sectors with varying levels of segregation. Second, we can explore the

underpinning channels and discuss the role of extrinsic preferences in referrals. We also

uncover that the beliefs over employers’ preferences plays an important role in referring

decisions in male-dominated sectors, aggravating pro-male bias in referrals. With this, we

expand the literature on pass-through discrimination, which has already called attention

to the pass-through from consumers’ preferences onto employers’ hiring decisions (Bar and

Zussman, 2017). Finally, we contribute to the literature of audit studies and IRR being

the first study to investigate gender discrimination in referrals (Hedegaard and Tyran,

2018) and the first to investigate gender discrimination in Africa. Additionally, to the best

of our knowledge, all correspondence studies disregard the gender of the person evaluating

the profile and how this could interact with the assessment of candidates’ profiles.

2 Data and Sample

The sample of our study comprises 555 skilled young workers from Central and Easter

Uganda, who the research team has been following since 2020 as part of a different project

(Alfonsi et al., 2022). These young adults concluded their post-secondary education at a

vocational training institute (VTI) between 2014 and 2019 and hold a National Certificate

across a wide array of manufacturing and service jobs. Table 1 displays the baseline

summary statistics of the sample 1. The 555 respondents are, on average, 27 years old

in 2021, 61% are men, 36% are married, 52% grew up in a rural area, 41% are wage-

employed, and, at baseline (2020), had on average 2.8 tenure years active on the labor

market. Among those that were wage-employed at baseline, 60.9% found their first job

through a personal connection and, in particular, 28.8% found it through a referral from

an incumbent employee working in the company of first job (Figure A.1).

Our sample is unique for it represents an expression of the country’s emerging urban

working class. Tables A.1 and A.2 in the appendix compare summary statistics of our

sample with the Ugandan National Household Survey (UNHS). On top of being more

educated, our subjects earn 44% more than the average Ugandan population of young

workers. Even compared to the sub-sample of Ugandans that attended a VTI, they are

more likely to perform non-agriculture occupations, which are more productive (81%

against 46% in the overall population and 75% in the population that attended a VTI).

Given the crucial role skilled urban workers in low-income settings hold, identifying gender

biases in such selected sample builds up evidence on the mechanisms that keep women

clustered in the least productive sectors.

1The survey, part of a different study, targeted 711 young adults. We successfully surveyed 555 of them.
The 150 who attrited (22%) are no different from our respondents, except for gender and belonging to
ethnic minority (Table A.3, in appendix). However, this is inconsequential for this study and its internal
validity since the outcomes of our experiment are measured on the spot.

4



Women in our sample are also more economically empowered than the Ugandan

average. In the national sample of young workers, 72% of women performed any work

(which includes agriculture), but most of them are clustered within agriculture: only 36%

performed non-agriculture occupations. On the other hand, our female respondents are as

likely to be working as the national average (75%) but they are significantly more likely to

work outside agriculture, as 68% reported having worked outside agriculture. Nonetheless,

despite being more empowered than the national average, female subjects are still less

likely to be employed than male subjects and earn significantly less.

3 Experimental Design

Audit studies emerged in the 1960s in the United Kingdom and in the United States

parallel to the enactment of anti-discrimination bills and out of the concern of tackling

concealed forms of racial discrimination (Gaddis, 2018). Since then, they have become

a workhorse in studies of discrimination for their ability to avoid common drawbacks

present in alternative techniques, like surveys and regression analyses2. Traditionally,

audit studies come in two different forms: in-person and correspondence. In in-person

audit studies, researchers rely on trained assistants to role-play characters in the field.

In correspondence audit studies (also called “resume audit studies”), researchers create

hypothetical profiles or applications and present them to subjects through mail or internet.

As online applications became more popular in the 2000s, resume audit studies have

become the most common type of audit studies and are popular in high-income settings.

In the literature of labor economics, they have been widely used to assess employers’

preferences and discriminatory behavior on various dimensions3. In this paper, we focus

on gender discrimination in hirings.

To the best of our knowledge, Firth (1982) was the first author to carry out an audit

study to investigate gender discrimination in hirings, sending application letters with

different gender to job advertisement published in newspapers, and found that men were

more likely to get through job screening. Ever since then, many audit studies have

investigated the extent of gender discrimination in hiring decisions from employers and

2Surveys that collect self-reported measures of discrimination suffer from experimental demand and
fail to generate honest responses. Observational studies based on regression analysis usually confound
discrimination with observable and unobservable characteristics (confounders that might differ on the
dimension of discrimination being assessed, like level of education and wealth).

3Race (Bertrand and Mullainathan, 2004; Arceo-Gomez and Campos-Vazquez, 2014; Edo et al., 2019),
skin tone (Saeed et al., 2019), castes Banerjee et al. (2009), criminal record (Agan and Starr, 2018),
immigration status (Oreopoulos, 2011), sexuality (Weichselbaumer, 2003; Drydakis, 2021), age (Lahey,
2008; Carlsson and Eriksson, 2019), obesity (Rooth, 2009), type of post-secondary institution attended
(Deming et al., 2016), and length of unemployment spells (Eriksson and Rooth, 2014). In recent works
outside the literature of labor, they have also been used to identify discriminatory behavior based on
race among landlords in Airbnb (Edelman et al., 2017) and among Uber drivers (Ge et al., 2020) and to
identify price discrimination towards non-coethnics in informal markets (Grossman and Honig, 2017) and
towards foreigners Kim and Lopez de Leon (2019).
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HR departments. Some studies pointed out to the existence of gender bias in line with

the gender division of sectors in the UK (Riach and Rich, 2006), in Australia (Booth and

Leigh, 2010), and in Sweden (Carlsson, 2011). Others also showed that, even if men and

women are both discriminated in certain aspects, women tend to be discriminated more

(Arceo-Gomez and Campos-Vazquez, 2014; Galarza and Yamada, 2017; Neumark et al.,

2019; Campos-Vazquez and Gonzalez, 2020).

Nonetheless, despite their strengths, Kessler et al. (2019) have raised three major

concerns regarding audit studies. First, the identification strategy fundamentally relies

on the deception of subjects that evaluate the individuals sent by the researcher. Even

though institutional review boards usually tolerate the deception involved in audit studies,

it is costly for subjects, who waste time pursuing fake profiles, and can also harm real

applicants. In the case of labor market audit studies, fake profiles can displace callbacks

that would have been otherwise assigned to real jobseekers, who lose the opportunity of

being interviewed. Second, in the labor economics literature, audit studies generally fail

to disentangle employers’ preferences and expectations about the candidate accepting the

job. Farber et al. (2019), for instance, did a resume audit study in eight cities in the

United States through online applications and found that applicants that were unemployed

had higher call-back rates than employed applicants. This, however, does not mean that

such employers had a preference for unemployment, but rather that they believed such

candidates were more willing to accept a job offer. Third, traditional resume audit studies

that rely exclusively on call-back rates lack granular measures of employers’ preferences,

which prevents them from capturing responses at other points of the distribution of

candidate quality.

To maneuver these issues, Kessler et al. (2019) proposed a new methodology, the

Incentivized Resume Rating (IRR). Under this new methodology, respondents are shown

hypothetical profiles and are asked to rate them on (1) how much they would like to

hire the profile and (2) how likely they think the profile is to accept a job with their

organization, on a 10-point Likert scale. To make their answers incentive compatible, we

told respondents that their answers would be used to match them to real life candidates

according to their preferences. With this approach, we are able to minimize deception and

also address the problem of the confounder by disentangling preferences from perceived

likability of accepting the offer.

Currently, researchers are progressively replacing traditional audit studies with IRR4.

Macchi (2020) found that, in Uganda, obesity can act as collateral by signaling wealth in

credit markets where there is lack of information. Carranza et al. (2020) investigated how

information on job seekers’ skills affect hiring decisions and their labor market outcomes

in South Africa.

While significantly advancing the potential of audit studies with the proposed solutions,

the IRR of Kessler et al. (2019) still leaves a few open points. First, if their subjects

4Due to the recency of the work of Kessler et al. (2019), most of works using IRR are still unpublished.
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believed that only their answer to the question “how much would you like to hire this

person” would be taken into account to match them to the ten real CVs but still feared

that the profiles shown were not likely to accept the offer, they could still answer this

question by embodying both the perception around the quality and the perception about

the perceived likelihood of accepting the offer. Also, the lack of comparability between the

scales of perceived quality and call-back decisions hinders the interpretation of their result

and how they would translate to real life outcomes. In other words, the lack of a question

along the lines of “would you hire this candidate?” at the end of the evaluation of each

profile prevents the authors to draw a link between the scale of perceived quality (how

much would you like to hire) and the actual hiring decision.

When designing our cor respondence experiment, we depart from Kessler et al. (2019).

Specifically, we adapted their study, which was originally aimed at employers and HR

employees, so to suit our focus on employees’ referrals. We also attempted to overcome

the above mentioned shortfalls by asking employees who they would pick (not only their

ratings) and by ensuring our respondents that candidates would certainly accept the

job, so to shut down any potential confounders stemming from the perceived probability

of acceptance. In our experiment, we offer skilled young workers the opportunity to

refer someone for a one-month subsidized internship at the company they work for. The

experiment was carried out in the second half of 2021. In the first part of the experiment,

we showed to each respondent a pair of gender-differing profiles that matched their sector

of specialization but that differed in amount of work experience (6 or 11 months of work

experience). Following the work of Kessler et al. (2019), respondents were told that the

profiles were hypothetical but based on real-life candidates willing to accept the job. The

details of how the hypothetical profiles were built are described in Appendix A.1.

The experiment targeted employees in SMEs. We offered them the opportunity to refer

someone to start working as an intern at the company in which they worked. The referred

candidate took part in a lottery and, if selected, started working. To increase the stakes of

the respondent and to nudge them into considering consider the quality of the candidates,

we offered a 100,000 UGX (30 USD) unconditional cash transfer in case the referred

candidate was retained in the company after the one-month internship. Nonetheless,

to increase power, we also allowed non-wage employed respondents to take part of the

experiment, though only in hypothetical terms. These respondents were told that the

research team was interested in leveraging their expertise in their sector of specialization

and that their answers would help us deliver a set of one-month subsidized internships.

They were not offered any amount of money and were not told about any lottery.

After sending each profile through SMS, respondents were asked to rate it in terms

of likability and quality, on Likert scales from zero to 10. The timing of the experiment

is detailed in Figure 1. Specifically, we borrowed questions from Heilman et al. (2004)

and asked “How much would you like to work with this candidate?” to measure likability

and “What are the chances of this candidate being retained?” to measure quality. We use
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the question on likelihood of being retained to capture the subject’s perception about the

quality of the hypothetical profiles. Certainly, the answer to this question may capture

characteristics other than candidates’ actual competence: on one hand, in their answers

respondents may weigh the performance of the business where the respondent works

and the probability that they are able to retain a new employer (which, in any case, is

expected to be the same in both treatment groups), on the other, they may embody the

preferences of employers, consumers, or suppliers (pass-through). Conversely, the measure

of likability was designed to capture respondents’ personal preferences. In our sample, the

businesses in which our respondents work have a median size of 3 employees (17 employees,

for the subsample of wage-employed). Therefore, they are aware that the new intern

has high chances of working with them directly and shall take this into account when

rating the candidate in terms of likability. To avoid the confounding issue Kessler et al.

(2019) pointed out related to the chances of the candidate accepting the job, we reassured

respondents that the candidates were willing to accept a job if offered one. After rating

both participants, respondents were required to pick one of the two candidates for the

internship.

In the second part of the study, after rating and choosing among the hypothetical

profiles, respondents were asked to mention a person they knew (a network member)

that would be a good fit for the position we were offering. Then, we asked them to

mention someone of the opposite gender of the firstly mentioned network member5. After

naming each network member, respondents were also asked to rank the network members

in terms of likability and competence. Finally, we asked them whom would they refer

to the subsidized internship among the two network members and the two hypothetical

profiles. The second part helped us identify to what extent the gender bias observed in

the first part is also observed in a setting where respondents have to resort to their actual

networks and to what extent the bias is due to the lack of supply of network members of

the non-stereotypical group.

In designing the experiment, we addressed the main issues related to audit studies,

following the IRR approach proposed by Kessler et al. (2019). First, we further minimize

deception by telling respondents that the profiles we show are hypothetical though based

in real life candidates6. Second, we address the confounding between subjects’ interests

5The respondent always had the possibility to say that they did not know anybody in their network
that was a good fit.

6We still held some deception by making subjects believe that only names had been changed and that all
other characteristics of the profiles (namely gender, education, and work experience) were correct. In any
case, the experiment is respectful to subjects’ time. In particular, they had the chance to be compensated
with money for their choices, by having the chosen candidate starting working in their company and by
offering an unconditional cash-transfer reward if the chosen candidate is retained. Concerned with the
issues of reputation costs (Rees, 1966) and moral hazard (Heath, 2018) described in the literature, we also
make sure subjects are aware of risks and allow them to give up on having their chosen candidate actually
starting working with them at any point in the study. If selected in the lottery, we also make sure to
disclose information of the matched candidate to the subject, under the matched candidate’s consent,
before the subject decides to proceed with the candidate working in their company.
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and their expectations about the candidate shown accepting the job. If subjects believe a

high-experience candidate is not likely to accept the job, they may prefer the low-experience

candidate even if they think the other one is more fit. To shut down this channel, we tell

all subjects that the candidates underlying the hypothetical profiles are willing to accept

a job if offered one. We also tailor our rating questions to embed measures of likability

and quality, which are supposed to disentangle the existence of taste-based discrimination

and statistical discrimination.

To gain insights on the drivers of discrimination, we performed two cross-randomizations:

by gender of the high-quality candidate, to investigate the extent of gender bias, and

by privacy of the referral, to disentangle the role of pass-through discrimination from

employers’ preferences. The two cross randomizations are described in details in sub-

sections 3.1 and 3.2 respectively. We hereafter refer to the first one as Main Experiment

and the second one as Cross-Randomization. The randomizations were stratified by gender,

sector gender dominance (male/female dominated sector)7, wage employed in baseline of

Alfonsi et al. (2022), and hard to find dummy (which takes value one if the respondent

was not found in at least one of the previous three survey rounds).

3.1 Main Experiment: Identifying gender bias

We start by looking at whether skilled young workers discriminate by gender when making

referrals and if any gender bias occurs on the line of gender sector segregation, as has been

found in the literature for developed economies (Riach and Rich, 2006; Booth and Leigh,

2010; Carlsson, 2011). To do so, we randomize the gender of the high-experience profile,

splitting the sample into a high experience male group (HEM), who was shown the profiles

of the high-experience candidate bearing a male name and the low-experience candidate

bearing a female name, and a high experience female group (HEF), who was shown the

profiles of the high-experience candidate bearing a female name and the low-experience

candidate bearing a male name. Our hypothesis is that gender bias in referrals against

female workers exists and, hence, in the HEF, the high-experience candidate will have

less chances of being referred than in the HEM. Therefore, our primary outcomes are:

probability of referring the high quality candidate, likability of high- and low-experience

candidate, and perceived probability of retention of high- and low-experience candidate.

Table 1 displays the balance in observable demographic and work characteristics on the

non-attrited sample between HEM and HEF. The sample is balanced across all observables,

and we can confirm that the assumption of random assignment holds.

7Male dominated sectors are: motor-mechanics, plumbing, construction, electrical work, welding,
carpentry, agriculture, and machine and fitting. Female-dominated sectors are: food and hospitality,
tailoring, hairdressing, teaching, and secretary.
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3.2 Cross-Randomization: Private referrals

Second, we intended to understand whether private rather than public referrals could

mitigate the costs of referring female candidates and low-quality candidates. Stratifying by

the same strata as in the Main Experiment plus group assignment in the Main Experiment,

we cross-randomized the publicity of the referral (whether the business owner would or

would not know the name of the respondent who referred the candidate), splitting the

sample into public referral and private referral. We expected private referrals to help

workers maneuver punishment coming from prejudiced employers against minorities, and

to mitigate pass-through discrimination (Becker, 1957; Bar and Zussman, 2017). We also

expected that private referrals would change the trade-off that workers face between social

benefits and candidate quality when making a referral, as in the model of Beaman and

Magruder (2012). In particular, if workers expect employers not to know which worker

referred the candidate, they might weigh more the social benefit than the candidate quality,

as reputation costs for lower quality candidates would be decreased (Rees, 1966). Therefore,

our hypothesis is that private referrals can increase the probability of referring female

candidates and the probability of referring low-quality candidates and network members. In

this experiment, our primary outcomes are: probability of referring the female hypothetical

candidate, probability of referring low quality candidate, likability of male and female

candidate, perceived probability of retention of male and female candidate, probability of

naming a network member, probability of naming a female network member, probability

of referring a network member, probability of referring a female network member, and

probability of referring a woman (hypothetical or network).

Tables 1 displays the balance in observable demographic and work characteristics

on the non-attrited sample between treatment groups. For this experiment, we found

some unbalances. By chance, subjects assigned to private referral are younger at the

5 percent level (26.7 years against 27.4 years from subjects assigned to public referral),

have less years of activity in the labor market at the 10 percent level (2.60 years against

2.96 years), are more likely to have studied motor-mechanics at the 10 percent level (22%

against 17%), and less likely to have studied hairdressing (2% against 4%). There are

also unbalances in training at the 10 percent level for carpentry and machine and fitting,

but this is not concerning because these are minority in the sample (there are only 3

subjects who did carpentry and 3 who did machine and fitting). However, the unbalance

in motor-mechanics and hairdressing is concerning because these are non-trivial shares

of our sample (19.5% and 3.1%, respectively) and, despite the stratification in gender

dominance, can make the treatment group more prone to have a pro-male gender bias,

affecting directly one of our results of interest. Following Bruhn and McKenzie (2009), we

control for such four unbalanced variables in regressions estimating the treatment effect of

private referrals, expecting that “the remaining unobservables are no more or less likely

to be unbalanced”. For all these variables, the normalized difference does not exceed
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the one-quarter standard deviation rule-of-thumb proposed by Imbens and Rubin (2015),

under which simple regression models are reliable to remove the biases stemming from

imbalance.

4 Empirical strategy

In this section, we describe the empirical strategy to identify the existence of gender bias

in the setting with gender-differing pairs. We look at subjects’ probabilities of picking

the high-quality candidate, mimicking traditional audit studies that look at call-back

rates. While able to identify the gender bias, this empirical strategy (hereafter called

“main identification strategy”) does not allow the identification of the quality effect, as

the differences in quality are constant in both groups and, as discussed above, account for

the difference in 5 months of work experience. To have a benchmark to which compare

the size of the gender bias identified, we provide a second empirical strategy (“alternative

identification strategy”) which allows us to estimate the quality effect, though not causally.

The alternative identification strategy, described in Appendix A.2, regards only the

primary outcome “probability of referring hypothetical high quality candidate” for the

Main Experiment. For all other primary outcomes, we rely solely on the main identification

strategy.

Similar to the literature of audit studies that look at call-backs, we elicit the existence

of gender preferences among respondents by comparing the referral probability of the

high-experience profiles P refer
h in the group where the high-experience profile is a man with

the group where the high-experience profile is a woman. If both profiles shown were the

same, P refer would be equal to tossing a coin, E(P refer) = 0.5.

If one of the profiles shown has more experience, the probability of referring such profile

is expected to be affected by the experience effect:

E(P refer|e) = 0.5 + β1ExperienceDiffq S 0.5

where ExperienceDiffh = 1 (if the candidate has higher experience) and QualityDiffl = −1

(if the candidate has lower experience).

If there is a difference between the genders of both profiles, we would expect that, on

top of quality, some sort of gender bias to also affect P refer. Because in our design we

always have differential gender pairs and because forcibly P refer
h +P refer

l = 1, gender affects

both profiles:

E(P refer|e, g) = 0.5 + β1ExperienceDiffq + β2GenderDiffg T 0.5

where GenderDiffm = −1 (if the candidate is a man) and GenderDifff = 1 (if the candidate

is a woman). The coefficient β2 measures the gender bias in determining respondents’

choice. If β2 > 0, there is a positive gender bias for female candidates when compared to
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male candidates. If β2 < 0, there is a negative gender bias against female candidates when

compared to male candidates.

The identification strategy comes from varying whether the high-experience candidate

is a woman or a man, keeping the same differences in experience and the existence of

a gender difference in the pair. Denoting the experience difference as equal to 1, the

potential outcomes for the groups in which the high-experience candidate is a woman

(P refer
h,f ) and in which the high-experience candidate is a man (P refer

h,m ) are:

Group 1 (HEM): E(P refer|E = h,G = f) = 0.5 + β1 + β2

Group 2 (HEF): E(P refer|E = h,G = m) = 0.5 + β1 − β2

Again, if β2 > 0, then the positive bias for woman will make that the high-quality woman

is more likely to be picked than the high-quality man. The opposite holds if β2 < 0.

The difference between the two groups yields:

E(P refer|E = h,G = m)− E(P refer|E = h,G = f) = 2β2

where 2β2 is the penalty (or reward) against the female candidate minus the reward (or

penalty) for the male candidate. It measures the distance between the gender-differing

pair.

It can be causally estimated by regressing:

RH
i,g = a+ b︸︷︷︸

2β2

Femaleg + c S + d X + εi

where RH
i,g is a dummy equal to one if respondent i referred the high-quality candidate

(and zero otherwise) and Femaleg is a dummy equal to one if the high-quality candidate is

female (and zero otherwise). The vector S contains the four strata dummies (gender of

respondent, gender-dominance of sector, wage-employed in baseline, and dummy for hard

to find). The vector X refers to sector of specialization and vocational training institute

fixed effects. Because, given a sector of specialization, the pair of hypothetical profiles is

exactly the same for all subjects, except for gender, controlling for sector of specialization

also implies controlling for the type of CVs shown. By controlling for the pairs of profiles

shown, we are also able to control for the systematic differences existing between high-

and low-quality profiles that extrapolate the 5 months of work experience (firm name and

high-school). We include in all specifications the control variables and, following Bruhn

and McKenzie (2009), the strata variables.

We use the above specification for all primary outcomes. In the regressions of the

Cross-Randomization, the vector S includes the five strata variables for this experiment

(gender of respondent, gender-dominance of sector, wage-employed in baseline, dummy for

hard to find, and the assignment in the Main Experiment) and all unbalanced variables
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(age, years of activity in the labor market, dummy for having studied motor-mechanics,

and dummy for having studied hairdressing).

5 Results

In this section, we present the results for the overall sample. Nonetheless, they hide

interesting findings related to the gender dominance of the sectors that we further explore

in the following section on hetereogenities.

5.1 Main experiment: Identifying gender bias

We begin by looking at gender discrimination in the overall sample. Figure 2 shows that,

on average, male profiles were more likely to be picked, even though there were as many

female profiles as male profiles (with the same quality on average). In total, 55.6% of

our subjects picked the male hypothetical profile and 44.3%, the female profile. These

numbers are statistically different from 50/50 at the 5 percent level, which is already

strong evidence of gender bias against females in our sample. On top of that, we can also

see that the high-quality profiles were generally more picked, suggesting that we were

successful at flagging the higher quality. In total, 62.5% subjects picked the high-quality

profile and 37.5%, the low-quality profile. Comparing the HEM and the HEF, we could

see that, when the high-quality hypothetical candidate was a man, 68.5% subjects chose

to refer the high-quality, whereas, when it was a woman, 56.7% chose the high-quality

profile. In Table 2 we confirm this evidence in a regression framework: high-quality profile

is 11.1 p.p. less likely to be picked when it bears a male name rather than when it bears

a female name, which is significant at the 1 percent level. This shows that subjects in

our sample have a significant bias against female candidates. Figure 4 illustrates that the

effect of having a higher quality is smaller when the high-quality candidate is a woman

(right panel) compared to when the high-quality candidate is a man (left panel). However,

when we reweigh the sample by gender, this bias decreases and becomes insignificant,

indicating that gender is a relevant source of heterogeneity, as explored in Section 6.

Using the alternative specification described in Appendix A.2, we are able to descrip-

tively compute the effect of being high quality. We find that the gender penalty of 11.1 p.p.

is similar in magnitude to 34.8% of the estimated effect of having 5 fewer months of work

experience than the competing candidate (or, for simplicity, 1.7 months). Considering

these are referrals for internship positions, this is a non-negligible figure.

To understand the mechanisms underpinning our subjects’ discriminatory behavior, we

turn to the rating questions that measure profiles’ likability (“how much would you like to

work with this person”) and perceived probability of retention (“how much likely do you

think this person is to be retained”). We expect the answers to these questions to reflect

subjects’ referral decisions. Figure 3 displays the CDF of likability and perceived quality
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for male and female profiles. It shows that female profiles are, on average, rated worse in

terms of likability and perceived probability of retention, with cumulative distributions to

the left of those of male profiles.

One could argue that the sizable gender discrimination of 11.1 p.p. could be due to a

pass-through of employers’ and customers’ preferences onto employees’ preferences, but

our results show that workers’ intrinsic preferences also matter. Workers could refer more

men because they know business owners and clients prefer male workers (Becker, 1957;

Cahuc et al., 2014; Bar and Zussman, 2017). If anything, we expect this to be translated

in a smaller perceived probability of retention for female profiles. Indeed, as shown in

Column 5 of Table 2, the high-quality profile is rated as having less 4.5 p.p. chance of

being retained if it bears a female name, which is equivalent to 6.1% of the mean for the

male high-quality profiles. However, on top of that, the female high-quality profiles are

also rated as 0.31 points less likable (on a scale from 0 to 10), which is equivalent to 4%

of the mean for male high-quality profiles, as shown in Column 3 of Table 2. This result

shows that our respondents regard women as less likely to be retained, but their distaste

is also significant. It indicates that their discriminatory behavior is not only due to a

pass-through of employers’ or customers’ preferences, which, if anything, is captured only

by the question on perceived likelihood of retention.

5.2 Network choices

In the second part, we move away from hypothetical candidates and asked subjects to

name two network members of different gender that they believed would be a good fit

for the position. Ultimately, we allowed respondents to refer one of them instead of

the hypothetical candidate previously selected. Table 3 displays the characteristics of

the network members that we have collected from subjects. The network members that

respondents named are on average 24.8 years old, whereas hypothetical profiles were 22.

About 85% have completed post-secondary education (certificate, degree, or university) and

they have on average 38.8 months of work experience and 31.3 months of work experience

in the sector of specialization of the respondent. It is important to notice that female

networks are significantly younger (24.0 against 24.8) and less experienced (33.2 months

of work experience and 26.9 months of work experience in the sector of specialization of

respondent against 43.4 and 35.0), despite being as educated as male respondents. Out of

the pool of network members, 82.5% are friends of our subject and 6% are siblings.

As shown in Table 4, 72.3% of our subjects named at least a network member.

Conditional on having done so, 38.4% named only a male network member, 24.7% named

only a female network member, and 36.9% named both. In total, 253 out of 401 subjects

were able to mention the first network but not the second when we probed for someone

of different gender. Of these, only 15 had mentioned as first a non-stereotypical worker,

while 238 mentioned the first and only network being someone of a stereotypical gender.
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The low share of respondents able to mention candidates from both genders, even when

explicitly asked to do so, makes us believe that the segregation in referrals is also due to

limited supply of network members who are non-stereotypical workers in their occupation,

precisely because of the segregation of these sectors8. However, even when subjects name

candidates of both genders, as shown in Table 4, they still display a strong pro-male bias

on average.

In line with what observed by Beaman et al. (2018), we find that our subjects were

less likely to choose female network members for the internship. Rather than reflecting a

lack of supply of female acquaintances, our evidence is suggesting of a strong preference

for men in our sample. Among those who were able to name two network members, 27.3%

referred the female network candidate while almost the double (53.4%) chose the male

one. Looking at the heterogeneity in Table 4, we can observe that preferences are strongly

correlated to gender: women have a mild preference for female network members (referring

them 9.4 p.p. more than male network members), while men have a strong preference for

male network members (referring them 45.2 p.p. more than female network members).

Taken together, our evidence suggests that the same patterns of discrimination observed

in the anonymous setting are observed also when subjects have to resort to their networks,

even in the lack of shortage of female networks. It could be that these preferences are

grounded on the differences in observables described above, but we should highlight that

the amount of work experience female network possess on average is more than enough for

them to qualify for the internship position offered.

In general, 54.4% of our subjects chose to refer a network member at the end of the

experiment and allowing our subjects to choose someone in their network reduced their

chances of choosing a woman for the internship. Table 5 displays the treatment effects for

the primary outcomes. Column 1 display the effect of receiving the high-experience female

profile on the probability of referring a woman in the first part, when subjects are shown

just hypothetical profiles. Differently from Columns 1 in Table 2, these columns display

the regression of the variable referring a female candidate (network or hypothetical) on the

treatment assignment (receiving high-experience female profile) rather than the regression

of referring the high-quality candidate on the treatment assignment. Naturally, being

shown a high-quality woman increases the chances of subjects referring a woman in the

first exercise by 25.7 p.p., which is significant at the 0.1 percent level. However, when

we allow subjects to refer someone in their network, this effect nearly halves, going to

14.2 p.p, as shown in Columns 3 and 4. This indicates that allowing subjects to resort to

their network increases pro-male bias, suggesting that the same patterns of discrimination

8When probed why they could not think of someone of the opposite gender, 82.2% said they did not
know any person of the opposite gender that were skilled enough and 9.5% said they simply did not know
anyone of the opposite gender that worked in their sector. Only 5.1% said that they thought the job was
not appropriate for someone of the opposite gender and a minority gave other reasons, like “I think the
employer will not like someone of the opposite gender” (three subjects) and “I do not like working with
someone of the opposite gender” (one subject).
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observed for the hypothetical candidates hold for the network members.

On the other hand, showing a high-quality woman rather than a high-quality man did

not make our respondents more or less likely to pick a network member rather than one of

the hypothetical profile. Column 4 of Table 5 show that the gender of the high-experience

candidate did not affect the chances of our respondents referring a network member. It

could be that respondents simply refer more network members because they have more

knowledge about hard-to-observe measures of productivity for their network than for

the hypothetical candidates (Rees, 1966; Montgomery, 1991; Hensvik and Skans, 2016),

but, in the presence of a pro-male bias, we would still expect our subjects to refer less

network members when the high-quality profile is a man. As male profiles are perceived as

more likely to be retained, we expected our subjects to statistically discriminate women,

making inferences on unobservable measures of productivity based on gender, and refer

network members more when they are shown a high-quality female profile. Instead,

because of the absence of differences in the likelihood of referring a network member across

groups, it seems that our subjects aim to extract social benefits from referring a network

member (Beaman and Magruder, 2012) and the gender of the hypothetical candidate is

inconsequential for this decision9.

5.3 Private referrals

In the first part, when subjects had to choose between the hypothetical profiles, the private

referrals do not seem to have changed respondents’ attitudes towards female candidates

for the whole sample. As shown in Column 1 of Table 610, private referrals could have

increased the probability of referring the female hypothetical candidate by 5.8 p.p., but

these effects are not significant for any level. Nonetheless, given the magnitude of the effect

(0.13 s.d. to 0.12 s.d.), we believe that the lack of significance could be an issue of power.

Private referrals could allow employees to maneuver employers’ discriminatory behavior

by protecting their own reputation (Rees, 1966). As will be discussed in the next section,

when looking at heterogeneous effects, we observe that private referrals were effective in

inducing female referrals in male-dominated sectors, but not in female-dominated sectors,

indicating that they had a significant effect and that the absence of statistical significance

in the whole sample is only due to the averaging of the treatment effect between these two

subsamples.

Private referrals also seem not to have affected respondents’ attitudes towards low

9In short, this is a matter of whether we were powered enough. If the estimates are precise zeros,
then the gender of the hypothetical candidate is inconsequential and, even if there is gender bias (so
respondents make more positive inferences about unobservable characteristics for men than for women),
they have the same chances of referring a network because their main objective in referring a network is
to extract social benefits. Instead, if there is a treatment effect and we were not able to precisely estimate
it, observable and inferred unobservable information about female profiles sets a lower bar for referring a
network member.

10The sample size is smaller for Experiment 2 (N=475 instead of N=555) because 80 observations have
missing values for at least one of the unbalanced variables for which the regressions are controlled.
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experience candidates. Column 2 shows that private referrals had no effect on the

probability of referring the low experience hypothetical candidate, but the magnitude of

the coefficients is very small, 1.5 p.p. (or 0.03 s.d.) and 0.7 p.p. (or 0.01 s.d.), which

makes us believe that these are precisely estimated zeros. We thought that private referrals

would reduce the punishments for a bad referral, but, in our design, subjects have no

incentives to prefer more the low-experience hypothetical candidate under private referrals.

Being hypothetical candidates, subjects have no social benefit to gain from referring them

and concealing the candidate’s ties with the subject is pointless. Plus, because we offered

an unconditional cash transfer of 30 USD in case the candidate is referred, we believed

they would have strong incentives to prefer the high-quality candidate with or without

the employer knowing that they referred that candidate. Therefore, in the absence of a

trade-off between quality and social benefits, private referrals do not seem to hurt the

quality of referrals.

As for the mechanisms, we could also observe that private referrals induced our subjects

to rate hypothetical candidates better in terms of likability and to rate female hypothetical

candidates better in terms of perceived likelihood of retention. As shown in Column 3 of

Table 6, private referrals make female hypothetical candidates 0.36 points more likable

and, as in Column 4, perceived to be 3.9 p.p. more likely to be retained, both of which are

significant. Male hypothetical candidates, on the other hand, are also 0.36 points more

likable under the private referral than under the public referral, which is significant at the

10 percent level, but perceived to be no more likely to be retained. We believe that these

results suggests that, for female candidates, referrals might act as a liability rather than

an asset and women coming with a recommendation from other employees may actually

be penalized.

In the second part, in line with our hypothesis, private referrals increased the probability

that subjects would refer a network candidate rather than a hypothetical candidate. As

shown in Column 8 of Table 6, private referrals made our subjects 9.2 p.p. more likely to

choose a network member rather than a hypothetical candidate, which is significant at the

10 percent level. This shows that private referrals, which conceal the name of the referring

worker to the employer (but not to the referred candidate), did change the trade-off that

workers face when balancing social benefits when making a referral, as in the model of

Beaman and Magruder (2012).

6 Heterogeneity analysis

In this section, we explore the heterogeneous effects for the results presented in this section.

We first conduct heterogeneity analyses in terms of gender. Then, we zoom into the

heterogeneities by gender dominance of the sector.
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6.1 By gender

As reported in Table 7, discrimination against female workers is strongly correlated with

gender of respondent, but, while pro-male bias is strong and significant among men,

pro-female bias is smaller and insignificant across women. As reported in Column 1, among

male subjects, the high-quality candidate has 25.5 p.p. less chances of being picked if she

is a woman, which is significant at the 0.1 percent level. For female subjects, the profile

has 12.1 p.p. more chances of being picked if she is a woman, which is significant only

at the 10 percent level. Also, as shown in Columns 2 and 3, women tend to rank the

high-quality profile slightly better in terms of likability if it is a woman (the coefficient

is large but insignificant), while perceiving both male and female high-quality profiles as

equally likely to be retained. On the other hand, men tend to rate the high-quality profile

significantly worse if it is a woman both in terms of likability and perceived likelihood of

retention. In this way, we can argue that both men and women discriminate against the

other gender, but men tend to punish female candidates much harder.

6.2 By sectorial gender-dominance

As reported in Table 8, discrimination against female workers is strongly correlated with

gender dominance of the sector. Respondents coming from male-dominated sectors of

specialization display a stronger discrimination against women, while respondents from

female-dominated sectors of specialization display a positive discrimination for women,

both of which are large and significant. In the first part, for subjects in male-dominated

sectors, the high-experience hypothetical candidate is 27.0 p.p. less likely to be picked

if she is a female, as shown in Columns 1 of Panel C. On the other hand, respondents

in female-dominated sectors seem to display a significant, but smaller, preference for

female candidates: the high-experience hypothetical profile is 14.6 p.p. more likely to

be chosen if it is a female, as shown in Columns 1 of Panel B. Figure 6 shows that, in

general, subjects tend to refer stereotypical candidates: in both HEM and HEF, subjects

in female-dominated sectors tend to refer more the high-quality candidate, but subjects

in male-dominated sectors actually prefer more the low-quality profile when it is a male,

reflecting the stronger bias from these subjects. This result goes in line with the work

of Riach and Rich (2006) and Booth and Leigh (2010), who showed that gender bias is

correlated with the gender dominance of the sector, but, contrarily to Carlsson (2011), we

found a significant pro-male bias in male dominated sectors. It also expands Beaman et al.

(2018) by providing corroborating evidence of pro-male bias in male-dominated sectors and

by also showing that there is a significant pro-female bias in female dominated sectors. This

finding suggests that debiasing programs aiming to increase female participation in male-

dominated sector should also consider that, while being displaced to female-dominated

sectors, men would face similar barriers to that of women. Therefore, such programs
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should also target female-dominated sectors.

In any case, because of the strong correlation between gender and gender dominance

of sectors, it could be that these patterns are simply due to respondents’ gender. Indeed,

90.8% of subjects in female-dominated sectors are women and 91.7% in male-dominated

sectors are men. However, the main driver of respondents’ referral choices seems to be the

gender-dominance of sector. Table 9 displays the main results interacting the treatment

assignment with both gender of respondent and gender dominance of sector. The only

significant interaction is the one between treatment assignment and female dominated

sector, which points to a positive bias of 14.2 p.p. towards women, while the interaction

with gender of the respondent is insignificant.

Nonetheless, even though discrimination exists in both types of subjects, the drivers of

discrimination seem to be different. Men are perceived to be as likely to be retained as

women in female-dominated sectors (though less likable than women), whereas women

are perceived to be both less likable and less likely to be retained in male-dominated

sectors. On one hand, as shown in Column 3 of Table 8, subjects in male-dominated

sectors rate the high-quality profile as 7.9 p.p. less likely to be retained if it is a woman,

while for subjects in female-dominated sectors this effect is 0.4 p.p. and insignificant at all

levels. On the other hand, Column 2 of Table 8 shows that subjects in male-dominated

sectors rate the high-quality profile as 0.60 points less likable if it is a woman. The same

coefficient is not significant for subjects in female-dominated sector, but we cannot reject

that the coefficients are different in absolute terms (as shown at the bottom of the table).

In fact, Table 9, containing the interaction terms with both gender and gender-dominance,

shows that perceived likability has more to do with gender of the respondent than with

gender-dominance of sector. While the coefficient for the interaction with sectorial gender-

dominance is insignificant, the one with gender is positive and shows that women do not

like working with men (despite insignificant, the coefficient on likability in Table 7 is large

in magnitude and is significant hadn’t we added the controls). It shows that the perceived

likelihood of retention seems to be related to the gender-dominance of the sector, but the

likability of the candidate is linked to the gender of the respondent (as the significant

coefficient is the interaction of gender). This suggests that, when it comes to likability,

intrinsic preferences (embodied in respondents’ gender) play a more relevant role, whereas

referral decisions and perceived likelihood of retention hinge on the sector of the worker,

hinting that pass-through of extrinsic preferences might be an important driver of referrals

decision.

When turning to the heterogeneity effects of the private referrals, we could see that

private referrals made subjects in male-dominated sectors more likely to refer the hypo-

thetical female candidate, suggesting that a share of the bias against non-stereotypical

candidate is also due to employees’ relationship with employers. Column 1 of Table 10

shows that private referrals made subjects in male-dominated sectors 10.2 p.p. more likely

to refer the hypothetical female candidate. It could be that respondents in male-dominated
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sectors simply refer more women because the costs of referring a candidate perceived as

worse are lower Beaman and Magruder (2012), but they are no more likely to refer the

low-experience candidate. As shown in Column 2 of Table 10, private referrals did not

make subjects in male-dominated sectors more willing to pick the low-quality candidates.

This indicates that retaliation from employers is an important driver of pro-male bias

in such sectors. Such 10.2 p.p. effect of private referrals is also large in magnitude and

amounts to an increase of 29% in the chances of referring the female profile.

Additionally, private referrals seem to have increased the probability of referring a

network member for subjects in female-dominated sectors, who, in general, tend to refer

less their own network. Among those assigned to the control group (public referrals),

57% of subjects in male-dominated sectors referred their own network, while 42% in

female-dominated sectors did so. In our sample, the private referrals managed to increase

the probability of referring a network member by 14.2 p.p. among subjects in female-

dominated sector, which is significant at the 10 percent level, as shown in Column 5 of

Table 10. Considering that subjects in female-dominated sectors are more likely to know

and name female network members, the fact they tend to refer less network members

is an additional barrier to female employment. Women are generally disadvantaged in

referrals. Beaman et al. (2018) highlight that these exist because men tend to refer less

other women, while Brown et al. (2016) point that homophily in network formation can

impose additional barriers in the referral system. Our evidence also shows that, on top of

that, women are in disadvantage also because workers that are more likely to name women

(those in female-dominated sectors) tend to refer less their own networks. This goes in

line with the discussion in Topa (2011), who stress that women are, in general, less likely

to use informal contacts than men, which yields higher wages and promotion chances for

male workers.

Therefore, subjects in gender-dominated sectors seem to positively discriminate the

dominating stereotypical gender, meaning that debiasing programs aiming to increase

integration of women in male-dominated sectors should also target female-dominated

sectors, as men displaced from male-dominated occupation might face similar discrimination

when entering female-dominated sectors. We also find evidence that, even though our

respondents say that biases in network referrals are due to homophily in network formation,

there are dynamics between employers and employees that increase gender bias in referrals.

In particular, we have found that subjects in male-dominated sectors are more willing

to refer women if their names are not disclosed to employers and they can, somehow,

maneuver punishments coming employers’ discriminatory behavior. The fact women are

ranked as less likely to be retained in male-dominated sectors corroborates this result. We

also find evidence that subjects in female-dominated sectors, who are more likely to know

other women, are less likely to refer network members in general, but private referrals

make them refer more network members.
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7 Conclusion

We conduct a correspondence experiment to study the extent of gender bias in referrals

and the extent explained by extrinsic preferences (i.e., pass-through discrimination from

employers) and intrinsic preferences of employees. We showed profiles of hypothetical

candidates to workers and asked them to make a referral for a subsidized internship at

the company in which they work. We found that female hypothetical profiles are 11.1

p.p. less likely to be referred for a subsidized entry level position in 555 SMEs in Urban

labor markets in Uganda. The effects that we document are sizable and comparable to

having 1.7 fewer months of work experience than the competing candidate. Allowing

respondents to resort to their own networks increases their pro-male bias, suggesting

that the evidence found in the anonymous study with the hypothetical candidates only

likely offers a lower bound. Rather than being fully driven by employers’ and customers’

discriminatory behavior (Becker, 1957; Cahuc et al., 2014; Bar and Zussman, 2017), we

find evidence that pro-male bias in referrals is also driven by intrinsic discrimination from

workers, who generally rate women as less likable to work with.

Gender bias is strongly correlated to the gender of respondents, but this correlation

seems to hinge upon the gender division of labor. Subjects in gender-dominated sectors

positively discriminate stereotypical candidates. Because this discrimination exists against

both genders, debiasing programs aiming to increase integration of women in male-

dominated sectors should also target female-dominated sectors, as men displaced from male-

dominated occupations will face similar discrimination when entering female-dominated

sectors. On top of that, discriminatory behavior from employers seems to be stronger

in male-dominated sectors than in female-dominated sectors and is an important driver

of referring decisions, as subjects in male-dominated occupations respond positively to

private referrals. We found evidence that, even though our respondents say that biases in

network referrals are due to homophily in network formation, workers in male-dominated

sectors tend to refer less women out of fear of retaliation from employers. Subjects in

male-dominated sectors rate female candidates as less likely to be retained and are more

willing to refer women if their names are not disclosed to employers and they can, somehow,

maneuver punishments coming from employers’ discriminatory behavior.

Referrals shape at large the pool of candidates that the employer uses to make their

hiring decisions. Taken together, our results show that debiasing programs that intend

to reduce gender segregation in the labor market should also target employees, and not

only employers. Our findings also suggests that, especially in sectors where men are the

majority, debiasing programs aiming to increase referrals to female workers should also

target attitudes of employers.
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Figure 1: Summary of experiment

Private: 274

Public: 281

High Exp F: 282

High Exp M: 273 

Who would

you refer?

Who would

you refer?

(among all)

1st part 2nd part

Table 1: Balance table

Total Main experiment Privacy of referral

Mean HEM HEF P-value Public Private P-value

Age 27.05 27.03 27.07 0.89 27.39 26.70 0.01

Gender(male=1) 0.61 0.60 0.62 0.76 0.62 0.60 0.56

Married 0.34 0.34 0.34 0.87 0.37 0.31 0.13

Household asset index 0.10 -0.24 0.44 0.17 0.06 0.14 0.87

Scholarship 0.26 0.25 0.26 0.72 0.26 0.25 0.68

Rural 0.52 0.52 0.52 0.97 0.53 0.51 0.76

Years active in the labor market 2.78 2.83 2.74 0.64 2.96 2.60 0.07

Years active in current job 2.28 2.28 2.29 0.98 2.17 2.39 0.22

Business size 42.71 42.73 42.68 1.00 53.48 31.58 0.19

Wage employed 0.41 0.40 0.41 0.77 0.43 0.38 0.29

Motor-mechanics 0.19 0.20 0.19 0.69 0.17 0.22 0.10

Plumbing 0.12 0.14 0.11 0.43 0.12 0.13 0.81

Catering/food service 0.14 0.13 0.15 0.49 0.14 0.15 0.63

Tailoring 0.08 0.07 0.08 0.83 0.07 0.08 0.69

Hairdressing 0.03 0.04 0.02 0.19 0.04 0.02 0.09

Construction 0.06 0.05 0.06 0.66 0.06 0.05 0.64

Electrical work 0.22 0.21 0.24 0.31 0.24 0.21 0.39

Teacher/ECD 0.05 0.07 0.04 0.22 0.05 0.06 0.66
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Figure 2: Choice of referral, by experience and by gender
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Figure 3: Cumulative distribution of likability and perceived probability of being picked
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Figure 4: Main results: first part (hypothetical profiles)
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Table 2: Main results: first part and mechanisms (hypothetical profiles)

(1) (2) (3) (4) (5) (6)
Probability of

selecting Hi Exp
Probability of

selecting Hi Exp
Likability
of Hi Exp

Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.111∗∗ -0.070 -0.307+ -0.190 -0.045∗∗ -0.037∗

(0.042) (0.043) (0.170) (0.173) (0.016) (0.017)

Control Mean 0.68 0.68 7.62 7.62 0.74 0.74

Control SD 0.47 0.47 1.93 1.93 0.18 0.18

Strata FE Yes Yes Yes Yes Yes Yes

Controls Yes Yes Yes Yes Yes Yes

Weights Gender Gender Gender

Treatment Effect (%) -16.26 -10.23 -4.03 -2.49 -6.08 -5.03

Treatment Effect (sd) -0.24 -0.15 -0.16 -0.10 -0.25 -0.20

N 555 555 555 555 555 555

Standard errors in parentheses

Controls include training area and vocational training institute fixed effects.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table 3: Characteristics of networks named

(1) (2) (3) T-test

Female Male Total P-value

Variable N Mean/SE N Mean/SE N Mean/SE (1)-(2)

Age 245 23.96

(0.22)

297 25.41

(0.25)

542 24.75

(0.17)

0.00***

Completed post-secondary education 247 0.86

(0.02)

302 0.85

(0.02)

549 0.85

(0.02)

0.63

Mo. of experience 245 33.22

(1.87)

300 43.40

(2.25)

545 38.83

(1.51)

0.00***

Mo. of experience in training area 247 26.85

(1.62)

300 34.95

(2.05)

547 31.29

(1.35)

0.00***

Notes : The value displayed for t-tests are p-values. ***, **, and * indicate significance at

the 1, 5, and 10 percent critical level.
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Table 4: Network segregation

Total Female respondents Male respondents

Named a network 72.25 72.69 71.98

Named female network (cond.) 61.60 91.08 42.62

Named male netw. (cond.) 75.31 42.68 96.31

Named both genders (cond.) 36.91 33.76 38.93

Referred female network (cond.) 26.68 50.32 11.48

Referred male network (cond.) 48.63 15.92 69.67

Referred female network (cond. named both) 27.70 39.62 21.05

Referred male network (cond. named both) 53.38 30.19 66.32

Total 555 216 339

Total (cond. named network) 401 157 244

Total (cond. named both) 148 53 95

Cond. refers to conditional on having named a network.

Table 5: Main results: second part (with network)

(1) (2) (3) (4)
Referred
female

1st part*

Referred
female

2nd part**

Mentioned
female netw.

Referred
network

Hi Exp Candidate female 0.252∗∗∗ 0.143∗∗∗ 0.003 -0.027

(0.040) (0.037) (0.039) (0.043)

Control Mean 0.32 0.33 0.45 0.56

Control SD 0.47 0.47 0.50 0.50

Strata FE Yes Yes Yes Yes

Controls Yes Yes Yes Yes

Treatment Effect (%) 80.11 42.96 0.65 -4.77

Treatment Effect (sd) 0.54 0.30 0.01 -0.05

N 555 555 555 555

Standard errors in parentheses
Controls include training area and vocational training institute fixed effects.
* Choice among hypothetical profiles only.
** Choice allowing for network member.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table 6: Results of cross-randomization (private referrals)

(1) (2) (3) (4) (5) (6) (7) (8)
Referred
female

candidate

Referred
Lo Exp candidate Likability

of female
Perceived prob. of
retention of female

Likability
of male

Perceived prob. of
retention of male

Mentioned
netw.

Referred
network

Private referral 0.058 0.007 0.360+ 0.039∗ 0.361+ 0.016 0.051 0.092+

(0.045) (0.046) (0.191) (0.019) (0.198) (0.019) (0.042) (0.048)

Control Mean 0.43 0.38 6.74 0.65 7.09 0.69 0.70 0.51

Control SD 0.50 0.49 1.96 0.19 2.08 0.19 0.46 0.50

Strata FE Yes Yes Yes Yes Yes Yes Yes Yes

Unbalanced variables FE Yes Yes Yes Yes Yes Yes Yes Yes

Controls Yes Yes Yes Yes Yes Yes Yes Yes

Treatment Effect (%) 13.60 1.90 5.34 6.00 5.10 2.37 7.33 17.98

Treatment Effect (sd) 0.12 0.01 0.18 0.20 0.17 0.08 0.11 0.18

N 475 475 475 475 475 475 475 475

Standard errors in parentheses
Unbalanced variables include: age, years active in the labor market, motor-mechanics and hairdressing FE.
Controls include training area and vocational training institute fixed effects.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Figure 5: Heterogeneity by gender-dominance of sector: main results
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Table 7: Heterogeneity by gender: main results

Panel A: Full sample

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.111∗∗ -0.307+ -0.045∗∗

(0.042) (0.170) (0.016)

Control Mean 0.68 7.62 0.74

Control SD 0.47 1.93 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -16.26 -4.03 -6.08

Treatment Effect (sd) -0.24 -0.16 -0.25

N 555 555 555

Panel B: Sample - Female respondent

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female 0.121+ 0.375 -0.005

(0.070) (0.277) (0.028)

Control Mean 0.61 7.47 0.74

Control SD 0.49 1.99 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) 19.81 5.03 -0.70

Treatment Effect (sd) 0.25 0.19 -0.03

N 216 216 216

Panel C: Sample - Male respondent

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.255∗∗∗ -0.730∗∗ -0.074∗∗∗

(0.052) (0.221) (0.020)

Control Mean 0.73 7.72 0.74

Control SD 0.44 1.89 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -34.84 -9.46 -9.98

Treatment Effect (sd) -0.58 -0.39 -0.41

N 339 339 339

Difference in absolute effects across subsamples (test Panel B = - Panel C)

Difference -0.134 -0.354 -0.079

P-Value 0.248 0.166 0.00131



Figure 6: Heterogeneity by gender-dominance of sector: main results
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Table 8: Heterogeneity by gender-dominance of sector: main results

Panel A: Full sample

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.117∗∗ -0.311+ -0.048∗∗

(0.041) (0.170) (0.016)

Control Mean 0.68 7.62 0.74

Control SD 0.47 1.93 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -17.05 -4.08 -6.45

Treatment Effect (sd) -0.25 -0.16 -0.26

N 555 555 555

Panel B: Sample - Female-dominated sector

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female 0.146∗ 0.198 0.004

(0.066) (0.282) (0.026)

Control Mean 0.60 7.44 0.73

Control SD 0.49 2.03 0.19

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) 24.33 2.66 0.52

Treatment Effect (sd) 0.30 0.10 0.02

N 206 206 206

Panel C: Sample - Male-dominated sector

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.269∗∗∗ -0.595∗∗ -0.079∗∗∗

(0.051) (0.215) (0.021)

Control Mean 0.74 7.73 0.75

Control SD 0.44 1.86 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -36.60 -7.70 -10.51

Treatment Effect (sd) -0.61 -0.32 -0.43

N 349 349 349

Difference in absolute effects across subsamples (test Panel B = - Panel C)

Difference -0.123 -0.397 -0.075

P-Value 0.273 0.224 0.000
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Table 9: Heterogeneity by gender and gender-dominance of sector: main results

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.274∗∗∗ -0.690∗∗ -0.078∗∗∗

(0.052) (0.222) (0.021)

Female-dominated sector=1 -0.090 -0.317 -0.049

(0.103) (0.419) (0.042)

Female-dominated sector=1 × Hi Exp Candidate female 0.322∗ -0.178 0.097

(0.148) (0.553) (0.060)

Female respondent=1 -0.038 -0.043 0.037

(0.102) (0.409) (0.042)

Female respondent=1 × Hi Exp Candidate female=1 0.097 1.148∗ -0.014

(0.147) (0.547) (0.061)

Strata FE Yes Yes Yes

Controls Yes Yes Yes

N 555 555 555

Standard errors in parentheses

Controls include training area and vocational training institute fixed effects.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table 10: Heterogeneity of cross-randomization (private referrals) by gender-dominance of
sector

Panel A: Full sample

(1) (2) (3) (4) (5)

Referred
female

candidate

Referred
Lo Exp candidate

Likability
of female
candidate

Perceived prob.
of retention
of female

Referred
network

Private referral 0.061 0.013 0.343+ 0.038∗ 0.082+

(0.044) (0.046) (0.189) (0.018) (0.047)

Control Mean 0.43 0.38 6.74 0.65 0.51

Control SD 0.50 0.49 1.96 0.19 0.50

Strata FE Yes Yes Yes Yes Yes

Controls No No No No No

Treatment Effect (%) 14.29 3.37 5.08 5.83 15.99

Treatment Effect (sd) 0.12 0.03 0.17 0.20 0.16

N 475 475 475 475 475

Panel B: Sample - Female-dominated sector

(1) (2) (3) (4) (5)

Referred
female

candidate

Referred
Lo Exp candidate

Likability
of female
candidate

Perceived prob.
of retention
of female

Referred
network

Private referral -0.011 0.036 0.278 0.026 0.142+

(0.073) (0.078) (0.300) (0.029) (0.080)

Control Mean 0.56 0.31 7.16 0.69 0.42

Control SD 0.50 0.47 2.05 0.18 0.50

Strata FE Yes Yes Yes Yes Yes

Controls No No No No No

Treatment Effect (%) -1.96 11.74 3.88 3.80 34.13

Treatment Effect (sd) -0.02 0.08 0.14 0.14 0.29

N 176 176 176 176 176

Panel C: Sample - Male-dominated sector

(1) (2) (3) (4) (5)

Referred
female

candidate

Referred
Lo Exp candidate

Likability
of female
candidate

Perceived prob.
of retention
of female

Referred
network

Private referral 0.102+ -0.005 0.388 0.042+ 0.039

(0.055) (0.056) (0.247) (0.024) (0.059)

Control Mean 0.35 0.42 6.51 0.63 0.57

Control SD 0.48 0.49 1.88 0.19 0.50

Strata FE Yes Yes Yes Yes Yes

Controls No No No No No

Treatment Effect (%) 29.14 -1.09 5.97 6.66 6.86

Treatment Effect (sd) 0.21 -0.01 0.21 0.22 0.08

N 299 299 299 299 299

Difference in absolute effects across subsamples (test Panel B = - Panel C)

Difference 0.090 0.032 0.666 0.068 0.181

P-Value 0.356 0.609 0.043 0.005 0.001
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Appendices

A.1 Appendix: Hypothetical profiles

The hypothetical profiles were built using information from a younger cohort of vocational

training students and several templates of CVs compiled by a team of enumerators.

Specifically, we used the templates to build the structure of the hypothetical profiles, so

they would look similar to other profiles in Ugandan labor markets. Based on the templates,

the hypothetical profiles had four sections: personal information (name, gender, date of

birth, nationality, home district), academic background (vocational training institute, high

school), work experience (with the listing of work experience, with duration, business

name, role title, and a brief description of main activities), and languages. Figure A.2

provides an example of a profile sent to respondents through phone.

The profiles matched the respondent’s sector of specialization, which is a good predictor

of respondents’ current sector of employment11, but the nationality and the languages were

kept constant across all profiles (respectively, Ugandan and English, Luganda, and Lusoga)

and the name and the gender were conditional on the randomization of the gender of the

high-quality candidate. Vocational training institute was conditional on the respondents’

training institute, so the profile’s institute would always match the respondent’s institute.

Home district was conditional on respondent’s training institute and could be either

Kampala or Jinja. Since in our sample all vocational training institutes that offer a

certain training are located in the same district, home district is invariant given a sector

of specialization.

Given the respondent’s sector of specialization, work experience was conditional on

the quality of the profile. Both high-quality and low-quality profiles have 3 months of

internship in their sector of specialization and 3 months of pre-training general experience

in retail, but the high-quality profiles had extra 5 months of temporary work in the

sector of training. High school was conditional on quality of the profile and home district.

We selected similar firms and high schools for the high- and low-quality profiles, which

enumerators corroborated to be similar, but, given a certain sector of specialization, the

names are systematically different. Therefore, the difference between the high- and low-

quality profiles amounts mainly to the 5 extra months of work experience, but differences

in the name of the firm and high school could also be embedded in it. We maneuver this

issue by including sector of specialization fixed effects in our estimations as controls. In

any case, this difference exists both in the HEM group and in the HEF group and pose

any threat to the identification of the gender bias.

In total, we created 156 unique profiles, which were variations of 26 underlying profiles

11Of 454 subjects that were employed when interviewed, 64% (290) were employed in the same sector of
training when interviewed. Half of those that were not working in the sector of training were employed in
retail (58) or agriculture.
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with unique high school and work experience for the 13 sectors of specialization. The

profiles were displayed on the survey software and enumerators sent them through SMS

or, if available, a software of instant messaging. To make sure respondents received the

correct profile, enumerators made checks about the identity of the CV.

We highlight that, by matching the vocational training institutes of the profile and

the respondent, we are able to make the experiment with the hypothetical profiles more

realistic. This ensures that respondents are not referring completely unknown workers,

but rather comparing young workers that studied in the same institutions as theirs and

that have pursued a similar path. In this way, the audit experiment approximates a

real referring setting to the extent that subjects are able to support information that

goes beyond what is written in the profile and that is particularly linked to their shared

background in the VTI.
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A.2 Appendix: Alternative identification strategy

In this second strategy, we compare the differences in the referral probability of the pairs

of high- and low-experience profiles, ∆H = P refer
H − P refer

L . Had we shown two perfectly

equivalent profiles to candidates, we would expect both profiles to be equivalently referred

by respondents:

E(∆) = E(P refer
1 − P refer

2 )

= 0.5− 0.5 = 0

As before, with a difference in quality, we expect the difference in referral probability

between the high-experience and low-experience profiles to be equal to the experience

effect:

E(∆H) = E(P refer
H − P refer

L )

= γ1 · ExperienceDiff S 0

where ExperienceDiff = 1 if there is a difference in experience.

Introducing gender difference, we have:

E(∆H |G = g) = E(P refer
H − P refer

L |G = g)

= γ1 · ExperienceDiff + γ2 ·GendDiffg

where g = m, f denotes the gender of the high-quality candidate and, as before, GendDiffg

is a variable such that GendDifff = 1 and GendDiffm = −1.

Denoting the experience difference as equal to 1, the potential outcomes for the groups

in which the high-experience candidate is a woman and in which the high-experience

candidate is a man are:

Group 1 (HEM): E(∆H |G = m) = γ1 − γ2
Group 2 (HEF): E(∆H |G = f) = γ1 + γ2

Again, if γ2 > 0, there is a positive bias for women. If γ2 < 0, there is a negative bias

against women. The coefficient γ1 captures the quality effect (the effect of QualityDiff).

The parameter γ2 can be causally estimated by regressing the difference ∆HQ
g,i on

GendDiffg:
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∆HQ
g,i = a + b︸︷︷︸

γ2

GendDiffg + c S + d X + εi+

The coefficient of interest is b. Differently from the previous identification strategy,

under this approach, we can estimate the average quality effect, which is captured by the

coefficient a, and compare it to the gender bias effect. However, in the lack of randomization

of quality differential, it does not have a causal interpretation. Strata dummies S and

sector of specialization and VTI fixed effects X are also included, but, to ensure that a is

interpreted as the average quality effect, the values of the strata variables are recoded as

−1 and 1 rather than zero and 1 (otherwise, a would only capture the quality effect for

the subjects which have strata variables equal to zero).
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Additional Figures and Tables

Table A.1: External validity: Socio-economic and labor market characteristics

(1) (2) (3) T-test

UNHS Sample UNHS VTI Sample Study Sample P-value

Variable N Mean/SE N Mean/SE N Mean/SE (3)-(1) (3)-(2)

Female 20409 0.55

(0.00)

785 0.52

(0.03)

555 0.39

(0.02)

0.00*** 0.00***

Age 20409 27.18

(0.06)

785 29.37

(0.26)

554 29.05

(0.14)

0.00*** 0.28

Married 20409 0.63

(0.00)

785 0.66

(0.03)

481 0.34

(0.02)

0.00*** 0.00***

Completed primary school 17216 0.59

(0.01)

785 1.00

(0.00)

555 1.00

(0.00)

0.00*** N/A

Completed secondary school 17216 0.16

(0.00)

785 1.00

(0.00)

555 1.00

(0.00)

0.00*** N/A

Completed vocational training 16499 0.05

(0.00)

785 1.00

(0.00)

555 1.00

(0.00)

0.00*** N/A

Any work in last 7 days - no agri. 20409 0.46

(0.00)

785 0.75

(0.02)

555 0.81

(0.02)

0.00*** 0.03**

Any work in last 7 days - agri. included 20088 0.77

(0.00)

785 0.84

(0.02)

555 0.86

(0.01)

0.00*** 0.54

Monthly earnings (USD) - wage employed 3850 79.46

(2.36)

434 106.66

(6.69)

217 114.05

(4.67)

0.00*** 0.37

Female sample
Age 11209 27.09

(0.08)

391 28.67

(0.39)

215 28.27

(0.21)

0.00*** 0.37

Married 11209 0.67

(0.01)

391 0.68

(0.03)

188 0.34

(0.03)

0.00*** 0.00***

Completed primary school 9462 0.56

(0.01)

391 1.00

(0.00)

216 1.00

(0.00)

0.00*** N/A

Completed secondary school 9462 0.14

(0.01)

391 1.00

(0.00)

216 1.00

(0.00)

0.00*** N/A

Completed vocational training 9117 0.05

(0.00)

391 1.00

(0.00)

216 1.00

(0.00)

0.00*** N/A

Any work in last 7 days - no agri. 11209 0.36

(0.01)

391 0.69

(0.03)

216 0.68

(0.03)

0.00*** 0.70

Any work in last 7 days - agri. included 11040 0.72

(0.01)

391 0.76

(0.03)

216 0.75

(0.03)

0.26 0.80

Monthly earnings (USD) - wage employed 1398 63.06

(3.17)

191 83.06

(7.85)

43 72.50

(9.21)

0.33 0.38

Male sample
Age 9200 27.29

(0.09)

394 30.12

(0.34)

339 29.54

(0.18)

0.00*** 0.13

Married 9200 0.57

(0.01)

394 0.63

(0.04)

293 0.34

(0.03)

0.00*** 0.00***

Completed primary school 7754 0.62

(0.01)

394 1.00

(0.00)

339 1.00

(0.00)

0.00*** N/A

Completed secondary school 7754 0.19

(0.01)

394 1.00

(0.00)

339 1.00

(0.00)

0.00*** N/A

Completed vocational training 7382 0.05

(0.00)

394 1.00

(0.00)

339 1.00

(0.00)

0.00*** N/A

Any work in last 7 days - no agri. 9200 0.58

(0.01)

394 0.82

(0.03)

339 0.90

(0.02)

0.00*** 0.01**

Any work in last 7 days - agri. included 9048 0.84

(0.01)

394 0.93

(0.01)

339 0.92

(0.01)

0.00*** 0.80

Monthly earnings (USD) - wage employed 2452 88.59

(3.18)

243 125.91

(10.12)

174 124.31

(5.08)

0.00*** 0.89

Notes: The value displayed for t-tests are p-values. Observations are weighted using

variable wgt as pweight weights.***, **, and * indicate significance at the 1, 5, and 10

percent critical level.
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Table A.2: External validity: Sector Relevance

UNHS Sample UNHS VTI Sample Study Sample

% All % Female % Male % All % Female % Male % All % Female % Male

Food and hospitality 4.82 65.88 34.12 4.35 32.28 67.72 5.84 73.08 26.92

Tailoring 0.64 78.83 21.17 0.47 55.42 44.58 6.74 93.33 6.67

Electrical work 0.11 15.56 84.44 1.31 2.85 97.15 20.45 2.20 97.80

Motor mechanics 0.81 9.51 90.49 0.85 33.29 66.71 14.16 3.17 96.83

Construction 3.17 0.54 99.46 5.01 2.34 97.66 4.49 5.00 95.00

Plumbing 0.07 0.00 100.00 0.01 0.00 100.00 8.76 2.56 97.44

Retail 15.57 58.98 41.02 19.67 67.57 32.43 13.03 63.79 36.21

Secretary/accounting 0.77 51.98 48.02 2.79 77.19 22.81 5.17 43.48 56.52

Teaching (primary and pre-primary education) 2.32 58.20 41.80 16.64 56.23 43.77 3.37 80.00 20.00

Hairdressing 1.21 65.82 34.18 1.89 67.46 32.54 3.15 71.43 28.57

Agriculture 54.06 57.91 42.09 11.72 40.71 59.29 8.99 32.50 67.50

Machining and Fitting 0.48 4.35 95.65 1.32 0.00 100.00 0.45 0.00 100.00

Other unskilled 8.05 25.28 74.72 11.67 29.42 70.58 2.02 66.67 33.33

Other skilled 7.91 38.16 61.84 22.32 49.78 50.22 3.37 20.00 80.00

41



Table A.3: Attrition

(1) (2) T-test

Non-Attrited Attrited P-value

Variable N Mean/SE N Mean/SE (1)-(2)

Age 554 27.05

(0.14)

152 26.79

(0.25)

0.38

Gender (male=1) 555 0.61

(0.02)

156 0.49

(0.04)

0.01***

Married 481 0.34

(0.02)

58 0.36

(0.06)

0.75

Traditional Religious Denomination 555 0.74

(0.02)

145 0.77

(0.04)

0.57

Ethnic minority 555 0.46

(0.02)

145 0.35

(0.04)

0.02**

Household asset index 555 0.10

(0.25)

147 -0.41

(0.36)

0.32

Alum had a scholarship while at VTI 555 0.26

(0.02)

154 0.21

(0.03)

0.29

Rural 481 0.52

(0.02)

78 0.46

(0.06)

0.34

Years active in the labor market 476 2.78

(0.10)

70 2.36

(0.25)

0.14

Years active in current job 341 2.28

(0.09)

79 2.47

(0.22)

0.40

No. of employees in the current firm 441 42.71

(8.33)

3 5.67

(2.60)

0.71

Notes : The value displayed for t-tests are p-values. ***, **, and * indicate significance at

the 1, 5, and 10 percent critical level.
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Figure A.1: Main method to find job of wage employed in baseline

35.3%

21.4%

11.0%

9.0%

7.4%

6.6%
5.5%3.8%

Walk in/apply to employer's business
without previous connection

Connection with a friend
who works in business

Connection with people from the
vocational training institute

Connection with a relative or friend
not involved in activity of interest

Connection with a relative
who works in business

Connection with a friend
who owns the business

Connection with a relative
who owns business Other (middleman, internet, etc)

N: 365

Figure A.2: Example of profile shown to subjects
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Table A.4: Main results: first part (benchmarked with alternative specification)

(1) (2) (3) (4)
Probability of

selecting Hi Exp
Probability of

selecting Hi Exp
Difference

in probabilities
(Hi Exp minus Lo Exp)

Difference
in probabilities

(Hi Exp minus Lo Exp)

Hi Exp Candidate female -0.119∗∗ -0.111∗∗

(0.041) (0.042)

GenDiff -0.119∗∗ -0.111∗∗

(0.041) (0.042)

Constant 0.628∗∗∗ 0.673∗∗∗ 0.299∗∗∗ 0.385∗∗

(0.041) (0.078) (0.053) (0.144)

Control Mean 0.68 0.68 0.37 0.37

Control SD 0.47 0.47 0.93 0.93

Strata FE Yes Yes Yes Yes

Controls No Yes No Yes

Treatment Effect (%) -17.33 -16.26 -32.09 -30.10

Treatment Effect (sd) -0.26 -0.24 -0.13 -0.12

N 555 555 555 555

Standard errors in parentheses
GenDiff = 1 if female is high-quality, and -1 otherwise.
Controls include training area and vocational training institute fixed effects.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Table A.5: Main results: first part (benchmarked with alternative specification, sector of
specialization FE not omitted)

(1) (2) (3) (4)
Probability of

selecting Hi Exp
Probability of

selecting Hi Exp
Difference

in probabilities
(Hi Exp minus Lo Exp)

Difference
in probabilities

(Hi Exp minus Lo Exp)

Hi Exp Candidate female -0.119∗∗ -0.111∗∗

(0.041) (0.042)

Plumbing -0.024 -0.049

(0.079) (0.157)

Food and hospitality -0.056 -0.111

(0.098) (0.196)

Tailoring 0.054 0.108

(0.107) (0.215)

Hairdressing 0.079 0.157

(0.130) (0.259)

Construction -0.105 -0.209

(0.100) (0.199)

Electrical Work -0.055 -0.109

(0.064) (0.128)

Welding -0.683∗∗∗ -1.366∗∗∗

(0.096) (0.192)

Carpentry 0.411∗∗∗ 0.822∗∗∗

(0.083) (0.165)

Teaching (primary and pre-primary edu.) -0.074 -0.148

(0.121) (0.241)

Agriculture 0.037 0.074

(0.175) (0.349)

Machining and fitting -0.409 -0.818

(0.290) (0.580)

GenDiff -0.119∗∗ -0.111∗∗

(0.041) (0.042)

Constant 0.628∗∗∗ 0.673∗∗∗ 0.299∗∗∗ 0.385∗∗

(0.041) (0.078) (0.053) (0.144)

Strata FE Yes Yes Yes Yes

Controls No Yes No Yes

N 555 555 555 555

Standard errors in parentheses
GenDiff = 1 if female is high-quality, and -1 otherwise.
Controls include training area and vocational training institute fixed effects.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table A.6: Main results: second part (continuation)

(1) (2) (3) (4) (5) (6) (7) (8)

Referred
female netw.

Referred
female netw.

Referred
female netw.

(cond. on mention)

Referred
female netw.

(cond. on mention)

Referred
female netw.

(cond. on refer netw.)

Referred
female netw.

(cond. on refer netw.)

Referred
network

(cond. on mention)

Referred
network

(cond. on mention)

Hi Exp Candidate female -0.005 -0.011 -0.010 -0.014 -0.040 -0.036 0.019 0.014

(0.031) (0.031) (0.039) (0.039) (0.042) (0.041) (0.043) (0.043)

Control Mean 0.20 0.20 0.26 0.26 0.36 0.36 0.75 0.75

Control SD 0.40 0.40 0.44 0.44 0.48 0.48 0.44 0.44

Strata FE Yes Yes Yes Yes Yes Yes Yes Yes

Controls No Yes No Yes No Yes No Yes

Treatment Effect (%) -2.32 -5.44 -3.62 -5.36 -11.39 -10.07 2.58 1.86

Treatment Effect (sd) -0.01 -0.03 -0.02 -0.03 -0.08 -0.07 0.04 0.03

N 555 555 401 401 302 302 401 401

Standard errors in parentheses

Strata added as controls but omitted in the table.

+ p < 0.10, ∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001
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Table A.7: Heterogeneity by gender: second part (with network)

Panel A: Full sample

(1) (2) (3) (4)
Referred
female

1st part*

Referred
female

2nd part**

Mentioned
female netw.

Referred
network

Hi Exp Candidate female 0.252∗∗∗ 0.143∗∗∗ 0.003 -0.027

(0.040) (0.037) (0.039) (0.043)

Control Mean 0.32 0.33 0.45 0.56

Control SD 0.47 0.47 0.50 0.50

Strata FE Yes Yes Yes Yes

Controls Yes Yes Yes Yes

Treatment Effect (%) 80.11 42.96 0.65 -4.77

Treatment Effect (sd) 0.54 0.30 0.01 -0.05

N 555 555 555 555

Panel B: Sample - Female respondent

(1) (2) (3) (4)
Referred
female

1st part*

Referred
female

2nd part**

Mentioned
female netw.

Referred
network

Hi Exp Candidate female 0.310∗∗∗ 0.190∗∗ 0.014 0.066

(0.066) (0.064) (0.066) (0.073)

Control Mean 0.39 0.55 0.66 0.44

Control SD 0.49 0.50 0.48 0.50

Strata FE Yes Yes Yes Yes

Controls Yes Yes Yes Yes

Treatment Effect (%) 79.67 34.81 2.13 14.84

Treatment Effect (sd) 0.63 0.38 0.03 0.13

N 216 216 216 216

Panel C: Sample - Male respondent

(1) (2) (3) (4)
Referred
female

1st part*

Referred
female

2nd part**

Mentioned
female netw.

Referred
network

Hi Exp Candidate female 0.215∗∗∗ 0.110∗ -0.019 -0.088

(0.052) (0.047) (0.049) (0.055)

Control Mean 0.27 0.19 0.32 0.63

Control SD 0.44 0.40 0.47 0.48

Strata FE Yes Yes Yes Yes

Controls Yes Yes Yes Yes

Treatment Effect (%) 80.56 56.92 -5.91 -14.03

Treatment Effect (sd) 0.48 0.28 -0.04 -0.18

N 339 339 339 339

Difference in effects across subsamples (test Panel B = Panel C)

Difference 0.095 0.080 0.033 0.154

P-Value 0.177 0.129 0.657 0.084
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Table A.8: Heterogeneity by gender attitude: main results

Panel A: Full sample

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.111∗∗ -0.307+ -0.045∗∗

(0.042) (0.170) (0.016)

Control Mean 0.68 7.62 0.74

Control SD 0.47 1.93 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -16.26 -4.03 -6.08

Treatment Effect (sd) -0.24 -0.16 -0.25

N 555 555 555

Panel B: Sample - Gender attitude above median

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.017 -0.142 -0.028

(0.060) (0.232) (0.023)

Control Mean 0.62 7.59 0.74

Control SD 0.49 1.94 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -2.68 -1.86 -3.74

Treatment Effect (sd) -0.03 -0.07 -0.15

N 276 276 276

Panel C: Sample - Gender attitude below median

(1) (2) (3)
Probability of

selecting Hi Exp
Likability
of Hi Exp

Perceived prob.
of retention
of Hi Exp

Hi Exp Candidate female -0.193∗∗ -0.489+ -0.063∗∗

(0.059) (0.258) (0.024)

Control Mean 0.75 7.64 0.74

Control SD 0.44 1.93 0.18

Strata FE Yes Yes Yes

Controls Yes Yes Yes

Treatment Effect (%) -25.81 -6.39 -8.54

Treatment Effect (sd) -0.44 -0.25 -0.34

N 278 278 278

Difference in effects across subsamples (test Panel B = Panel C)

Difference 0.176 0.347 0.035

P-Value 0.026 0.282 0.333
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