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Series Editor’s Note

Diagnostic classification models (DCMs) have evolved into powerful tools over the last 20 
years, particularly in the areas of educational and psychological measurement. These models 
are ideally suited to disentangle the multidimensional content of many assessment tools to 
provide unambiguous information about respondents that can guide decisions and help 
specialists make accurate diagnoses about them. From complex cognitive stimuli in educa-
tional measurement to response-contingent clinical assessments, an appropriate DCM is an 
essential tool to accurately classify and ultimately diagnose precisely where and in what way 
a respondent is deficient. The precision and accuracy of empirically grounded decisions with 
modern DCMs will become the delight of intervention-minded researchers spanning educa-
tional, clinical, and personnel assessment.

For the uninitiated, the topic of designing diagnostic assessments and modeling and 
resulting response data with DCMs may sound daunting. Fortunately, Rupp, Templin, and 
Henson have provided an accessible, clear, and thorough road map for all of us to follow, 
regardless of expertise. If you are new to the idea of DCMs, these accomplished scholars 
give us a fresh and clear introduction to the different kinds of DCMs that are currently avail-
able, how they can be used, and how the resulting parameters can be used to guide decision 
making. If you are experienced in the use of these models, you’ll find the depth of scholar-
ship rewarding; these authors may even spark some new insights for you—they certainly did 
for me!

This authorial team of rising stars in the field of quantitative methods is also careful to 
point out current limitations and potential pitfalls of diagnostic measurement techniques. 
They highlight the critical importance of linking together measurement tools, statistical mod-
els, and theoretical models. Such linkages among diagnostic assessment design and DCM 
analysis (and the resulting interpretations) can create compelling evidentiary narratives about 
the diagnostic states of respondents. Clearly, should any one of these components be defi-
cient or should their alignment be weak, the empirical results and resulting decisions will be 
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less than satisfactory and only be weakly defensible. When properly designed and executed, 
on the other hand, the results of diagnostic assessments analyzed with DCMs can unveil a 
wealth of information that will allow interventionists to create a tailored protocol to amelio-
rate identified deficiencies.

As the praise from reviewers of this book attest, this will be one of those books that you 
will keep at the ready, as it develops the patina of a well-utilized resource. Read it and use it 
to help make a difference in your field.

Todd d. LiTTLe

University of Kansas
Lawrence, Kansas
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Preface

The book that you are holding in your hands is dedicated to the theory, methods, and ap-
plications of an important class of statistical models called diagnostic classification models 
(DCMs). The book is being published at an important time for the field of diagnostic assess-
ment more generally and data analysis with DCMs more specifically. Specialists are increas-
ingly realizing the relative strengths of DCMs as well as their weaknesses and limitations, and 
are rediscovering the importance of thoughtful and principled assessment design. This new 
awareness becomes even more apparent when complex multidimensional measurement 
models like DCMs are applied to diagnostic assessment data. Hence, engaging in critical dia-
logue with a common basis of knowledge and principles for reasoning is clearly needed. We 
sincerely hope that this book can facilitate the creation of such a basis and that those who 
read this book will find it a useful guide for thinking, communicating, and acting in the field 
of diagnostic assessment.

The OrganizaTiOn Of This BOOk

We have divided this book into three main sections  labeled “Theory,” “Methods,” and 
“Applications.”

The “Theory” section

In Part I, “Theory,” we focus in detail on basic considerations for developing, implementing, 
and reporting results from diagnostic assessments in practice in contexts when data should 
be analyzed with DCMs. Specifically, in Chapter 2 we discuss foundational concepts for 
 applying DCMs to diagnostic assessment data, which includes a description of an imple-
mentation process for diagnostic assessments, a review of two principled assessment design 
frameworks, and a discussion of key validity frameworks. In Chapter 3 we discuss theoretical 
underpinnings and motivations for using DCMs to analyze diagnostic assessment data, which 
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are framed by key characteristics of DCMs, extended in discussions of diagnostic rules based 
on empirical evidence and standard-setting, and rounded off by contexts for which DCM-
based analyses are appropriate. In Chapter 4, we discuss one key aspect of DCMs, namely, 
how they measure the attributes of interests. We discuss the nature of the attributes that they 
are measuring, how attribute relationships are represented in attribute hierarchies, how at-
tribute profiles arising from DCMs should be reported, and how cognitive processing models 
for identifying attributes can be developed in practice.

The “Methods” section

In Part II, “Methods,” we focus in detail on the statistical characteristics of a wide variety of 
DCMs. Specifically, in Chapter 5 we discuss the relationship of DCMs with other latent-
variable models by juxtaposing key characteristics of these models, presenting a detailed 
taxonomy of DCMs based on these key characteristics, and discussing related classification 
approaches. In Chapter 6 we present the model structure of six core DCMs organized accord-
ing to compensatory and noncompensatory models, where compensation type is one rele-
vant characteristic of DCMs. For each model we present the model equation, explain all 
components in the equation in detail, and show, via real-life applications, what parameter 
estimates for these models look like. In Chapter 7 we present a more general modeling frame-
work for DCMs based on log-linear models. The framework allows us to specify not only the 
DCMs that we presented in Chapter 6 but also a wide variety of additional DCMs. In Chapter 
8 we discuss different ways of simplifying the estimation of the attribute parameters in DCMs 
that represent the base rates of attribute mastery and correlations between attributes in a 
population of respondents, which is referred to as the structural parameterization of DCMs. 
This chapter concludes the middle section of the book, which focuses on the mathematical 
structure of DCMs and their relationship to other measurement models with latent 
variables.

The “applications” section

In Part III, “Applications,” we explore different components that are essential for using DCMs 
in practice. Specifically, in Chapter 9 we illustrate how DCMs can be estimated with the 
software program Mplus (Muthén & Muthén, 1998–2010) within the common modeling 
framework that is described in Chapter 7. We have selected this program because it is a very 
flexible, commercial general-purpose estimation program for latent-variable models, which 
already contains a wide variety of advanced routines for estimating DCMs. To illustrate the 
concepts presented in the following chapters we frequently refer back to examples calibrated 
with Mplus to make the links between Chapter 9 and the other chapters explicit.

In Chapter 10 we discuss how to estimate the attribute profiles of the respondent based 
on the item and structural parameters in DCMs. We present two key methods for classifying 
the respondents within a Bayesian estimation framework, and we discuss the advantages and 
disadvantages of these methods along with their sensitivity to different estimation settings. 
Moreover, we illustrate how the estimation of attribution profiles is practically done in Mplus 
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for two key scenarios: when the item and structural parameters are unknown and when they 
are know from previous calibrations. In Chapter 11 we discuss how item parameters for 
DCMs can be estimated using commonly available estimation routines, in particular, the 
 expectation–maximization algorithm within a frequentist estimation framework and Markov-
chain Monte Carlo estimation within a Bayesian estimation framework.

Chapters 10 and 11 thus lay the foundation for assessing model fit, which is the topic 
of Chapter 12. We discuss how to assess the fit between a particular DCM and the data, both 
globally for a particular model and across different models as well as locally at the item and 
respondent level. In doing so, we review the advantages and disadvantages of different fit 
statistics, and we compare full-information fit statistics with limited-information fit statis-
tics. Once evidence for a suitable model–data fit has been amassed, the characteristics of the 
diagnostic assessment can be evaluated, which is the topic of Chapter 13. Specifically, the 
chapter focuses on item discrimination indices and their utility for developing assessments 
with DCMs. We present two formulas for global and attribute-specific item discrimination 
indices, derive their specific realizations for various core DCMs, and show how they relate to 
modern information-based discrimination indices. We close this book in Chapter 14 with a 
discussion of several advanced topics for DCMs, which center around accommodating the 
complex sampling designs of respondents and items. These topics are of critical relevance 
when researchers want to apply DCMs to large-scale standardized assessment contexts where 
heterogeneous cohorts of respondents are sampled and multiple forms of a diagnostic assess-
ment are administered to them. Other areas of active research interest that we briefly address 
include the accommodation of randomly missing data, dependency structures due to longi-
tudinal data, and heterogeneity due to mixture processes.

The chapters in this book build on one another such that reading previous chapters facili-
tates the comprehension of later chapters. Nevertheless, we wrote the chapters such that the 
key concepts from previous chapters that are needed to understand a current chapter are 
reviewed at the beginning of each chapter. Moreover, throughout the book we used multiple 
techniques to present information such as graphics, textual explanations, formulas, and con-
crete examples to make the material as accessible to a wide audience as possible. Key terms 
are italicized when they are introduced for the first time in the book and are collected in a 
glossary at the end of the book.

The audience fOr This BOOk

Our primary audience for this book is any student, educator, scientist, or professional inter-
ested in learning about the theory, methods, and applications of DCMs. We envision that 
such readers would come from diverse fields such as applied statistics and psychometrics, 
measurement and research methodology, psychological and educational assessment, as well 
as curriculum development and the learning sciences.

Specifically, we believe that the Theory section, which focuses on the theoretical and 
practical considerations for using DCMs for diagnostic assessment design and implementation, 
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is particularly useful for readers with limited psychometric training. No formulas are used 
in this section, even though the topics are addressed in a methodological and theoretically 
rigorous manner. If readers are interested in learning about how general sound assessment 
principles are adapted for the area of diagnostic assessment, this is the section of the book 
for them.

We believe that the Methods section, which focuses predominantly on the mathematical 
structure of DCMs and their relationship to other latent-variable models, should be very use-
ful for readers interested in understanding DCMs statistically. One can read this section 
without necessarily wanting to apply DCMs in practice and gain some important insight into 
the relationship between DCMs and other popular latent-variable models such as confirma-
tory factor analysis models and item response theory models. For people who want to apply 
these models in practice, however, this section also provides the necessary background for 
understanding what different parameter estimates mean and how they are related across 
DCMs.

We believe that the Applications section is critical for readers who want to apply DCMs 
in practice with confidence. If readers already have a solid background on the structure of 
DCMs and their application contexts, they can jump right to the first chapter in this section, 
which focuses on the estimation of DCMs in Mplus. The three following chapters should 
provide sufficient guidance for making principled decisions about model fit, assessing item 
characteristics, and understanding the machinery “behind the scenes” of the estimation of 
DCMs.

While it is possible to read the three core sections of this book—or even individual 
chapters—independently without loss of coherence, we have written the book in such a way 
that using it as a textbook for a course or as a well-connected study volume is also highly 
attractive. To this end, we will continually update the website for the book projects.coe.uga. 
edu/dcm, where we will also post end-of-chapter exercises and sample solutions as well as 
sample data sets with associated Mplus code that further illustrate the concepts discussed in 
the book. We welcome suggestions from our readers for such examples and sincerely hope 
that this book serves to stimulate an intellectually rigorous and practically relevant dialogue 
about the theoretical utility of DCMs and the practical feasibility of their implementation. 
Ideally, a series of illustrative case studies will emerge over time that can be posted on the 
website for the book and can serve as examples of best practices with DCMs. We sincerely 
hope that readers will enjoy this book, and we are looking forward to incorporating novel 
developments and insightful ideas into future editions of the book!



  xi

Acknowledgments

André A. Rupp would like to dedicate this book to his wonderful colleagues around the 
world, including his coauthors, of course, who continue to inspire him in his thinking and 
writing about educational measurement generally and diagnostic classification models spe-
cifically. He is continually humbled by their company and sincerely grateful for being a mem-
ber of the educational measurement and diagnostic assessment communities. He continues 
to be especially indebted to his former adviser, Dr. Bruno Zumbo, at the University of British 
Columbia, who ignited his passion for research, publication, and academic integrity many 
years ago. In a similar vein, he would like to thank his current faculty colleagues and graduate 
students in the Department of Measurement, Statistics, and Evaluation at the University of 
Maryland for creating a collaborative, creative, and deeply human atmosphere that fosters 
academic excellence, professional growth, and personal reflection. Moreover, he is grateful 
for the trust of his agent at Studio B, Neil Sakind, as well as his editors at The Guilford Press, 
C. Deborah Laughton and Todd Little, who all took the risk of letting him, along with two 
other passionate young scholars, follow their intellectual yearnings without really knowing 
too much about them. He would also like to thank Guilford’s reviewers of the various drafts 
of the manuscript for their insightful comments and guidance: Lishing Wang, University of 
Cincinnati; Yi-hsin Chen, University of South Florida; Lou DiBello, University of Illinois at 
Chicago; Mark Gierl, University of Alberta; Joanna S. Gorin, Arizona State University; and 
Bruno Zumbo, University of British Columbia. On a personal side, he thanks his parents, 
who encouraged and supported him from early on to study abroad and become internation-
ally richly educated. Finally, he is profoundly grateful for having been given the gift of a won-
derful son, Jean-Marie, who seems to be well on the path toward becoming an extraordinary 
human being—no classification algorithm needed!

Jonathan Templin would like to dedicate this book to his daughter, Daphne, and to all the 
friends and family who supported him in the writing process. He would also like to thank his 
coauthors for being such wonderful colleagues and contributors.



xii Acknowledgments

Robert A. Henson would like to dedicate this book to his wife and children, who have always 
given him support and inspiration when he has needed it the most. Without them, he would 
not be who he is today. He would also like to thank his friends, family, and colleagues for 
their insight and comments. Finally, he would especially like to thank his coauthors.



  xiii

Contents

Index of Notation xvi

	 1	•	 introduction 1
1.1 Objectives of Diagnostic Measurement  2
1.2 Diagnostic Measurement with DCMs  3
1.3 Selecting versus Constructing DCMs  3
1.4 The Role of DCMs in Diagnostic Assessment Design and Implementation  4

i. TheOrY: PrinciPLes Of diagnOsTic MeasureMenT WiTh dcMs

	 2	•	 	Implementation,	Design,	and	 
Validation	of	Diagnostic	Assessments 9
2.1 Diagnostic Assessment in Education  10
2.2 The Process Character of Diagnostic Assessment Implementations  10
2.3 Frameworks for Principled Design of Diagnostic Assessments  15
2.4 Frameworks for Validity Studies of Diagnostic Assessments  25
2.5 Chapter Conclusion  28

	 3	•	 Diagnostic	Decision	Making	with	DCMs 29
3.1 Diagnostic Characteristics of DCMs  29
3.2 Developing Diagnostic Rules  32
3.3 Contexts for Using DCMs  40
3.4 Reduction of Classification Error with DCMs  45
3.5 Chapter Conclusion  47

	 4	•	 attribute specification for dcMs 49
4.1 The Nature of Attributes  49
4.2 Attribute Hierarchies  55
4.3 Reporting Attribute Profiles  64
4.4 Developing Cognitive Processing Models  71
4.5 Chapter Conclusion  77



xiv Contents

ii. MeThOds: PsYchOMeTric fOundaTiOns Of dcMs

	 5	•	 The statistical nature of dcMs 81
5.1 DCMs and Other Latent-Variable Models  81
5.2 A Taxonomy of Core DCMs  96
5.3 Related Classification Approaches  101
5.4 Bayesian Inference Networks  108
5.5 Chapter Conclusion  111

	 6	•	 The statistical structure of core dcMs 112
6.1 General Mathematical Structure of DCMs  113
6.2 Noncompensatory DCMs  115
6.3 Compensatory DCMs  130
6.4 Chapter Conclusion  143

	 7	•	 The	LCDM	Framework 144
7.1 A Brief Introduction to Log-Linear Models  145
7.2 Log-Linear Models with Latent Classes  148
7.3 Representing DCMs as Log-Linear Models with Latent Classes  150
7.4 The LCDM as a General DCM for Diagnostic Measurement  155
7.5 Representing Core DCMs with the LCDM  158
7.6 Chapter Conclusion  168

	 8	•	 Modeling	the	Attribute	Space	in	DCMs 169
8.1 Structural Models in DCMs  169
8.2 Unstructured Structural Models  171
8.3 Log-Linear Structural Models  175
8.4 Unstructured Tetrachoric Models  178
8.5 Structured Tetrachoric Models  182
8.6 Summary of Parameter Complexity in Structural Models  187
8.7 Special Topics for Structural Models  188
8.8 Chapter Conclusion  190

iii. aPPLicaTiOns: uTiLizing dcMs in PracTice

	 9	•	 Estimating	DCMs	Using	Mplus 193
9.1  Sample Data Set  194
9.2  Basic Concepts for Estimating DCMs in Mplus  195
9.3  Preliminary Command Syntax  196
9.4  Parameterizing Latent Class Models for Categorical Data in Mplus  200
9.5  Syntax for Estimating the LCDM in Mplus  203
9.6  Syntax for Specifying Output Information  211
9.7  Running Mplus and Interpreting Output  213
9.8  Estimation of Core DCMs in Mplus  221
9.9  Advanced Topics for Mplus Estimation  224
9.10 Chapter Conclusion  231



 Contents xv

	10	•	 Respondent	Parameter	Estimation	in	DCMs 232
10.1 Principles of Estimation Relevant for Attribute Profile Estimation  232
10.2 Estimating Attribute Profiles  233
10.3 Extended Examples of Attribute Profile Estimation  235
10.4 EAP versus MAP Estimation  239
10.5  The Impact of Prior Attribute Distributions on Posterior Attribute  

Profile Estimation  241
10.6 Standard Errors for Attribute Profile Estimates  242
10.7 Attribute Profile Estimation in Mplus  243
10.8 Chapter Conclusion  247

	11	•	 Item	Parameter	Estimation	in	DCMs 250
11.1 Conceptual Underpinnings for Estimating Item Parameters  250
11.2 Estimation of Item Parameters Using the E-M Algorithm  251
11.3 Estimation of Item Parameter Using MCMC  260
11.4 Chapter Conclusion  264

	12	•	 Evaluating	the	Model	Fit	of	DCMs 265
12.1 Basic Statistical Principles for Constructing Fit Statistics  266
12.2 Problems with General Goodness-of-Fit Statistics for DCMs  270
12.3 Practical Approaches for Determining Goodness-of-Fit for DCMs  271
12.4 An Example of Goodness-of-Fit Evaluation  275
12.5 Evaluating Relative Model Fit  277
12.6 Evaluating Person Fit  278
12.7 Chapter Conclusion  279

	13	•	 Item	Discrimination	Indices	for	DCMs 280
13.1 Basic Concepts for Item Discrimination Indices  281
13.2 Item Discrimination Indices for DCMs  283
13.3 Information-Based Item Discrimination Indices for DCMs  294
13.4 Chapter Conclusion  304

	14	•	 Accommodating	Complex	Sampling	Designs	in	DCMs 306
14.1 Defining Complex Sampling Designs  306
14.2 Accommodating Complex Sampling Designs of Respondents in DCMs  307
14.3 Accommodating Complex Sampling Designs of Items in DCMs  310
14.4 Accommodating Additional Sources of Heterogeneity in DCMs  312
14.5 Chapter Conclusion  313

glossary 315
references 331
Author	Index	 339
Subject	Index	 341
about the authors 348

For sample exercises, solutions, and data sets with associated Mplus code, 
see the book’s accompanying website at www.guilford.com/rupp-materials.



xvi

Index of Notation

generic notation

Notation Meaning

A Total number of attributes measured by diagnostic assessment (a = 1, …, A).

a Index for an attribute.

R Total number of respondents in a sample (r = 1, …, R).

Rc Total number of respondents in latent class c.

r Index for a respondent.

I Total number of items in an assessment (i = 1, …, I).

i Index for an item.

C Total number of latent classes in a latent class model (c = 1, …, C).

c Index for a latent class.

X Single random variable. Often used to represent the observed score for an item.

x Realization of a single random variable.

X  Matrix of multiple random variables. Often used to represent the pattern of observed scores 
for multiple items of a diagnostic assessment.

x Realization of the array or matrix of multiple random variables.

q Binary entry in a Q-matrix.

a Vector of categorical latent variables that represent the attribute profiles of respondents.

[.,.,.] Vector with multiple numerical entries.

P(⋅)  Probability that the event within the parentheses is occurring. Often used to represent the 
probability of a correct response / an endorsement to an item.
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Notation Meaning

p Mathematical constant (p ≈ 3.142).

pic Probability of a correct response to an item i for a respondent from latent class c.

uc Probability that a respondent is a member of latent class c / mixture proportion.

∑(⋅) Summation operator indicating that all terms in the parentheses are added together.

∏(⋅) Product operator indicating that all terms in the parentheses are multiplied together.

ln(⋅) Natural logarithm function, which is the inverse of the exponential function.

exp(⋅)  Exponential function, which is the inverse of the natural logarithm function (exp = e ≈ 2.718).

∞ Infinity.

Model-specific notation

Notation Meaning Model

xci  Condensation kernel that can take values 0 or 1. A value of 1 indicates DINA 
that a respondent from latent class c possesses or has mastered all  
attributes measured by item i.

si  “Slipping” parameter for item i. Represents the probability of an incorrect  DINA, DINO 
response to item i for a respondent in accordance with the model.

gi  “Guessing” parameter for item i. Represents the probability of a correct  DINA, DINO 
response to item i for a respondent in accordance with the model.

wic  Condensation kernel for item i and respondents in latent class c.  DINO 
Indicates whether a respondent from latent class c has mastered one or  
more of the attributes measured by item i.

zcia  Attribute application indicator for item i, attribute a, and respondents in  NIDA 
latent class c. Indicates whether a respondent in latent class c correctly  
applies attribute a measured by item i.

sa  “Slipping” parameter for attribute a. Represents the probability of an  NIDA 
incorrect application of attribute a when the attribute has been mastered 
by a respondent. 

ga  “Guessing” parameter for attribute a. Represents the probability of a  NIDA 
correct application of attribute a when the attribute has not been  
mastered by a respondent.

p*
i
  Probability of a correct response to item i for respondents who have  Full NC-RUM 

mastered all attributes measured by item i. Reduced NC-RUM

r*
ia
  Penalty probability for respondents who have not mastered attribute a  Full NC-RUM 

measured by item i. Reduced NC-RUM

h  Continuous latent variable used to define the probability that a  Full NC-RUM 
respondent utilizes attributes not specified in the Q-matrix for  
responding to the items.
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Notation Meaning Model

ci  Rasch-model item easiness parameter used to define the probability  Full NC-RUM 
that a respondent utilizes attributes not specified in the Q-matrix for  
responding to item i (0 < ci < 3).

Pci
(h)  Probability that a respondent utilizes attributes not specified in the  Full NC-RUM 

Q-matrix for responding to item i.

l Generic notation for item parameters. LCDM

ll
v
 Specific notation for item parameters for level l of effect v. LCDM

l~  Unique notation for an item parameter for the LCDM parameterization  LCDM 
of the NC-RUM. The “~” is used to describe the fact that this value is  
implicitly defined as a function of the main effects.

lT
i
 Vector of item parameters for item i. LCDM

h(ac,qi)  Vector of indicator function values that represent an attribute profile  LCDM 
from latent class c for item i.

Method-specific notation

Notation Meaning Method

Fij  Frequency of respondents providing responses to items i and j in LCDM derivation 
a two-way contingency table.

mc  Log of the probability a respondent comes from latent class c.   Structural estimation 
Used for estimating and modeling the structural portion of DCMs.

g Log-linear structural model parameter. Structural estimation

a~ca  Continuous attribute parameter for attribute a and latent class c  Structural estimation 
in a tetrachoric structural model.

ta  Threshold attribute parameter in a tetrachoric structural model.   Structural estimation 
Used to determine the marginal proportion of masters for  
attribute a.

X  Matrix of tetrachoric correlations between attributes in a  Structural estimation 
structural model. 

daF  Loading of attribute a onto continuous higher-order latent factor  Structural estimation 
F in a structured tetrachoric structural model.

D  Matrix of attribute loadings in a structured tetrachoric structural Structural estimation 
model. 

F  Correlation matrix of the continuous higher-order latent factor  Structural estimation 
variables in structured tetrachoric structural models. 

Y  Diagonal matrix of the residuals or unique variances of the  Structural estimation 
continuous higher-order latent factor variables in structured  
tetrachoric structural models. 
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Notation Meaning Method

r Reliability coefficient. Item discrimination

s2
X
  Variance of the observed total scores of the respondents on a  Item discrimination 

diagnostic assessment. 

s2
T  Variance of the observed true scores of the respondents on a  Item discrimination 

diagnostic assessment.

b Generic vector of parameters. Bayesian estimation

c2 Chi-square test statistic. Used to assess model–data fit. Model fit evaluation

G  Maximum likelihood or likelihood-ratio test statistic. Used to  Model fit evaluation 
assess model–data fit. 

EX1,X2
  Expected frequency of respondents with different response  Model fit evaluation 

patterns to a pair of items X1 and X2. Used to assess model–data fit. 

pu  Item difficulty for respondents from the upper tail of the total  Item discrimination 
score distribution. Used in classical test theory to define item  
discrimination statistics. 

pl  Item difficulty for respondents from the lower tail of the total  Item discrimination 
score distribution. Used in classical test theory to define item  
discrimination statistics. 

di Classical test theory-based item discrimination index. Item discrimination

di,DCM  Global item discrimination parameter for a particular diagnostic  Item discrimination 
classification model. 

dia,DCM  Attribute-specific item discrimination parameter for a particular  Item discrimination 
diagnostic classification model. 

pah
  Probability of a correct response to an item for a respondent who  Item discrimination 

has mastered all of the attributes measured by the diagnostic  
assessment. 

pal
  Probability of a correct response to an item for a respondent who  Item discrimination 

has mastered none of the attributes measured by the diagnostic  
assessment. 

Di  Matrix of Kullback–Leibler information values for item i.  Assessment construction

D.  Matrix of Kullback–Leibler information values for a full diagnostic  Assessment construction 
assessment. 

Ci Diagnostic index for defining item discrimination.  Assessment construction

C. Diagnostic index for defining the discrimination of a set of items.  Assessment construction
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abbreviations

Abbreviation Topic

AHM Attribute hierarchy method

AIC Akaike’s information criterion

BIC Bayesian information criterion

BIN Bayesian inference network

CFA Confirmatory factor analysis

C-RUM Compensatory reparameterized unified model

CTT Classical test theory
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Introduction

If you do not ask the right questions, you do not get the right answers. A 
question asked in the right way often points to its own answer. Asking ques-
tions is the A-B-C of diagnosis. Only the inquiring mind solves problems.

—Edward HodnEtt, American poet

The word “diagnosis” has its roots in the Greek word “diagignóskein,” which means (a) to 
know precisely, (2) to decide, and (3) to agree upon (see Fisseni, 2004, p. 4). More specifi-
cally, The American Heritage Dictionary of the English Language (2000) defines diagnosis as 
follows:

1. Generally
 (a) A critical analysis of the nature of something.
 (b) The conclusion reached by such analysis.
2. Medicine
 (a)  The act or process of identifying or determining the nature and cause of a disease or in-

jury through evaluation of a patient’s history, examination, and review of laboratory data.
 (b) The opinion derived from such an evaluation.
3. Biology
 (a)  A brief description of the distinguishing characteristics of an organism, as for taxonomic 

classification. (p. 500)

In other words, a diagnosis is essentially the act of precisely analyzing a problem and identify-
ing its causes for the purpose of classification-based decision making. 

Diagnosing problems is an essential component of everyday life. For example, identify-
ing improvements to recipes for baking a holiday cake, deciding on the means for better man-
aging a financial budget, or choosing the best neighborhood to live in are diagnostic problems 
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experienced every day. Each of these problems is characterized by some deficit (i.e., the cake 
did not keep its form, the family has limited financial resources at the end of each month, or 
the current neighborhood has become too expensive). The objective is typically to improve 
the situation so that the problem is remedied via a suitable intervention. Deciding on how to 
improve the situation requires a reliance on the resources that already exist (e.g., the excel-
lent ingredients that are used in the dough, the current strategy to keep an electronic budget 
that tracks all purchases, the experience in relocating after several moves) so that the most 
effective intervention for the purpose at hand can be designed.

1.1 Objectives Of DiagnOstic MeasureMent

The purpose of diagnostic measurement is similar to everyday diagnosis, even though the con-
text within which the diagnosis takes place is typically more formal. For example, an indi-
vidual for whom a diagnosis is desired could be a patient who is admitted for a psychological 
evaluation at a hospital, a learner who is placed in a classroom for highly gifted students in a 
school, or a player who purchases goods in a virtual world such as Second LifeTM (secondlife.
com). The motivation for engaging in diagnostic measurement may include diagnosing a 
likely disorder and determining the most effective treatment plan for the patient, diagnosing 
the strengths and weaknesses in a particular content domain and determining the best exer-
cise strategy for the student, or diagnosing characteristics of purchasing behavior and devis-
ing more effective marketing strategies for the players. 

In order to obtain a nuanced profile of the individual with respect to his or her charac-
teristics that are of the most interest in the situation at hand, specifically designed questions, 
prompts, or tasks are given to the individual, and his or her responses and associated behav-
iors are recorded. The behaviors could consist of verbal responses to open-ended questions 
by the patient, written responses to multiple-choice questions by the student, or traces of 
movements in constrained environments by the player. These behaviors are, in turn, evalu-
ated by trained individuals and/or by an automated scoring mechanism, which results in a 
data set that needs to be analyzed. 

If the tasks are properly designed and the analyses are properly conducted, such an 
analysis could then yield a differentiated profile of the individual with respect to the charac-
teristics of interest. The characteristics could be, for example, different dispositions to dis-
play aberrant behavior for the patient (e.g., “lying to friends and family about expenses” for 
pathological gamblers), different facilities for solving problems in a particular educational 
domain (e.g., “borrowing from whole-number part” in fraction subtraction problems), and 
different stances toward classes of products for the player (e.g., “admiring highly innovative 
designs from sellers in restricted virtual areas”). This profile would then be used by stake-
holders such as clinicians, teachers, or marketing experts to make decisions regarding the 
optimal intervention that should be put into place for the individual and, by implication, 
groups of similar individuals. In a nutshell, diagnostic measurement is the process of ana-
lyzing data from a diagnostic assessment for the purpose of making classification-based 
decisions.
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1.2 DiagnOstic MeasureMent with DcMs

In this book we refer to the individuals who provide the behavioral observations as respon-
dents; the tasks that are presented to them as items; the collection of tasks that elicit those 
behaviors as diagnostic assessments; the latent characteristics of the respondents as attributes; 
the variables that represent these attributes as latent variables; and the models that are used 
to analyze the response data as psychometric models. We focus specifically on a particular 
subset of psychometric models that yield classifications of respondents according to multiple 
latent variables, which we will refer to as diagnostic classification models (DCMs). 

Notably, the key elements of DCMs are not unique to these models but have their roots 
in other major psychometric and statistical frameworks such as classical test theory (e.g., This-
sen & Wainer, 2001, Chapter 2), item response theory (e.g., de Ayala, 2009), confirmatory 
factor analysis (e.g., McDonald, 1999), structural equation modeling (e.g., Kline, 2002), cate-
gorical data analysis (e.g., Agresti, 2002), and Bayesian statistics (e.g., Lynch, 2007). Through-
out this book, we will repeatedly reference these frameworks when we introduce key ele-
ments of DCMs, but a deep knowledge of them is not required to follow the explanations in 
this book. 

As we have discussed elsewhere (Rupp & Templin, 2008b), DCMs have alternatively 
been called cognitive psychometric models (e.g., Rupp, 2007), cognitive diagnosis models (e.g., 
Nichols, Chipman, & Brennan, 1995; Templin & Henson, 2006; see Nichols, 1994), latent 
response models (e.g., Maris, 1995), restricted latent class models (e.g., Haertel, 1989; Macready 
& Dayton, 1976), multiple classification latent class models (e.g., Maris, 1995, 1999), structured 
located latent class models (e.g., Xu & von Davier, 2008a, 2008b), and structured item response 
theory models (e.g., Mislevy, 2007; Rupp & Mislevy, 2007). 

Each of these terms carries with it a particular connotation that highlights pertinent as-
pects of DCMs. Some definitions highlight their theoretical grounding, others their substan-
tive purpose, and still others their psychometric properties. We have chosen the term DCMs 
for this book because it emphasizes that a theory about response processes grounded in ap-
plied cognitive psychology is desirable in practical applications of these models but DCMs 
are statistical tools. To this end, we believe that the term DCM concisely indicates that all of 
the models that fall under this umbrella term simply provide classifications of respondents 
on the basis of multiple categorical latent variables that represent the attributes of interest. 

1.3 selecting versus cOnstructing DcMs

For some people, whom we might want to call methodological selectionists, DCMs are sophis-
ticated tools that possess their own internal logic. As a consequence, these people believe 
that DCMs should only be handled with care by specialists with many years of training in 
statistics or psychometrics. DCMs might be seen as preassembled units that can be catalogued 
and described by finite lists of defining characteristic features. Under this view, it is often 
believed that there exists an intellectual warehouse of models that are clearly understood—in 
the sense that all of their strengths and weaknesses can be comprehensively enumerated—
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such that applying them to data from a diagnostic assessment will be a relatively routine 
exercise. Consequently, it is believed that there is no real “choice” involved when a DCM is 
applied to data since their structure suggests a “natural” fit of a particular model in the ware-
house. Given that the warehouse of models is immense but all compartments are properly 
labeled, analyzing data is merely an exercise in locating the correct compartment and using 
the model within it proficiently. 

For other people, whom we might call methodological constructivists, the notion of a 
DCM is more fluid. Even though DCMs are similarly seen as sophisticated technical instru-
ments, it is more openly acknowledged that many existing models have been assembled from 
simpler building blocks that can be combined with relative flexibility. According to this view, 
the space of DCMs is conceptually without bounds, even though it is clear that not all models 
that can be theoretically conceived of may also be of practical interest or can even be esti-
mated (Fu & Li, 2007; Rupp, 2002). Consequently, building a DCM that suits a particular 
diagnostic purpose is akin to searching an intellectual warehouse where model components 
are stored alongside assembled models and locating the models and components that are 
needed for the purpose at hand. If components are not yet assembled, the creative problem 
becomes more challenging as various design choices need to be made that influence how the 
components are combined and how they may need to be altered before or after they are com-
bined. If this view about DCMs is adopted, then it quickly becomes apparent that the infor-
mation available on the strengths and weaknesses of DCMs is always limited, albeit to differ-
ent degrees, and that this uncertainty should be acknowledged when they are used to analyze 
data from diagnostic assessments. We firmly believe that a constructivist design metaphor for 
DCMs and diagnostic assessments is most fruitful for engaging members of an interdisci-
plinary team in principled, reflective, and focused discussions surrounding the decisions 
that need to be made under given resource constraints. 

1.4 the rOle Of DcMs in DiagnOstic assessMent Design  
anD iMpleMentatiOn 

Designing, implementing, and interpreting successful diagnostic assessments are challenging 
endeavors. In large-scale settings, these endeavors typically require an ongoing collaboration 
among numerous specialists, which include subject-matter experts, measurement special-
ists, and potential stakeholders. For example, if the objective is to develop an online learning 
tool that helps students acquire and apply knowledge about Newtonian laws in physics using 
a simulation-based environment, the development team might include teachers of physics, 
experts in the didactics of physics, computer programmers, psychometricians, and educational 
policy makers. These experts will typically meet in different groups such as a task develop-
ment group, a task review group, a task implementation group, and a project coordination 
group at different intervals throughout the timeline of the project. In a small-scale project, 
resources for extensive interdisciplinary collaborations may not be available, but the require-
ments for relevant expertise nevertheless remain. For example, scientists studying psycho-
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logical disorders may play each of those roles in the development of a screening instrument 
for diagnosing individuals with a particular disorder. 

If the development process for a diagnostic assessment is viewed as such a comprehen-
sive project, it is immediately clear that DCMs will only play a small, albeit crucial, role in this 
process. Specifically, one of the main objectives of the diagnostic assessment is to provide 
information about the respondents that can be meaningfully interpreted by the stakeholders 
who request such information. DCMs serve to support the validity of these interpretations 
with empirical pieces of evidence. The weight that different stakeholders accord to these 
pieces of evidence depends on their belief systems and needs to be carefully negotiated, with 
the DCMs serving as the grammar for such evidentiary systems. Put differently, DCMs are 
formalized mediators among the empirical realm of data, the rhetorical realm of claims about 
respondents, and the theoretical realm about the respondent characteristics that gives validity 
to these claims. Therefore, appropriate diagnostic measurement with DCMs is a necessary, 
but not sufficient, condition for appropriate diagnostic decision making, which involves ethi-
cal and interpretational considerations that transcend DCMs. 

Using DCMs in a particular context should be driven by the need for classifications that 
support meaningful interpretations about respondent attributes relating to learning specifi-
cally or behavior more generally. As with any assessment context, it is important that the 
assessment design and implementation result in data that can support meaningful interpre-
tations about respondents. DCMs are statistical instruments in this process that numerically 
condense and transform observable data. Taking a reverse engineering perspective, if the pur-
pose of the analysis is to classify respondents, if the diagnostic assessment is designed to 
collect data that are relevant to developing such classifications, and if the data structure sta-
tistically allows for the application of DCMs, then DCMs are a useful component of the rele-
vant methodological toolbox. 

To be fair, DCMs will not be the only models that can be statistically applied to diag-
nostic assessment data—for example, cluster analytic methods are an alternative choice—
but they are statistically very powerful models. They are powerful because they provide rich 
information about the fit between the DCM and the data at different levels and, thus, rich in-
formation about the trustworthiness of the classifications. As is the case in other contexts, 
however, the mere application of a DCM to data from a diagnostic assessment does not infuse 
particular kinds of meaning into the data. In other words, the old adage certainly holds: gar-
bage in, garbage out. DCMs are not magical methodological wands that can be waved at the 
data in the absence of thoughtful, principled, and well-documented diagnostic assessment 
design and implementation. We want to emphasize that this perspective on the theoretical 
potentials and practical limitations of DCMs does not require a singular approach for assess-
ment design and implementation, but it does demand an acceptance of quantitative evidence 
as one part of empirical arguments about behavior and learning. 

In the three core sections of this book we will discuss the key principles for creating 
diagnostic assessments and analyzing the resulting data with the aid of DCMs. We start with 
the first core section on Theory, which outlines the theoretical underpinnings for conducting 
diagnostic assessment with DCMs in practice.





Part I

Theory: Principles of 
Diagnostic Measurement  
with DCMs
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2

Implementation, Design, and 
Validation of Diagnostic Assessments

Even though the central focus of this book is on the structure, estimation, and application of 
DCMs, it is important for us to discuss first how diagnostic decision making takes place. This 
is critical because the validity (i.e., defensibility) of any interpretations and decisions about 
respondents that are made on the basis of a data analysis with a DCM hinges on the design, 
implementation, and use of the diagnostic assessment in the real-life context. Specifically, we 
argue that diagnostic decision making cannot be meaningfully accomplished if diagnostic 
assessments have not been properly embedded in a long-term diagnostic process that includes 
diagnosis, treatment, and evaluation. We contextualize our discussion of diagnostic processes 
by explicating key principles from clinical and psychoeducational assessment, domains that 
have long and rich histories in this regard from which several useful lessons can be learned. 
We do not claim to provide a comprehensive discussion of diagnostic principles across these 
disciplines, but, rather, will present an illustrative discussion of the most critical aspects for 
the purpose of analyzing diagnostic assessment data with a DCM. 

We begin this chapter in Section 2.1 by showing that there is a clear demand for more 
differentiated diagnostic information that can guide diagnostic decision making in practice, 
specifically in the area of education. Section 2.2 describes key characteristics of diagnostic 
processes and the roles DCMs can play. In Section 2.3 we show how diagnostic assessments 
can be designed from first principles with the help of two development frameworks. Specifi-
cally, we review the cognitive design system (CDS) developed by Susan Embretson and col-
leagues, as well as the evidence-centered design (ECD) framework developed by Robert Mislevy 
and colleagues. We provide one illustrative application of each that showcases their strengths 
and weaknesses for different purposes. 
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2.1 Diagnostic assessment in eDucation

As a recent U.S. survey has revealed, stakeholders have a significant interest in education, 
seeking to obtain more detailed diagnostic information about the strengths and weaknesses 
of students’ knowledge, skills, and abilities (Huff & Goodman, 2007). The survey was based 
on a national representative random sample of 400 elementary and secondary mathematics 
and English language arts teachers in U.S. public and nonpublic schools (Goodman & Huff, 
2006). Survey responses reveal that respondents consider a broad range of assessment infor-
mation as diagnostic. Teachers believe most strongly that specific information about knowl-
edge and skills is diagnostic information. Nevertheless, most teachers either agree or strongly 
agree that quite a wide range of score types can be considered diagnostic, including item-
level and subdomain scores of large-scale assessments. Although these survey responses may 
point, in part, to a lack of definitional clarity that would help make more precise how diag-
nostic information is different from nondiagnostic information, data from the study suggests 
that teachers primarily associate diagnostic information with reporting at the individual stu-
dent level and not the aggregated classroom, grade, school, and district levels. This naturally 
leads to the question of what kinds of reference points teachers consider important in report-
ing diagnostic information.

A partial answer to this question is given by teachers’ answers to the question “how 
important do you find these points of reference for reporting diagnostic information?” The 
survey shows that the prototypical information that is provided in standardized large-scale 
assessments (i.e., norm-referenced information, standards-based information, and perfor-
mance information at the item level) is of comparatively little interest to teachers. What 
matters most to them are reporting mechanisms that provide them with detailed information 
about the strengths and weaknesses of individual students with respect to specific knowl-
edge, skills, and abilities. Importantly, teachers ask for remedial strategies that both teachers 
and students can use to aid in the course of learning so that all students can reach the in-
structional goals.

Thus, these survey results clearly demonstrate that teachers would like to obtain more 
differentiated diagnostic information within a long-term instructional perspective that fo-
cuses on developing key educational attributes. Current research suggests that this develop-
mental process needs to be empirically monitored and supported by appropriately designed 
diagnostic assessments that are aligned with curriculum and instruction to be effective, 
which underscores the process character of diagnostic assessment implementations (see Wil-
son & Sloane, 2000).

2.2 the Process character of Diagnostic assessment 
imPlementations

In order for diagnostic assessment to be successful by some external criterion, it is essential 
that the design of the assessment itself, the analysis and interpretation of resulting data with 
the help of DCMs, as well as the consequent decision making, are not viewed as a cross-



 Implementation, Design, and Validation 11

sectional, singular activity, but as a longitudinal, repeated activity. Moreover, it is indispensable 
that this process is integrated with remedial support or remedial interventions so that the 
effectiveness of the diagnosis can be evaluated and treatment plans can be fine tuned. In 
other words, diagnostic assessment must be viewed as a complex, comprehensive, and inte-
grative process. 

Intuitively, even for everyday problems such as balancing a budget or finding a job, one 
would not want to simply identify those facets of the described problems that require atten-
tion and then decide that some action needs to be taken. Rather, one would want to devise 
treatments or interventions tailored to the specifics of the problems. Moreover, one would 
want to make sure that the treatments or interventions are actually realized in practice and 
not merely theoretically conceived of. Finally, one would want to evaluate the effectiveness 
with which they have been implemented and the comprehensiveness and efficiency with 
which they have helped to resolve the problems at the outset. This process character of a 
diagnostic assessment and its associated interventions is especially prominent in clinical and 
psychoeducational assessment.

2.2.1 Key concepts in clinical and Psychoeducational assessment

Despite the breadth and depth of literature on clinical and psychoeducational assessment, 
textbooks and reference works struggle with coming up with a common definition of a diag-
nostic assessment. A workable definition that highlights its process character is the following 
(see Kubinger, 2006, p. 4, translation by authors): 

Diagnostic assessment is a systematic process that seeks to obtain specific information about psy-
chological characteristics of a person by using a variety of methods. Its objective is to justify, 
control, and optimize decisions and their resulting actions. This process includes (a) the specifi-
cation of the diagnostic question, (b) the selection of the diagnostic methods, (c) the application 
and evaluation of the data from the diagnostic methods, (d) the interpretation of the data and 
the development of a diagnostic report, (e) the design of an intervention, (f ) the evaluation of the 
effectiveness of the intervention. 

This definition is clearly commensurate with our everyday understanding of diagnosing and 
resolving problems, as well as with the more narrow definition of diagnosis that we presented 
in Chapter 1. Yet, it underscores more strongly that an effective diagnostic process needs to 
be systematic throughout and deeply rooted in theory. By implication, it will be most effective 
if the symptoms of a problem and their potential causes, the assessment and the diagnosis 
of these relationships, as well as the intervention and its evaluation, are closely aligned as the 
objective is to control and optimize a process. Thus, knowing whether a diagnostic assessment 
is effective cannot be answered by the mere provision and interpretation of data; instead, 
associated interventions need to be evaluated repeatedly. 

Diagnostic assessments have myriad uses in fields such as industrial and organizational 
psychology (e.g., career counseling, employee selection, driving capability assessment, mili-
tary recruitment), education (e.g., school readiness, identification of giftedness, university 
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admission), health sciences (e.g., clinical psychology, rehabilitation, developmental research), 
or law (e.g., forensic psychology). They can be organized broadly according to seven charac-
teristics (Wottawa & Hossiep, 1997, pp. 16–17; see also Cronbach & Gleser, 1965, as used 
in Amelang & Schmidt-Atzert, 2006, pp. 396–399):

1. The object of the assessment
2. The object of decision making
3. The time point about which decisions need to be made
4. The objective of the assessment
5. The assessment methods
6. The types of intervention
7. The power differentials between agents

First, the object of the diagnostic assessment varies across applications and can include 
individuals (e.g., patients), groups (e.g., employees), or institutions (e.g., schools). Second, 
the object of decision making varies across applications and does not necessarily have to be 
identical to the object of the diagnostic assessment (e.g., employees are assessed but deci-
sions about an organizational structure are made). Third, the time point about which deci-
sions need to be made on the basis of the diagnostic assessment varies. It may be in the past 
(e.g., when identifying the psychological state of a murder suspect at the time of the crime), 
may be contemporaneous (e.g., when profiling the current climate at the workplace), or may 
be in the future (e.g., when selecting employees with the highest potential for success). 
Fourth, the objective of the diagnostic assessment varies in terms of whose benefit is central 
to the diagnostic assessment (e.g., the benefit of an individual employee who is being as-
sessed or the benefit of a group of employees and inmates when applicants are assessed for 
the position of a prison guard). Related to this is the determination of which aspects of the 
complex behavior of the object of diagnosis are most critical (e.g., efficiency of team struc-
tures, increase of individual self-esteem). 

Fifth, the methods used in the diagnostic assessment can vary in terms of (1) who makes 
decisions with them (e.g., the diagnosed person or an external observer), (2) their degree of 
standardization (e.g., an open-ended diary or a clinical test given under timed conditions), 
and (3) the resulting data that they provide (e.g., qualitative descriptions or quantitative re-
sponse profiles). Sixth, the type of intervention that follows the diagnostic assessment varies 
and includes, prototypically, selection (e.g., hiring a new employee) and modification/support 
(e.g., developing a new training program for dyslexia). Seventh, diagnostic assessments vary 
in terms of the power differential that exists among the object of the assessment, the object 
of the decision making, and the decision makers (e.g., consider the case when an adult seeks 
job counseling and decides for him- or herself about the next steps versus the case when a 
child is assessed and may be taken out of his or her family by child protective services). 

As these seven characteristics make clear, it is unambiguously flawed to view diagnostic 
assessment as being driven by, rather than appropriately supported by, diagnostic assessments 
that provide data that can be used to obtain classifications. Similar to grammar, vocabulary, 
and pragmatics having a serving role, and rarely a focal role, in establishing a successful com-
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munication, diagnostic assessments merely play a serving role in determining suitable treat-
ment and intervention plans for respondents. 

It is equally a mistake to view the methodological repertoire of diagnostic assessments 
as consisting only of standardized norm-referenced diagnostic tests or questionnaires. Such 
instruments exist for many diagnostic processes, but authors of textbooks, reference works, 
and professional guidelines always recommend supplementing data from them with data 
obtained through alternative methods such as explorative interviews, formal anamnesis, be-
havioral observations, or diary entries. For example, the practice of clinical diagnosis is strongly 
influenced by guidelines in publications such as the Diagnostic and Statistical Manual of Men-
tal Disorders (DSM-IV-TR; American Psychiatric Association, 2000) or the International Statis-
tical Classification of Diseases and Health Related Problems—Version 10 (ICD-10; World Health 
Organization, 2006) and associated professional standards and ethical guidelines. Moreover, 
the seven characteristics enumerated above suggest highly complex diagnostic processes, 
which can perhaps be best illustrated with a concrete example.

2.2.2 illustration of a Diagnostic assessment Process

Consider the case when a child in elementary school is suspected of having very specific dif-
ficulties in mathematics that could be treated with a suitable remedial training program if the 
nature of these difficulties were known in detail. Put differently, to develop the child’s diag-
nostic profile one would require a detailed diagnosis of the specific types of lower-level skills 
where the child is developmentally delayed, the degree to which this delay is present, and its 
co-occurrence with other types of physiological, psychological, behavioral, or cognitive syn-
dromes. The structure of this diagnostic process is illustrated in Figure 2.1, which references 
the decision-making criteria of the ICD-10. Figure 2.1 shows that the diagnostic process in 
this context consists of five essential stages. 

In the first stage, the anamnesis, a qualitative profile of the levels of general achievement, 
mathematic ability, and reading and writing as well as the social and emotional status of the 
child is developed. These constructs are selected because the literature has shown them to 
be related to developmental delays in early numeracy. The information at this stage is typi-
cally gathered through interviews with the child, the parents, and the teachers as well as 
through questionnaires, school records, and, perhaps, health records. In the second stage, 
the basic diagnosis, the same constructs are assessed through individually administered stan-
dardized assessments and questionnaires to develop a quantitative profile of the child in 
reference to a suitable norming population that helps the diagnostician to decide whether a 
clinically relevant disorder is present. As the figure shows, decision making on the basis of 
these results typically is highly standardized, leading to a multivariate classification of the 
child. For example, the child will only be classified as having a purely mathematical disorder 
if (a) the child’s IQ score is above 70, (b) the child’s IQ score is, at the same time, at least 1.5 
standard deviations below the mean, (c) the child is frequently at or below the 10th percen-
tile on appropriately selected diagnostic mathematic achievement tests, (d) no additional 
reading disability is diagnosed, and (e) no additional emotional and/or behavioral disorder 
is diagnosed. 
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Computation Test
(e.g., OTZ, RZD 2-6, ZAREKI-R,

DEMAT 1+ / 2+ / 3+ / 4 / 5+ / 6,
HRT 1-4)

Reading and Writing Test
(e.g., ZLT, DRTs)

Standardized Questionnaires
(e.g., SDQ, AFS, SELLMO)

IQ ≥ 70 PR ≤ 10
Emotional and/or Behavioral Disorder

IQ ≥ 1.5 SD below mean

Arithmetic Disorder

Reading and
Writing Disorder

(e.g., TAP, WCST, TL-D,
AVLT, DCS)

(e.g., ATK, DCS, VOSP, diverse
subtests from HAWIK IV, AID 2)

(e.g., TAP, CPT, d2)

no yes yes no
secondary primary

yes no

no yes

Mental Retardation
(F70-F79)

Arithmetic Weakness

No Disorder
Not Arithmetic

Disorder

Specific Disorder of Arithmetical Skills
(F81.2)

Mixed Disorder of Scholastic Skills
(F81.3)

Arithmetic Disorder with Emotional
and/or Behavioral Disorder

(F81.2 and F90-F98)

Working-memory and
Central Executive Visual-spatial Perception and Attention Attention Deficit

Selectivity, Intensity

Description and Interpretation
of Test Results

Consultation for
Specific Disorder(s)

Recommendations for
Further Actions

First Level—Patient History
(Qualitative Descriptions)

Guiding question: Are there any indications of a disorder of arithmetic skills?

Second Level—Basic Diagnostic Assessment
Guiding question: Is there evidence for clinically relevant disorders of arithmetic skills and, perhaps, reading and writing skills?

Third Level—Differential Diagnosis
Guiding question: Are there any disorders of basic mental skills that are related to the diagnosed disorder(s)?

Fourth Level—Comprehensive Consultation with Recommendation for Remedial Treatment

Fifth Level—Evaluation of the Suggested Treatment with Potential Modification / Termination of Treatment

Intelligence Test
(e.g., HAWIK-IV, AID 2, 

K-ABC, CFT 1, CFT 20-R,
CPM, SPM)

General Achievement Computation Reading and Writing Social, Motivational, and
Emotional State

General Achievement Computation Reading and Writing Social, Motivational, and
Emotional State

Decision-making Chart for Summarizing Information from Patient History and Basic Diagnostic Assessment

figure 2.1. The process of diagnosing deficiencies in mathematics. Adapted from Jacobs and Pe-
termann (2007). Copyright 2007 by Hogrefe. Adapted by permission.
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In the third stage, the basic diagnosis is extended to a differential diagnosis where basic 
mental capacities are assessed via individually administered standardized diagnostic assess-
ments in more detail. In the case of early numeracy, these capacities include working- 
memory capacity and functioning of the central executive, visual-spatial perception and ap-
plication, as well as attention. In the fourth stage, the stage of the comprehensive report, the 
various qualitative and quantitative pieces of information are synthesized and summarized, 
the key persons involved in the child’s development are consulted on the child’s current 
status, and specific treatments are suggested to remediate the deficiencies. Finally, the fifth 
stage consists of the evaluation of the suggested treatment for the child as well as a renewed 
diagnosis to fine-tune or terminate the treatment. 

As this example illustrates, an abundant knowledge base and the procedural sophisti-
cation of diagnostic assessment processes evolved during the last century in the discipline of 
clinical and psychoeducational assessment. It shows how comprehensive the diagnoses and 
the alignment between diagnosis and treatment need to be in order to be truly beneficial to 
the development of the individual being diagnosed. In many applications of DCMs to assess-
ments in the educational measurement literature, little is said about the complexity of the 
judgment process, about incorporation of other sources of evidence into the diagnosis, and 
about long-term designs for implementing and monitoring diagnostically relevant interven-
tions. Consequently, it comes as no surprise that professional communities involved with 
diagnoses have only reluctantly accepted arguments about the possible benefits of DCMs 
and the diagnostic assessments to which they could be applied, if at all. 

Phrased somewhat differently, the key in a diagnostic process is to think from the outset 
about the statements and decisions one wants to make about the individuals being diag-
nosed. This requires careful reflection about the pieces of evidence needed to support these 
statements and decisions as well as the most appropriate means for eliciting and extracting 
that evidence. In the following section, we discuss two frameworks that represent the state of 
the art in principled design for diagnostic assessments in educational and psychological mea-
surement that can help in this complex endeavor. 

2.3 frameworKs for PrinciPleD Design of  
Diagnostic assessments

The two most important current frameworks for principled assessment design generally and 
principled diagnostic assessment design specifically are the cognitive design system (CDS) frame-
work by Susan Embretson and colleagues (e.g., Embretson, 1994, 1998) and the evidence-
centered design (ECD) framework by Robert Mislevy and colleagues (e.g., Mislevy, Steinberg, 
& Almond, 2003; Mislevy, Steinberg, Almond, & Lukas, 2006). 

2.3.1 the cDs framework

The CDS was motivated by extensive research on cognitive response processes for assess-
ments that measure basic cognitive abilities such as spatial rotation or general reasoning. 
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The representations of these constructs via diagnostic assessment tasks are grounded in a 
comprehensive literature in applied cognitive psychology. In an ideal application context, the 
design characteristics of the tasks on such diagnostic assessments can be described to a de-
gree that allows them to be automatically generated and banked by their empirically estimated 
task characteristics (e.g., Irvine & Kyllonen, 2002). 

The principled assessment design process in the CDS consists of the following seven 
steps (Embretson, 1998):

1. Specifying the goals of measurement
2. Identifying relevant features in the task domain
3. Developing a cognitive model of task performance
4. Generating items according to the cognitive model
5. Evaluating the cognitive model empirically via administered tasks
6. Banking the items by cognitive complexity
7. Validating the model by checking for nomothetic span

Note that the nomothetic span refers to the strength and nature of the relationship of the 
construct that is measured by the assessment (e.g., depression, mathematical ability, disposi-
tion to lying) to other theoretically relevant constructs. The seven steps highlight the central-
ity of incorporating the theoretically driven cognitive model for response processes directly 
into the process of task development. The integration is empirically established via psycho-
metric models that link empirical task characteristics such as difficulty and discrimination 
with task design variables that influence the cognitive processing demands of the tasks. That 
is, the statistical models become hypothesis-testing instruments.

A prototypical application for the CDS is the development of a pool of progressive ma-
trices that measure fluid intelligence in alignment with the theory that describes the response 
processes for such tasks (Carpenter, Just, & Shell, 1990). Figure 2.2 shows a prototypical 
task for abstract reasoning, which is part of fluid intelligence. The field at the bottom right 
of the figure presents the place where a respondent must construct, or select from a set of 
choices, the correct shape for the object based on the trend demonstrated in the rows and 
columns of the figure. In this figure, the object would be the form of an asterisk. The cogni-
tive process needed to provide a correct response is to identify that the objects in the third 
column are the result of superimposing the objects from the first two columns of the same 
row. This is also known as figure addition whereby an examinee must be able to both recog-
nize the pattern and reproduce the expected image result.

Tasks that rely on abstract reasoning can be designed to elicit other mental processes 
apart from figure addition as well. For example, Figure 2.3 lists five different rules that re-
spondents must recognize and apply to successfully answer tasks on the progressive matrices 
test. In addition to the figure addition/subtraction rule, the test from which Figure 2.2 was 
taken measured four other rules: (1) identity (i.e., recognizing each shape), (2) progression 
(i.e., recognizing how shapes change from column one to column two to column three), 
(3) distribution of three (i.e., recognizing that shapes reappear in threes across the rows of 
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the figure), and (4) distribution of two (i.e., recognizing that two similar shapes appear in 
differing columns). The use of these cognitive task characteristics allows the developers of a 
diagnostic assessment to construct novel tasks according to precise rules. It also allows them 
to provide respondents with a diagnosis about which of these cognitive processes they have 
mastered based on their patterns of responses to the different tasks. 

Given the focus on psychologically well-established constructs, constrained tasks, and 
automatic item generation in the CDS framework, a strong emphasis is placed on experimen-
tal studies. These studies are conducted to support the defensibility of the assessment design, 
the prediction of task characteristics such as difficulty and discrimination, and the investiga-
tion of the correlation patterns of the assessment scores with other standardized psychologi-
cal measures. The focus on assessment design from a CDS perspective is not necessarily to 
provide multidimensional profiles of cognitive abilities to respondents. Rather, the focus is 
on principled and automated task design that is completely theory driven. This leads to op-
portunities for diagnostic feedback on multiple dimensions. For example, with sufficient data 
and an appropriate diagnostic assessment design, it might be possible to provide respondents 
with a five-dimensional profile that shows whether they have mastered identity, progression, 
addition/subtraction, distribution of three, and distribution of two. 

What can be learned from the CDS framework for the development of diagnostic assess-
ments more generally is how tight the link between the underlying theory and the structure 
of the diagnostic assessment has to be in order for the interpretations from the diagnostic 
assessment to be maximally defensible. Not surprisingly, researchers have struggled with ap-
plying CDS principles to more broadly defined constructs. Specifically, research that seeks to 
identify cognitive correlates of complex task performance at a fine-grained level in areas such 
as reading comprehension (e.g., Gorin, 2005; Gorin & Embretson, 2006) has, so far, failed 
to live up to the design potential of the CDS framework in that, generally speaking, empirical 
task characteristics are relatively poorly predicted and tasks cannot be fully automatically 
generated and banked. 

figure 2.2. A basic task in an abstract reasoning assessment for fluid intelligence. Reprinted by 
permission of Jennifer Ivie.
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2.3.2 the ecD framework

The ECD framework was developed to structure the thinking of designers of diagnostic as-
sessments more generally independent of the particular constructs that the diagnostic assess-
ments are intended to measure. In actuality, any diagnostic assessment can potentially ben-
efit from the fact that its design was guided by the ECD framework. However, tasks that 
assess complex ill-defined performance and lead to multiple solution paths and respondent 

Identity Progression

Distribution of threeAddition/Subtraction

Distribution of two

figure 2.3. Common rules and mental characteristics of progressive matrices tasks. Reprinted by 
permission of Jennifer Ivie.
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products such as simulation-based assessments benefit most from a design grounded in ECD 
principles. The ECD framework forces designers of diagnostic assessments to clearly lay out 
the diagnostic narrative that they would like to develop about the respondents. The essential 
idea of the ECD framework is that tasks should be designed so that they elicit behaviors that 
are maximally informative about the respondents’ latent ability structure. The design of such 
tasks is best developed once this narrative and the resulting decisions and consequences for 
respondents have been clearly laid out at the outset. Committing to an ECD framework is 
therefore a particular way of committing to principled assessment design. In the words of 
Mislevy et al. (2006), 

Designing assessments in concert with this conceptual approach and implementing them in a 
common infrastructure provides several practical benefits. It makes explicit the choices and the 
accompanying rationale of good test developers. It lays out the validity argument that underlies a 
test. It promotes the reuse of assessment elements and processes. Finally, it provides a roadmap 
for addressing unfamiliar constructs, data, purposes, task types, and content areas. All of these 
elements are important for automated scoring of complex constructed response data, for without 
these design structures and rationales it can become difficult, if not impossible, to work through 
the assessment and scoring algorithm logic. Nor do complex simulation assessments typically 
have the degree of transparency of traditional test designs that facilitates reverse engineering a 
final configuration of design decisions. (p. 20)

The structure of the evidentiary arguments used in the assessment narrative can be described 
with the aid of terminology first introduced by Toulmin (1958). An evidentiary argument is 
constructed through a series of logically connected claims or propositions that are supported 
by data through warrants and backing, and can be subjected to alternative explanations. In 
diagnostic assessments, data consist of respondents’ observed responses to particular tasks 
and the salient features of those tasks; claims concern examinees’ proficiency as construed 
more generally; and warrants posit how responses in situations with the noted features de-
pend on proficiency. Statistical models such as DCMs provide the mechanism for evaluating 
and synthesizing the evidentiary value in a collection of typically overlapping, often conflict-
ing, and sometimes interdependent observations. 

In concrete terms, the ECD framework allows one to distinguish the different structural 
elements and the required pieces of evidence in narratives such as the following

“Jamie has most likely mastered basic addition (claim), because she has answered correctly a 
mathematical problem about adding up prices in a supermarket (data). It is most likely that she 
did this because she applied all of the individual addition steps correctly (backing) and the task 
was designed to force her to do that (backing). She may have used her background knowledge to 
estimate the final price of her shopping cart (alternative explanation), but that is unlikely given 
that the final price is exactly correct (refusal).” 

Similarly, consider the claim that Melanie possesses a higher level of arithmetic ability 
than Leila. Consequently, her multivariate profile of different attributes related to arithmetic 
ability should indicate mastery of a larger number of arithmetic attributes than that of Leila. 
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The assessment designers can back this claim based on response data showing that Melanie 
has answered correctly more items than Leila under certain conditions. This claim is war-
ranted, for example, if the tasks were carefully designed to measure just arithmetic ability on 
the backing of a cognitive-psychological theory of responding to such tasks.

If the diagnostic assessment was indeed designed in such a principled fashion, then a 
DCM could be used to synthesize and weight the response data to create attribute profiles 
for the respondents that can be validly interpreted as measures of their arithmetic abilities. 
Note, however, that if the assessment design was not precise enough to rule out alternative 
explanations for the data patterns, then no statistical model—DCM or otherwise—would be 
able to compensate for this design flaw. 

The ECD framework specifies five different assessment design components. The ele-
ments in this framework include (1) the student models, which formalize the postulated 
proficiency structures for different tasks, (2) the task models, which formalize which aspects 
of task performance are coded in what manner, and (3) the evidence models, which are the 
psychometric models linking those two elements. These three core components are comple-
mented by (4) the assembly model, which formalizes how these three elements are linked in 
the assessment and (5) the presentation model, which formalizes how the assessment tasks 
are being presented. 

Specifically, the student model is motivated by the learning theory that underlies the di-
agnostic assessment system. It specifies the relevant variables or aspects of learning that we 
want to assess, at a grain size that suits the purpose of the diagnostic assessment. Because 
many of the characteristics of learning that we want to assess are not directly observable, the 
student model provides a probabilistic or proxy model for making claims about the state, 
structure, and development of a more complex underlying system. This might concern a trait 
or a behavioral disposition in a traditional assessment. In more innovative diagnostic assess-
ments in education such as a game or simulation, it could instead concern the models or 
strategies a student seems to employ in various situations, or the character or interconnec-
tivity of her skills when dealing with certain kinds of situations in a discipline.

To make claims about learning as reflected through changes in the attributes in the stu-
dent model, we thus have to develop a pair of evidence models. The evaluation component of 
the evidence model specifies the salient features of whatever the respondent says, does, or 
creates in the task situation, as well as the rules for scoring, rating, or otherwise categorizing 
the salient features of the assessment. The probability or statistical component of the evidence 
model specifies the rules by which the evidence collected in the evaluation is used to make 
assertions about the student model. This means that a suitable statistical model such as a 
DCM needs to be selected for summarizing observed information contained in indicator 
variables via statistically created, and typically latent, variables. The statistical model provides 
the machinery for updating beliefs about respondent model variables in light of this informa-
tion. Taken together, evidence models provide a chain of inferential reasoning from observable 
performance to changes that we believe are significant in a respondent’s cognitive, social, 
emotional, moral, or other forms of development.

The task model provides a set of specifications for the environment in which the respon-
dent will say, do, or produce something. That is, the task model specifies the conditions and 
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forms under which data are collected. The variables in a task model are motivated by the 
nature of the interpretations the diagnostic assessment is meant to support. Do we want to 
make interpretations about whether a respondent in a mathematical game is reflecting on 
disciplinary rules of conduct when making choices? If so, what features of situations tend to 
elicit this kind of thinking and reflection? In what ways can we build situations to bring about 
these kinds of thinking? How can we vary the situations so that we can make them harder or 
easier, make them more or less intertwined with disciplinary knowledge, or allow for multiple 
situations to be created that differ in their particulars but still focus attention on particular 
aspects of learning? We also note that data being collected in such models are not restricted 
to traditional formal, highly structured, pencil-and-paper assessments. Data in a task model 
can include information about the context, the respondent’s actions, and the respondent’s 
past history or particular relation to the setting, or all that may be required to make sense of 
players’ actions in the situation in which they were made. 

The assembly model describes how these different components are combined for answer-
ing particular questions about learning in a given assessment situation. Using the analogy of 
reusable design templates within a task bank, the assembly model describes which task model, 
evidence model, and respondent model components are linked for a particular assessment 
or subsections of an assessment. The idea of a reusable design template is similar to the idea 
of automatic task generation within the CDS framework. However, rather than striving for an 
automatic generation, the ECD framework strives for principled construction under con-
straints that will result in tasks that are comparable to one another, both substantively and 
statistically. Similarly, the presentation model describes whether modes of task and product 
presentation change across different parts of the assessment and what the expected implica-
tions of these changes are. In practice, ECD models for a given assessment are constructed 
jointly and refined iteratively, because the full meaning of any model only emerges from its 
interrelationship with other components. 

ECD underscores, but does not overemphasize, the importance of the statistical models 
used in the evidence model component. Statistical models such as DCMs are tools for rea-
soning about patterns of behavior of respondents based on data patterns with differential 
weighting. However, the choice of how the behavioral patterns are modeled and, thus, which 
real-life elements are represented in a statistical model, is squarely in the hands of the diag-
nostic assessment developer. That is, based on the desired level of precision at which an at-
tribute is to be measured and interpretations are to be given, as well as the real-life constraints 
imposed by the informational richness of the available data, diagnostic assessment designers 
have to decide which attributes should be represented via variables in the statistical models 
that are chosen. They need to decide which pieces of information are extracted from the 
complex performance of respondents and how these pieces of information are coded so that 
they can be used as input into the statistical models. The choice (or construction) of a statis-
tical model emerges from careful consideration of respondents, learning, situations, and the-
ory; it does not (or should not) determine what interpretations should be or what observa-
tions must be limited to. 

Once the observed input in the form of codes or scores for the statistical model is 
 collected, the number of characteristics that one wants to model is determined, and the 
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relationship between the variables in the model that represent the characteristics and the 
observed responses is theoretically specified, there are still various choices of statistical mod-
els that can process these data. In other words, choices about the statistical model itself 
impact the kinds of narratives that can be supported by the data, with different statistical 
models typically fitting the data comparably well. As Mislevy (2008) argues, statistical mod-
els with different structures are essentially different metaphors for reasoning about respon-
dent characteristics. Different metaphors may represent competing, albeit equally defensible, 
perspectives on respondent characteristics and behaviors. Hence, the choice of a statistical 
model cannot be objectified by means of global, relative, or local fit indices alone, even though 
such measures can be used to exclude poorly fitting candidate models. 

If the claims about respondents involve a series of highly dependent and interconnected 
knowledge, skills, and abilities, this provides a natural fit for a certain type of DCM family 
called Bayesian inference networks (BINs; e.g., Almond, Williamson, Mislevy, & Yan, 2015; 
Yan, Mislevy, & Almond, 2003). BINs are networks of variables that represent the attributes 
of interest and can be used to reliably estimate the diagnostic profiles of respondents, at least 
in principle (see Section 5.4). Despite this particular natural fit, the ECD framework can be 
used for the principled design of diagnostic assessments generally independent of which 
particular DCM is used to analyze the resulting assessment data. 

A set of innovative diagnostic assessments for which the ECD framework has been uti-
lized in combination with BINs are simulation-based environments that assess networking 
proficiency for respondents in the Cisco Networking Academy Program, which supports a 
blended program of web-delivered and on-location instructions in beginning computer net-
work engineering skills in more than 60,000 locations throughout the world (Behrens, Col-
lison, & DeMark, 2005). The two key programs that have been developed in this context are 
the prototype system Networking Performance Skill System (NetPass) (e.g., Williamson et al., 
2004) and more recently the simulation program/serious learning game Network City, which 
is based on an andvanced simulation system called Packet Tracer (Behrens et al., 2008). Both 
diagnostic assessments are geared toward assessing the proficiency of respondents to set up 
and troubleshoot computer networks within authentic simulation environments.

Figure 2.4 shows an exemplary respondent model for NetPass (Levy & Mislevy, 2004). 
The student model shows that six variables have been defined for this diagnostic assess-
ment: (1) one global variable representing “network disciplinary knowledge” most generally, 
(2) one variable representing “network modeling” knowledge that depends on this variable, 
and (3) three lower-level variables representing “knowledge in designing, implementing/
configuring, and troubleshooting networks.” The three lower-level variables and the two 
higher-level variables are linked via an intermediate variable called network proficiency. 

There are three different task types in NetPass whose successful completion requires, in 
part, proficiency on the three lower-level respondent variables. The tasks are called (1) design, 
(2) implement and configure, and (3) troubleshooting. The tasks result in complex work 
products that consist of sequences of commands and sequences of operations within the en-
vironment as well as response times; they are scored analytically for different features such 
as correctness, efficiency, and quality of the reasoning. In fact, it is the multiple pieces of 
information relating to the process of responding that provides the most detailed information 
about the response process. 
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The score variables already summarize this information in a first step, and the model 
variables to which these variables are linked further condense this information based on an 
empirical weighting and synthesis of the information via a BIN. The observed variables are 
related to the relevant respondent model variables in the evidence model, which is shown 
graphically in Figure 2.5. 

Figure 2.5 shows, for example, that performance on the design task, as measured by the 
correctness of the solution and the quality of the rationale provided for the solution, depends 
on design knowledge as well as network disciplinary knowledge. The evidence model also 
contains a context effect variable, which exists primarily for statistical reasons. It accounts for 
dependencies among the outcome variables that are due to the fact that both variables were 
measured on the same task. The evidence model also contains a new variable that combines 
disciplinary knowledge and design knowledge, which was created solely to make the esti-
mation problem statistically tractable. BINs are used to estimate model parameters in these 
network configurations that provide information about the empirical functioning of the tasks 
and about the degree to which students have mastered the key skills in the network. These 
mastery decisions are discrete in BINs (e.g., “novice,” “proficient,” “expert”) and create the 
respondent classifications.

In the Network City game, this assessment approach is taken one step further as an en-
tire computing environment with multiple presentational layers is created akin to a computer 
game. In this environment, respondents similarly design, implement, and configure, as well 
as troubleshoot networks, but they do this in a multiplayer environment. Hence, even more 

Networking Disciplinary Knowledge(SM)

Network Modeling(SM)

Network Proficiency(SM)

Design(SM) Implement/Configure(SM) Troubleshoot(SM)

figure 2.4. A prototypical NetPass student model. From Levy and Mislevy (2004). Copyright 2004 
by Taylor & Francis. Reprinted by permission.
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pieces of information about respondent behavior are collected in real time, which provide 
rich information about their strategies in solving the tasks; an example of a screen shot with 
router information is presented in Figure 2.6. 

The environment further allows for immediate feedback to the respondents via inter-
active pop-up windows. Notably, the feedback is simple and precise in the form of state-
ments rather than in the form of complex narratives, showing that it is not the sophistication 
of the feedback reporting per se, but the nature and timing of the feedback that are most 
critical to keeping the respondents appropriately engaged in the response process (see Shute, 
2008). One of the most daunting current challenges in the development of the Network City 
environment is to sort through, arrange, and synthesize the myriad pieces of information in 
such complex environments, guided by an ECD framework to support the specific diagnostic 
assessment narratives of most interest to the designers. In this process the choice of a par-
ticular DCM family, BINs, is critical to support the desired interpretations.

In sum, one significant consequence of the ECD view toward assessment design is that 
it reminds designers of diagnostic assessments that the psychometric models in the evidence 
models component play predominantly a serving role in the communication about the re-
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Correctness of ProcedureE(OB)

Efficiency of ProcedureE(OB)

Implement/Configure(SM)
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Correctness of Outcome2E(OB)
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Troubleshoot(SM)

figure 2.5. Evidence models for prototypical NetPass tasks. From Levy and Mislevy (2004). Copy-
right 2004 by Taylor & Francis. Reprinted by permission.
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spondents’ attribute profiles. They should not perform the driving role in the assessment 
design process, which is reserved for the assessment narrative with its constituent argument 
structures. Phrased differently, as in any modeling endeavor, the ECD framework makes clear 
that one should not design an assessment so that a certain psychometric model such as a 
DCM can be calibrated with its data; rather, the psychometric model should be chosen so as 
to best support the desired interpretations of the assessment. 

2.4 frameworKs for ValiDity stuDies of  
Diagnostic assessments

Despite these important advances in describing diagnostic assessment design in a structured 
and integrative fashion, neither the CDS nor the ECD framework explicitly considers the 
implementations that could be designed as a result of the interpretations drawn from the di-
agnostic assessment. This gap was recently acknowledged by Bachman (2005), who extended 
the logic of assessment design as laid out in ECD. Specifically, he focused on the decisions 

 

figure 2.6. Screenshot from Network City showing a network configuration window. Copyright by 
Taylor & Francis. Reprinted by permission.
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that are made about respondents and applied the argument structure of Toulmin (1958) to 
formalize their rhetorical structure.

2.4.1 the messickian framework

The fact that decisions and their resulting consequences for respondents are key design fac-
ets that need to be explicitly evaluated has been most prominently formulated by Cronbach 
and Meehl (1955) and extended by Messick (1989) in his exposé on validity theory. When 
speaking of consequential validity, Messick is most concerned with positive and negative so-
cial consequences due to sources of invalidity arising from the design of the diagnostic assess-
ment. One could argue that a diagnostic assessment perspective rooted in clinical and psycho-
educational assessment as described in Section 2.1 also requires a critical examination of the 
consequences of the intervention tied to the assessment results. This again emphasizes the 
alignment between diagnostic assessment design and intervention generally and mirrors simi-
lar discussions in the field of educational measurement about the importance of aligning 
curriculum, instruction, and assessment (e.g., Wilson & Sloane, 2000).

The focus on consequential validity is widely seen as one of Messick’s most important 
theoretical contributions. Another key contribution is his integration of various aspects of 
validity theory into a coherent whole subsumed under the umbrella term construct validity. 
Messick specifically distinguishes seven aspects of construct validity, which can be briefly 
summarized as follows (adapted from Messick, 1995, p. 745):

1. Content aspect
  Does the content of the diagnostic assessment represent the target domain?
2. Substantive aspect
   Do the respondents engage in the appropriate cognitive processes when respond-

ing to the diagnostic assessment tasks?
3. Structural aspect
   Does the scoring process for the responses reflect the interaction of abilities in 

the domain?
4. Predictive aspect
  Can the diagnostic assessment scores be used to predict an outcome of interest?
5. Consequential aspect
   Do the diagnostic assessment interpretations lead to fair and defensible conse-

quences for respondents?
6. External validity
   Do respondents perform similarly on diagnostic assessments measuring similar con-

structs and differently on diagnostic assessments measuring different constructs?
7. Generalizability
   Can the diagnostic assessment results be generalized across different conditions 

such as time points, administration contexts, and respondent samples?



 Implementation, Design, and Validation 27

These seven aspects make it clear that principled assessment design is central to Messick as 
it influences the types of data that are being collected and the interpretations that can be sup-
ported with them. This is why frameworks such as the CDS and ECD are so critical, as they 
help anchor any comprehensive validity studies for a diagnostic assessment. Put differently, 
evidence for different aspects of construct validity—or at least pathways toward gathering 
such evidence—are built into the diagnostic assessment and its implementation by design if 
such frameworks are used. Thus, assessment design has implications that far transcend the 
actual numeric properties of the resulting scores and profiles, because they involve the judg-
ments that humans make on the basis of these data.

2.4.2 the Dutch framework

A slightly different perspective on validity is taken by Denny Borsboom and his colleagues in 
the Netherlands (e.g., Borsboom, Mellenbergh, & van Heerden, 2004; Borsboom & Mellen-
bergh, 2007). These authors argue that the concept of construct validity in a Messickian 
perspective is unnecessarily overburdened. They suggest distinguishing among the following 
three concept families instead:

1. Measurement concepts (e.g., validity, invariance, precisions)
2. Decision concepts (e.g., predictive accuracy, optimality)
3. Impact concepts (e.g., acceptability, fairness)

As the examples in the parentheses suggest, measurement concepts are those facets of the 
diagnostic assessment that can be directly investigated with quantitative psychometric meth-
ods. Decision concepts can be similarly investigated with quantitative psychometric methods 
but involve additional assessments or criteria to which the diagnostic assessment scores or 
attribute profiles can be empirically related. Impact concepts are qualitatively driven evalua-
tions of decisions based on the diagnostic assessment. Hence, they cannot be directly traced 
back to psychometric properties of the diagnostic assessment itself, which is why the authors 
suggest associating the term validity with a measurement concept. Validity is specifically 
viewed as a problem of causality: “A test is valid for measuring a theoretical attribute if and 
only if variation in the attribute causes variation in the measurement outcomes through the 
response processes that the test elicits” (Borsboom & Mellenbergh, 2007, p. 93).

The causal effect captured by diagnostic assessment scores implies that validity conceived 
of in this way is central for diagnostic assessments because capturing the response pro cesses of 
respondents is often their explicit objective. Put differently, diagnostic assessments often place 
a greater emphasis on cognitive response processes than other assessments and yet still require 
comprehensive evidence about other assessment facets. Nondiagnostic assessments place a 
greater emphasis on other assessment facets and yet still require some evidence for the fidelity 
of the response processes vis-à-vis the measured construct. In fact, from the Dutch perspective, 
diagnostic assessments that explicitly capture and model cognitive response processes are 
the most direct measures of the construct validity of an assessment that can be conceived.
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2.5 chaPter conclusion

In a nutshell, independent of how one exactly defines the term validity and relates it to other 
assessment facets, it is essential to show empirically, via quantitative and qualitative pieces 
of evidence, the degree to which interpretations and decisions from diagnostic assessments 
are defensible. Some of these pieces of evidence will be directly related to the psychometric 
properties of the diagnostic assessment, while others will only be indirectly related to them 
via the decisions that stakeholders make on the basis of the assessment outcomes. The pro-
cess of designing, implementing, analyzing, reasoning with, and making decisions based on 
diagnostic assessments can thus be seen as a process of validating evidence-based arguments. 
This is expressed by Kane (2006) as follows:

Validation involves the evaluation of the proposed interpretations and uses of measurements. The 
interpretative argument provides an explicit statement of the interpretations and assumptions 
inherent in the proposed interpretations and uses. The validity argument provides an evalua-
tion of the coherence of the interpretative argument and of the plausibility of its interpretations 
and assumptions. It is not the test that is validated and it is not the test scores that are vali-
dated. It is the claims and decisions based on the test results that are validated. Therefore, for 
validation to go forward, it is necessary that the proposed interpretations and uses be clearly 
stated. (pp. 58–59)

In order to support the rhetorical structure of assessment narratives that are the natural 
key components of the validation process for diagnostic assessments, it is beneficial to struc-
ture this complex process with a suitable framework such as the CDS framework or the ECD 
framework. These frameworks place a particular importance on mapping theories about re-
sponse processes from applied cognitive psychology onto assessment characteristics, as well 
as components of the statistical models used to analyze the resulting data. Consequently, 
DCMs can play a key role in supporting assessment narratives. If DCMs are successfully em-
bedded in a diagnostic process in this principled way, then there is an evidentiary basis for 
providing the diagnostic interpretations that stakeholders in Section 2.1 called for. In the 
next chapter we discuss theoretical motivations for using DCMs, and not other statistical 
models that could be used to represent attributes of respondents, in the context of diagnostic 
assessments.
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3

Diagnostic Decision Making  
with DCMs

In this chapter, we outline various motivations for using DCMs to analyze the response data 
from diagnostic assessments. We discuss necessary theoretical underpinnings for using DCMs 
across different contexts. Specifically, we examine key structural differences of DCMs com-
pared to other statistical models that can be used for analyzing data from diagnostic assess-
ments from a decidedly conceptual rather than statistical angle. The chapter is divided into 
four sections. In Section 3.1 we characterize key diagnostic characteristics of DCMs from a 
nonstatistical perspective. In Section 3.2 we describe how rules for diagnostic classifications 
are developed under different methodological approaches, including, but not limited to, DCMs. 
In Section 3.3 we address which diagnostic assessment contexts lend themselves naturally to 
applications of DCMs by discussing how the measurement scales of the latent variables in 
these models are tied to purposes of diagnostic assessments and by illustrating these ideas 
with three examples from clinical diagnosis, cognitive diagnosis, and standards-based assess-
ment. In Section 3.4 we summarize basic advantages of DCMs over alternative methodologi-
cal approaches that result in classifications of respondents. 

3.1 Diagnostic characteristics of DcMs

In the first section of Chapter 1, we provided a definition and derivation of the word “diag-
nosis.” We will focus on two key parts of the definition for the purpose of this chapter, 
namely (1) “to classify or determine on the basis of scientific examination” and (2) “to ascer-
tain the cause or nature of (a disorder, malfunction, problem, etc.) from the symptoms.” Com-
mon examples of diagnoses come from medicine where doctors routinely classify patients 
with various conditions and diseases. Taken literally, diagnostic information is any empirical 
evidence that is taken into consideration when rendering a diagnosis. Providing reliable diag-
nostic information that can, at once, be used to classify respondents and explain plausible 
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reasons for their responses is at the core of diagnostic practices in real life. It is also the mo-
tivation for using DCMs to analyze data from diagnostic assessments. 

Recall that DCMs are suitable for supporting diagnoses because they provide statistically 
driven classifications of respondents according to one or multiple diagnostic criteria. Classifi-
cations in DCMs are based on the observed response data that is collected with the diagnostic 
assessment. Respondents are classified according to multiple attributes that indicate con-
structs such as knowledge states, psychological conditions, or disease statuses. These classifi-
cations are based on categorical latent variables representing the diagnostic statuses that are 
not directly observable. Hence, the classification must be statistically inferred from the ob-
served response data collected on the respondents via DCMs.

DCMs are different from many common psychometric models because they contain 
categorical, rather than continuous, latent variables. The result of a DCM analysis is, for each 
individual, a probabilistic attribute profile that indicates whether each respondent meets the 
criteria for diagnosis (e.g., has “mastered” or “possesses”) on one or more of the attributes. 
Figure 3.1 illustrates the structure of DCMs via a path diagram (see Templin & Henson, 
2006). The left-hand side of the diagram shows an unobservable latent variable that is repre-
sented by a circle. The horizontal line overlaid onto the circle indicates that this variable is a 
categorical latent variable with two levels, which would represent a “positive” diagnosis and 
a “negative” diagnosis. Following the conventions of Templin and Henson (2006), the line 
can be placed at a position that marks an area of the circle proportional to the number of 
respondents in the sample or population who have a positive diagnosis, which is referred to 
as the base rate in some disciplines. 

The latent variable in the diagram could technically also take on more than two levels 
representing multiple outcomes or types of diagnoses. Such multidiagnostic variables can 
represent differing types of dementia in psychiatric research (e.g., Alzheimer’s, vascular de-
mentia, amnesia), which are of a nominal nature, or differing standards categories into which 
students are placed in educational assessment (e.g., Unsatisfactory, Proficient, Exemplary), 

Diagnosis
(Categorical Latent Variable)

Base-Rate
Indicator

Positive

Negative

Observable
Variable 1

Observable
Variable 2

Observable
Variable l

e1

e2

el

}

figure 3.1. A schematic representation of a simple statistical model for a diagnostic assessment.



 Diagnostic Decision Making with DCMs 31

which are of an ordinal nature. The rectangles in the right-hand side of Figure 3.1 depict the 
set of observable variables, which are indicators of the latent variable. As in a factor-analytic 
model, each variable has a unique error term attached to it, although DCMs are typically used 
with categorical response data where such errors are absorbed by model parameters and an 
appropriate link function that statistically connects the observed and latent variables.

The diagram in Figure 3.1 provides a simple example of how the underlying categorical 
latent variable, which represents the diagnostic state of an individual, affects the observable 
variables in the model. The diagram shows a simple example depicting a case with only one 
categorical latent variable. Typically, DCMs use multiple categorical latent variables, and the 
mechanisms for how such variables interact to produce an observable response are often 
more complicated than what is typically found in a multidimensional confirmatory factor-
analysis model (e.g., McDonald, 1999) or a multidimensional item response model (e.g., 
Ackerman, Gierl, & Walker, 2003). We will return to this issue when we talk about conden-
sation rules in Section 5.1.7 in Chapter 5. 

By modeling data from observable variables as a function of diagnostic states on categor-
ical latent variables, many features of an analysis with DCMs are different from an analysis 
with continuous latent variable models. Perhaps the most salient difference stems from the 
fact that DCMs directly estimate the probability that a respondent meets the criteria for a 
given diagnosis (i.e., that a respondent falls into a particular latent diagnostic class). 

Figure 3.2 displays an example of how diagnostic information from a DCM can be com-
municated in the form of a diagnostic score/report card. The data underlying this report card 

figure 3.2. Example of a diagnostic report card.
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come from a 25-item benchmark test of basic third-grade science skills (Ackerman, Zhang, 
Henson, & Templin, 2006). The test was developed to diagnose whether students were mas-
ters or nonmasters of six basic science skills that related to knowledge in the areas of Sys-
tems, Classification, Observation, Measurement, Prediction, and Data. The design of the card 
is based on the example provided in the dissertation by Eunice Jang (2005), which we dis-
cuss in more detail in Chapter 4.

Most important for the discussion in this chapter, the lower left-hand portion of the di-
agnostic report card presents the probability that a student has mastered each of the skills 
measured by the diagnostic assessment. Daphne, the student whose report card is shown 
here, has a high probability of mastering the skills associated with Systems (.97), Classifica-
tion (.94), Prediction (.97), and Data (.74). Daphne is almost certainly not a master of the 
Measurement skill, however, because her mastery probability for that skill is only .07. Finally, 
for the Observation skill, Daphne has a probability of .45 of being a master, making her diag-
nosis on that skill uncertain.

In fact, the classification on the Observation skill is the most uncertain classification for 
her. In DCMs, probabilities near .50 represent situations in which the classification is highly 
uncertain, meaning that the observable variables do not provide enough information to pro-
vide an unambiguous diagnosis. The diagnosis then becomes akin to a random coin flip with 
either diagnostic outcome being equally likely. Consequently, probabilities that are signifi-
cantly higher than .50 are considered sufficient evidence of a “positive” diagnosis (in this 
example, evidence that the student has “mastered” an attribute), and probabilities that are 
significantly less than .50 are considered sufficient evidence of a “negative” diagnoses (in this 
example, evidence that the student has “not mastered” an attribute). Technically, one can 
extend the range of probabilities for which one concludes that a diagnosis cannot be made 
with certainty beyond a narrow range around .50. For example, Hartz (2002) and Jang (2005) 
define an uncertainty region between .40 and .60 within which no classification is made, 
thus requiring stronger evidence from the DCM to conclude anything substantial about the 
respondents.

3.2 Developing Diagnostic rules

It is important at this point to distinguish between two methods for developing rules for 
making a diagnosis, both of which are combined in DCMs but separated in other methodolo-
gies: (1) rules based on empirical evidence and (2) rules based on a blend of expert judgment 
and statistical analysis. Strictly speaking, both of these types of diagnostic rules are based on 
two types of information: (1) item or variable information pertaining to how respondents with 
different diagnostic profiles perform on each diagnostic assessment item, and (2) respondent 
information pertaining to the base rate or proportion of respondents with different diagnoses 
in the population. Item-level information helps to determine which items are more effective 
in discriminating among respondents with differing diagnostic profiles. Population-level in-
formation helps describe the frequency with which a diagnosis (or diagnostic profile) occurs 
and helps to validate the plausibility of observed diagnostic profiles. Thus, even though both 
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types of diagnostic rules are based on both types of information, each of these two types of 
rules relies on the two types of information differently. 

3.2.1 Diagnostic rules Based on empirical evidence

In DCMs, a respondent’s estimated probability of a diagnosis depends directly on these two 
types of information through the chosen DCM. Diagnostic rules based on empirical evidence 
are thus based on the fit of a particular model to data collected from a diagnostic assessment. 
In Section 3.4 we describe the different steps in specifying a DCM, but we will quickly pre-
view them at this point. To specify a DCM, domain-specific assessment experts encode the 
relationships that they believe exist between the diagnostic assessment items and the latent 
variables that are used to classify respondents into so-called Q-matrices (a topic we discuss 
more extensively in Chapter 4). These Q-matrices simply show which items measure which 
categorical latent variables. The data from the diagnostic assessment are then used as input 
into the estimation routine for the DCM along with the Q-matrix. If the routine is successful 
(i.e., if the selected DCM and the Q-matrix fit the data well), the estimation routine provides 
parameter estimates related to item and respondent characteristics. Similar to other latent 
variable models, item parameters in DCMs provide information about the difficulty of each 
item and about how well each item discriminates between respondents with different diag-
nostic profiles. Respondent parameters in DCMs provide information as to the distributional 
characteristics of the categorical latent variables including, for each attribute, a base rate and, 
for all pairs of attributes, an index of association (i.e., a correlation). 

To illustrate the use of diagnostic rules based on empirical evidence, we present a study 
from Templin and Henson (2006). The authors sought to develop a diagnostic assessment 
that could be used to screen respondents for a predisposition to be pathological gamblers. 
They used the DSM-IV-TR (American Psychiatric Association, 2000) as a reference point be-
cause it details the criteria for the diagnosis of pathological gambling. Specifically, a set of 10 
diagnostic criteria or attributes, represented by 10 categorical latent variables, are used in the 
DSM to classify a respondent as a pathological gambler. By definition, such criteria are cate-
gorical in nature because a respondent either meets or does not meet each one. For a respon-
dent to be diagnosed as a pathological gambler, he or she must meet at least 5 of the 10 di-
agnostic criteria. The authors related a set of 41 diagnostic items that measured the disposition 
toward pathological gambling to these 10 criteria. 

The respondents used a 6-point Likert scale for their responses to items on the diagnos-
tic assessment of pathological gambling. For example, Item 22 (“Gambling has hurt my fi-
nancial situation”) was related to Criterion 8 (“Has committed illegal acts such as forgery, 
fraud, theft, or embezzlement to finance gambling”) as well as Criterion 10 (“Relies on others 
to provide money to relieve a desperate financial situation caused by gambling”). Prior to 
their analysis, the authors did not know the proportion of respondents who had met either 
Criterion 8 or Criterion 10 and would respond positively to this item.

Instead, using a particular DCM, the authors were able to estimate this proportion from 
the data based on a sample of 593 respondents. Moreover, they found that respondents who 
were classified as having met Criterion 8, Criterion 10, or both criteria, were 29 times more 
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likely to provide a positive response to the item than respondents who had not been classi-
fied as meeting either criterion. Respondents who were classified as having met at least one 
of the two criteria had a 90% chance of responding positively to Item 22, while respondents 
who were classified as having met neither criterion had only a 24% chance of responding 
positively to this item. Such information was computed for each of the 41 items of the diag-
nostic assessment and substantiated by experts to corroborate the plausibility of the resulting 
classifications on the basis of the 10 diagnostic criteria. 

As stated above, item-level information is only part of the information needed to set 
or corroborate diagnostic rules. The other part comes from the base rates for each categorical 
latent variable. In their analysis, the authors did not know the proportion of respondents meet-
ing each criterion in their sample. Furthermore, they did not know whether there was any 
relationship between meeting any given criterion and any other criterion. By using a DCM, 
they were able to determine such information empirically and compare it to existing popula-
tion data on pathological gambling. 

For example, this analysis showed that about 7.8% of the respondents had met Criterion 
8 (“The respondent committed illegal acts to finance gambling”) and 14.8% of the respon-
dents had met Criterion 10 (“The respondent relied on others to provide money to relieve a 
desperate financial situation caused by gambling”). Furthermore, Criterion 8 and Criterion 
10 had a moderate correlation of .54, indicating that meeting one criterion was positively 
associated with meeting the other. Based on these analyses, respondents could also be reli-
ably classified as having met at least 5 of the 10 diagnostic criteria, which diagnoses them as 
pathological gamblers overall according to the DSM-IV-TR. However, the more fine-tuned di-
agnostic profile on the 10 criteria derived from the DCM allowed for a better match of sug-
gested treatments to the diagnostic profiles of the patients.

A reproduction of the path diagram for the model that was fit by Templin and Henson 
(2006) can be found in Figure 3.3, which shows a DCM with two levels of categorical latent 
variables. At the lower level, there are 10 categorical latent variables labeled a1–a10 that rep-
resent the aforementioned diagnostic criteria or attributes of interest. At the higher level, 
there are three continuous latent variables labeled “Dependence,” “Disruption,” and “Loss of 
Control.” The two-sided arrows between the circles ε1 – ε3 indicate pairwise correlations; the 
one-directional arrows from the three higher-level latent variables to the 10 lower-level latent 
variables indicate loadings, and the horizontal lines in the circles of the 10 lower-level la-
tent variables indicate thresholds (i.e., the base rates).

3.2.2 Diagnostic rules Based on standard-setting procedures

In some situations, the rules for classification of respondents are not directly statistically es-
timated, but, instead, are set by a blend of information from expert judgment and statistical 
analysis. The common technical term for the family of approaches that incorporate these 
types of information is standard setting, which prototypically involves creating cut-scores on 
unidimensional scales on the basis of consensual expert judgment and statistical information 
about item characteristics and respondents (e.g., Cizek, Bunch, & Koons, 2004; Zieky & 
Perie, 2006). 
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In the best-case scenario, a diagnostic standard-setting process is one in which a group 
of experts that is knowledgeable about the respondents and the construct of interest mea-
sured by the diagnostic assessment can be assembled. For each item on the diagnostic assess-
ment or a representative subset of them, the experts discuss the expected behavior of re-
spondents with different mastery profiles. During this process, the experts consider a set of 
diagnostic criteria as well as the population base rates for each criterion. Importantly, the 
cut-scores are not set by a statistical model even though they are typically justified using 
supplementary statistical analyses; they are set by the experts. In contrast, when using DCMs, 
cut-scores on continuous scales do not exist at all because respondents are directly statisti-
cally classified on the basis of each observed variable rather than a sum score. 

To illustrate an example where diagnostic rules were developed by means of diagnostic 
standard-setting procedures, we draw on results from a study by Henson and Templin (2008). 
The goal of the study was to develop a benchmark Algebra 2 assessment for high school stu-
dents in an urban school district of a southern state in the United States. The benchmark 
assessment was administered during the middle part of the school year to allow teachers to 
understand the strengths and weaknesses of their students. The thought behind the bench-
mark assessment was to help teachers become better at tailoring their instruction to the 
needs of their students in alignment with the curriculum and the state standards. As a result, 
they would spend less time on content standards where students had demonstrated suffi-
cient levels of proficiency and would focus more on content standards that students had not 
yet mastered. 

Diagnostic assessment items were designed to measure a set of five content standards 
for this assessment, which are listed in Table 3.1. These content standards are the attributes 
of interest for this context. Because of the reliance on state standards in constructing the di-
agnostic assessment, the authors decided to ask a panel of experts to determine the diagnos-
tic rules for classification. In considering the nature of the benchmark test, the standards 
were the criteria that students needed to meet to be considered “proficient” in Algebra 2. 
Rather than attempt to determine how examinees may separate into differing groups repre-
senting mastery status on each standard with a DCM, however, the authors asked four class-
room teachers to provide information that could serve as an empirical basis for classifying 
individual students. Specifically, since the four teachers were familiar with the state stan-
dards for Algebra 2, they were asked to specify the types of performance expected of students 
who demonstrated mastery on each measured standard for each assessment item. 

taBle 3.1. content standards/objectives for algebra 2 used for  
Diagnostic assessment

1.03 Operate with algebraic expressions (polynomial, rational, complex fractions) to solve problems. 
2.01 Use the composition and inverse of functions to model and solve problems: justify results.
2.02 Use quadratic functions and inequalities to model and solve problems; justify results.
2.04  Create and use best-fit mathematical models of linear, exponential, and quadratic functions to 

solve problems involving sets of data.
2.08 Use equations and inequalities with absolute value to model and solve problems: justify results.
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For example, consider Item 1 (“If f(x) = x2 + 2 and g(x) = x – 3 find f ° g(x)”) of the 
benchmark assessment, which is shown in the upper portion of Figure 3.4. The item is a 
multiple-choice item and has four options from which a student needs to select the correct 
answer. The item was constructed to measure Standard 2.01 (“Use the composition and in-
verse functions to model and solve problems: justify results”). Each of the four classroom 
teachers was asked the two questions shown in the lower portion of Figure 3.4. Figure 3.5 
illustrates the results of the process for this item, with each teacher’s assessment converted 
onto a probability scale. According to the teachers, students who were considered non-
masters of Standard 2.01 were expected to have a low probability of answering the item cor-
rectly (approximately .30 on average), whereas students who had mastered Standard 2.01 
were expected to have a high probability of answering the item correctly (approximately .90 
on average). 

Once the evaluation of the performance of masters and nonmasters for each item was 
complete, the last piece of information needed to set the diagnostic rules was the base rates 
of mastery for the students. Because the authors had little empirical information about how 
many children had mastered each standard, they decided to set the population information 
in a way that would not unduly influence a student’s estimated probability of mastery for 
each standard. This was done by setting the base rates for all standards to .50 and by defining 
all variables representing different standards to be uncorrelated. In essence, this choice of 
respondent information does not give preference to any profile of standard mastery, for it 
provides uniform weights for all possible mastery profiles.

As a result, a student’s estimated probability of mastery is solely a function of the stu-
dent’s data and is not influenced by the responses of other students on the diagnostic assess-
ment. Figure 3.6 shows the mastery profiles of two students in order to demonstrate the added 
diagnostic value in a student’s mastery profile developed from this approach. The probabili-
ties in these graphs were computed by combining the prior information from the teachers 
with the actual response data. This scoring process, which we describe more technically 
in Chapter 10, uses the rules set by the four teachers in finding what are called expected a 

1. If f(x) = x2 + 2 and g(x) = x − 3 find f ° g(x).
 a. x2 − 6x + 11
 b. x2 + 11
 c. x2 + x − 1
 d. x3 − 3x2 + 2x − 6

Imagine a test that contains a total of 100 items just like this test (assume they are 
not identical)

1i. ______ Think of one of your students that has NOT MASTERED Objective 2.01.
 How many of these items on the 100 item test should they get right?

1ii. ______ Think of one of your students that has MASTERED Objective 2.01. How 
 many of these items on the 100 item test should they get right?

25

85

figure 3.4. Diagnostic Algebra 2 item with standards-based questions for teachers.
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posteriori (EAP) estimates for each attribute. An EAP is simply the probability of mastery for 
each of the 32 possible attribute profiles. It results from statistically comparing each student’s 
response profile on the diagnostic benchmark assessment to the response profile expected by 
the parameters set by the teachers. It is a posterior probability because it combines the prior 
probability of mastery from the teachers with the actual data, which are translated into an 
empirical likelihood. 

As Figure 3.6 shows, Jackie and Joshua both answered 17 of the 25 items correctly. 
However, because their response patterns were not identical, each student’s mastery profile 
is different even though both have the same total score. Jackie is a likely master of Standards 
2.01, 2.02, and 2.04 and a likely nonmaster of Standards 1.03 and 2.08. Joshua, on the other 
hand, is a likely master of Standards 2.01 and 2.04 and a likely nonmaster of Standards 2.02 
and 2.08. The diagnostic assessment provides insufficient evidence to classify him as either 
a master or a nonmaster of Standard 1.03. Because each student received mastery informa-
tion at the level of each standard, they were given a set of guidelines that described exactly 
the material they needed to study to become masters of the standards they had not yet mas-
tered. This is the kind of individualized feedback that is frequently sought via diagnostic 
assessments. 

Teacher 1

Teacher 2

Teacher 3

Teacher 4

1.0

0.8

0.6

0.4

0.2

0.0

M
ea

n

Master Nonmaster

figure 3.5. Expected proportions correct for nonmasters and masters of Standard 2.01 on Item 1.
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As a final check of the validity of the process, Henson and Templin (2008) interviewed 
a sample of teachers of classrooms where the benchmark assessment was administered. The 
teachers were asked whether the descriptions of mastery that arose from the diagnostic as-
sessment with the standards-based diagnostic rule seemed to match their impressions of 
student performance in their classrooms. The teachers almost unanimously agreed. All stu-
dents assessed to be masters of particular standards were also considered to be masters by 
them and vice versa. As in all measurement situations, such processes of validating the re-
sults of a diagnostic assessment analysis, informal as they may be, are paramount to defend-
ing the diagnostic classifications in practice. 
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figure 3.6. Mastery profiles for two sample children on diagnostic assessment for Algebra 2.
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Up to this point, we have described two different approaches to determining rules for 
diagnosis: one that is driven by empirical information and one that is driven by expert judg-
ment via a diagnostic standard-setting process. In practice, however, diagnostic rules are rarely 
developed in such distinct ways. For instance, in the preceding example the respondent base 
rates were unknown and certain prior values were set at rather unrealistic values. Specifically, 
attributes such as the mastery of different state standards tend to be positively correlated, 
and the base rates of masters for attributes are not expected to be the same. Furthermore, in 
many assessment situations new forms of an assessment are introduced with anchor items 
that link the new forms to existing forms that are already operational. In these situations, a 
combination of approaches for developing diagnostic rules is advisable. 

The use of expert knowledge to understand how respondents interact with diagnostic 
assessment items is always valuable because it helps to develop interpretational guidelines of 
performance. As this section has shown, DCMs can play an important role in cross-validating 
or triangulating such information to make resulting diagnostic classifications more robust 
and defensible. In the Algebra 2 scenario, for example, the population information could have 
been estimated in an analysis prior to diagnosing a student’s mastery of the standards on the 
basis of expert judgments. That would have required more data than was available at the time 
the study was conducted, however. In certain cases, DCMs may even be used to substitute for 
expert judgment as it is operationalized through the models. 

3.3 contexts for using DcMs

So far in this chapter we have presented a conceptual definition of a DCM and described how 
they can be used as one way of classifying respondents into different diagnostic states. In this 
section, we address the question of which situations lend themselves more naturally to such 
diagnoses, which is clearly dependent on the context and purpose of the diagnostic assess-
ment. We specifically discuss the level of precision with which information about attributes 
can be collected as one important criterion driving the decision of whether to use a DCM. We 
provide several examples of attributes from the behavioral, social, and educational sciences 
that can be measured discretely and are thus diagnosable with DCMs. 

3.3.1 the representational level of attributes

When diagnosing respondents, an important preliminary step in modeling is to consider the 
representational level for the attribute under study. More precisely, it is important to consider 
the level at which it can be reliably measured and the level at which interpretations need to 
be made about it. A large body of literature is devoted to the psychophysical properties of 
attributes (i.e., their ontogenetic nature) and the errors that can result if they are improperly 
represented through measurement models (i.e., their epistemic accessibility; see, e.g., Meehl 
& Golden, 1982; Waller & Meehl, 1997; the focus articles and commentaries in the first two 
issues of volume 6 of the journal Measurement: Interdisciplinary Research and Perspectives). 
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The nature or representation of the attributes under study, however, is generally not the 
only consideration for deciding whether a DCM should be used to analyze data from a diag-
nostic assessment. Specifically, it is the purpose of the diagnostic assessment that matters. To 
illustrate this point, consider a simple example of a diagnostic situation that is not related to 
latent attributes at all, namely, assessing an individual’s height. Height is a characteristic that 
can be clearly represented by a continuous variable. Certain situations, however, require a 
specification of certain minimum or maximum height requirements. For example, imagine a 
sign from an amusement park at the entrance of a roller-coaster ride that states a minimum 
height requirement (e.g., “Passengers less than 4 feet 5 inches are not allowed to take this 
ride!”), which also includes a wooden stick to physically represent this requirement. Such a 
sign effectively classifies people who want to ride the roller coaster into two classes based on 
a simple diagnostic with a single cutoff point. People can either safely ride the roller coaster—
if they are taller than the minimum height requirement—or they are not allowed to board—if 
they are shorter than the minimum height requirement. 

The decision of the roller-coaster operators to classify people using the cutoff of 4 feet 
5 inches is thus not driven by a substantial belief that height is a categorical attribute but by 
simple practical needs. This need dictates that height, which could be measured much more 
accurately in other ways, is measured discretely with the stick on the sign. In fact, the exact 
height of a person is simply irrelevant, for all that matters is whether they are tall enough for 
the purpose of riding the roller coaster. In a small conceptual stretch, one can also envision 
the particular task of comparing the top of one’s head to the top of the stick on the roller-
coaster sign as one of diagnosing a person’s “ability to ride,” which might perhaps be supple-
mented by additional assessments (e.g., a real person measuring the height, asking questions 
about whether the person has ridden a roller coaster before).

Similarly, in the diagnostic measurement of attributes, one can imagine that some char-
acteristics could be measured rather precisely with a continuous latent variable but are 
measured discretely for the purpose of a diagnostic assessment due to the nature of the clas-
sification decisions that are desired. For instance, in educational measurement, student 
achievement is frequently categorized into a set of proficiency levels such as in the context of 
standards-based assessments mandated by the No Child Left Behind Act in the United States 
(e.g., Cizek et al., 2004) or other such assessments all over the world (e.g., Rupp, Vock, 
Harsch, & Köller, 2008). Achievement in a particular domain is typically modeled as a con-
tinuous unidimensional variable, which is created based on the answers of students to an 
end-of-grade assessment. The prototypical method used to develop such proficiency scales 
is item response theory, even though classical test theory or factor analysis could similarly 
be used. 

The standard-setting process for this context consists of expert panels setting cut-scores 
along the proficiency continuum to define the proficiency levels in accordance with the per-
formance level descriptors for each level and the labels that are given to them. As stated earlier, 
this entails significant judgment on the part of the experts, and numerous methods have 
been developed to structure the reasoning process to arrive at the cut-scores. In the end, 
however, setting these cut-scores to classify respondents into distinct proficiency classes is 
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arbitrary to some degree because there are no true cut-scores, just consensually agreed-
upon ones. 

The example described earlier in which experts reason about a standards-based mastery 
profile of students directly goes a step beyond this as the students are classified jointly on 
multiple criteria (i.e., standards), but the methodological approach is similar. In contrast, 
DCMs provide such classifications directly and are optimally used when assessments are 
designed to support diagnostic classifications on the basis of these models. The bottom line, 
however, is that the diagnostic purpose of the practical diagnostic assessment context should 
guide the selection and application of suitable statistical diagnostic models such as DCMs.

3.3.2 examples of Domains Where DcMs can Be  
Meaningfully applied

We now demonstrate situations in practice where an application of DCMs may be ideal 
rather than an alternative with a doubtful added value. We utilize several examples from the 
domains of clinical diagnosis, cognitive diagnosis, and standards-based diagnosis. 

3.3.2.1 Clinical Diagnosis of Psychological and Neurological Disorders 

In Section 3.2.1 we presented an example of an application of a DCM that was used to iden-
tify pathological gamblers based on 10 diagnostic criteria in the DSM-IV-TR. Many other 
psychological and neurological disorders are similarly defined in the DSM-IV-TR by having a 
set of categorical diagnostic criteria that must be met prior to diagnosis. Consider, for exam-
ple, the diagnostic criteria for paranoid personality disorder, which include seven indicators 
ranging from “a suspicion that other individuals are deceptive without a sufficient basis” to 
“reading hidden meaning from nonthreatening events.” 

The DSM-IV-TR specifies that four or more out of these seven criteria must be met for a 
respondent to be classified as someone with a paranoid personality disorder. As with patho-
logical gambling, these criteria could be modeled by use of a DCM where each criterion maps 
onto a single categorical latent variable. One could construct diagnostic assessments that 
include items purporting to measure these criteria and use them, alongside with other diag-
nostically relevant information, to diagnose the respondents’ mental states. Additional infor-
mation could include therapists’ assessments, family reports, and biological and behavioral 
data, which, if properly operationalized, could be included in the statistical model as covari-
ates to predict the respondent’s diagnostic profile (see Dayton & Macready, 2006, pp. 438–
441). Just like the two examples of pathological gambling and paranoid personality disorder, 
many psychological disorders lend themselves naturally to statistically driven classifications 
of respondents for diagnostic purposes.

3.3.2.2 Cognitive Diagnostic Assessment in Education

DCMs have been developed in the educational measurement literature to study, assess, and 
understand the cognitive processes underlying assessment responses. In contrast to summa-
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tive standards-based assessments, which are used to monitor educational systems by pro-
viding coarsely grained information about global proficiencies, cognitively diagnostic assess-
ments seek to provide more fine-grained interpretations to support instruction and learning. 
Roussos, DiBello, and Stout (2007) state that such goals can aid in the learning process 
and provide significantly better feedback to examinees when embedded within formative 
assessments. 

Historically, cognitively diagnostic approaches in educational measurement have sought 
to blend the principles and findings of applied cognitive psychology with those from the 
study of educational effectiveness. Early works such as the 1984 BUROS–Nebraska Sympo-
sium on Measurement and Testing titled “The Influence of Cognitive Psychology on Testing” 
brought together cognitive psychologists, educational psychologists, and psychometricians 
(Ronning, Conoley, Glover, & Witt, 1987). Another notable contribution on the topic is the 
edited volume by Nichols, Chipman, and Brennan (1995) that brought about a series of 
modeling advances and suggestions for implementation of psychometric tools for assessing 
cognition. More recently, the edited book by Leighton and Gierl (2007) summarized the cur-
rent state of the art in the field, with contributions from authors specializing in educational 
measurement and applied cognitive psychology. 

To illustrate the types of analyses typically conducted in cognitively diagnostic modeling 
of attributes, we present an oft-cited and analyzed data set on fraction subtraction (Tatsuoka, 
1990). The data come from a 20-item diagnostic assessment of fractions built to measure a 
set of cognitive attributes, which, taken together, are the essential building blocks of algo-
rithms for solving fraction subtraction items. The assessment was constructed so as to be a 
short and relatively quick method for determining the areas of study teachers and students 
should emphasize when learning fraction subtraction. 

The following are the eight key cognitive attributes that underlie performance in fraction 
subtraction and are taken from the study by de la Torre and Douglas (2004) that used the 
same data:

1. Convert a whole number to a fraction.
2. Separate a whole number from a fraction.
3. Simplify before subtracting.
4. Find a common denominator.
5. Borrow from a whole number part.
6. Borrow across columns to subtract the second numerator from the first.
7. Subtract numerators.
8. Reduce answers to simplest form.

Looking at the attributes, it is relatively easy to imagine an item where one would have to 
perform all of these eight steps in sequence to subtract fractions and items where one would 
only have to perform only some of these steps. Similarly, in the language of diagnostic assess-
ment, it is relatively easy to imagine respondents who have mastered different combinations 
of these skills. To make these ideas more concrete, for instance, in order to solve an item like 
(“5/3 – 3/4 = ?”) on the assessment, a respondent must have mastered Attribute 4 (“Find a 
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common denominator”), Attribute 6 (“Borrow across columns to subtract the second nu-
merator from the first”), and Attribute 7 (“Subtract numerators”). None of the other attributes 
is needed for the item. In the development of cognitively diagnostic assessments, a great deal 
of work, time, and financial resources typically go into the assessment design phase, which 
includes a specification of the assessment blueprint and the related Q-matrix.

In sum, cognitively diagnostic assessments in educational measurement are assessments 
that seek to diagnose the cognitive attributes that respondents need to possess in order to 
respond appropriately to educational achievement or aptitude assessments. Such assessments 
are appropriate in situations where stakeholders such as students, parents, teachers, admin-
istrators, or policyholders seek to understand facets of knowledge that a respondent has 
mastered at a fine level of cognitive grain size. As such, one can imagine a variety of assess-
ment contexts for which such analyses might be meaningful. However, as with any assess-
ment approach, not all educational assessments can be adequately analyzed using a DCM, 
for they may not be designed for differentiating a large number of skills at a fine level of cog-
nitive grain size. Analyzing data from assessments that are created with the intent of scaling 
respondents on a unidimensional continuum almost always provides extremely poor results 
from a diagnostic standpoint (Haberman, von Davier, & Lee, 2008). Moreover, as Leighton 
and Gierl (2007) point out, more assessments at a finer grain size are needed to obtain reli-
able information about broader domains. 

3.3.2.3 Standards-Based Assessments in Education

In many industrialized nations, recent policy decisions have placed an increased emphasis 
on teacher and school accountability. Such accountability is often quantified by examin-
ing the proportion of students deemed to be performing at a “Proficient” level in a variety 
of scholastic subjects. For example, the 2002 No Child Left Behind Act mandates that all 
students need to be at least “Proficient” in all the subject matters that are assessed with 
standards-based assessments by the year 2014. This requirement has resulted in a massive 
demand for assessment systems that categorize students on the basis of assessment scores. 
Although not commonly thought of as constructs that lend themselves to diagnostic inter-
pretations, state proficiency standards can be assessed using DCMs. This content is similar 
to the previous example in Section 3.2.2 because one could use a DCM to arrive at standards-
based classifications.

To demonstrate how state proficiency standards could be used to classify students on 
the basis of analyses with DCMs, we present an example of a standards-based assessment 
from the state of Kansas. The standards documents of the state of Kansas designate that 
students must be assessed for proficiency in both reading and mathematics in grades 3–8, 
for mathematics in grade 10, and for reading in grade 11. The state uses five categories to 
assess student performance: “Unsatisfactory,” “Basic,” “Proficient,” “Advanced,” and “Exem-
plary.” At the end of each of the denoted grades, students take an assessment for each subject 
area with the purpose of describing interindividual variation on rather coarsely defined uni-
dimensional proficiency scales. Each of these assessments was constructed by mapping the 
standards and curricular guidelines from the state onto a representative set of items. 
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Educational policymakers in Kansas currently judge student proficiency on the basis 
of comparing the raw score a student receives on each assessment with a set of cut-scores 
that were set with standard-setting procedures, and classifying students accordingly. The cut-
scores for different proficiency categories were determined by several panels of experts using 
a variety of standard-setting procedures such as the bookmark, borderline, and contrasting 
groups (Poggio, Yang, Irwin, Glasnapp, & Poggio, 2007). Although inherently a consensual 
policy decision based on expert judgment, the standard-setting process was guided by mul-
tiple statistical analyses, which assumed that student performance on the assessments can 
be characterized along multiple unidimensional continua. When viewed as a diagnostic mod-
eling problem, however, student performance could instead be modeled directly as a func-
tion of the categorical standards category of which the student is a member (Templin, Poggio, 
Irwin, & Henson, 2008). Furthermore, the coarse-grained global proficiency dimensions 
and the fine-grained standards-based proficiency mastery profiles can be modeled jointly, 
allowing for more information to be culled from the assessment (Templin, Cohen, & Henson, 
2008). 

Consequently, standards-based proficiency classifications would be provided by the 
DCM, which weighs each item according to the diagnostic quality of the information it pro-
vides regarding student proficiency. Furthermore, estimates of student proficiency would 
include the probabilities that the students fall into each of the standards-based proficiency 
classes providing statistically driven information as to a student’s relative standing within 
each category. Finally, such analyses allow for diagnostic assessments to be constructed that 
provide more accurate and efficient classifications of students. This could be beneficial if 
standards-based adaptive assessment systems were to be implemented throughout the school 
year so that mastery of the state standards is continually supported without unduly increas-
ing the assessment burden on the students. 

In conclusion, by providing a series of examples in this section, we described situations 
in which diagnostic modeling can be effectively used. The key point is that diagnostic model-
ing can take a variety of forms, but that the use and application of DCMs should be dictated 
by the interpretations and decisions that are made on the basis of the diagnostic assessment. 
If classification of respondents is the primary goal of a diagnostic assessment, or at least an 
important secondary goal, then DCMs can help provide more accurate and informative mas-
tery profiles for respondents at a fine diagnostic grain size. 

3.4 reDuction of classification error With DcMs

Making diagnostic decisions that involve classifications on the basis of diagnostic assessment 
data is not a new concept by any means, even though some of the DCMs had not been de-
veloped before the mid- to late 1990s. Statistical modeling of data from diagnostic assess-
ments before that time relied on the use of only a handful of well-known statistical techniques 
for criterion-referenced assessment that were based on classical test theory, item response 
theory, and factor analysis. All of these models had in common that the latent variables in 
them were continuous, even though the methods for estimating the latent-variable scores 
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differed. In classical test theory, for example, a total score is typically used unless such 
 models were estimated within the framework of confirmatory factor analysis. In that case, the 
latent-variable scores are estimated directly, as is done in item response theory. Once the 
continuous scales are established, cut-scores are set by expert panels in a second step, per-
haps in combination with information from the statistical models, to classify respondents. 

This two-stage procedure allows for multiple sources of error to affect the results. The 
first source of error comes from the latent-variable scores themselves because a degree of 
uncertainty is involved in estimating them. Furthermore, an appropriate estimation method 
has to be judiciously chosen among many for the data structure of interest. Typically, this 
uncertainty is not accounted for in the subsequent classification of respondents. We note 
that the conditional standard errors of estimation that quantifies the uncertainty of estima-
tion at any given scale point could be computed, but it is rarely incorporated into such analy-
ses. This error reflects the fact that the uncertainty of the latent-variable scores varies as a 
function of the location of the score; the classification of respondents at different locations 
on the score continuum with multiple cut-scores is differentially precise.

A second source of error is the assumption that latent-variable scores follow a continu-
ous, typically normal, distribution. The resulting estimates reflect the assumed distribution, 
which can introduce errors if the assumption is incorrect.

A third source of error comes from the determination of cut-scores themselves, which is 
partially an expert judgment. To seemingly objectify this process, Muthén (1993) argued for 
determining cut-scores on the basis of the percentiles of the distribution of the factor score. 
For instance, a respondent would be diagnosed as displaying a paranoid personality disorder 
if his or her score on a scale for paranoid personality disorder would fall at or above the 90th 
percentile. Yet, even though a numerical score is used to make this decision, some theoretical 
justification using a base rate needs to be provided for such a cutoff (e.g., only 10% of the 
respondent population is known to have a paranoid personality disorder and the data come 
from a representative sample of the populations). This still involves a series of subtle judg-
ments and requires representative normative data from previous investigations that perhaps 
used alternative methodologies. Furthermore, the percentile rank approach will reduce sta-
tistical power in that groups of individuals may have scaled-scores in the middle of the 
 cumulative distribution that cannot be reliably used to classify them, whereas the same indi-
viduals may be more easily classifiable with a DCM due to the different modeling approach 
it takes.

In any event, a statistical model with continuous latent variables may produce diagnos-
tic profiles that are similar to those that would be obtained from an analysis with a DCM. 
However, as stated earlier, if classification of respondents is the goal of an analysis, then the 
use of categorical latent variables is best. Yet, such an analysis loses the higher degree of pre-
cision that continuous latent variables provide for norm-referenced rank-orderings of respon-
dents. Furthermore, the need for a two-stage procedure to set cut-scores for classification 
is eliminated when DCMs are used, which reduces classification error to some degree. This 
reduction in error comes in addition to other benefits that carry over from modeling ap-
proaches with continuous latent variables such as quantifying and modeling the measurement 
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error of the observable variables. Finally, DCMs have a natural and direct mechanism for in-
corporating base-rate information into the analysis. They further extend such information to 
include correlations between the latent variables, which reflect the relationships between the 
mastery statuses of the different diagnostic criteria. 

In short, statistical methods for classifying respondents that utilize continuous latent 
variables, coupled with a consensual process of setting cut-scores on the resulting dimen-
sions, are prone to errors from multiple sources. Although the exact magnitude of these errors 
can only be partially quantified in any given application, many of the potential sources for 
error can be avoided by matching the statistical model that with the purpose of the test. 
Modern DCMs achieve just this and are better suited for a diagnostic classification purpose. 

3.5 chapter conclusion

We close this chapter by presenting a four-step framework for specifying DCMs, which ties 
some of the previous ideas together and serves as an advance organizer for the rest of the 
book. These four steps are the specifications of 

1. The number of latent variables and their associated scale types
2. The number of observable response variables and their associated scale types 
3. The mapping of the latent variables onto the observable variables (i.e., the specifica-

tion of the Q-matrix), as well as the selection of an appropriate model structure (i.e., 
additive or multiplicative combination of categorical latent variables)

4. The way the latent variables are mutually associated and hierarchically related

These four steps are schematically represented in Figure 3.7. 
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figure 3.7. The four steps of the diagnostic modeling framework.
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The purpose of this four-step framework is the specification of a suitable DCM. It is 
important to remember, however, that it is the substantive theory that gives rise to the design 
of the diagnostic assessment, which gives meaning to the interpretations of model parame-
ters and associated statistics for DCMs. Nevertheless, no matter how elaborate and detailed 
the theory is, these four facets must be addressed at some point during the design of the as-
sessment. Ideally, this is done early on in the process so that the diagnostic assessment gen-
erates appropriate data structures that can be used to estimate a DCM once the assessment 
has been administered.

These four steps also serve as an advance organizer of the subsequent chapters in the 
book. Specifically, Chapter 4 is concerned with the first step—specifying the set of categorical 
latent variables that represent the respondent attributes—as well as with the second step—
specifying the observable indicator variables and how these two sets of variables were related 
via the Q-matrix. Chapter 5 focuses on the third step, determining how the latent variables 
interact in the models. This includes a discussion of how continuous and categorical latent 
variables can be combined, how DCMs are different from models in item response theory and 
factor analysis, and how different DCMs can be distinguished according to key characteris-
tics. Chapter 6 deals with the third step, namely, the actual model structure of selected DCMs. 
Chapter 7 is related to this topic because it shows how different DCMs can be joined under 
a common statistical estimation framework. Chapter 8 is concerned with the fourth step, 
specifying the association structure of the latent variables. The remainder of the book con-
centrates on applying specified DCMs in practice. Specifically, Chapter 9 discusses DCM 
estimation in Mplus, Chapter 10 discusses respondent parameter estimation, Chapter 11 
item parameter estimation, Chapter 12 model-fit, item-fit, and respondent-fit assessment, 
Chapter 13 item discrimination indices, and Chapter 14 advanced topics. 
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4

Attribute Specification for DCMs

DCMs can be used in a variety of contexts. Most commonly, applied specialists will want to 
use DCMs to provide diagnostic feedback about attributes for diagnostic decision making. In 
addition, researchers working in a particular area of specialization such as elementary school 
mathematics, adult reading comprehension, or psychological disorders might also use DCMs 
to validate theoretical models about performance within their domain. Finally, methodolo-
gists might use simulation studies and real-data analyses to investigate the theoretical po-
tentials and practical limitations of DCMs to develop new models, refine existing models, or 
investigate estimation algorithms for DCMs (Rupp, 2007). 

In this chapter, we discuss a critical component relevant to all of these applications, 
namely, the specification of the Q-matrix. The Q-matrix is the quintessential component in 
any DCM because it represents the operationalization of the substantive theory that has 
given rise to the design of the diagnostic assessment. Furthermore, along with the selection 
of a DCM itself, it represents an empirical hypothesis about the attribute structure that can 
be tested. In Section 4.1 we discuss how attributes can be defined, labeled, and encoded. In 
Section 4.2 we focus on how conditional relationships between attributes can be exploited 
to reduce the complexity of the DCM estimation. In Section 4.3 we discuss how resulting 
attribute profiles can be reported. In Section 4.4 we show how theoretical models that sup-
port attribute definitions can be developed under a cognitive processing perspective. 

4.1 The NaTure of aTTribuTes

As we have discussed in Chapter 3, the nature of the feedback that can be provided on the 
basis of DCMs for respondents depends on how the latent variables in DCMs are defined in 
a particular application context. The literature suggests different labels for the latent vari-
ables, including latent characteristics, latent traits, elements of processes, skills, and attributes. 
Each of these terms carries with it a specific connotation that reflects important beliefs about 
what specialists hope they can learn from applying DCMs. 
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4.1.1 The Meanings of attribute Labels

Specifically, the term latent characteristic indicates that the mental components that are of 
theoretical interest are unobserved, which is why they are represented with latent variables in 
DCMs. The term latent trait suggests that the mental components of interests are believed to 
be stable across time in contrast to latent states that change over time. The term element refers 
to the fact that the mental components are building blocks of a larger conceptual entity, 
which is often, but not necessarily, the cognitive response process. The terms skill and attribute 
are perhaps most frequently used in the measurement literature on diagnostic assessments. 
They have a long history of use in the literature on factor analysis (e.g., McDonald, 1999), 
where they are typically synonymous with the terms latent trait and latent characteristic. We 
have decided to use the term attribute in this book to align our discussions with the domi-
nant discourse on diagnostic assessments and DCMs in the literature. Consequently, we also 
use the term attribute profile to denote a particular constellation of latent-variable values for 
a particular respondent. 

Of course, this is a somewhat arbitrary choice because there is no absolute correct or 
incorrect label for the latent variables of interest. In the end, it is most important that the 
interpretations of latent variables be consistent with the theory on which they are based and 
with the decisions about respondents that are made. To provide a sense of the types of at-
tributes and associated constructs that have been defined in the research literature on DCMs, 
Table 4.1 shows attribute definitions from four different domains, namely, mathematics, 
English language learning, architecture, and clinical diagnosis, which are characterized by 
relatively distinct traditions, methodologies, and orientations. 

In the first example from the domain of mathematics, the attributes, if arranged in se-
quence, map out the cognitive response process to fraction subtraction items, which we have 
seen earlier in Chapter 3. Since fraction subtraction is a well-defined activity with clearly sepa-
rable steps, the resulting attributes are unambiguous in their interpretation. In the second 
example from the domain of English language learning, the attributes cannot be arranged as 
clearly into a particular sequence, because the construct of reading comprehension is more 
sensitive to variations in strategies that draw on different components. Consequently, the 
individual attributes are defined with a certain level of ambiguity. In the third example, the 
attributes represent a mix of characteristics of the respondents and characteristics of the ar-
chitectural tasks. Hence, the attribute labels do not clearly show how interpretations about 
the tasks and the respondents would be structured. In the fourth example, the attributes do 
not even reflect a particular cognitive process per se. Instead, they represent different behav-
iors related to pathological gambling that can be relatively objectively measured. Combina-
tions of behaviors form profiles that are indicative of the propensity that someone is a patho-
logical gambler. Thus, even though all four examples reflect theories about attributes and 
about how respondents draw on them when they respond to different items, the degree of 
specificity of resulting interpretations about respondent characteristics differs dramatically. 
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4.1.2 The Definitional Grain size of the attributes

While Table 4.1 shows the breadth of attribute definitions across different disciplines, Table 
4.2 illustrates the different degrees of specificity with which attributes are defined in the lit-
erature within a single domain, mathematics. The degree of definitional specificity is often 
referred to as the definitional grain size of the attributes. Practically speaking, the definitional 
grain size is driven by the level of specificity with which one would like to make statements 
about respondents. Metaphorically speaking, especially for cognitively diagnostic assessments, 

TabLe 4.1. exemplary attribute Definitions from Different Domains 

Construct: Number Subtraction
Domain: Mathematics
Source: de la Torre & Douglas (2004)

• Convert a whole number to a fraction • Borrow from whole number part
• Separate a whole number from a fraction  • Column borrow to subtract
• Simplify before subtracting  • Subtract numerators  
• Find a common denominator • Simplify answer

Construct: Reading Comprehension
Domain: English Language Learning
Source: Buck, Tatsuoka, & Kostin (1997)

• Synthesize scattered information • Apply relevant background knowledge
• Recognize relevant information • Hold relevant information in working memory
• Know low-frequency vocabulary • Use a word-matching strategy
• Identify the gist of a passage • Compare two plausible options and choose

Construct: Figural Analysis
Domain: Architecture
Source: Katz, Martinez, Sheehan, & Tatsuoka (1998)

• Move or rotate objects • Identify environmental characteristics
• Read and translate information • Process a complex diagram 
• Activate prior knowledge • Understand structural technology
• Identify distracting information • Apply a learned procedure 

Construct: Pathological Gambling
Domain: Clinical Diagnosis/Psychology
Source: Templin & Henson (2006)

• Is preoccupied with gambling
• Needs to gamble with increasing amounts of money in order to achieve the desired excitement
• Has repeated unsuccessful efforts to control, cut back, or stop gambling
• Is restless or irritable when attempting to cut down or stop gambling
• Gambles as a way of escaping from problems or of relieving a disphoric mood
• After losing money gambling, often returns another day to get even
• Lies to family members, therapist, or others to conceal the extent of involvement with gambling
• Has committed illegal acts such as forgery, fraud, theft, or embezzlement to finance gambling
• Has jeopardized or lost a significant relationship, job, or educational or career opportunity
• Relies on others to provide money to relieve a desperate financial situation caused by gambling
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the grain size of an attribute is the resolution with which an investigator dissects a cognitive 
response process and describes its constituent components.

As Table 4.2 illustrates, fraction subtraction is clearly a task that is more restricted in 
scope than performing basic arithmetic operations, which includes fraction subtraction. This, 
in turn, is more restricted than solving systems of linear and quadratic equations, which re-
quires basic arithmetic skills. The definitional grain size thus increases with the scope of the 
task that is analyzed and reflects an increase in the cognitive complexity of these tasks. 

It would certainly be possible to further decompose individual attributes for more com-
plex tasks, but that would increase the number of attributes. As this number increases, the 
number of latent variables in a DCM increases as well, and it may become impossible to 
estimate attribute profiles as well as item parameters. That is, it is important to fix the num-
ber of attributes to a statistically manageable number for a given diagnostic assessment 
length and respondent sample size. As a result, decomposition of a complex cognitive pro-
cess will lead to more coarsely defined attributes for tasks that are broader in scope and to 
more finely defined attributes for tasks that are more restricted in scope as a result of such 
estimation limitations. 

Coarse-grained descriptions of attributes and cognitive processes are often used in tables 
of specifications or blueprints for educational assessments. Fine-grained behavioral and pro-
cess descriptions are used in standards-based assessments that are geared to aligning the 
goals of curriculum, instruction, and assessment (Leighton & Gierl, 2007a). However, a par-
ticular degree of definitional grain size is neither appropriate nor inappropriate generally. 

TabLe 4.2. attribute Definitions within the same Domain at Different Levels of 
Definitional Grain size

Construct: Fraction Subtraction
Source: de la Torre & Douglas (2004)

• Convert a whole number to a fraction • Borrow from whole number part
• Separate a whole number from a fraction • Column borrow to subtract
• Simplify before subtracting • Subtract numerators  
• Find a common denominator • Simplify answer

Construct: Basic Artihmetic Skills
Source: Kunina, Rupp, & Wilhelm (2008)

• Form a basic number representation • Multiply and divide (100 to 1000)
• Add and subtract (0 to 100) • Perform inverse operations 
• Add and subtract (100 to 1000) • Solve problems with two operations 
• Multiply and divide (0 to 100) • Construct a mathematical model

Construct: Solving Linear Equations
Source: Gierl et al. (2007)

• Understand meaning of symbols and conventions • Solve quadratic equations
• Comprehend textual description of problem • Solve multiple equations simultaneously
• Perform algebraic manipulations • Construct a tabular representation
• Solve linear equations • Construct a graphical representation
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Instead, its appropriateness depends on the objective of the diagnostic assessment, and each 
grain size carries with it operational as well as theoretical advantages and drawbacks. 

Moreover, the definitional grain size of attributes does not necessarily imply anything 
about how difficult it is to master them because different tasks are defined for different popu-
lations with different ability levels. For example, fraction subtraction items can be very chal-
lenging and cognitively complex for third graders, while solving linear equations can be very 
challenging and cognitively complex for eight graders. In contrast, fraction subtraction would 
be relatively easy and cognitively simple for eighth graders, while solving linear equations 
would be impossible and unduly cognitively complex for third graders. Thus, cognitive com-
plexity and the definitional grain size of attributes are tied to the population for whom the 
diagnostic assessment is constructed. 

4.1.3 The Nature of attribute specifications

It is further useful to distinguish between three aspects of attribute specifications: (1) the 
attribute label, (2) the attribute definition, and (3) the coding instructions for the attribute. 
The attribute label is a word, phrase, or clause that reflects the key meaning of the attribute. 
The attribute definition is a paragraph or short text that describes the different facets of the 
attribute in more detail. The coding instructions for the attribute are specifications tied to a 
particular diagnostic assessment that help experts determine whether an attribute is mea-
sured by a particular item. Table 4.3 shows these three levels of attribute specifications for 
one attribute that is involved in the process of solving complex algebraic equations adapted 
from Gierl, Leighton, and Hunka (2007).

TabLe 4.3. example of Three Levels of attribute specification 

Attribute Label

Meaning of symbols and conventions

Attribute Definition

An item requires knowledge of the meaning of symbols and conventions, if the respondent needs to 
know . . .
 (a)  The arithmetic operations implied by +, –, ⋅, /, =, |term|, square root, exponent, >, <, and signed 

numbers
 (b) Implied operations in 2⋅n, 2⋅(term), (term)2, n/2
 (c) That an inverse relationship exists between speed and distance traveled

Attribute Coding Instructions

When coding an item for presence (1) or absence (0) of this attribute, the following rules hold:
 (i) Any combination of the operations (a)–(c) results in a code of (1). 
 (ii)  No differential weight is assigned depending on how many operations listed in (a)–(c) are required 

to solve an item correctly. If at least one operation from (a), (b), or (c) is required, then a code of 
(1) is to be given.

 (iii)  If multiple solution paths to a problem exist and only selected solution paths require the use of this 
attribute, then a code of (1) is to be given.
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As the example in Table 4.3 suggests, one of the challenges in applying DCMs to data 
from diagnostic assessments is not to come up with labels for attributes but to develop un-
ambiguous attribute definitions and coding instructions. The objective is to write them in 
such a way that any two trained subject-matter experts achieve a perfect coding agreement 
for all items on the basis of the coding instructions. In that case, the ambiguity about attri-
bute characteristics is removed and does not show up via inter- or intrarater disagreement. 
The added benefit of developing such coding instructions is that it sharpens the definition of 
the construct that is represented by the attributes and the relative weights that are given to 
individual attributes. This, in turn, helps to adjust the representation of the constructs in 
subsequent assessment design phases.

The selection of a particular set of attributes always reflects a particular representation 
of the theory that gave rise to the design of the diagnostic assessment. In many instances, this 
theory is a cognitive information-processing theory that supports reasoning about the re-
sponse processes respondents engage in when they are presented with a particular item. 
Thus, one of the major challenges in applying a DCM is to determine an appropriate map-
ping of the fluid response process to the static attribute specification. This mapping has to 
serve a few aligned purposes. First, it needs to be consistent with the cognitive theory that 
underlies the design of the diagnostic assessment in terms of the number of attributes, their 
level of definitional grain size, and their relationships to one another. Second, it needs to be 
at a level of grain size that supports the desired interpretations and decisions about learners. 
Third, it needs to be at a level of grain size that allows for the practical estimation of item 
parameters and attribute profiles with DCMs. Thus, the specification of such a mapping in a 
practical application context is not solely driven by the underlying theory but is a compro-
mise between the theory and the practical resource constraints of the diagnostic assessment 
process. 

4.1.4 Q-Matrices

As we have discussed in previous chapters, the specification of which attributes are mea-
sured by each item is done numerically in a table called the Q-matrix (e.g., Tatsuoka, 1983). 
A Q-matrix traditionally contains the items in the rows and the attributes in the columns. Its 
entries consist of 1s and 0s indicating whether or not an attribute is measured by an item. 
For example, for an educational achievement assessment, the entries in the Q-matrix indicate 
whether or not a particular attribute is involved in the cognitive response process that re-
spondents engage in when they respond to an item (i.e., whether the attribute is measured 
by the item). From a statistical perspective, the Q-matrix is the loading matrix or pattern ma-
trix that indicates which item is associated with which latent variable. Q-matrix is used in all 
confirmatory statistical models, including confirmatory factor analysis models and confirma-
tory item response theory.

An example of a simple generic Q-matrix with binary entries for 10 items and 6 attributes 
is shown in Table 4.4. This Q-matrix indicates, for example, that the first item measures only 
Attribute 4, whereas Item 9 measures Attribute 2, Attribute 4, Attribute 5, and Attribute 6. 
Notably, the Q-matrix can also contain polytomous entries such as 0, 1, or 2 or continuous 



 Attribute Specification for DCMs 55

entries that indicate the degree to which an attribute is measured by an item (e.g., Karelitz, 
2004; von Davier, 2005). 

4.2 aTTribuTe hierarchies

Attribute hierarchies are specifications of the attribute dependencies in the population of re-
spondents. By implication, they represent hypotheses about which attribute profiles should 
be observed in a sample. For example, if an attribute hierarchy specifies that mastery of At-
tribute 1 is prerequisite to mastery of Attribute 2 in the sense that Attribute 1 is generally 
developmentally acquired before Attribute 2, then attribute profiles where the second but 
not the first attribute is mastered must logically not be assigned in the population. Conse-
quently, such attribute classes should not be filled with respondents in a sample calibration 
if the hypothesis that is reflected in the postulated hierarchy is correct. The fact that certain 
attribute profiles are not allowed to co-occur in a population under a particular hierarchy 
does not mean, however, that test items that measure such attribute combinations cannot be 
used. Quite to the contrary, it may help to obtain additional evidence about the mastery of 
an individual attribute to have such items on the diagnostic assessment and may also be 
necessary from a content validity perspective. 

4.2.1 Types of attribute hierarchies

In general, researchers have identified prototypical attribute hierarchies that show how at-
tributes in a DCM can depend on each other; four such hierarchies are shown in Figure 4.1, 
which is taken from Gierl et al. (2007). In analogy to graph theory, one can also speak of an 
attribute tree that contains branches consisting of attribute chains. That is, attributes form at-
tribute chains, with attributes lower in the chain being children or descendants—depending 

TabLe 4.4. sample Q-Matrix for sample Diagnostic assessment

 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6

Item 1 0 0 0 1 0 0
Item 2 0 0 0 1 1 0
Item 3 1 0 0 1 0 1
Item 4 1 1 1 1 0 0
Item 5 1 0 0 0 0 1
Item 6 0 1 0 1 1 0
Item 7 1 1 1 0 0 0
Item 8 0 1 0 1 0 1
Item 9 0 1 0 1 1 1
Item 10 0 0 0 0 0 1

Note. This table shows which attributes are measured by a particular item. There are 10 items and 6 attributes on 
this assessment. An entry of 1 indicates that the attribute is measured by an item, whereas an entry of 0 indicates 
that it is not measured. 
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on the number of intermittent attributes—of the attributes that are higher in the chain, which 
are the parents or ancestors. 

In a linear attribute hierarchy, all attributes are sequentially ordered in a single chain. Thus, 
knowing that a respondent has mastered an attribute that is at the end of the chain implies 
that he or she has also mastered all preceding attributes. For example, Figure 4.1 shows that 
if a respondent has mastered Attribute 6, he or she will also have mastered Attribute 1, At-
tribute 2, Attribute 3, Attribute 4, and Attribute 5. A real-life example of a linear attribute 
hierarchy is a chain consisting of different arithmetic skills such that “Addition” (1) and “Sub-
traction” (2) are mastered before “Multiplication” (3) and “Division” (4), which are mastered 
before “Solving linear equations” (5) and “Solving quadratic equations” (6). Table 4.5 shows 
all possible different attribute profiles for respondents in the population for the six attributes 
that are arranged in the linear hierarchy shown in Figure 4.1. 

In a converging attribute hierarchy, single attributes can have multiple prerequisite attri-
butes in a single chain (i.e., multiple parent attributes converge to a common child). Thus, 
knowing that a respondent has mastered an attribute further down the chain implies that he 
or she has also mastered at least one, and perhaps all, of the preceding attributes. For ex-
ample, Figure 4.1 shows that if a respondent has mastered Attribute 5, he or she will also 
have mastered Attribute 3, Attribute 4, or both of them, as well as Attribute 1 and Attribute 
2. A real-life example of a converging attribute hierarchy is a chain of different skills for solv-
ing linear equations such that “Performing basic algebraic manipulation” (1) and “Solving 
linear equations” (2) are mastered first before either “Solving quadratic equations” (3) or 
“Solving multiple equations” (4) are mastered, after which “Solving equations in context” 
(5) and “Comparing alternative representations of equations” (6) are mastered. Table 4.6 

A. Linear B. Convergent C. Divergent D. Unstructured

fiGure 4.1. Prototypical attribute hierarchies. From Gierl, Leighton, and Hunka (2007). Copyright 
2007 by Cambridge University Press. Reprinted by permission.
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shows all possible different attribute profiles for the six attributes of the convergent hierarchy 
in Figure 4.1. Notice how the total number of attribute profiles has increased from seven in 
Table 4.5 to 10 in Table 4.6 and how all attribute profiles in Table 4.6 that reflect mastery of 
Attribute 3 or 4 also reflect mastery of Attribute 1 and Attribute 2. 

In a diverging attribute hierarchy multiple distinct branches originate from the same at-
tribute (i.e., different branches with children diverge from a common parent). For example, 
in Figure 4.1, there are two branches originating from Attribute 1. The branch containing 
Attribute 2 and Attribute 3 forms a linear chain that is distinct from the branch containing 
Attribute 4, Attribute 5, and Attribute 6, which is another divergent chain. Thus, knowing 
that a certain respondent has mastered any attribute in any branch implies that he or she has 
also mastered the very first attribute that is common to all branches. For example, Figure 4.1 
shows that if a respondent has mastered Attribute 4 as well as Attribute 5, Attribute 6, or 
both, he or she has also mastered Attribute 1. A diverging attribute hierarchy thus represents 
separate pathways toward mastery of different attribute sets. 

A real-life example of a divergent attribute hierarchy is linear algebra in which one needs 
to master the “Two-dimensional vector representation of points” (1) before mastering the 

TabLe 4.5. attribute Profiles for a Linear attribute hierarchy

 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6

Profile 1 0 0 0 0 0 0
Profile 2 1 0 0 0 0 0
Profile 3 1 1 0 0 0 0
Profile 4 1 1 1 0 0 0
Profile 5 1 1 1 1 0 0
Profile 6 1 1 1 1 1 0
Profile 7 1 1 1 1 1 1

Note. This table shows which attributes are mastered by a respondent with a particular attribute profile. There are 
7 possible distinct attribute profiles. An entry of 1 indicates that the attribute is mastered, whereas an entry of 0 
indicates that it is not mastered. 

TabLe 4.6. attribute Profiles for a convergent attribute hierarchy

 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6

Profile 1 0 0 0 0 0 0
Profile 2 1 0 0 0 0 0
Profile 3 1 1 0 0 0 0
Profile 4 1 1 1 0 0 0
Profile 5 1 1 0 1 0 0
Profile 6 1 1 0 1 1 0
Profile 7 1 1 1 0 1 0
Profile 8 1 1 0 1 1 1
Profile 9 1 1 1 0 1 1
Profile 10 1 1 1 1 1 1
Profile 11 1 1 1 1 1 0

Note. This table shows which attributes are mastered by a respondent with a particular attribute profile. There are 
10 possible distinct attribute profiles. An entry of 1 indicates that the attribute is mastered, whereas an entry of 0 
indicates that it is not mastered. 
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“Three-dimensional vector representation of points” (2) and “Higher-dimensional vector rep-
resentations of points” (3) as well as, in parallel, the “Addition and subtraction of vectors” 
(4), after which one needs to master “Vector products” (5) or the “Combination of vectors 
into matrices” (6). Table 4.7 shows all possible attribute profiles for the six attributes in the 
divergent hierarchy in Figure 4.1. It is assumed that both Attribute 5 and Attribute 6 can be 
mastered at the same time. Note how the total number of possible attribute profiles has now 
increased to 16 from Table 4.6 for the convergent attribute hierarchy.

In an unstructured attribute hierarchy, one attribute is a prerequisite of several distinct 
attributes (i.e., many different children are linked to the same common parent but not to 
each other). Thus, mastery of any one of the child attributes implies mastery of the parent 
attribute but not necessarily mastery of any other child attribute. A real-life example of an 
unstructured attribute hierarchy is “Representing linear equations in different forms” for 
which one needs to master a “Basic understanding of how linear equations function” (1), after 
which one needs to master “Representing them in symbolic form” (2), “in graphical form” 
(3), or “in tabular form” (4), and be able to “Explain their form generally” (5) or “Within a 
particular application context” (6). Table 4.8 shows all possible attribute profiles for the six 
attributes arranged in the unstructured hierarchy in Figure 4.1, assuming that any combina-
tion of mastery of the child attributes is possible. Note how the total number of possible at-
tribute profiles has now increased to 33 from the previous two tables, as few restrictions on 
the attribute relationships are postulated.

Tables 4.5–4.8 make clear the interplay among the number of attributes, the types of 
dependencies that exist among them, and the number of possible attribute profiles that are 
expected to exist in a population. That is, the number of attribute profiles that need to be 

TabLe 4.7. attribute Profiles for a Divergent attribute hierarchy

 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6

Profile 1 0 0 0 0 0 0
Profile 2 1 0 0 0 0 0
Profile 3 1 1 0 0 0 0
Profile 4 1 1 1 0 0 0
Profile 5 1 0 0 1 0 0
Profile 6 1 0 0 1 1 0
Profile 7 1 0 0 1 0 1
Profile 8 1 0 0 1 1 1
Profile 9 1 1 0 1 0 0
Profile 10 1 1 0 1 1 0
Profile 11 1 1 0 1 0 1
Profile 12 1 1 0 1 1 1
Profile 13 1 1 1 1 0 0
Profile 14 1 1 1 1 1 0
Profile 15 1 1 1 1 0 1
Profile 16 1 1 1 1 1 1

Note. This table shows which attributes are mastered by a respondent with a particular attribute profile. There are 
16 possible distinct attribute profiles. An entry of 1 indicates that the attribute is mastered, whereas an entry of 0 
indicates that it is not mastered. 
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distinguished always increases significantly with the number of attributes, especially if they 
are postulated to be largely independent of one another as in an unstructured attribute hier-
archy. However, the number can be reduced dramatically by postulating dependency rela-
tionships among attributes. In this particular example with six attributes, and using the 
maximum number of attribute combinations possible within each hierarchy type, the num-
ber of attribute profiles ranged from 6 to 32, depending on the type of hierarchy that was 
postulated. These prototypical attribute dependency structures can also be combined to form 
more complex specifications of attribute relationships, so that the effective number varies for 
each assessment depending on the particular attribute hierarchy specified.

TabLe 4.8. attribute Profiles for an unstructured hierarchy

 Attribute 1 Attribute 2 Attribute 3 Attribute 4 Attribute 5 Attribute 6

Profile 1 0 0 0 0 0 0
Profile 2 1 0 0 0 0 0
Profile 3 1 1 0 0 0 0
Profile 4 1 0 1 0 0 0
Profile 5 1 0 0 1 0 0
Profile 6 1 0 0 0 1 0
Profile 7 1 0 0 0 0 1
Profile 8 1 1 1 0 0 0
Profile 9 1 1 0 1 0 0
Profile 10 1 1 0 0 1 0
Profile 11 1 1 0 0 0 1
Profile 12 1 0 1 1 0 0
Profile 13 1 0 1 0 1 0
Profile 14 1 0 1 0 0 1
Profile 15 1 0 0 1 1 0
Profile 16 1 0 0 1 0 1
Profile 17 1 0 0 0 1 1
Profile 18 1 1 1 1 0 0
Profile 19 1 1 1 0 1 0
Profile 20 1 1 1 0 0 1
Profile 21 1 1 0 1 1 0
Profile 22 1 1 0 1 0 1
Profile 23 1 1 0 0 1 1
Profile 24 1 0 1 1 1 0
Profile 25 1 0 1 0 1 1
Profile 26 1 0 1 1 0 1
Profile 27 1 0 0 1 1 1
Profile 28 1 1 1 1 1 0
Profile 29 1 1 1 0 1 1
Profile 30 1 1 0 1 1 1
Profile 31 1 0 1 1 1 1
Profile 32 1 1 1 1 0 1
Profile 33 1 1 1 1 1 1

Note. This table shows which attributes are mastered by a respondent with a particular attribute profile. There are 
33 possible distinct attribute profiles. An entry of 1 indicates that the attribute is mastered, whereas an entry of 0 
indicates that it is not mastered. 
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An example that shows how attribute hierarchies can be used in practice might help to 
further illustrate the ideas. In the example in Figure 4.2, a particular model for solving linear 
equations in mathematics is postulated using a diverging attribute hierarchy with two 
branches. The left branch contains linear and diverging elements while the right branch is 
linear; in this example, attributes in both branches could be mastered jointly. This hierarchy 
leads to a total number of 22 attribute profiles that are hypothesized to exist in the popula-
tion of respondents, which are represented in Table 4.9. As a frame for comparison, consider 
that an unstructured attribute hierarchy for these eight attributes where Attributes 2–7 are 
children of Attribute 1 without any further dependencies would lead to 128 possible attribute 
profiles, whereas a linear attribute hierarchy would lead to nine possible attribute profiles.

4.2.2 reduced Q-Matrices

Two matrices in addition to the Q-matrix can be used to formally derive a Q-matrix that con-
sists only of items corresponding to those attribute profiles that are logically allowed by the 
attribute hierarchy. Consequently, deriving such a Q-matrix is a useful step when diagnos-
tic assessments are designed from first principles based on a particular attribute hierarchy, 
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fiGure 4.2. Attribute hierarchy for solving linear equations. This figure shows the way in which 
attributes are mastered. The first attribute is learned by all respondents first. Then there are two dis-
tinct pathways toward mastery. One leads to solving multiple linear equations simultaneously and 
using the quadratic formula to solving linear equations. The other one leads to using tables and graphs 
to find solutions to linear equations. From Gierl, Leighton, & Hunka (2007). Copyright 2007 by Cam-
bridge University Press. Reprinted by permission.
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because it specifies the minimal complexity of the diagnostic assessment that is needed to 
represent all permissible attribute combinations. For a DCM analysis that is retrofitted to an 
already existing assessment (using a DCM on an assessment that was not constructed or cali-
brated for use with a DCM), a reduced Q-matrix can mostly serve as an external reference 
point, because that assessment may also contain items that measure attribute combinations 
that are not permissible in the hierarchy. In order to illustrate the derivation process, we will 
use the attribute hierarchy for the cognitive process of solving linear equations from Figure 4.9. 

The first matrix that is needed is a square matrix called an adjacency matrix. It contains 
the attributes in both rows and columns, which is why it is square, and it contains only the 
entries 0 and 1. Specifically, it contains an entry of 1 whenever a particular attribute listed in 
a row is a direct predecessor of an attribute listed in a column (i.e., whenever one attribute 
is “adjacent” to another one); Table 4.10 presents the adjacency matrix for this example.

The next matrix that is needed is called the reachability matrix, which also contains 
entries consisting only of 0 and 1. In contrast to the adjacency matrix, however, it contains a 
1 not only for the direct relationships, but also for all indirect relationships that are implied 
by the direct dependencies in the adjacency matrix; Table 4.11 contains the reachability ma-
trix for this example. That is, this matrix shows which attributes can be “reached” by others 
through direct and indirect attribute relationships. The reachability matrix can be numeri-
cally computed from the adjacency matrix, which is useful in complex computation routines. 
However, it can often also be logically derived from it (i.e., it can be specified directly).

The final matrix that is derived from the adjacency and reachability matrices is the re-
duced Q-matrix. It is reduced because some attribute combinations that would be permis-
sible if all attributes were independent are not permissible if an attribute hierarchy is speci-
fied. Specifically, the total number of attribute profiles in the population of respondents is 2A 
if all A attributes are independent and are coded dichotomously (i.e., 1 = mastery, 0 = non-
mastery). Similarly, the total number of possible items measuring attribute combinations is 
2A – 1 in that case. It is one less than the total number of attribute profiles for respondents 
as an item requiring no attributes is nonsensical, even though an attribute profile with non-
mastery of all attributes can be meaningfully defined. Thus, both the number of permissible 
attribute profiles for respondents and the minimally required number of items measuring 
these attribute profiles are significantly reduced if an attribute hierarchy is specified.

In the linear equations example in Figure 4.9, for example, the total number of possible 
attribute profiles would be 28 = 256, and 28 – 1 = 255 items could be constructed, which 
would allow one to differentiate all potential profiles if the eight attributes were independent. 
However, with the attribute dependencies shown in Figure 4.9 taken into account, this 
number reduces to 22, as was shown earlier in Table 4.9. Most importantly, it is essential to 
understand that the specification of attribute dependencies in an attribute hierarchy can be 
represented mathematically for estimation purposes. If this is done in the design stage of a 
diagnostic assessment, it will help to reduce the number of attribute profiles that needs to be 
empirically distinguished, which, in turn, helps to reduce the complexity of the DCM with 
which the data are analyzed as we will see in Chapter 8 in more detail. 

Depending on the DCM that is chosen, the length of the diagnostic assessment, and 
the sample size of respondents that is available in a particular context, the total number of 
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attribute profiles that can be reliably estimated may be rather limited. Consequently, it is not 
uncommon in an application that only between four and eight attributes are used. Hence, 
even if a complex response process such as reading comprehension can be theoretically 
rather well described by using, say, 30 attributes at a fine level of definitional grain size, it will 
generally not be possible to represent this mapping empirically and to reliably distinguish 
between such a large number of attributes. As a result, researchers typically define fewer 
attributes defined at a coarser level of definitional grain size as a compromise between theory 
and practice.

When there is a strong discrepancy between theoretical objectives and practical esti-
mation constraints, the researcher may have to effectively abandon the objective of testing 
a particular hypothesis about an attribute hierarchy altogether. This may be due to a lack of 
specificity of any diagnostic assessment that could ever be reasonably designed and em-
ployed under realistic conditions. Sometimes it may also be necessary to aggregate attributes 
to form higher-order attributes whose meaning is broader. In this case, any interpretation of 
latent characteristics that would be performed on the basis of the aggregated attributes would 
provide coarser information and would probably be subject to a higher level of criticism from 
those stakeholders that sought fine-grained feedback than if the attributes had been more 
narrowly defined. 

In sum, to empirically investigate a hypothesis about a latent trait structure via data 
from a diagnostic assessment that are analyzed with DCMs in a meaningful and useful fash-
ion, a few implementation conditions need to be met. These include that (1) a highly specific 
construct is selected, (2) a clearly explicated theory about the relationship between task 
performance and the underlying attributes is available, (3) the response process is repre-
sented by a limited number of attributes that makes their estimation with a DCM feasible, 
and (4) coding instructions are developed that allow for the attributes to be reliably coded for 
each assessment item.

4.3 rePorTiNG aTTribuTe ProfiLes

One of the most important characteristics that distinguish DCMs from other psychometric 
models with latent variables, specifically confirmatory factor-analysis models and structural 
equation models, is that they are designed to estimate discrete attribute profiles for individ-
ual respondents. Although continuous latent-variable scores can be obtained within factor 
analysis or structural equation modeling frameworks, this is rarely done in practice. Instead, 
the predominant focus of those analyses is typically on investigating the structure of a con-
struct and its relationship with other constructs via analyses of covariance matrices. However, 
as we will see in later chapters, the demand for individualized diagnostic feedback does not 
come without a price: it places strong statistical requirements on the kinds of data that are 
needed for making such feedback reliable and nonredundant across attributes.

From the perspective of an individual respondent, the feedback of DCMs is relatively 
simple. It prototypically consists of a list of attributes and, for each attribute, either the prob-
ability that the respondent has mastered or possesses the attribute or a resulting mastery 
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classification based on cut-offs for the probabilities. A generic example of such an attribute 
profile is shown in Figure 4.3 for six attributes. The attribute profile shows the respondent 
that he or she has probably mastered Attribute 2 and Attribute 4, probably requires some 
additional training on Attribute 3 and Attribute 6, and almost certainly has not adequately 
mastered Attribute 1 and Attribute 5. Such statements all need to be probabilistic to be tech-
nically accurate because they are based on the statistical estimation of such attribute profiles 
with a DCM, which cannot assign profiles with absolute certainty. 

An example of an attribute profile based on a mastery classification is shown in Figure 
4.4, which reduces the interpretational complexity for the individual respondent. A classifi-
cation of the mastery state for each attribute requires that the researcher define cutoffs or 
probability bands that correspond to the different degrees of mastery. For example, Figure 
4.4 was developed from the probability profile of Figure 4.3 by defining mastery as a prob-
ability between .60 and 1, an indifference region for probabilities between .40 and .60, and 
nonmastery as a probability between 0 and .40 (e.g., Hartz, 2002; Jang, 2005). The widths of 
these probability bands are predominantly a function of the defensibility and utility of the 
resulting interpretations from the perspective of stakeholders. However, they can also be 
justified through simulation studies for DCMs that investigate the reliability of classifications 
for diagnostic assessments when different cutoff values are used. 
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fiGure 4.3. Attribute profile for an individual respondent.

 

ATT 1  ATT 2  ATT 3  ATT 4  ATT 5  ATT 6  

                                      

fiGure 4.4. Simplified attribute profile for an individual respondent with the probability profile in 
Figure 4.3.
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The questions that you have answered on this assessment show us a differentiated profile of what
you can do at this point in time. The results show us with relative certainty that you are able to
apply basic definitions and theorems (ATT 2) and that you can solve a system of equations
once it is presented to you or once you have derived it (ATT 4). This is excellent!

On the other hand, the results also show us that you still have difficulties in translating a text
problem into an appropriate set of mathematical equations (ATT 3) and in communicating this
information meaningfully in writing (ATT 5). Here you need some additional practice!

Your performance provides conflicting information about your ability to interpret figures and
graphs (ATT 3) and your ability to generate text problems that involve solving a system of
multiple equations (ATT 6). In  some cases you were able to respond to these questions correctly,
while in other cases you made errors, leaving us unsure about your actual ability. We recommend
that you try to review these lines and find out in more detail what aspects you had problems with
so that you can practice them more intensively! 

fiGure 4.5. Sample narrative for individual respondent.

fiGure 4.6. Sample report card combining narrative and quantitative information. 
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In addition to graphical feedback, it is typically useful to provide respondents with ex-
planatory narratives that describe how their attribute profiles can be interpreted not only in 
terms of the attribute mastery states but also in terms of potential steps toward mastery of 
the attributes that can be taken next. For example, in the case of a diagnostic assessment on 
mathematics achievement where the focus is on maximizing performance for each student, 
the narrative in Figure 4.5 could be provided to a respondent to accompany either of the two 
attribute profiles in Figure 4.3 or Figure 4.4.

A comprehensive reporting system combines statistical, visual, and narrative pieces of 
information. An example of a diagnostic report card that arguably achieves this purpose is 
shown in Figure 4.6. On the top side of the report card, shown in the upper part of Figure 4.6, 
the individual respondent—a student called Hys in this case—is provided with descriptive 
information on her score on each of the questions on the assessment. In the lower panel on 
this side of the report card, a nine-dimensional attribute profile is provided to her, showing 
the probabilities that she has mastered each of the nine attributes measured by the diagnostic 
assessment. Guidance on how to interpret these bar graphs is presented to the right of the 
graph. On the back of the report card, which is shown in the part of Figure 4.6 shown above, 
a definition of each of the nine attributes is provided accompanied by example questions that 

fiGure 4.6. cont.



fiGure 4.7. Attribute profiles from the GRI and corresponding SOGS total scores for three 
respondents.
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require the use of these attributes. In addition, a graphical icon on the left-hand side is used 
to show the classification decision for each attribute based on the three probability regions 
defined earlier. 

This kind of report card acknowledges that different individuals will be able to interpret 
statistical, graphical, and narrative information with different degrees of ease. Thus, it maxi-
mizes the potential for meaningful interpretations of the results by the respondents and the 
people who work with them. Of course, an appropriate interpretation of the information on 
a diagnostic report card does not, by itself, guarantee that the individual has undertaken ef-
fective remedial steps toward mastery of the attributes; this is a much more complex issue, 
as discussed in Chapter 2.

Typically, decision makers compare the attribute profiles of several individuals, which 
can be particularly informative if a statistic such as the total score is considered in conjunc-
tion with the attribute profiles. An example is shown in Figure 4.7, which comes from a 
study of pathological gambling (Templin & Henson, 2006; see attribute definitions in Table 
4.1). It shows the attribute mastery probabilities for each of 10 different attributes from the 
pathological gambling example introduced in Section 3.2.1. 

Recall that the attributes were created from the dichotomous scores of 41 indicators of 
the Gambling Research Instrument (GRI; Feasel, Henson, & Jones, 2004) and correspond to 
10 well-established diagnostic criteria in the DSM-IV-TR (American Psychiatric Association, 
2000). The attribute profiles in Figure 4.7 also show the total score on an alternative screen-
ing instrument consisting of 20 dichotomous items, the South Oaks Gambling Screen (SOGS) 

fiGure 4.7. cont.
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fiGure 4.8. Pathway toward attribute mastery for four hypothetical respondents. The figure shows, 
for four hypothetical respondents, the expected total scores of an end-of-grade diagnostic assessment, 
which range from 20 to 45 points, and the attribute profiles that are matched to these total scores. The 
pathways show the sequence of attributes that respondents should master because it would yield the 
largest increases in the expected total scores.

(Lesieur & Blume, 1987), which is traditionally used to classify someone as a pathological 
gambler when he or she responds to more than five questions with a “yes.” 

The three profiles show a consistency in the overall probabilities of pathological gam-
bling based on the DCM analysis of the GRI and the classification based on the SOGS total 
score, because both are ordered identically. Nevertheless, the first two respondents—who 
would get classified on the SOGS as pathological gamblers because they have total scores of 
at least five on that instrument—possess attribute profiles that differ specifically in the prob-
abilities for Attribute 7 and Attribute 8. Moreover, even the third respondent—who would 
not be classified as a pathological gambler based on his or her SOGS score—has high prob-
abilities on three attributes. Two of these attributes, Attribute 2 and Attribute 3, are also pos-
sessed by the other two respondents classified as pathological gamblers. This provides an ex-
ample of how the diagnostic information in such profiles can significantly enhance the chances 
for respondents to receive treatments tailored to their particular attribute profiles. 

It is also possible to carve out optimal pathways toward mastery with DCMs. Such path-
ways describe the optimal sequence of attribute mastery toward mastery of all attributes on 
an end-of-grade diagnostic assessment; an example of this is shown in Figure 4.8. In this 
example, all attribute profiles are aligned with particular expected total scores on the end-of-
grade assessment. Furthermore, the vertical line represents a cut-score for a global proficiency 
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classification on the test defined on the total score scale. Four hypothetical pathways for four 
hypothetical respondents are shown, which show the attribute profiles that bring about the 
largest expected increase in the end-of-grade total score through the mastery of one addi-
tional attribute. For example, Respondent A, who has not mastered any attribute, has an 
expected total score of 23 on the end-of-grade assessment. The pathway for Respondent A 
shown in Figure 4.8 suggests that the respondent should attempt to master Attribute 2 first, 
which would bring his or her expected total score to 31. After mastering Attribute 2, Respon-
dent A should then focus on mastering Attribute 1, which would bring his or her expected 
total score to 35. At that point, the respondent would have mastered two attributes and 
would meet the global criterion for proficiency. 

All of the previous examples provided only a snapshot of the potential uses of DCMs 
and the information they provide for individual-level feedback, of course, but they neverthe-
less cover a wide range of common types of feedback for current diagnostic assessments. 

4.4 DeveLoPiNG coGNiTive ProcessiNG MoDeLs

Current applications of DCMs typically, though not necessarily, involve attributes that are 
defined via an information-processing theory supported by research in applied cognitive psy-
chology. In order to use DCMs to represent and, ideally, validate cognitive processing mod-
els, one first needs to develop a plausible model from theory and empirical investigations. 
For some cognitive processes such as fraction subtraction, this is somewhat easier than for 
other processes such as reading comprehension. In general, cognitive response processes can 
be decomposed more easily into their constituent attributes for tasks that are narrower in 
scope and can be solved with fewer alternative response strategies that rely on different com-
binations of different attributes. 

4.4.1 verbal reports and Protocol studies

As Leighton (2004) and Leighton and Gierl (2007a, 2007b) argue, two of the most impor-
tant empirical sources for confirming or disconfirming theoretical postulates about cogni-
tive response processes are verbal reports and protocol studies. Both sources require that the 
items under consideration—or a representative subset—are presented to a sample of respon-
dents from the population who are probed about the way they reason when they respond to 
them. To obtain information about their cognitive operations as well as their metacognitive 
information management strategies, these probes can take place either concurrently (i.e., 
while they are responding to the items) or retroactively (i.e., after they have responded to the 
items). The probes can be formalized to different degrees and may include relatively open-
ended questions or a series of a priori specified questions, or they may be individually formu-
lated as the sessions with the respondents proceed.

The major difference between the two types of qualitatively oriented research methods 
is that verbal reports are used to generate information about response strategies and pro-
cesses for knowledge-based problem-solving items that have multiple ill-defined solution 
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paths. Consequently, most of the work is required after the responses have been recorded 
when their verbal transcriptions are coded according to a scheme that suits the particular 
application. Protocol studies, in contrast, are used to generate information about response 
strategies and processes for rule-based problem-solving items that have distinct linear solu-
tion paths. Consequently, most of the work is required before the responses are recorded, 
because that is when the most likely response processes and solution paths need to be speci-
fied in detail. Protocol studies thus represent a confirmatory approach to validation, whereas 
verbal reports represent an exploratory approach to validation. 

4.4.2 eye-Tracking research

Another type of evidence for the cognitive processes that respondents engage in comes from 
the physiological manifestations of these processes, which are captured in eye-tracking stud-
ies. These studies are particularly suitable when multiple pieces of information are presented 
among those which individual respondents have to select. Researchers utilize imaging tech-
niques that follow the gaze trails of individual respondents using a headset with a camera, 
which needs to be calibrated for each person separately. Intuitively, this sounds like a 
 resource-intensive procedure, and implementing it on a large scale is, indeed, prohibitive for 
many reasons. Nevertheless, the procedure can be used meaningfully as an additional data 
source to triangulate the qualitative information collected via verbal report or protocol stud-
ies and the quantitative information collected via response times or actual item responses. 

Eye-tracking research has been utilized in large-scale assessments such as the German 
adaptation of the Progress in International Reading Literacy Study (PIRLS) (e.g., Bos et al., 
2005) as well as by researchers in the United States in the context of the Scholastic Achieve-
ment Test (SAT). The following gaze trails come from Gorin (2006), who investigated the 
different response patterns of respondents for SAT reading comprehension items. Figure 4.9 
shows the screen shots with the respective gaze trails for three different respondents who 
answered the same multiple-choice question; the question is shown on the right-hand side 
with the stem and the options visually separated. The sequence of fixation points (i.e., points 
at which the respondents looked for a certain number of milliseconds without moving their 
eyes) in the gaze trail is numbered, with the two large circles in each screen indicating the 
first mouse click to get to the page that is shown and the second mouse click to select a 
response.

Figure 4.9 shows clearly that the three respondents read through very different seg-
ments of the texts when they answer this particular question. The first respondent reads the 
entire text and selects option (B); the second respondent reads only the upper portion of the 
text and eventually selects option (B) also; the third respondent reads only the lower portion 
of the text, and eventually selects option (B) also. That is, while all three respondents picked 
option (B), which is the correct answer, the gaze trails provide empirical evidence that the 
respondents processed only partially identical pieces of information and processed partially 
different pieces of information in the text to answer the question. However, the gaze trails do 
not provide information on how the processing takes place. Consequently, as is true of verbal 
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reports or protocol studies, gaze trails provide only indirect evidence about cognitive response 
processes, albeit in a more objective vein than competing qualitative approaches. 

4.4.3 expert Panels

Another approach that can be used to develop theories about cognitive response processes 
that can be represented via Q-matrices is to ask expert panels to describe these processes 
based on prior research and experience with assessments in the domain. A critical factor in 
the success of this approach is the panel composition: the experts need to be deeply knowl-
edgeable about potential response processes in the domain, developmental pathways of 
component attributes, as well as the contexts in which respondents acquire and utilize the 
attributes. The use of such expert panels is a common step in developing assessments gener-
ally but, if unmediated, can result in attribute descriptions at various conflicting levels of 
cognitive grain size, depending on the assessment itself (see Loye, 2008). Expert panels are, 
of course, commonly used in developing any standardized assessment. For example, different 
expert panels are used to develop the assessment items, oversee the assessment development 
process generally, and set cut-scores for diagnostic classifications of respondents into profi-
ciency levels (e.g., Rupp, Vock, Harsch, & Köller, 2008).

4.4.4 Limitations of Methodologies

Researchers from disciplines outside of educational measurement, in particular cognitive psy-
chology and differential psychology, are often disconcerted by the use of certain terms and 
procedures in the educational measurement literature on diagnostic assessment. This has 
various reasons that can be largely traced back to the different disciplinary traditions, objec-
tives, and methodologies (Mislevy, 2007; Rupp & Mislevy, 2007). Oversimplifying some-
what, in cognitive psychology, especially the information-processing perspective within the 
discipline, the dominant focus is on understanding the basic mental architecture of human 
beings and its consequences for how human beings process information to solve particular 
tasks. Depending on the tasks of interest, mental components or capacities of frequent inter-
est are general intelligence, crystallized and fluid intelligence, working memory capacity, 
processing speed, as well as general and verbal reasoning ability. In differential psychology, 
the dominant focus is on explaining intra- and interindividual differences on these mental 
components and capacities and their structural relationships in a population. Consequently, 
many studies use experimental designs and lead to analyses of covariance matrices with 
methods such as confirmatory factor analysis or structural equation modeling. 

In educational measurement, the focus is not so much on gleaning novel insight into the 
basic mental architecture of human beings as it is on the profiling of individual respondents 
and groups of respondents on latent achievement dimensions. Hence, those in the educa-
tional measurement community who are interested in conducting diagnostic assessment with 
DCMs face a tremendous challenge, especially when the assessment pertains to shedding 
light on cognitive processes. In order to lend credibility to the interpretations made on the 
basis of DCMs, specialists in diagnostic assessment have to show that interpretations about 
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mental components are commensurate with theories in applied cognitive and differential 
psychology. Ideally, they should be able to show that the design of an assessment for diagnos-
tic purposes, coupled with an analysis of the resulting data with DCMs, provides an added 
value that can inform both disciplinary realms. 

This entails showing that the mental components of interest in a given diagnostic assess-
ment context can be reliably and distinctly measured and display theoretically plausible rela-
tionships with related basic mental components. Ideally, then, there should be a feedback 
loop that goes from the diagnostic assessment context in educational measurement back into 
the disciplines of applied cognitive and differential psychology if something truly meaningful 
can be learned from these assessments. While this is not technically necessary to apply DCMs 
to data from diagnostic assessments, it is most consistent with the predominant rhetoric sur-
rounding these models in the educational measurement literature (e.g., Leighton & Gierl, 
2007). For example, a reading of recent applications of DCMs suggests that many specialists 
in educational measurement believe that the added value of diagnostic assessments coupled 
with DCMs lies in the increased precision of feedback that can be provided. Moreover, it 
seems to be a common belief that a more detailed understanding of cognitive response pro-
cesses is inherently superior for providing diagnostic feedback to students that can lead to 
effective instructional decision making (e.g., Roussos et al., 2007).

4.5 chaPTer coNcLusioN

In this chapter we described how latent characteristics of respondents, so-called attributes, 
are defined, coded, and represented with DCMs. We showed how this representation is done 
via pattern- or Q-matrices that indicate which items on a diagnostic assessment measure 
which attributes. Furthermore, we illustrated how a postulation of an attribute hierarchy can 
be used to simplify the design and analysis of diagnostic assessments by reducing the num-
ber of possible attribute profiles that need to be empirically distinguished as well as the 
number of items that need to be included on the assessment. We specifically explained how 
verbal report and protocol studies can be coupled with eye-tracking research to develop or 
refine attribute definitions and the cognitive processing theories that often underlie them. 
We concluded the chapter with a critical look at what research on diagnostic assessment in 
educational measurement can contribute to the disciplines of applied cognitive and differen-
tial psychology from which it draws much of its theoretical basis. This chapter thus laid the 
conceptual groundwork for understanding the theoretical potentials and practical limitations 
of DCMs. In the next chapter, we compare and contrast a variety of common DCMs with 
other psychometric models with latent variables. We also present a taxonomy that helps to 
organize the myriad DCMs that exist in the literature in a principled and relatively simple 
fashion.





Part II

Methods: Psychometric 
Foundations of DCMs
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5

The Statistical Nature of DCMs

In this chapter, we provide an overview of the statistical nature of DCMs. In Section 5.1 we 
contrast DCMs with other, historically more established, psychometric models. All of the 
models we present can be used to make inferences about the latent characteristics of respon-
dents. In Section 5.2 we focus our attention on core DCMs that can be estimated with cur-
rently available software programs and show how they can be distinguished from one an-
other in a taxonomy with the help of five structural aspects. In Section 5.3 we discuss 
alternative methods for classifying respondents that are frequently used as alternatives to 
DCMs. In Section 5.4 we discuss one of these methods, Bayesian inference networks, in a bit 
more detail. Note that some of the exposition in this chapter contains redundancies because 
the constituent structural aspects of DCMs cannot be discussed separately from related as-
pects. Such partial overlap should help to ferment the concepts presented in this section, 
however, and should underscore the benefits of thinking about these aspects separately as 
well as in combination.

5.1 DCMs anD Other Latent-VariabLe MODeLs

As stated in Chapter 1, DCMs have alternatively been called cognitive psychometric models 
(e.g., Rupp, 2007), cognitive diagnosis models (e.g., Nichols, Chipman, & Brennan, 1995; 
Templin & Henson, 2006; see Nichols, 1994), latent response models (e.g., Maris, 1995), re-
stricted latent class models (e.g., Haertel, 1989; Macready & Dayton, 1976), multiple classifica-
tion latent class models (e.g., Maris, 1995, 1999), structured located latent class models (e.g., Xu 
& von Davier, 2008a, 2008b), and structured item response theory models (e.g., Mislevy, 2007; 
Rupp & Mislevy, 2007). As Rupp and Templin (2008b) observe, each of these terms carries 
with it a particular connotation that highlights pertinent aspects of these models. Some defi-
nitions reflect their theoretical grounding, some their substantive purpose, and some their 
statistical properties.
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Specifically, the term cognitive psychometric models refers to the theoretical grounding of 
their application. It reflects a belief that any application of DCMs requires an elaboration of 
a theory of response processes that is grounded in applied cognitive psychology. We do not 
share this belief if it is taken to mean only information-processing perspectives within cognitive 
psychology. The label cognitive diagnosis models also indicates that the principal substantive 
purpose of these models is diagnosis, rather than placement, admission, or certification. No-
tably, the diagnosis that is provided on the basis of DCMs takes place primarily at the level of 
the individual respondents. Their classifications can be aggregated to produce claims about 
groups of respondents or institutions, but the primary unit of analysis is first and foremost 
the individual respondent.

The remaining alternative terms listed above focus on the statistical properties of these 
models. The term latent response models denotes the fact that response processes, when mod-
eled with DCMs, are typically decomposed into their constituent elements and that a latent 
response for each component is explicitly modeled. In some DCMs, an individual latent re-
sponse is deterministic, whereas in others it is probabilistic, but all models combine or “con-
dense” these latent responses to predict the probability of a certain manifest response. In 
other words, different DCMs model errors in responding at different statistical levels.

The label restricted latent class models denotes the statistical family of the models. It 
underscores first and foremost that DCMs are used to group respondents into unobserved 
(i.e., latent) classes. Moreover, it shows that there are restrictions on the number of latent 
classes that are estimated, which, in turn, lead to restrictions of parameters across different 
latent classes. The label multiple classification (latent class) models further denotes the statisti-
cal purpose of DCMs, which is to develop a multivariate profile of respondents’ attributes that 
is based on classifying them according to their degree of mastery or disposition on each of 
the attributes. The term also suggests that one may be willing to use DCMs without reference 
to a particular cognitive theory of response behavior such that the classification aspect of the 
model is simply the most attractive feature determining their use. The term structured located 
latent class models underscores that each latent class is located somewhere in a multidimen-
sional latent variable space and that each scale needs to have scale points that numerically 
create these latent classes.

Finally, the term structured item response theory models more broadly relates DCMs to a 
particular family of latent-variable models. While unstructured item response theory models 
contain one or more respondent and item parameters—depending on their dimensional struc-
ture and complexity—structured models have additional parameters that model some form 
of explanatory mechanism or heterogeneity. These include, but are not limited to, parameters 
reflecting latent class membership in a mixture model (i.e., a model with unobserved class 
membership status), parameters reflecting different solution strategies of different groups of 
respondents, and parameters reflecting dependencies among responses due to natural group-
ings of items and stimuli (e.g., multiple questions associated with a common reading pas-
sage, multiple items associated with a common graphic) (de Boeck & Wilson, 2004).

As Chapter 4 has made clear, DCMs are well suited to provide diagnostic feedback to 
individual respondents and groups of respondents via discrete attribute profiles, which sets 
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these models apart from others in the literature. Among the models that are most commonly 
compared to DCMs are multidimensional latent-variable models, multicomponent latent-
variable models, and unrestricted latent class models. The most common modeling frame-
works within which these models are embedded are item response theory (IRT) and factor 
analysis (FA), in particular confirmatory factor analysis (CFA). In this section, we will illus-
trate how DCMs differ from and are similar to these models.

First, however, we need to remember from Chapter 4 that DCMs are used to develop 
discrete attribute profiles for individual respondents, which consist of a series of attributes 
and their associated probabilities of mastery or mastery classifications. The attributes are 
specified at a level of specificity or definitional grain-size that is appropriate to the context of 
the diagnostic assessment and the construct of interest. Attributes can be coded dichoto-
mously (e.g., 0–1) or polytomously (e.g., 0–1–2), such that attribute profiles indicate either 
the mastery of individual attributes or the degree of mastery. Similarly, items can be scored 
dichotomously or polytomously, or scores have an assumed underlying continuum, as is com-
monly the case where factor-analysis models are applied to Likert-type response data. Statisti-
cally, each of the attributes is represented by a latent variable. A latent variable is a statistically 
constructed (i.e., completely unobserved) variable whose values are estimated from the re-
sponse data along with item parameters. The attribute profile for each item is recorded in a 
loading or Q-matrix. The attribute profile indicates which attributes are measured by the item. 
A typical Q-matrix is thus simply a table that contains dichotomous entries (i.e., 0–1) with 
the items listed in the rows and the attributes listed in the columns. 

In the following section, we will compare DCMs with other latent-variable models on a 
variety of characteristics that can be used to develop a definition of DCMs. Rather than de-
veloping the stepwise definition that we put forward for DCMs, however, we will start with 
the definition and then deconstruct it. Put in a nutshell, we define DCMs as follows (Templin 
& Rupp, in press; see Rupp & Templin, 2008b):

DCMs are confirmatory multidimensional latent-variable models. Their loading structure/Q-matrix 
can be complex to reflect within-item multidimensionality or simple to reflect between-item 
multidimensionality. DCMs are suitable for modeling observable response variables with various 
scale types and distributions and contain discrete latent predictor variables. The latent predictor 
variables are combined by a series of linear-modeling effects that can result in compensatory and/
or noncompensatory ways for predicting observable item responses. DCMs thus provide multi-
variate attribute profiles for respondents based on statistically derived classifications. 

5.1.1 the Multidimensional nature of DCMs 

The simplest psychometric models in the literature are those that relate the observed response 
variables to a single latent variable, which serves as an index of the dominant construct that 
the assessment is supposed to be measuring. These models are called unidimensional models 
and are frequently applied within an IRT framework in the context of achievement assessments 
or psychological scales. For example, in large-scale assessments such as PISA, TIMSS, PIRLS, 
or NAEP, the data for items associated with each dominant construct such as mathematical 
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ability or basic literacy are calibrated using unidimensional IRT models whenever student 
performance on a single global proficiency dimension is reported. 

Similarly, when multiple dimensions are calibrated together, multidimensional models are 
utilized. These models directly estimate the correlations of the latent variables, which pro-
vide evidence for the degree to which the constructs are related, and utilize the information 
that is contained in the responses to items from several dimensions when estimating item 
parameters or attribute profiles for a particular dimension. Because DCMs rely on multiple 
latent variables to classify respondents, they are, by definition, also multidimensional mod-
els. Thus, they are similar to multidimensional IRT models that are used in large-scale 
achievement assessments or multidimensional FA models that are frequently used for the 
scaling of psychological scales such as the Beck Depression Inventory (Beck, Steer, Ball, & 
Ranieri, 1996) or the NEO-FFI (Costa & McCrae, 1992). 

Another important point of comparison between DCMs and other multidimensional 
models lies in the definitional grain size of the constructs and associated response processes 
that are investigated. While the interpretational focus of the separate dimensions in multi-
dimensional FA models is typically on how different and relatively broadly defined constructs 
relate to one another, the latent variables in DCMs typically represent attributes that are 
components of a single more narrowly defined construct. This typically narrows the scope of 
the inferences that can be made with a diagnostic assessment. For example, the latent vari-
ables in DCMs may represent different elementary operations that have to be executed by 
respondents to solve mathematical addition and subtraction problems on a diagnostic assess-
ment. This is certainly a more narrowly defined construct than general arithmetic ability. 

Similarly, there may be an interest in modeling the cognitive response processes that 
respondents engage in when they take educational achievement assessments or psychologi-
cal scales. However, the degree to which interpretations at different levels of definitional 
grain-size (i.e., at the coarser construct level and the finer attribute level) are commensurate 
is typically investigated through external validation studies. DCMs are used to model such 
response processes directly. Clearly, however, studies that employ DCMs should utilize exter-
nal measures to cross-validate the interpretations of the component attributes. Viewed from 
this angle, DCMs share characteristics with multicomponent/componential IRT models (e.g., 
Hoskens & deBoeck, 1995, 2001), in which a coarsely defined construct is broken down 
into its subcomponents, which are represented by separate latent variables in the model. The 
major difference between DCMs and such models is the nature of the latent variables that are 
used, which will be discussed in Section 5.1.3. 

5.1.2 the scales of the Observed response Variables

The difference between whether multidimensional IRT or multidimensional FA models are 
used to calibrate achievement assessments or psychological scales is partly a result of disci-
plinary practices and traditions and partly a result of statistical considerations. Specifically, 
prototypical multidimensional FA models are most appropriate when all response variables 
are continuous and follow multivariate normal distributions. They can often also be applied 
with only small biases and little loss of efficiency when polytomous variables behave approxi-
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mately like continuous variables. This is the case, for example, when ordered response scales 
or Likert scales (e.g., scales with gradations such as “completely disagree,” “disagree some-
what,” “uncertain,” “agree somewhat,” “completely agree”) are used and the responses are 
symmetrically distributed across the categories. Multidimensional IRT models, in contrast, 
are most suitable to the case when the response variables are dichotomous or polytomous, 
which is why they are the models of choice for educational achievement assessments. Because 
DCMs are derivatives of traditional IRT models they share this property; however, they are not 
limited to categorical item responses. 

The difference between the scales of the response variables also has technical implica-
tions for the estimation routines used for the different types of multidimensional models. 
Estimation routines for FA models typically utilize summary statistics of the data such as 
means, variances, covariances, or Pearson correlations; this is known as a partial-information 
estimation approach because these statistics contain all relevant information about the un-
known parameters of interest in these models. In contrast, estimation routines for IRT mod-
els use the response vectors of the respondents directly, which is known as a full-information 
estimation approach. DCMs are like IRT models in that they directly model the response vec-
tors of the respondents in a full-information approach. 

In the FA tradition, however, it is also common to bridge the two estimation contexts by 
utilizing matrices with tetrachoric or polychoric correlations, which are suitable to discrete re-
sponse variables. These matrices estimate the correlations between discrete response vari-
ables by postulating that the correlations have arisen from correlations between underlying 
continuous response variables. This approximates the use of Pearson product-moment cor-
relations for truly continuous-response variables. For practical decision-making purposes, 
this means that results from certain basic IRT models and certain FA models with tetrachoric 
or polychoric correlation matrices may lead to very similar decisions. 

5.1.3 the scales of the Latent attribute Variables 

In traditional IRT and FA models, the latent variables are continuous, which allows analysts 
to map all subjects onto either a single real-numbered scale, in the case of unidimensional 
models, or multiple real-numbered scales, in the case of multidimensional models. A rank-
ordering of the respondents, based on their real-numbered scale scores, can be used for norm-
referenced interpretations. This means that the percentiles of the respondents are compared to 
those in a reference or norming sample that represents “typical” response behavior. In these 
contexts, it is important that the norming sample be a recent, large, random, and representa-
tive sample of the norming population so that rank-ordering decisions remain defensible 
once the scales are in use for a certain time. Norms have to be updated, and instruments that 
fail to do so are often not recommended for decision making, especially in fields with high-
stakes decisions such as clinical diagnosis or psychological assessment. 

The scores on the continuous latent variables are often chosen to be normally distributed 
with a mean of 0 and a standard deviation of 1. In practice, however, when norm-referenced 
interpretations about performances of groups of students are given, these distributions are 
rescaled to an arbitrary new metric so that the results can be more easily communicated. For 
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example, in PISA the metric for each dimension has a mean of 500 points and a standard 
deviation of 100 points (e.g., OECD, 2005) and intelligence assessments, such as the Stanford– 
Binet, have a mean of 100 points and a standard deviation of 15 points. 

In contrast, the latent variables in DCMs are categorical and thereby are capable of sup-
porting (multiple) criterion-referenced interpretations. Such distinctions come from the use of 
the models and from how the rules for diagnosis are set (see Chapter 3). The distinction 
between criterion-referenced and norm-referenced interpretations is actually somewhat sub-
tle in the context of DCMs. Any classification method, whether it is a standard-setting proce-
dure applied a posteriori to a continuous scale, a DCM analysis, or an alternative classification 
analysis, supports interpretations for individual respondents with respect to distinct discrete 
criteria. Similarly, for any statistical model, it is possible to conceive of a norming population 
whose characteristics we want to estimate. The characteristics could be operationalized with 
reference to a continuous distribution or a discrete distribution for the latent variable(s) the 
model contains. We can thus always conceive of a sample from this norming population that 
we use to estimate the distributional characteristics in the norming population. The crucial 
distinction between DCMs and alternative consensual approaches to classification such as 
standard-setting is that the cut-scores in DCMs are set to maximize the reliable separation of 
respondents. In this sense, the criterion is set statistically (i.e., model-internal), whereas it is 
set consensually (i.e., largely model-external) in some other methods. 

DCMs allow for absolute mastery decisions (in the case of dichotomous latent variables) 
or partial mastery decisions (in the case of polytomous latent variables). The ability of DCMs 
to classify respondents statistically is probably the most important characteristic that sets 
them apart from other multidimensional models. Classifications are a commonly desired 
reporting mechanism in diagnostic settings. Clinical diagnosis, for example, is concerned 
pri marily with classification of patients as either clinically ill—requiring further treatment—
or clinically healthy—requiring no treatment. This is done according to standardized diag-
nostic instruments for a variety of diseases and health-related problems whose uses are de-
scribed in professional manuals such as the DSM-IV-TR or the ICD-10. Such classifications 
follow the norm-referenced interpretations of the patients’ total scores and are based on cut-
scores for the total scores that the professional community has agreed upon. This process 
of classification assumes that each item contributes equally in determination of a diagnosis. 
DCMs align more closely with IRT in that each item is weighted differentially toward or 
against a diagnosis by its ability to discriminate between diagnostic categories.

In standardized achievement assessments for accountability purposes, classifications of 
respondents are similarly reported, even though the established underlying proficiency scales 
are also continuous. Classifications are obtained by a consensual approach to setting cut-
scores that define the proficiency levels numerically. The methods for setting these cut-scores 
are collectively referred to as methods in standard-setting in this literature (e.g., Cizek et al., 
2004; Zieky & Perie, 2006). Extensive research has gone into the intricacies involved in select-
ing a method appropriate for a particular context and applying it carefully and responsibly. 
However, contrary to classifications based on DCM analyses, classifications are not a direct 
result of the application of a psychometric model but follow decision-making processes by 
human judges. For additional arguments on this distinction, please see Chapter 3. 
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5.1.4 the Confirmatory nature of DCMs

DCMs can be viewed as confirmatory from two perspectives: (1) a substantive perspective of 
use and (2) a statistical perspective of model structure. Viewed from the substantive perspec-
tive of use, DCMs are used to confirm or refute a particular hypothesis about the relationship 
between how respondents react to items and the underlying mental characteristics. For ex-
ample, in the context of a diagnostic educational achievement assessment DCMs could be 
used to test different hypotheses about the set of cognitive attributes that respondents draw 
on when responding to the assessment. 

Viewed from the statistical perspective of model structure, DCMs are confirmatory be-
cause they require that the loading structure be specified a priori in the form of the Q-matrix. 
The a priori specification of the Q-matrix thus makes DCMs similar to CFA models and con-
firmatory multidimensional IRT models in which certain loadings are fixed at 0 also. More-
over, additional restrictions on model parameters can be implemented in many software 
programs that can further fine-tune the operationalization of the hypothesis via a DCM.

This is in contrast to exploratory latent-variable models such as traditional unidimen-
sional IRT models as well as exploratory factor-analysis (EFA) models in which all items are 
allowed to load freely on all latent variables. Unrestricted latent class models are also explor-
atory models because the number of latent classes is typically not specified a priori. Hence, 
while the Q-matrix is a component of the calibration process that is often heavily loaded with 
substantive interpretations—because it represents the postulated attributes that supposedly 
underlie the responses to the items—it is a rather neutral technical element from a psycho-
metric perspective. Interestingly, the field of diagnostic assessment is one of the few in which 
the loading structure is called a Q-matrix, even though Q-matrices are also specified, at least 
implicitly, whenever a multidimensional CFA or IRT model is estimated (i.e., the Q-matrix in 
DCMs is analogous to the expected pattern of fixed and free loadings in these models). Fi-
nally, one can also think of the structure in which the latent variables interact in DCMs as a 
part of their confirmatory nature, which we discuss in more detail in Section 5.1.7 and is 
covered more technically in Chapter 7.

5.1.5 the Complexity of the Loading structure of DCMs

An important difference between most multidimensional IRT and CFA models that are used 
in practice and DCMs is the complexity of the loading structure. In most multidimensional 
IRT and CFA applications, analysts aim for what can be informally called a simple loading struc-
ture in which each item loads on one dimension only. In contrast, DCMs can unfold their 
theoretical potential especially well for complex loading structures in which each item loads on 
multiple dimensions (i.e., in which each item is activating a response process that involves 
multiple attributes). This type of loading structure is consequently called within-item multidi-
mensionality in contrast to between-item multidimensionality in the case of simple structure. 

Of course, current multidimensional IRT and CFA models with continuous latent vari-
ables can also handle within-item multidimensionality statistically. An example of a very pow-
erful model is the multidimensional random-coefficients multinomial logit model (Adams, 
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Wilson, & Wang, 1997). This model is a very general IRT model from the Rasch family for 
which design matrices can be used to specify, for example, different assessment facets, differ-
ent score weights, different predictor structures for items, different predictor structures for 
respondents, and various random and fixed effects. Similarly, traditional multidimensional 
IRT and CFA models can handle within-item multidimensionality. However, as said earlier, 
they contain continuous latent variables that lead to a continuous multidimensional profile, 
while DCMs contain categorical latent variables that lead to a discrete multidimensional 
profile based on statistical classifications. 

5.1.6 Graphical illustrations 

We will now graphically compare a few prototypical models that we have discussed so far to 
illustrate the ideas presented in Sections 5.1.1 to 5.1.5 from a different angle. Following 
standard conventions for such graphical representations in the IRT and FA literature, we will 
use circles to represent latent variables, squares to represent observed variables, bars within 
circles or rectangles to denote discrete (i.e., dichotomous or polytomous) categorical vari-
ables, and arrows to represent paths from latent attribute variables to observed response 
variables, indicating that an observed response variable is being measured by one or more 
latent attribute variables. The bars for categorical variables reflect thresholds (i.e., probabilities 
of a respondent possessing or mastering dichotomous attributes and probabilities of correct 
response for dichotomous observed responses). The bars would be located at a specific point 
in the circles or rectangles to visually reflect the magnitude of that percentage in real applica-
tions. In the following figures, however, they are located at arbitrary points within the circles 
or rectangles to simplify the illustrations. Hence, equal positions of bars are not meant to 
suggest a model restriction that reflects equality of percentages on these variables. Moreover, 
we will use the letters ATT to refer to latent variables that represent attributes and the letter 
I with a subscript to represent a particular item. 

Note that all figures contain arrows that go from the latent variables to the observed 
response variables. In technical terms this means that the models are reflective models (Ed-
wards & Baggozi, 2000) because the variation in the response variables is believed to reflect 
variation in a latent variable (Borsboom & Mellenbergh, 2007). Furthermore, categorical re-
sponse variables do not have error terms associated with them due to the implicit link func-
tions (e.g., probit link or logit link) that are used to connect the means of the observed vari-
ables with the latent variables in the structure of these models. That is, since the observed 
response variables are discrete, the expected magnitude of the error varies with the expected 
means of the response variables and cannot be modeled as an independent term in the 
model, which is what the arrows in the models with continuous response variables normally 
represent. Following the explanations in Sections 5.1.1 to 5.1.5, the simplest model is a uni-
dimensional model. Depending essentially on whether the observed response variables are 
categorical or continuous, a model is considered either a unidimensional IRT or a unidimen-
sional EFA model, as shown for the case with five items in Figure 5.1. The same distinction 
between continuous and discrete scales for the observed response variables leads to the dif-
ference between multidimensional IRT and multidimensional CFA models when multiple 
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latent variables are involved. However, there is now a difference between exploratory and 
confirmatory models, depending on the loading structure that is estimated. Figure 5.2 illus-
trates this difference with two-dimensional models for nine items in the case when the load-
ing structure is simple.

Adding one level of complexity, a distinction can be made between multidimensional 
CFA and IRT models with a complex loading structure; Figure 5.3 shows these different 
models for the two-dimensional case with nine items in which items 1, 3, 6, 7, and 9 load 
on both dimensions. By now, it will probably be apparent that DCMs follow naturally in this 
representation as they are akin to multidimensional IRT models but utilize categorical latent 
variables. A sample DCM with two dimensions, nine items, and the same complex loading 
structure as the last two models in Figure 5.3 is shown in Figure 5.4.

The graphical representations so far have further underscored how DCMs can be viewed 
as extensions of traditional multidimensional IRT and CFA models that are particularly suit-
able to model a complex loading structure. Yet, as the definition at the outset of this chapter 
suggests, this is not the complete picture because DCMs also differ from these models in 
other important ways, especially in how the latent variables are combined. This aspect has 
not been visually represented in the graphics above as we need to explain it first.

5.1.7 the Combination of Latent Variables

In traditional multidimensional IRT and FA models, the latent variables are combined math-
ematically in the form of a sum, which means that the individual contributions of latent 
variables to the overall responses are additive. In more specialized multidimensional IRT and 
FA models as well as in DCMs, latent variables are also combined in the form of a product, 
which means that the individual contributions are multiplicative. It also means that the latent 
variables interact with one another because they get multiplied with one another. This is 
similar, albeit statistically not necessarily identical, to product interactions of latent variables 
in models where the individual components are combined additively (e.g., Jannarone, 1997; 
Little, Bovaird, & Widaman, 2006). 

I1 I2 I3 I4 I5 

Unidimensional EFA Model 
 

ATT
 

I1 I2 I3 I4 I5

Unidimensional IRT Model 
 

ATT  

FiGure 5.1. Unidimensional EFA and IRT models. This figure shows two models each with one 
latent variable, indicated by circles, and five item variables, indicated by rectangles. The one-directional 
arrows from the latent variables to the item variables indicate loadings, the arrows pointing to the 
rectangles in the left model indicate measurement error, and the horizontal lines in the rectangles in 
the right model indicate thresholds (i.e., discrete variables).
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This seemingly technical distinction between sum and product formulations of latent-
variable models can be seen alternatively as a technical convenience or as a substantive hy-
pothesis. Mathematically, sums of latent variables are simpler to handle in estimation algo-
rithms and generally enable researchers to approximate response patterns at least as closely 
as products of latent variables. However, the difference between a sum and a product can also 
be viewed as reflecting an important difference in the assumption about whether the latent 
variables—and, hence, the attributes they represent—combine in a compensatory or a non-
compensatory fashion. 

In compensatory latent-variable models, a low value on one latent variable can be compen-
sated for by a high value on another latent variable. Such an assumption may be reasonable 
in a context such as a polytomously scored mathematical item that requires numerical ma-
nipulations as well as a mathematical interpretation of the results. In such a situation, a 
surplus in arithmetic ability may be able to compensate for a deficit in communicative ability 
in mathematics to some degree and may lead to an identical score for respondents with dif-
ferent attribute profiles and vice versa. 

I1 I2 I3 I4 I5 I6 I7 I8 I9

Two-dimensional EFA Model 
 (Exploratory) 

 
ATT 1 

 
ATT 2 

FiGure 5.2. Two-dimensional exploratory and confirmatory FA and IRT models. This figure shows 
four models with two latent variables each, indicated by circles, and nine item variables each, indi-
cated by rectangles. The two-sided arrows between the latent variables indicate a correlation, the one-
directional arrows from the latent variables to the item variables indicate loadings, the arrows pointing 
to the rectangles in the first two models indicate measurement error, and the horizontal lines in the 
rectangles in the last two models indicate thresholds (i.e., discrete variables).

I1 I2 I3 I4 I5 I6 I7 I8 I9

Two-dimensional CFA Model with Simple Loading Structure 
(Confirmatory) 
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Two-dimensional IRT Model 

(Exploratory)
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Two-dimensional IRT Model with Simple Loading Structure 

(Confirmatory)
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I1 I2 I3 I4 I5 I6 I7 I8 I9

Two-dimensional CFA Model with Complex Loading Structure 
(Confirmatory)  

 
ATT1 

 
ATT2 

FiGure 5.3. Two-dimensional confirmatory FA and IRT models with complex loading structure. 
This figure shows two models with two latent variables each, indicated by circles, and nine item vari-
ables each, indicated by rectangles. The two-sided arrows between the latent variables indicate a cor-
relation, the one-directional arrows from the latent variables to the item variables indicate loadings, the 
arrows pointing to the rectangles in the first model indicate measurement error, and the horizontal 
lines in the rectangles in the second model indicate thresholds (i.e., discrete variables).

I1 I2 I3 I4 I5 I6 I7 I8 I9

Two-dimensional IRT Model with Complex Loading Structure 
(Confirmatory) 

 
ATT1 

 
ATT2 
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Two-dimensional DCM with Complex Loading Structure
(Confirmatory)

 
 

FiGure 5.4. A two-dimensional DCM with a complex loading structure. This figure shows a model 
with two latent variables, indicated by circles, and nine item variables, indicated by rectangles. The 
two-sided arrows between the latent variables indicate a correlation, the one-directional arrows from 
the latent variables to the item variables indicate loadings, and the horizontal lines in the rectangles 
indicate thresholds (i.e., discrete variables).
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In noncompensatory latent-variable models, a low value on one latent variable cannot be 
compensated by a high value on another latent variable. Such an assumption may be reason-
able in a context such as a reading comprehension item where both vocabulary knowledge 
and syntactical knowledge are required to disambiguate competing meanings of sentences. 
Syntactical knowledge will, generally speaking, not be able to compensate for a lack of vo-
cabulary knowledge when the sentence of interest contains several unknown words, because 
understanding a text requires both identifying word meanings and determining of their rela-
tionship through syntactic clues. 

Generally speaking, when a psychometric model uses a sum, the latent variables are 
combined in a compensatory fashion, and when the model uses a product, they are com-
bined in a noncompensatory fashion. The reasons why this is only generally true but not al-
ways true cannot be understood fully without considering the notion of a condensation rule 
(e.g., Maris, 1995). A condensation rule prescribes how attributes are combined within prod-
uct expressions and thus describes how the attributes are “condensed” to produce a latent 
response. A variety of different condensation rules are available, but the two most common 
ones are conjunctive and disjunctive. 

In order to understand differences between condensation rules, it is helpful to think in 
deterministic terms with dichotomous attributes and dichotomous item scores. A determin-
istic perspective means envisioning that attribute mastery states are known with certainty and 
that attributes are applied without error to produce latent responses. Hence, respondents 
either have mastered an attribute—thus receiving a value of 1 for the latent variable repre-
senting that attribute—or have not mastered it—thus receiving a value of 0 for the latent 
variable representing that attribute. 

In a conjunctive condensation rule, all A latent attribute variables involved in the response 
process that is activated by a certain item are simply multiplied by one another, producing a 
numerical result that is either 0 or 1:

 Result = Attribute 1 × Attribute 2 × Attribute 3 × ··· × Attribute A

From a deterministic perspective, this means that the result can be 1 only if all values for the 
latent attribute variables are 1 also, because if one of them were 0, the entire product would 
also be 0. Substantively, for a dichotomously scored item, this represents the assumption 
that all attributes measured by an item should be possessed or mastered by the respondent 
to answer the item correctly. If at least one attribute is not mastered or possessed, the respon-
dent should not answer the item correctly and receive a score of 0. 

For example, if a fraction subtraction item measures borrowing from the whole number 
to convert mixed representations into fractions, finding a common denominator, and reduc-
ing the resulting fraction, all of these operations/attributes are required to answer the item 
correctly, and a lack of mastery in one attribute cannot be compensated for by mastery of 
another attribute. Probabilistically speaking, if a respondent had mastered only one or only 
a few of the measured attributes, his or her probability of responding correctly would remain 
relatively low even though the mastery of additional attributes would increase it somewhat. 
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However, upon mastery of all measured attributes, the response probability would increase 
much more.

In a disjunctive condensation rule, all A latent attribute variables involved in the response 
process are again multiplied by one another, but this time in a more complicated fashion:

 Result =  1 – [(1 – Attribute 1) × (1 – Attribute 2) × (1 – Attribute 3)  
× ··· × (1 – Attribute A)]

From a deterministic perspective, this means that the result can be 1 only if the product term 
within the brackets is 0, which requires that at least one of the terms in the product term be 
0. This, in turn, requires that the value of at least one latent attribute variable is 1. If several 
of them are 1, the result will still be 1, but if all are 0, then the result is 0 also. Substantively, 
for a dichotomously scored item, the disjunctive condensation rule represents the assump-
tion that at least one of the attributes measured by an item needs to be mastered or possessed 
by a respondent to answer the item correctly and receive a score of 1. Only if none of the at-
tributes is mastered or possessed will the respondent answer the item incorrectly and receive 
a score of 0. 

For example, consider the case where several different attributes for pathological gam-
bling can lead to a respondent endorsing a statement about his or her willingness to spend 
money on gambling. This could be modeled with a disjunctive condensation rule because 
one attribute would be sufficient to endorse the statement, while several attributes would 
equally lead to an endorsement. Probabilistically speaking, however, if the respondent would 
possess several attributes related to pathological gambling, then the probability of endorse-
ment would increase with the number of attributes, but it would already be relatively high if 
he or she possessed merely one of them. 

Even though the disjunctive condensation rule involves a product term, which seems to 
suggest that it represents a noncompensatory assumption, it can actually be viewed as the 
extreme case of a compensatory process because a single attribute can compensate for the 
lack of all other relevant attributes. Put most precisely, noncompensatory models always 
contain products of latent variables, and compensatory models may contain products or sums 
depending on the condensation rule used. Nevertheless, we have found it to be a good mne-
monic device to think of compensatory models as involving sums and noncompensatory 
models as involving products. 

We close this discussion by noting that product terms in multidimensional latent- 
variable models are sometimes denoted by dots placed on the arrows between latent attri-
bute variables in usual representations of these models. However, these dots typically do not 
indicate whether the condensation function is conjunctive or disjunctive, which would have 
to be inferred from the textual description of the model or its mathematical formula. We also 
want to note that it is possible to investigate whether a response process is compensatory 
or noncompensatory by using global information-based fit indices for DCMs such as ver-
sions of Akaike’s information criterion (AIC; Akaike, 1974) or the Bayesian information crite-
rion (BIC; Schwarz, 1976). However, the data and theory required to compare the relative fit 
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of compensatory and noncompensatory DCMs and meaningfully interpret the results would 
need to be of a level of quality and detail that is seldom, if ever, attained in practice. We will 
return to the issue of absolute and relative model fit comparisons in more depth in Chapter 12.

5.1.8 the number of Levels of Latent Variables

Our discussion of DCMs has so far only considered one layer of multiple latent variables. 
However, it is common to utilize multidimensional FA models with multiple layers or orders 
of latent variables to investigate the different levels of aggregation or empirical separation that 
can be achieved for a set of constructs with a particular diagnostic assessment. An example 
of this from psychology is when a general higher-order intelligence factor is postulated that 
can be decomposed into different facets using several lower-order factors. Note that this dis-
cussion has nothing to do with multilevel/hierarchical latent-variable models that can be used 
to appropriately model variance components for sampling units at different levels that lead to 
nested data structures such as students within classrooms within schools. 

In the following discussion, we assume that the data structure is not hierarchically 
nested, and we focus on the nature and relationships of latent variables for higher-order 
DCMs with a nonnested data structure. Higher-order multidimensional CFA models typically 
use continuous latent variables throughout the model. In contrast to higher-order multi-
dimensional CFA models, the variables in higher-order DCMs have different scale types. In 
higher-order DCMs, the higher-level variable is continuous and broken down at the lower 
level by categorical latent variables that are used for classification purposes. For example, the 
higher-order dimension may be the ability to perform fraction addition and subtraction, while 
the constituent attributes may be components of adding and subtracting like “borrowing from 
whole number part” and “finding a common denominator.” Ultimately, the higher-order 
dimension provides a structure to the correlations between the categorical latent attribute 
variables, which is used to cull information that is shared between each attribute. This type 
of model is called a structural model and is covered with more technical depth in Chapter 8.

Figure 5.5 illustrates these differences in the scale types for traditional higher-order 
multidimensional CFA models with a simple loading structure and a higher-order DCM with 
a complex loading structure for the case of one higher-order variable, three lower-order at-
tribute variables, and 13 items. These models are equivalent to single-order models that 
contain all three pairwise correlations between the latent attribute variables, of course. In 
contrast, higher-order models with more than three lower-order latent variables could actu-
ally be used to test whether there is an added benefit in the simplification of assuming a 
higher-order factor compared to estimating all pairwise lower-order correlations. Put differ-
ently, the models in Figure 5.5 represent the simplest case that is chosen purely for illustra-
tive reasons and for economy of space.

5.1.9 the number of Latent Classes

Because the purpose of DCMs is to assign each respondent a certain attribute profile with 
high probability, the result of this process is the creation of different groups of respondents 
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with identical attribute profiles. In other words, DCMs are creating previously unobserved 
classes of respondents, which is why they are a special set of latent class models. In a proto-
typical application of a latent class model, the aim is to summarize the joint distribution of a 
set of categorical response variables with categorical latent variables similar to DCMs. How-
ever, the number of categorical latent variables and resulting latent classes is not predeter-
mined in such an analysis, which is why these models are technically called unrestricted latent 
class models. Analyses with these models often consist of fitting a sequence of models with an 
increasing number of latent classes to data, with the goal of selecting a model that represents 
the best compromise between statistical fit, parsimony, and interpretability. 

I1 I2 I3 I4 I5 I6 I7 I8 I9 

Higher-order CFA Model with Simple Loading Structure
 

(Confirmatory)
 

I10 I11 I12 I13

 
ATT 2 

 
ATT 3 

 
ATT 4 

 
ATT 1 

FiGure 5.5. Prototypical higher-order CFA models and DCMs. This figure shows two models with 
four latent variables each, indicated by circles, and 13 item variables each, indicated by rectangles. The 
one-directional arrows from the latent variables to the item variables and from the upper-level latent 
variable to the lower-level latent variables indicate loadings, the arrows pointing to the rectangles in the 
first model indicate measurement error, and the horizontal lines in the rectangles in the second model 
indicate thresholds (i.e., discrete latent and item variables).
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In contrast, DCMs are restricted latent class models (e.g., Haertel, 1989) because, as we 
have seen in Chapter 4, the total number of possible latent classes is determined by the total 
number of attributes and their dependencies. For example, if there are 4 different dichoto-
mously coded attributes that are independent of one another, there are 24 = 16 possible at-
tribute profiles, which represent the 16 latent classes. In general, the total number of possible 
latent classes for A independent dichotomously coded attributes is 2A, and the total number 
of distinct items that can measure these attributes is 2A – 1. The number of items is one less 
than the number of possible attribute profiles because an item measuring no attribute is 
nonsensical, even though respondents that do not possess any attributes are plausible. Of 
course, an assessment can contain more than 2A – 1 items, but some items would then be 
clones of one another in terms of the loading structure as they would have the same attribute 
profile in the Q-matrix. Nevertheless, they could differ in other characteristics such as diffi-
culty or discrimination akin to FA models with a complex loading structure where factor 
loadings and error variances can differ across items with the same loading pattern. Note, 
however, that it is not necessary for a diagnostic assessment to contain items with all poten-
tial attribute combinations for all latent classes to be empirically distinguishable. In fact, most 
assessments contain only items that measure two or three attributes at most, even if the as-
sessment measures more attributes overall. 

DCMs can also be called restricted latent class models because the restriction on the 
total number of possible latent classes results in equality restrictions for item parameters 
such as mastery thresholds when such models are estimated with a software program for 
traditional latent class analysis. This is exactly why a program like the CDM interface for 
Mplus (Templin, 2006) works the way it does. The program generates input code for Mplus 
that consists of specifying of an unrestricted latent class model with numerous equality con-
straints placed on item parameters across different latent classes that effectively make it a 
restricted latent class model. Later, in Chapter 9, we will discuss how one can estimate 
DCMs in Mplus based on the comprehensive modeling approach in Chapter 7, which ex-
tends the capabilities of the CDM interface even further.

As Section 5.1 of this chapter has shown, DCMs differ in purpose from traditional mul-
tidimensional IRT and FA models, but also share many structural commonalities with these 
models as well as with componential IRT and unrestricted latent class models. In the next 
section of this chapter, we describe how DCMs can be distinguished from one another to 
provide a relatively simple frame of reference for selecting, reading, and talking about differ-
ent DCMs in a meaningful way.

5.2 a taxOnOMy OF COre DCMs 

Different DCMs can be compared according to a variety of criteria. For example, one could 
compare the different models historically, starting with those first introduced into the re-
search literature and ending with the most recent ones. Alternatively, one could also com-
pare the different models in terms of frequency of use, which is often related to the availabil-
ity of software packages that can be used to estimate them. This would highlight the models 
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that are most commonly used in real-life applications and contrast them with more “exotic” 
models. 

The historic approach would be problematic, however, because rapid developments in 
the field may lead to an introduction of a new DCM even before this book is printed, and 
such an approach does not necessarily reflect how promising individual models are for wide-
spread applications. The utility approach is equally problematic because it contains a sig-
nificant value judgment on our part and ignores all research and practice that has been 
conducted but is not published in peer-reviewed outlets. Hence, we have decided to take a 
more neutral approach and to focus instead on objectively observable characteristics of DCMs 
that are likely to be equally applicable to well-established and newly developed models inde-
pendent of their frequency of use.

Similar to the discussion in Section 5.1, we will consider three characteristics to develop 
a taxonomy of DCMs: (1) the scale type of the observed (response) variables, (2) the scale 
type of the latent (attribute) variables, and (3) the compensatory or noncompensatory com-
bination of the latent attribute variables. This leads to the taxonomy of core DCMs in Table 
5.1, which is adapted from Rupp and Templin (2008b). 

Despite the fact that 18 different models are listed in Table 5.1, it is important to realize 
that all models serve the same purpose when it comes to respondents: to classify them into 
a predetermined number of latent classes (i.e., to assign them one of a set of predetermined 
attribute profiles). Even though the acronyms of the models are meaningless without further 
explanation, this is not problematic at this point because it is not necessary to understand their 
exact derivation in order to follow the subsequent argumentation. Five things are noteworthy 
about a model comparison at this level of detail. First, all DCMs are suitable for dichotomous 
response variables and utilize dichotomous latent variables, either because they have been 
defined in this way or because they are really more flexible and can be applied in these con-
texts as well. Thus, all models represent a natural fit for achievement applications where items 
are scored dichotomously (i.e., “correct” vs. “incorrect”) and relatively simple mastery state-
ments need to be constructed for each attribute (e.g., “mastery” vs. “nonmastery”).

Second, some models appear in different cells of Table 5.1. For example, the multiple 
classification latent class models (MCLCMs) (Maris, 1999) and Bayesian inference networks 
(BINs) (e.g., Almond et al., 2015) appear in every cell of Table 5.1. The reparameterized 
 unified/fusion model (RUM) (e.g., DiBello, Stout, & Roussos, 1995; Hartz, 2002; Templin, 
2006), appears in every cell of Table 5.1 associated with a noncompensatory structure. Simi-
larly, the general diagnostic model (GDM) (e.g., von Davier, 2005), the hierarchical GDM (e.g., 
von Davier, 2007), the generalized DINA model (de la Torre, 2008b), and the loglinear cognitive 
diagnosis model (LCDM) (e.g., Burke & Henson, 2008; Henson, Templin, & Willse, 2009; 
see Chapter 7), as compensatory models, appear in every cell in Table 5.1 associated with a 
compensatory structure. 

This pattern emerges because BINs represent a distinct modeling framework rather than 
a specific model (BINs are discussed in more detail in Section 5.3). MCLCMs similarly rep-
resent a flexible modeling framework rather than a specific model. However, even though it 
is useful to describe potential DCMs within an MCLCM framework, many of these models 
cannot currently be estimated within this framework, and so the MCLCM framework will not 
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tabLe 5.1. a taxonomy of DCMs 

 Latent predictor variables

 Dichotomous Polytomous Model type

 RSM
 AHM
 DINA
 HO-DINA
 MS-DINA
 NIDA  Noncompensatory
 RERUM
 BIN BIN
 MCLCM MCLCM
 Full NC-RUM Full NC-RUM
 Reduced NC-RUM Reduced NC-RUM

 DINO
 NIDO
 BIN BIN
 MCLCM MCLCM
 C-RUM C-RUM Compensatory
 GDM GDM
 H-GDM H-GDM
 LCDM LCDM
 G-DINA G-DINA 

 RSM
 AHM
 BIN BIN
 MCLCM MCLCM 

Noncompensatory

 Full NC-RUM Full NC-RUM
 Reduced NC-RUM Reduced NC-RUM

 BIN BIN
 MCLCM MCLCM
 C-RUM C-RUM
 GDM GDM Compensatory
 H-GDM H-GDM
 LCDM LCDM
 G-DINA G-DINA

Note. RSM, rule-space method; AHM, attribute hierarchy method; BIN, Bayesian inference 
network; DINA, deterministic inputs, noisy “and” gate; HO-DINA, higher-order DINA’ 
MS-DINA, multistrategy DINA, G-DINA, generalized DINA; DINO, deterministic inputs, 
noisy, “or” gate; NIDA, noisy inputs, deterministic “and” gate; NIDO, noisy inputs, deter-
ministic “or” gate; GDM, general diagnostic model; HGDM, hierarchical GDM; MCLCM, 
multiple classification latent class models; RUM, reparametrized unified model/fusion 
model; C-RUM, compensatory RUM; NC-RUM, noncompensatory RUM; full NC-RUM, 
NC-RUM with continuous latent interaction term; reduced NC-RUM, NC-RUM without 
latent interaction term; RERUM, random-effects RUM; LCDM, log-linear cognitive diagno-
sis model. 
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be further discussed in this book. However, the general log-linear modeling approach pre-
sented in Chapter 7 for the LCDM fulfills much the same purpose. 

Put differently, models that appear in many cells of Table 5.1 such as BINs, the RUM, 
the GDM, the G-DINA, and the LCDM, are less restrictive than models that appear in just a 
few cells such as the DINA, NIDA, DINO, or NIDO models. However, this flexibility comes 
at a price because they are also more complex, which translates into the fact that more item 
and, potentially, respondent parameters get estimated when parameters are not constrained. 
The current general trend in the literature is to express many of the simpler core DCMs as 
special cases within more flexible DCM frameworks, notably the GDM, the G-DINA model, 
and the LCDM. In some sense, these different frameworks can be viewed as different param-
eterizations of the same underlying idea, which is to express DCMs as nonlinear mixed models 
(Templin & Rupp, in press).

The previous comments may suggest that more flexible modeling frameworks are always 
structured so that they include simpler models as special cases. However, this is not neces-
sarily the case. It is true that within a more flexible modeling framework, models of different 
levels of complexity can be specified as special cases of one another within the same struc-
tural and estimation setup. Yet, there are also several cells in Table 5.1 where more flexible 
modeling frameworks are structurally different from the simpler models in the same cell or 
use different estimation algorithms embedded in very different software programs. For ex-
ample, although one can view the DINA model as a special case of the reduced NC-RUM, the 
MS-DINA model is not a special case of the reduced NC-RUM unless a multigroup estima-
tion approach were actually implemented in a software program with suitable estimation 
constraints. Clearly, then, the task of choosing between a more complex model and a simpler 
alternative is not necessarily an easy one, even though this process has become simpler re-
cently following the unification of the estimation approach for many models under common 
frameworks such as the LCDM. 

Using a more complex model, however, generally implies that its estimation will be 
more involved (e.g., may take much longer and require more statistical sophistication for 
optimizing it as a user), its output may be more difficult to interpret, and convergence of 
estimation routines may be harder to achieve in comparison to simpler models. Using a 
model that is too complex for the given data at hand may also result in overfitting, which 
means that the model does not reduce the complexity of the data structure to a sufficient 
degree to warrant its use as a meaningful explanatory mechanism. At the same time, while 
structurally simpler models may be attractive from estimation and interpretation perspec-
tives, their relative simplicity also has a drawback: namely, such models are less likely to fit a 
real data set. No matter which model is chosen for a particular application, however, it is 
important to understand that such choices should not be driven by inaccessibility to software 
programs; nowadays, estimation codes or software suites are available either as freeware or 
as research licenses for all DCMs listed in Table 5.1 (see Rupp & Templin, 2008b). 

The third thing to note about Table 5.1 is that it makes no mention of continuous latent 
and continuous observed variables. This is because continuous latent variables do not lead to 
direct statistical classifications but, rather, to a rank-ordering of respondents as in traditional 
IRT and FA models. Although a few DCMs utilize a mixture of categorical and continuous 
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latent variables, the combination and purpose of these variables are different depending on 
the particular model. For example, the original formulation of the full noncompensatory RUM 
model (full NC-RUM) (DiBello et al., 1995) allows for the use of a continuous interaction vari-
able that represents a penalty for utilizing additional attributes that are not represented in the 
Q-matrix. Researchers sometimes interpret this term as the propensity of respondents to 
utilize response strategies that differ from the one represented by the Q-matrix. In practice, 
however, estimation of this term has proven to be so challenging that it is often deleted from 
the model, resulting in the reduced noncompensatory RUM (reduced NC-RUM) (e.g., Hartz, 
2006; Templin, 2006). In contrast to continuous latent variables, continuous-response vari-
ables could be listed in Table 5.1, but we have chosen not to include this distinction here 
because most applications for DCMs currently involve diagnostic assessment with discrete 
response variables.

The fourth characteristic of Table 5.1 is that its categories are not sufficient to carve out 
all model differences fully inasmuch as it is impossible to distinguish the models within a cell 
at this level of detail. In order to differentiate all of the DCMs in Table 5.1 more fully, we need 
to inspect the level at which atypical responses are modeled. An atypical response can be of 
two types. The first type, called a slip, represents the case in which a respondent provides an 
incorrect or low response, even though he or she has mastered all relevant attributes for an 
item. The second type, called a guess, represents the case in which a respondent provides a 
correct or high response even though he or she has not mastered a sufficient number of rel-
evant attributes for an item. Consequently, DCMs estimate the probabilities of these two 
types of atypical response via parameters called slipping parameters and guessing parameters. 
Therefore, the key to differentiating DCMs further is to investigate where in the model struc-
ture the slipping and guessing parameters are included and which restrictions are imposed 
on them, which essentially could be:

1. At the level of the item with equality restrictions across attributes
2. At the level of the attribute with equality restrictions across items
3. At the level of each combination of item and attribute without any equality 

restrictions. 

In the case of the deterministic inputs, noisy and-gate (DINA) model and the deterministic 
inputs, noisy or-gate (DINO) model (e.g., Junker & Sijtsma, 2001; Templin & Henson, 2006), 
which are noncompensatory and compensatory analogs of one another, these processes are 
modeled at the item level with equality restrictions across attributes. Thus, each item has one 
associated slipping and guessing parameter, no attribute-specific slipping and guessing pa-
rameters. An analysis with 40 items would therefore produce 40 slipping and 40 guessing 
parameter estimates independent of the number of attributes measured by the diagnostic 
assessment. 

In the case of the noisy inputs, deterministic and-gate (NIDA) and the noisy inputs, deter-
ministic or-gate (NIDO) model (e.g., Junker & Sijtsma, 2001; Templin, 2006), which are also 
noncompensatory and compensatory analogs of one another, these processes are modeled at 
the attribute level with equality restrictions across items. Thus, each attribute has one associ-
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ated slipping and guessing parameter, and no item-specific slipping and guessing parameters. 
An analysis with six attributes would therefore produce six slipping and six guessing param-
eter estimates independent of how many items are included in the diagnostic assessment. 

In the full- and reduced NC-RUM and their compensatory analog, the compensatory 
RUM (which was independently developed as the GDM), this process is modeled separately 
for each combination of item and attribute. These models formally provide parameters that are 
combinations of slipping and guessing parameters. One item-level parameter is estimated that 
can be related to or substitute for slipping at the item level. Moreover, for each attribute-item 
combination (i.e., for each entry of 1 in the Q-matrix), a parameter is estimated that captures 
the relationship between slipping and guessing for that particular intersection of an attribute 
and an item. An analysis with 40 items and 6 attributes would therefore produce 40 item-level 
parameters and as many attribute-item parameters as there are 1’s in the Q-matrix (e.g., with 
an average number of 1.5 attributes per item, this would result in 60 additional parameters).

The fifth characteristic seen in Table 5.1 is two models that set themselves apart from 
others in terms of their estimation approach, which are the rule-space methodology (RSM) 
(e.g., Tatsuoka, 1983, 1995) and the associated attribute hierarchy method (AHM) (e.g., Leigh-
ton et al., 2004). Both are statistical pattern classification approaches that are not formally 
embedded in a complete probabilistic model structure, which we explain in the next section. 

5.3 reLateD CLassiFiCatiOn apprOaChes

The most prominent classification approaches for modeling data from diagnostic assessments 
are (1) knowledge-space theory, (2) the rule-space methodology, (3) the attribute hierarchy 
method, and (4) clustering algorithms, which we will now discuss in turn.

5.3.1 Knowledge-space theory

Knowledge-space theory (e.g., Doignon & Falmagne, 1999; Schrepp, 2003, 2005) can be 
viewed as the conceptual precursor to many of the DCMs currently being used for modeling 
data from diagnostic assessments. Knowledge-space theory has been prominent not only 
in the educational assessment literature, but also in biometrics, where it has been applied to 
dichotomously scored items and dichotomously coded attributes. As the name implies, the 
aim of knowledge-space theory is to structure the space of attribute combinations that rep-
resents the collectively possible knowledge measured by a given assessment instrument. Pub-
lications in the area of knowledge-space theory early on acknowledged notions such as 
slipping and guessing errors, problems with specifying a suitable Q-matrix and dependencies 
among attributes, as well as challenges in ascertaining model fit. 

The theoretical treaties on knowledge-space approaches are based on mathematical set 
theory, which is used to determine the logical inclusion relationships of elements in the 
knowledge space. Knowledge-space theory is indeed, first and foremost, a mathematical 
theory that accords a very flexible framework for theoretically specifying attribute structures 
and their relations to assessment items. Therefore, it has been more challenging to translate 
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the theoretical predictions into statistical estimation algorithms. When this has been done, 
the dominant method for estimation has been traditional maximum likelihood estimation, to 
which we will return in Chapters 10 and 11. 

In recent applications, restricted latent class models have been used to estimate the 
model parameters grounded within a knowledge-space framework by utilizing, for example, 
a probit distribution for the responses and a multinomial distribution for the latent attribute 
variables (e.g., Ünlü, 1999). In addition to the discrete latent variables representing the at-
tributes, some models have included additional continuous latent variables that represent 
strategies not captured by the Q-matrix similar to the RUM model. Furthermore, recent de-
velopments allow for placing restrictions on item and attribute parameters that model dif-
ferential response processes for respondents with different attribute profiles and item depen-
dencies. Unfortunately, most of the literature on knowledge-space theory is very dense and 
technical and is only fully accessible to people with a solid mathematical training. Further-
more, estimation is often based on codes written by individual authors or requires specifica-
tions in a programming suite, which makes the application of knowledge-space theory to real 
assessment problems unappealing for most practitioners. 

5.3.2 rule-space Methodology

The RSM (e.g., Tatsuoka, 1983, 1995, 2009) can be used to model dichotomously and poly-
tomously scored items, but is restricted to dichotomous attribute classifications (i.e., mas-
tery vs. nonmastery). The rule-space approach for classification represents a conjunctive non-
compensatory assumption in that all measured attributes have to be mastered to correspond 
correctly to an individual item. As stated in the previous section, the RSM is a pattern classi-
fication approach, not a fully probabilistic model, that consists of two distinct steps. In the 
first step, a traditional unidimensional IRT model is estimated, and the estimates from the 
IRT model are saved for use in the second step. Consequently, information about the attribute 
structure of the assessment is not used at all at this stage. In the second step, the respondents 
are classified into one of the attribute profiles using a multivariate distance measure. In the 
following, we want to describe this second step in some detail.

To achieve the classification in the second step, the Q-matrix for the assessment is con-
structed, and attribute dependencies as specified in an attribute hierarchy are used to reduce 
the maximum number of possible attribute profiles (2A) to a much smaller number of per-
missible attribute profiles. This is accomplished by specifying adjacency and reachability 
matrices and then computing a reduced Q-matrix by utilizing algorithms from Boolean alge-
bra (see Section 4.2). The reduced Q-matrix contains only those attribute profiles that are 
possible given the specified dependencies. Consequently, the reduced Q-matrix is used to 
compute the expected/“ideal” response patterns for each possible attribute profile. The ex-
pected response patterns are the responses that an individual with a certain attribute profile 
would provide to each item if he or she responded deterministically without error. By utiliz-
ing the IRT model from the first step, it is then possible to compute the expected/“ideal” 
latent variable value that corresponds to the expected/“ideal” score pattern. 
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In reality, however, respondents make mistakes such that their observed response pat-
terns deviate from the expected response patterns for some items. When we discussed the 
DCMs in Section 5.2, this was represented in the models through explicit slipping and guess-
ing parameters at the item or attribute level. In contrast, the rule-space methodology uses an 
atypicality/caution index for each person, which helps to measure how unusual any actual 
response pattern is in comparison to expected response patterns. This index is a combined 
measure of two residual distances for each person and item. The residual distances compare, 
for each respondent and each item, the expected proportion correct across all items (i.e., the 
mean item response probability), with (1) the expected proportion correct for a particular 
item (i.e., the item response probability for a particular item), and (2) the observed item re-
sponse (i.e., the correct or incorrect response). These discrepancy values are summed over all 
items to compute the caution index for the respondent. Therefore, respondents with identi-
cal latent-variable values can have different caution index values because their observed item 
response patterns can differ even though their model-predicted probabilities are identical. 
The larger the absolute value of a caution index, the more atypical the observed response 
pattern for a respondent is given his or her estimated latent-variable value. Specifically, larger 
negative values indicate more incorrect responses than expected, while larger positive values 
indicate more correct responses than expected. 

Given that the individual distances that make up the caution index can be positive or 
negative, the caution index is defined from –1 to +1. The expected value of the index is 0, 
with a positive variance that can be easily computed. Thus, the value of the raw index can be 
divided by its variance to obtain the standardized atypicality/caution index with a mean of 0 
and a variance of 1. Technically, it is possible to compute higher-dimensional analogs of this 
caution index, which are called generalized atypicality/caution indices, such that one caution 
index is computed for each specific subset of items (Tatsuoka, 1996). In practical applica-
tions of the rule-space methodology, however, a single caution index is typically used, which 
is viewed as the projection or reduction of the higher-dimensional space of caution indices 
onto a unidimensional space. Together, the latent variable value from the IRT model and the 
caution index span a two-dimensional space, which is called the rule-space. In this space, it 
is possible to locate an “idealized” respondent with an “idealized” caution index and the real 
respondents with their data-based caution indices. Note that idealized caution indices will 
differ from 0 since they are composed of 0’s and 1’s that are subtracted from model-based 
probabilities.

The developers of the rule-space methodology have shown that it is reasonable to as-
sume that the points corresponding to observed response patterns cluster around the points 
that correspond to the ideal response patterns, which can be viewed as the centroids of a 
bivariate normal distribution (e.g., Tatsuoka & Tatsuoka, 1987). Hence, the rule-space algo-
rithm attempts to classify each respondent by assigning the respondent to the attribute pro-
file that corresponds to the point in the rule-space to which his or her point is closest. This 
is done using a multidimensional distance measure called the Mahalanobis distance, which 
is well-known in multivariate statistical theory, along with a Bayesian classification rule based 
on discriminant functions. It is important to use the word “attempts” here because it is not 
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always possible to assign an attribute profile to a respondent due to inconclusive statistical 
evidence that assigns approximately equal probabilities to multiple profiles. 

Figure 5.6 illustrates the rule-space and the classification situation graphically. This 
graphic is a simplification because for any given assessment there would be more attribute 
profiles and clusters than can be meaningfully distinguished visually in a figure. The follow-
ing aspects of Figure 5.6 are worth discussing in more detail. First, all centroids are indeed 
in the center of the ellipses that represent the bivariate normal distributions corresponding to 
the expected response patterns. Second, not all ellipses are of the same size representing the 
different amounts of atypical responses that could be observed for each expected response 
pattern. Third, not all response patterns can be classified with similar statistical confidence. 
Specifically, the response pattern in Cluster 1 can be classified with high confidence because 
it is visually located near the center of the cluster distribution, while the response pattern in 
Cluster 2 can be classified with less confidence because it is visually located on the boundary 
of the cluster distribution. The response pattern located among the three clusters cannot be 
classified reliably at all because it is an equal distance away from the boundaries of all three 
cluster distributions. It represents a case where a respondent does not respond in conformity 
with the model. 

We noted earlier that the pattern classification approach of the RSM has advantages and 
disadvantages. It is advantageous because the methodology can apparently handle a rela-
tively large number of attributes (e.g., 15 or 20) with moderate sample sizes (e.g., 1,000 or 
2,000 respondents). This is a result of the fact that statistical distributions are used only at 
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two distinct steps, namely when a unidimensional IRT model is fit and when the classifica-
tion is performed but not for the entire procedure. But it is disadvantageous for exactly this 
reason. Specifically, fit statistics that follow well-known statistical distributions for items, 
respondents, or the methodology overall do not exist. 

In practical applications of the methodology, researchers typically report multiple linear 
regression results where the item difficulty values from the IRT model are regressed onto the 
attribute codes in the Q-matrix. Apart from ignoring the sampling error associated with the 
item difficulty parameter estimates from the IRT calibration that would be more properly 
handled in an integrated approach, the particular issue is that such an analysis does not re-
quire a RSM analysis at all. Thus, a high degree of explained variance is not evidence that the 
RSM functions well per se. Moreover, given the large number of attributes in a typical rule-
space analysis, it is likely that there is a large degree of correlation between them and that 
high values of variance explained could be partially a statistical artifact. In addition, studies 
that use the RSM often report the proportion of respondents that are successfully classified—
which is typically above .90—but they neither provide reference values nor discuss implica-
tions of misfit for practical decision making (see Rupp, 2007).

Lack of a widespread use of the RSM for operational assessments may also be grounded 
in the fact that the methodology can be estimated with only one software packet which is cur-
rently available only for a licensing fee for research purposes and runs solely on Unix ma-
chines (Varandi & Tatsuoka, 1992). Nevertheless, over the years the RSM has been applied 
to a variety of practical problems, and it continues to be applied even to complex data sets 
such as those arising out of international achievement studies like TIMSS. Predominantly, 
however, the examples have come from fraction subtraction and addition in mathematics, 
but there have been a few applications for reading comprehension (e.g., Buck et al., 1997), 
listening comprehension (e.g., Buck & Tatsuoka, 1998), architectural knowledge (Katz et al., 
1998), and mathematics more generally (Tatsuoka, Corter, & Tatsuoka, 2003). 

5.3.3 attribute hierarchy Method

The AHM (e.g., Gierl et al., 2007; Leighton, Gierl, & Hunka, 2004) has been developed as 
an extension of the RSM in an attempt to use a different probabilistic approach for classifying 
respondents and to encourage specialists more strongly to formalize how attributes are re-
lated to one another. The developers of the AHM argue that many applications of the RSM 
have ignored such dependencies despite the methodology’s technical capabilities to handle 
them and that the AHM puts these dependencies more explicitly in the foreground. As the 
name AHM suggests, the method is designed specifically for assessments where theoretical 
predictions about attribute dependencies can be specified. The resulting relationship between 
attributes is called an attribute hierarchy, which we have conceptually discussed in detail in 
Section 4.2. 

When it comes to classifying respondents, different statistical procedures have been 
explored for the AHM, the most recent ones being neural networks (Gierl, Cui, & Hunka, 
2008). In this short overview, we will focus on the original classification approaches because 
the search for an optimal approach is still underway and these two approaches can be used 
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more easily to illustrate the algorithmic nature of the AHM. At the root of the original clas-
sification approaches of the AHM is an IRT model, just as in the RSM. However, the model 
is used in a different way. In the first step in the AHM, the expected response patterns that 
result from each attribute profile that is possible under the attribute hierarchy are computed 
and then simply replicated to generate a larger sample of respondents with these patterns. 
Since an expected total score corresponds to each expected response pattern, the distribution 
of respondents with the expected response patterns is generated such that the total scores 
follow a certain distribution, typically a univariate normal distribution. 

In the second step, this generated sample of data is then used as data to calibrate a uni-
dimensional IRT model such as the two-parameter logistic model. On the basis of this cali-
bration, the traditional item parameters from IRT can be computed. The difference to the 
RSM is thus that the IRT model in the RSM is calibrated using the observed response data, 
whereas the IRT model in the AHM is calibrated using the expected response data, which 
leads to different item parameter estimates and different estimated latent variable values for 
each expected response pattern/attribute profile. 

In the third step, the respondents are classified using one of several different classifica-
tion approaches. In the first classification approach, each observed response pattern is com-
pared against all expected response patterns. In one method, the probabilities for slipping 
and guessing from the IRT model are used. A second method uses only the probabilities for 
slipping from the IRT model are used. A third method uses only the probabilities for slipping 
from the IRT model in conjunction with rules for logical inclusion of attribute profiles. The 
number of comparisons that need to be made depends on the number of respondents, items, 
and unique response patterns present in the data set. For example, if 1,000 respondents re-
sponded to a set of 22 items, then 22 × 1,000 = 22,000 response pattern comparisons would 
need to be made. If some respondents had the same observed response patterns, this num-
ber would, of course, decrease. 

To understand how these comparisons work in a bit more detail, it helps to consider a 
single observed response pattern and a single expected response pattern to which it is com-
pared. For those items where the observed item response matches the expected item response, 
no error probability is computed because no error was made. For those items where a slip-
ping error occurred (i.e., where the expected item response is 1 and the observed item re-
sponse is 0), the probability of an incorrect response for the item is computed using the IRT 
model. This is done at the latent-variable value that corresponds to the expected response 
pattern. For those items where a guessing error occurred (i.e., where the expected item re-
sponse is 0 and the observed item response is 1), the probability of a correct response for the 
item is computed using the IRT model at the same latent-variable value. As described above, 
different classification methods use either one of these two probabilities, both, or an addi-
tional logical inclusion rule. The resulting probabilities for this expected response pattern are 
then multiplied across all items, a process that yields a likelihood value for this particular 
expected response pattern. Thus, for each observed response pattern, this classification ap-
proach provides as many likelihood values as there are possible attribute profiles, and respon-
dents are assigned to the attribute profile for which the likelihood values is largest.
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Using the neural network approach, the AHM has recently been applied to data from 
a large-scale educational assessment (see Gierl, Wang, & Zhou, 2008, which describes the 
entire process of model development, model fitting, and score reporting). In addition, the 
researchers who developed the AHM have proposed an index to evaluate the goodness-of-fit 
of the model to the data (Cui & Leighton, 2009; Leighton, Cui, & Cor, 2009) as well as a 
reliability index for attribute classifications (Gierl, Cui, & Zhou, 2009). The AHM has also 
been used to assess item bias, or differential item functioning, for respondents with identical 
attribute profiles (Gierl, Zheng, & Cui, 2008) and to classify respondents in diagnostic com-
puter-adapative assessments (Gierl & Zhou, 2008). In sum, the research program surround-
ing the AHM is strong, but, just as the RSM, it needs to be remembered that the AHM is a 
pattern classification approach and not a fully probabilistic measurement model. In other 
words, just like the RSM, the AHM imposes weaker requirements on the data structure to 
arrive at respondent classifications, but also yields weaker statistical inference.

5.3.4 Clustering algorithms

Recently, research efforts have begun that represent a “step back” from DCMs with a fully 
probabilistic model structure. Researchers have instead started to investigate how success-
ful traditional classification approaches from multivariate statistics (e.g., Lattin, Caroll, & 
Green, 2003), which do not rely on latent variables at all, are in comparison to more sophis-
ticated measurement models when in comes to classifying respondents into a set of distinct 
latent classes. The two predominant algorithms for this purpose are K-means clustering and 
hierarchical agglomerative/divisive clustering. These methods are designed to group objects 
into mutually distinct sets. In the context of diagnostic assessments, the objects are the 
respondents.

The approaches require two essential components. The first component is a definition 
of a multidimensional metric that can be used to compute the distance between objects in the 
multidimensional space that is spanned by their values on several observed response vari-
ables. Distance metrics are, for example, the Euclidian distance or the city-block distance, 
which measure differences in squared units in absolute units. Another suitable distance mea-
sure is the Mahalanobis distance, which was used in the RSM as well. It is essentially a metric 
that adjusts the squared difference between the individual total scores on the A dimensions 
by the observed covariation between the total scores. In the context of diagnostic assess-
ments, the observed response variables are the item response variables, which are discrete. 
Consequently, a suitable set of metrics consists of measures of association for the item re-
sponses such as different types of correlation coefficients or, more simply, total scores for the 
A dimensions that are represented by the A latent attribute variables. These total scores are 
computed rather simply as the total score on all items that measure each attribute. The sec-
ond component required for clustering algorithms to work is a definition of how the distance 
between multiple objects is computed on the metric that is chosen so that the objects closest 
to one another can be joined into existing clusters. Approaches include, for example, taking 
the smallest, the largest, or the average distance between any two objects in two clusters. 
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As the name implies, K-means clustering starts by selecting a set of K objects from the 
data set, which form the centers of the clusters to be constructed. These can be randomly 
selected or sequentially selected using more sophisticated algorithms, which seems to be a 
preferred method due to the resulting instability of the clustering solution if the initial K 
values are poorly chosen. In the context of a diagnostic assessment, a suitable choice for the 
number K would be C, the number of latent classes that one would like to empirically distin-
guish with a diagnostic assessment. Using a suitable metric and definition of distance be-
tween clusters, respondents are then assigned sequentially to the C latent classes based on the 
similarities of their response patterns with those of other respondents under the association 
measure chosen as the metric.

The second clustering approach proceeds sequentially by either treating all respondents 
as separate latent classes and then joining respondents until all respondents form one latent 
class or by starting this process with a single latent class and then disjoining all respondents 
until each respondent represents a distinct latent class. As this description suggests, there are 
no clear empirical criteria for determining a suitable number of latent classes, even though one 
could use the expected number of latent classes and the relative distances between classes as 
starting points. The way respondents are assigned to these latent classes will differ, however, 
depending on the direction in which the algorithm is started.

A few researchers such as Willse, Henson, and Templin (2007) and Nugent, Dean,  Ayers, 
and Junker (2009) have recently begun to thoroughly investigate and refine these methods. 
One of the most comprehensive documentations of the current state of the art of these 
methods is the dissertation by Chiu (2008). Combining analytical results, simulation study 
results, and real-data results, Chiu shows that traditional clustering algorithms can perform 
reasonably well compared to DCMs under certain conditions. Specifically, it was found that 
certain clustering algorithms work well for the DINA model, but struggled more severely to 
reproduce the correct respondent classifications for more complex DCMs in a simulation 
study. In general, DCMs appear to be superior to clustering algorithms, but they are also 
computationally more expensive. Yet since clustering algorithms are exploratory methods, it 
needs to be remembered that they suffer from the same limitations as the RSM and the AHM, 
namely, that they yield weak statistical inference. 

5.4 bayesian inFerenCe netwOrKs

In contrast to the previous four classification approaches, BINs represent an entire class of 
statistical models with a full probability structure similar to DCMs. The area of BINs is a very 
rich area of research with a long history, and BINs have recently been applied successfully in 
the area of diagnostic assessments (e.g., Levy & Mislevy, 2004; Sinharay & Almond, 2007; 
West et al., 2009; Yan, Mislevy, & Almond, 2003). We can only skim the surface on these 
models here and refer the readers to books that can provide a more thorough and compre-
hensive overview of BINs and their application to diagnostic assessment (e.g., Almond et al., 
2015). 
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Just like other DCMs, the main purpose of BINs is to classify respondents by using mul-
tiple latent variables that represent the attributes of interest. The latent variables in a BIN are 
typically polytomous, meaning that attributes are modeled in terms of their degree of mas-
tery (e.g., “not mastered” versus “partially mastered” versus “fully mastered”). As the word 
“network” implies, the visual core of these models is a graphical model representation that 
shows how different latent variables are related to one another. Technically, a network repre-
sentation is also known as a directed acyclic graph. An example of such a network is shown in 
Figure 5.7 for four prototypical attributes labeled ATT 1 to ATT 4.

In such a network, the latent variables that have arrows pointing to them—Attribute 1 
and Attribute 2 in Figure 5.7—are called children whereas those from which the arrows origi-
nate—Attribute 3 and Attribute 4 in Figure 5.7—are called parents, which is reminiscent of 
attribute hierarchies as discussed in Chapter 4. In a BIN the dependence relationships be-
tween the constituent attributes can also show hidden levels of complexity such as ceiling 
effects (i.e., the values of a child can never exceed a certain threshold for certain values of the 
parent) or floor effects (i.e., the values of a child can never have values that fall below a cer-
tain threshold for certain values of the parent), which are not directly obvious from the 
graphical representation. For a real-life sample application of BINs within the context of prin-
cipled assessment design, we encourage the reader to revisit Chapter 2. 

Essentially, such a network represents the full probability distribution of all latent attri-
bute variables that are included in the model. Estimation within a Bayesian inference net-
work capitalizes on recursive relationships between the latent variables within the network, 
which are called conditional probability distributions, such that estimating the full probability 
distribution becomes numerically feasible. Statistically, one can show that a full distribution 
can be represented through a chain of conditional probability distributions. If certain vari-
ables do not depend on other variables, this decomposition can be further simplified. In this 
case, the conditional independence relationships between such variables are exploited to 
make the problem simpler. 

 
ATT 3  

 
ATT 4  

 
ATT 1  

 
ATT 2  

FiGure 5.7. An example of a simple BIN. This figure shows a model with four latent variables, in-
dicated by circles, but does not show item variables. The horizontal lines in the circles indicate thresh-
olds (i.e., binary latent variables), and the directional arrows indicate conditional relationships.
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For example, in the network in Figure 5.7, Attribute 1 does not depend on Attribute 2, 
and Attribute 3 does not depend on Attribute 4, even though both Attribute 1 and Attribute 
2 depend on Attribute 3 and Attribute 4. Hence, the full probability distribution P for the 
four attributes can be decomposed using these conditional independence relationships as 
follows:

P(A1, A2, A3, A4)  = P(A1|A2, A3, A4) ⋅P(A2|A3, A4) ⋅P(A3|A4) ⋅P(A4)  
= P(A1|A3, A4) ⋅P(A2|A3, A4) ⋅P(A3) ⋅P(A4)

The word “Bayesian” implies the central role of Bayes’ theorem, which is an important theoreti-
cal result that can be used to combine theoretical information about model parameters with 
observed information in the data. It also suggests that Bayesian estimation more generally 
plays an important role in BINs. However, Bayesian estimation theory is also relevant for es-
timating many other DCMs, even though it may seem that it could be specific to BINs. 

Under a Bayesian estimation approach, each parameter in a statistical model (e.g., an 
item difficulty parameter or the latent variable values in a traditional IRT model) is viewed as 
a random quantity, which means that it has a probability distribution. The basic idea is that 
any information about which values a parameter can take on—for example, based on previ-
ous empirical studies or substantive theory—is captured in the prior distribution for the 
parameter (e.g., a normal distribution for a single latent variable value in a traditional IRT 
model). 

The goal of Bayesian analysis is to compute the posterior distribution for the parameter, 
which combines the prior information and the information about the parameters that is con-
tained in the data. Once the posterior distribution for each parameter is available, it can be 
used to estimate its most likely single value, which is computed as either the mean/expected 
a posteriori (EAP) value or the mode/maximum a posteriori (MAP) value of the posterior distri-
bution. By using the principle of reasoning that is captured in Bayes’ theorem, it can be 
shown that the posterior distribution is proportional to the product of the prior distribution 
and the likelihood for the data:

 Posterior Distribution ∝ Prior Distribution × Likelihood of Data

In other words, information about each parameter in the model is a blend of theoretically de-
rived information and empirically derived information computed from the response patterns. 

This updating has important implications for how information is distributed sequen-
tially in a BIN, which relates to the word “inference” in the term BIN. The idea is that new 
information (e.g., a response to a new item in an adaptive diagnostic assessment) provides 
direct information about those attributes that are measured by an item. But, if those are con-
nected to other attributes in the network, it also provides indirect information about the 
mastery status of the other attributes. This is a process known as backward propagation be-
cause new information “trickles up backwards” through the network. 

Among the advantages of Bayesian inference networks, they can be used to specify quite 
complex attribute structures, and the estimation of parameters in the model (i.e., the item 
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parameters and latent variable values) is based on a fully probabilistic framework. Moreover, 
numerous software programs are available to estimate BINs (for a list, see Rupp & Templin, 
2008b). One disadvantage is that either large sample sizes—typically several hundred or several 
thousand respondents—may be required to calibrate the model reliably or a strong reliance 
on well-specified prior information is needed. Moreover, developing theoretical information 
about the phenomena that can be reliably translated into prior distributions for parameters 
requires a high degree of expertise. The same could also be said for construction of the net-
work itself, which is akin to specifying the attribute hierarchies and Q-matrices for the other 
models we have discussed. Hence, these limitations are not really specific to BINs per se but 
are a matter of concern for all DCMs. 

5.5 Chapter COnCLusiOn

In this chapter, we defined DCMs as confirmatory multidimensional latent-variable models 
with categorical latent variables. Furthermore, we stated that DCMs combine the latent vari-
ables in a noncompensatory or a compensatory fashion depending on which condensation 
rule is used. Moreover, we observed that the objective of all DCMs is to classify respondents 
with the help of these latent variables, which results in attribute profiles being assigned to 
them. By focusing on these characteristics, it became apparent that they share a variety of 
aspects with multidimensional IRT models, multidimensional CFA models, multicomponent 
models, and unrestricted latent class models. Importantly, to set DCMs apart from these other 
models, it was necessary to resort to statistical considerations as well as substantive consid-
erations about what the latent variables in these models typically represent. 

We then arranged core DCMs in a taxonomy that was generated using a subset of these 
criteria, namely, the scale type of observed variables they are capable of handling, the scale 
type of latent variables they utilize, the way the latent variables are combined via condensation 
rules, and the level at which the atypical responses of slipping and guessing are modeled. 
Finally, we reviewed some alternative classification approaches that included knowledge-space 
approaches, the RSM, the AHM, and BINs. In Chapter 6 we now return to the core DCMs 
that we introduced in Section 5.2 in more detail and present their mathematical formulas as 
well as additional information on how to interpret their constituent parameters. 
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6

The Statistical Structure of Core DCMs

In this chapter we focus on the core DCMs that we introduced in Section 5.2, specifically the 
DINA, DINO, NIDA, NIDO, C-RUM, and NC-RUM; the LCDM will be discussed separately 
in Chapter 7. For each model, we deconstruct their mathematical formulas and interpret 
model parameters for diagnostic decision making. In Section 6.1 we describe the general 
mathematical structure of DCMs within the framework of latent class models. Following this 
discussion, core DCMs will be presented in two distinct sets, which are noncompensatory and 
compensatory models. Specifically, in Section 6.2 we describe the DINA, NIDA, and NC-
RUM models, and in Section 6.3 we describe the DINO, NIDO, and C-RUM models. For each 
model, we present its mathematical formula, explain all constituent parameters and compo-
nents, and provide an example for what parameter estimates look like for a real data set. 

For notational clarity, we will use the same subscripts for each of the DCMs that we are 
going to introduce. Respondents are subscripted with an r, items are subscripted with an i, 
attributes are subscripted with an a, and latent classes are subscripted with a c. Conse-
quently, Xri represents the observed score of respondent r for item i, qia represents the binary 
entry in the Q-matrix for item i and attribute a, and ara represents the latent attribute vari-
able indicating whether respondent r has mastered attribute a (ara = 1) or not (ara = 0). This 
can be alternatively expressed at the level of the latent class such that aca represents the at-
tribute variable for respondents in latent class c that indicates whether respondents in this 
class have mastered attribute a (aca = 1) or not (aca = 0). Although many DCMs can be pa-
rameterized to accommodate items that are polytomously scored, for simplicity of exposition 
all models presented in this chapter will assume dichotomously scored items. That is, respon-
dent r either answers item i correctly (Xri = 1) or incorrectly (Xri = 0), which can be alterna-
tively expressed at the level of the latent class such that respondents in latent class c either 
answer item i correctly (Xci = 1) or incorrectly (Xci = 0). 

Depending on whether the DCMs in this chapter represent aberrant responses in the 
forms of slips and guesses at the item, attribute, or attribute × item level, the subscripts for 
the associated parameters will differ across the models. Thus, the subscripts are an important 
aid in reading the model equations and in understanding how many parameters are esti-
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mated for each model and at what levels. Furthermore, the symbol ‘|’ is used to mean that 
the expression to the left of the symbol depends on (i.e., is conditional on) the values of the 
variables to the right of the symbol. In this book we symbolically represent only random 
quantities that we condition on and omit quantities that are unknown but fixed. 

6.1 General MatheMatical Structure of DcMs

Prior to introducing the six core DCMs in this chapter, we must discuss some modeling back-
ground that elaborates on the discussions in Chapter 5. Because each of the DCMs in this 
chapter is defined for binary items and because each DCM involves modeling item response 
behavior as a function of a set of binary attributes, DCMs are extensions of unrestricted la-
tent class models (LCMs). DCMs are, in fact, restricted LCMs, and so we will present a general 
parameterization of LCMs first and then show how DCMs can be viewed as particular repa-
rameterizations of certain LCM parameters. Recall from Chapter 5 that each unique attribute 
profile is its own latent class so that a DCM with A independent binary attributes results in 
a total of 2A latent classes. However, this number can be substantially reduced if attribute de-
pendencies exist and are encoded in an attribute hierarchy, which we discussed in Chapter 4 
in more detail. 

In order to frame the following discussion of LCMs and DCMs, consider the case where 
a researcher is interested in answering the following simple educational research questions:

1. How difficult are the items for those respondents who have mastered the material? 
2. How difficult are the items for those respondents who have not mastered the 

material? 
3. What is the probability that a respondent is a master of the material?
4. How many respondents are masters of the material?

To answer these questions, parameters in an LCM with two latent classes (i.e., C = 2)—one 
representing the masters and one representing the nonmasters—can be used, which is called 
the mastery model by Macready and Dayton (1977). 

Formally, the probability of a correct response to item i by respondent r given that he or 
she belongs to class c can be symbolically written as 

 P(Xri = 1|c) = pic (6.1)

This can be alternatively interpreted as the probability of a correct response to item i for all 
respondents in class c (i.e., the item response probability in short) or as the difficulty of item 
i for respondents in class c. For each item there will be an item difficulty parameter for each 
of the two latent classes. For example, under the mastery model, when using a diagnostic 
assessment with 20 items, a total of 2 × 20 = 40 item response probabilities would be esti-
mated in an LCM analysis. The item response probabilities can thus directly be used to an-
swer the first two research questions from above. Furthermore, two latent class membership 
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probabilities, u1 and u2, would be presented in the LCM output for each respondent, which 
represent the probabilities that each respondent belongs to each of the two latent classes. 
These probabilities are also known as the mixing proportions for the LCM and could be used 
to answer research question three from above. Technically, only one latent class membership 
probability would need to be estimated, because all class membership probabilities need to 
add up to 1 so that the last one is always determined by the values of all previous ones. 

The formal mathematical representation of these probabilities in an LCM looks as 
follows: 

 Structural Measurement
 

			 									

 P(Xr = xr) = ∑
C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir (6.2)

where P(⋅) is a probability, Xr and xr are the observed response data across all items, xir is the 
observed response of respondent r to item i, pic is the probability of correct response to item 
i by a respondent in latent class c, and uc is the probability of membership in latent class c. 
In Equation 6.2, The product symbol, ∏(⋅), indicates that the expression following it is mul-
tiplied across all items from i = 1 to I. Note that this expression is a product over a set of 
random Bernoulli variables for the I items, which are variables that take on only the values 0 
and 1 for item i; the probability of a correct response to item i by a respondent in latent class 
c is pic from above. The expression after the product thus simply states that the probability 
of a correct response to item i in latent class c is p1

ic(1 – pic)0 = pic while the probability of an 
incorrect response is p0

ic(1 – pic)1 = 1 – pic. Therefore, the product term provides, for each 
latent class, the joint probability or likelihood of a particular response pattern. The multiplica-
tion is justified, because the responses to items are assumed to be independent within a given 
latent class, which is a property known as local or conditional independence. This result derives 
from basic probability theory, which states that the joint probability of independent events is 
computed as the product of the individual probabilities for the independent events. 

Furthermore, the summation symbol, ∑(⋅), indicates that the expression following it is 
summed across all latent classes from c = 1 to C. The mixing proportions uc are the estimated 
proportions of respondents in the population that belong to latent class c. Consequently, 
there are as many mixing proportions as there are latent classes in the output for an LCM 
analysis. The summation across latent classes thus shows the marginal likelihood for a given 
observed data matrix, P(X = x). We say that the product component can be regarded as the 
measurement component of the model as it is the component that directly links the unobserv-
able latent variables with the observable data. We also say that the summation part with the 
mixing proportions is the structural component of the model because it is used to describe the 
association between latent attribute variables in DCMs; these terms are language borrowed 
from the structural equation model literature.

Utilizing the model representation in Equation 6.2, one can view the different DCMs as 
providing different parameterizations of the response probabilities pic in the measurement 
component of the unrestricted LCM. To understand the differences between an unrestricted 
LCM and different DCMs, it is helpful to compare the parameters that are estimated with 
these models. As an example, consider the case where a diagnostic assessment with four items 
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is administered to a sample of respondents and all attributes are considered independent. In 
this case there will be 24 = 16 attribute profiles or latent classes that can be distinguished by 
either an LCM or a DCM, one for each possible combination of mastery or nonmastery of 
each of the four attributes. However, the number of model parameters that need to be esti-
mated will differ depending on which model is used. As a baseline, Table 6.1 shows the pa-
rameters that would need to be estimated for an unrestricted LCM. As Table 6.1 shows, a 
total of 16 × 4 = 64 item parameters and 16 – 1 = 15 mixing proportions would need to be 
estimated.

In the following sections, we introduce different core DCMs and highlight how they sim-
plify the estimation process due to the restrictions that they place on item parameters via the 
Q-matrix as well as the parameterizations of the pic parameters that they utilize.

6.2 noncoMpenSatory DcMs

Recall from Chapter 5 that noncompensatory DCMs reflect the assumption that a deficit in 
one latent variable cannot be compensated for by a surplus in a different latent variable. 
Mathematically, then, they generally contain products of latent variables. As such, the DINA, 
NIDA, and NC-RUM are noncompensatory models and will be discussed in this section. To 
aid in the clarity of the description for each model and to help understand the differences 
between these models, a simple application context for noncompensatory DCMs is given first. 

The example comes from a diagnostic assessment for basic arithmetic. It contains four 
items that measure four proficiency attributes, “Addition,” “Subtraction,” “Multiplication,” 
and “Division,” either in isolation or in combination. Basic arithmetic is chosen as an appli-
cation domain because the relevant attributes for such items can generally be described in 

table 6.1. parameters of an lcM for Sample Diagnostic assessment

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] p1,1 p2,1 p 3,1 p4,1

 2 [0,0,0,1] p1,2 p2,2 p3,2 p4,2

 3 [0,0,1,0] p1,3 p2,3 p3,3 p4,3

 4 [0,0,1,1] p1,4 p2,4 p3,4 p4,4

 5 [0,1,0,0] p1,5 p2,5 p3,5 p4,5

 6 [0,1,0,1] p1,6 p2,6 p3,6 p4,6

 7 [0,1,1,0] p1,7 p2,7 p3,7 p4,7

 8 [0,1,1,1] p1,8 p2,8 p3,8 p4,8

 9 [1,0,0,0] p1,9 p2,9 p3,9 p4,9

10 [1,0,0,1] p1,10 p2,10 p3,10 p4,10

11 [1,0,1,0] p1,11 p2,11 p3,11 p4,11

12 [1,0,1,1] p1,12 p2,12 p3,12 p4,12

13 [1,1,0,0] p1,13 p2,13 p3,13 p4,13

14 [1,1,0,1] p1,14 p2,14 p3,14 p4,14

15 [1,1,1,0] p1,15 p2,15 p3,15 p4,15

16 [1,1,1,1] p1,16 p2,16 p3,16 p4,16
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great detail, which entails that they can be reliably identified and encoded in the Q-matrix 
for the DCM. The four items and the associated Q-matrix are shown in Table 6.2, which 
shows that Item 1 requires mastery of addition and subtraction, Item 2 requires mastery 
of division, Item 3 requires mastery of subtraction and multiplication, and Item 4 requires 
mastery of addition. We note that Item 3 also requires knowledge of the order in which op-
erations are performed, but this attribute is not coded in this example. This highlights that 
the selection of attributes entails a choice about the definitional grain size of the attributes and 
their construct representation as discussed in Chapter 4. For example, if this attribute were 
not coded but the mastery or nonmastery of this attribute truly influenced response patterns 
in a differential way, the systematic nature of this relationship would get lost in the analysis. 

6.2.1 the Dina Model

The deterministic-input, noisy-and-gate (DINA) model (e.g., Haertel, 1989; Junker & Sijtsma, 
2001; de la Torre & Douglas, 2004) is a noncompensatory model with a conjunctive conden-
sation rule. Recall from Chapter 5 that a conjunctive condensation rule means, from a deter-
ministic perspective, that a respondent needs to have mastered all measured attributes to 
obtain a score of 1 on a particular item. Moreover, the DINA model separates respondents 
broadly into two mastery classes for each item: one class with respondents who have mas-
tered all measured attributes, and one class with respondents who are nonmasters of at least 
one of the attributes measured by the item. An important characteristic of the DINA model 
is that no further differentiation between respondents who lack different attributes is made 
for any item. 

With respect to any of the basic arithmetic items in Table 6.2, the DINA model assumes 
that all arithmetic attributes that are specified in the Q-matrix for an item need to be mas-
tered by respondents for them to have a high probability of correctly answering the item. 
Even if only one of the measured attributes is missing, then the model assumes that it is 
unlikely that the item will be answered correctly. To better understand this assumption of the 
DINA model, consider Item 1, which requires both addition and subtraction. Even though 
this is a single item, it could actually be written as two separate subitems. The first subitem 
would be the simple addition “2 + 3 = ?” whereas the second subitem would be the subtrac-
tion “Result – 1 = ?”. Of course, this logic could also be reversed so that the subtraction is 
performed first and the result from the subtraction is used in the subsequent addition. In 

table 6.2. Q-Matrix for basic arithmetic items 

Items  Addition Subtraction Multiplication Division

 2 + 3 – 1 = ? 1 1 0 0
 4/2 = ? 0 0 0 1
 5 × 3 – 4 = ? 0 1 1 0
 8 + 12 = ? 1 0 0 0
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general, if an item can be written as a chain of smaller subitems, we see that any incorrect 
answer to any subitem would, deterministically, result in an incorrect response. From a prob-
abilistic perspective, however, a respondent may still give either a correct answer or an incor-
rect answer owing to response processes that can be informally described as lucky guesses or 
careless errors (i.e., slips).

Building the formula for the DINA model requires three core elements. The first element 
is a latent variable ξic defined for item i and respondents in latent class c; this is the determin-
istic input of the DINA model. The purpose of this variable is to indicate whether respondents 
in latent class c have mastered all measured attributes for item i(ξic = 1) or not (ξic = 0). Again, 
using Item 1 from Table 6.2 as an example, ξic = 1 if both addition and subtraction have been 
mastered and ξic = 0 if (a) only addition has been mastered, (b) only subtraction has been 
mastered, or (c) neither addition nor subtraction has been mastered. 

The conjunctive kernel that creates the variable ξic is called an and-gate because it func-
tions like an output summary that takes the individual elements and condenses them much 
as a gate in a park forces people to enter and exit in a particular way. It is mathematically 
expressed as follows:

 ξic = ∏
A

a=1
aca

qia (6.3)

If an attribute is not measured by an item, then qia = 0, which implies that a0
ca = 1, in which 

case the respective product term does not matter. If an attribute is measured, then qia = 1, 
which implies that it matters whether aca = 0 or aca = 1 (i.e., whether respondents in latent 
class c have mastered the measured attribute). Because the product is defined over all items, 
ξic = 1 occurs only when all product terms are 1, which means that all measured attributes 
for item i have been mastered by respondents in latent class c. 

However, the DINA model allows for the possibility that respondents who have mastered 
all measured attributes (i.e., respondents in latent class c who have ξic = 1) “slip” and incor-
rectly answer the item as well as for the possibility that respondents who have not mastered 
at least one of the measured attributes (i.e., respondents in latent class c who have ξic = 0) 
“guess” and correctly answer the item nevertheless. The slipping parameter (si) is the prob-
ability that the first event occurs whereas the guessing parameter (gi) is the probability that the 
second event occurs. Formally, the slipping and guessing parameters are defined as follows:

 gi = P(Xic = 1|ξic = 0) (6.4)

 si = P(Xic = 0|ξic = 1) (6.5)

When the chances of slipping and guessing have been determined and when ξic is 
known, the probability of a correct response can be computed. Specifically, if ξic = 1 respon-
dents should correctly respond to the item unless they “slip,” which is why the probability 
of a correct response is the probability of “not slipping,” (1 – si). However, if ξic = 0, then 
the respondents should answer the item incorrectly so that gi directly defines the probability 
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of a correct response due to “guessing.” Therefore, the probability of a correct response of a 
respondent in latent class c for item i is represented by the DINA model as follows: 

 pic = P(Xic = 1|ξic) = (1 – si)ξicgi
1–ξic

 (6.6)

where P(⋅) is a probability, pic is the probability of correct response for item i in latent class c, 
Xic is the observed response for item i in latent class c, ξic is the global attribute mastery 
indicator for item i in latent class c, (1 – si) is the probability of not slipping for item i, and 
gi is the probability of guessing for item i. Put simply, the response probability is pic = (1 – 
si)1gi

1–1 = (1 – si) if a respondent in latent class c has mastered all necessary attributes and 
pic = (1 – si)0gi

1–0 = gi if he or she has not. Alternatively, the four response probabilities can 
be summarized as in Table 6.3. Note how the probabilities for each mastery condition add 
up to 1 as only one of the two mastery states can really be true. Furthermore, the item prob-
abilities in the DINA model are subject to an order constraint such that (1 – si) must be greater 
than gi. This ensures that a respondent who has mastered all measured attributes has a 
higher chance of correctly answering an item than a respondent who is lacking at least one 
of the measured attributes, which is intuitively plausible and analogous to the monotonicity 
assumption in other latent variable models. The DINA model thus provides one slipping 
parameter and one guessing parameter per item with equality constraints across attributes. 
As a consequence, the number of parameters in the model is not influenced by the number 
of attributes that the diagnostic assessment is measuring; instead, it is solely influenced by 
the number of items included on the assessment.

One can visualize DINA output for the sample diagnostic assessment in Table 6.2 as 
shown in Table 6.4 where the estimates and standard errors are fictitious numbers that serve 
purely illustrative purposes. Table 6.4 shows that the most informative item on the assess-
ment is Item 4 (8 + 12 = ?), because both slipping and guessing probabilities are low. Specifi-
cally, for a respondent who has mastered addition, there is only a 5% chance (s4 = .05) that 
this item is answered incorrectly. In addition, a respondent who has not mastered addition 
has only a 2% chance (g4 = .02) of guessing the correct answer. It can also be seen that Item 
1 is the least informative item, because nonmasters of addition and subtraction still have a 
substantial chance of guessing the correct answer (g1 = .30). Generally speaking, a good fit 
between the diagnostic assessment design, the response data, and the postulated DINA model 
is attained when the estimates of the slipping and guessing parameters are “small.” However, 
no generally agreed-upon or theoretically justifiable cutoffs for what constitutes “small” exist. 

table 6.3. response probabilities in the Dina Model

 Xic = 1 Xic = 0 
 (correct response) (incorrect response)

ξic = 1  1 – si si

(mastery of all measured attributes)

ξic = 0  gi 1 – gi

(nonmastery of at least one measured attribute)
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We will return to this issue later in Chapter 12 when we discuss assessing item and model 
misfit.

The fact that the DINA model divides respondents into two mastery classes for each 
item (i.e., those who have mastered all measured attributes and those who are lacking at least 
one measured attribute) means that the model substantially reduces the number of param-
eters that need to be estimated overall in comparison to the LCM parameterization in Table 
6.1; the DINA parameterization for the same assessment is shown in Table 6.5. As is shown 
in Table 6.5, the probabilities of a correct response for each item are indeed constrained to 
be equal across certain latent classes for each item as stated earlier. For example, for Item 1 
(2 + 3 – 1 = ?) in Table 6.2 the first 12 latent classes have a probability of responding correctly 
of g1 while the last four latent classes have a probability of responding correctly of (1 – s1).

table 6.4. parameter estimates in Dina Model

        Standard 
Items  Addition Subtraction Multiplication Division Parameter Estimate error

 2 + 3 – 1 = ? 1 1 0 0  s1  .08 .01 
g1 .30 .02

 4/2 = ? 0 0 0 1  s2  .05 .01 
g2 .12 .01

 5 × 3 – 4 = ? 0 1 1 0  s3  .15 .02 
g3 .02 .01

 8 + 12 = ? 1 0 0 0  s4  .05 .01 
g4 .02 .01

table 6.5. Dina parameterization of Sample Diagnostic assessment

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] g1 g2 g3 g4

 2 [0,0,0,1] g1 (1-s2) g3 g4

 3 [0,0,1,0] g1 g2 g3 g4

 4 [0,0,1,1] g1 (1-s2) g3 g4

 5 [0,1,0,0] g1 g2 g3 g4

 6 [0,1,0,1] g1 (1-s2) g3 g4

 7 [0,1,1,0] g1 g2 (1-s3) g4

 8 [0,1,1,1] g1 (1-s2) (1-s3) g4

 9 [1,0,0,0] g1 g2 g3 (1-s4)
10 [1,0,0,1] g1 (1-s2) g3 (1-s4)
11 [1,0,1,0] g1 g2 g3 (1-s4)
12 [1,0,1,1] g1 (1-s2) g3 (1-s4)
13 [1,1,0,0] (1-s1) g2 g3 (1-s4)
14 [1,1,0,1] (1-s1) (1-s2) g3 (1-s4)
15 [1,1,1,0] (1-s1) g2 (1-s3) (1-s4)
16 [1,1,1,1] (1-s1) (1-s2) (1-s3) (1-s4)

Note. The subscripts for the slipping and guessing parameters refer to items.
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6.2.2 the niDa Model

One limitation of the DINA model is that it does not further differentiate between respon-
dents who have not mastered at least one attribute. In some situations it may seem reason-
able that a respondent lacking only one of the measured attributes has a higher chance of a 
correct response than a respondent who has not mastered any of the measured attributes. 
For example, Item 1 (2 + 3 – 1 = ?) requires both addition and subtraction; however, the item 
only requires that a value of 1 be subtracted. It may be possible that knowing how to add is 
more critical to correctly answering the item correctly than knowing how to subtract a value 
of 1. An alternative scenario with similar implications arises when the application of several 
different attributes varies in difficulty. For example, Item 3 (5 * 3 – 4 = ?) requires both mul-
tiplication and subtraction. It may be reasonable to assume that knowledge of multiplication 
is an attribute that is more difficult to apply than knowledge of subtraction. Therefore, those 
respondents who have not mastered multiplication, those who have not mastered subtrac-
tion, and those who have mastered neither subtraction nor multiplication should have differ-
ing probabilities for a correct response to such an item, which is exactly what the DCM in 
this subsection accommodates. 

The noisy-input, deterministic-and-gate (NIDA) model (e.g., Junker & Sijtsma, 2001) is a 
noncompensatory model with a conjunctive condensation rule just like the DINA model. 
However, unlike the DINA model, aberrant responses are modeled at the attribute level but 
with equality constraints across items. This means that the model provides one slipping 
parameter per attribute and one guessing parameter per attribute; these parameters are con-
strained to be of the same value across all items. In contrast to the DINA model, then, the 
number of model parameters increases with the number of attributes but is not influenced 
by the number of items on a diagnostic assessment. 

Even though both models provide a probability of a correct response as output, the 
NIDA model decomposes this probability by directly specifying the probabilities of correctly 
applying each of the measured attributes. Consequently, the probability of a correct response 
is equal to the probability of correctly applying all measured attributes for an item. The pro-
cesses of applying individual attributes are assumed to be independent of one another within 
a given latent class, which is the assumption of local or conditional independence applied to 
the NIDA model. This allows for the probability of a correct response for an item to be com-
puted as the product of the probabilities of correctly applying each individual attribute.

For example, assume that a respondent who has mastered addition has a 90% chance of 
correctly applying the attribute for any given item (i.e., [1 – sadd] = .90) and that a respondent 
who has mastered subtraction has an 80% chance of correctly applying the subtraction at-
tribute in any item that requires subtraction (i.e., [1 – ssubtract] = .80). Therefore, the chances 
of correctly answering an item that requires both addition and subtraction for a respondent 
who has mastered both attributes is equal to the probability of correctly adding and subtract-
ing, which is (1 – sadd) × (1 – ssubtract) = .90 × .80 = .72. Similar computations would be made 
for those respondents who (1) have not mastered addition but have mastered subtraction, 
(2) have not mastered subtraction but have mastered addition, or (3) have mastered neither 
addition nor subtraction. Thus, the NIDA model makes a finer differentiation between those 
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respondents who have not mastered at least one attribute so that the model is able to distin-
guish all potential mastery classes of respondents. 

In order to build the formula for the NIDA model more formally, one needs three prin-
cipal elements, which are the slipping parameter (sa) and the guessing parameter (ga), both 
defined at the attribute level as indicated by their subscript a, the attribute mastery indicator 
aca defined at the level of attribute a for latent class c, and a latent response variable (zcia) for 
attribute application defined for attribute a, item i, and latent class c. The value of aca is an 
indicator of whether respondents in latent class c have mastered attribute a (aca = 1) or not 
(aca = 0). The value of zcia is an indicator of whether respondents in latent class c either cor-
rectly apply attribute a for item i (zcia = 1) or not (zcia = 0). This, in turn, leads to the defini-
tion of the slipping and guessing parameters as follows:

 sa = P(zcia = 0|aca = 1) (6.7)

 ga = P(zcia = 1|aca = 0) (6.8)

That is, “slipping” for attribute a amounts to the incorrect application of the attribute 
even though the attribute has been mastered. Similarly, “guessing” amounts to the correct 
application of the attribute even though the attribute has not been mastered. The formula for 
a correct response in the NIDA model is subsequently built as follows: 

 pic = P(Xic = 1|ac) = ∏
A

a=1
[(1 – sa)acaga

1–aca]qia (6.9)

where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response for item i in latent class c, aca is the attribute mastery indicator 
for attribute a in latent class c, qia is the indicator from the Q-matrix whether attribute a is 
measured by item i, (1 – sa) is the probability of not slipping for attribute a, and ga is the 
probability of guessing for attribute a. 

The same product symbol as in the DINA model equation, ∏(⋅), is used in the NIDA 
model again. Put simply, Equation 6.9 states that whenever an attribute is not measured, qia = 
0, so that the product term for that attribute becomes [(1 – sa)acaga

1–aca]0 = 1 (i.e., is not rele-
vant), but whenever an attribute is measured, then qia = 1, and the product term becomes 
relevant. In that situation, there are two cases to distinguish. If the attribute has been mas-
tered, the probability of providing a correct latent response for that attribute is [(1 – sa)1ga

1–1]1 
= (1 – sa); if the attribute has not been mastered, this probability is [(1 – sa)0ga

1–0]1 = ga. 
These attribute-wise contributions are then multiplied over all attributes, resulting in 

the total probability of a correct response for each item. Note that there is an order constraint 
on the response probabilities in the NIDA model such that the probability of a correct ap-
plication of attribute a when it has been mastered (1 – sa) is higher for a respondent than the 
probability of guessing for attribute a when it has not been mastered (ga). This is akin to the 
order constraint imposed on the slipping and guessing parameters in the DINA model and 
reflects the intuitively plausible assumption that the contribution to the overall probability of 
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correctly responding of an item should be higher for masters of measured attributes than for 
nonmasters. 

Because response probabilities for an item are modeled as products of response prob-
abilities at the attribute level where slipping and guessing might occur, it is not possible to 
construct a simple table like Table 6.3 that displays all possible response probabilities for all 
cases in the NIDA model easily. Depending on how many attributes are measured by a diag-
nostic assessment and how many attributes are measured by a particular item, a different 
number of product terms needs to be considered for each item. For example, if an item re-
quires three attributes, the product will consist of three terms, but if an item requires four 
attributes, the product will consist of four terms. Furthermore, depending on which attri-
butes have been mastered, different combinations of slipping and guessing parameters pro-
duce the relevant item-level response probabilities for each latent class. 

To illustrate the computation of response probabilities, consider again the example as-
sessment with four items presented in Table 6.2. For the DINA model, the relevant probabili-
ties were presented in Table 6.5, which should be compared to the probabilities in Table 6.6 
for the NIDA model. Most importantly, even though Table 6.6 still contains slipping and 
guessing parameters, they are now attribute-specific and do not change across items (e.g., g2 
is used for Item 1 and Item 3 across different latent classes). Unlike the case with the DINA 
model parameterization in Table 6.5, there are now differences between classes of respon-
dents who have not mastered at least one of the measured attributes. For example, the fact 
that Item 1 (2 + 3 – 1 = ?) requires both addition and subtraction for a correct response re-
sults in four different response probabilities based on which of the two attributes have been 
mastered. If the Q-matrix for the sample diagnostic assessment had items measuring the 
same combination of attributes (i.e., item clones), the item response probabilities for those 
items would be identical. 

table 6.6. niDa parameterization of Sample Diagnostic assessment

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] g1g2 g4 g2g3 g1

 2 [0,0,0,1] g1g2 (1-s4) g2g3 g1

 3 [0,0,1,0] g1g2 g4 g2(1-s3) g1

 4 [0,0,1,1] g1g2 (1-s4) g2(1-s3) g1

 5 [0,1,0,0] g1(1-s2) g4 (1-s2)g3 g1

 6 [0,1,0,1] g1(1-s2) (1-s4) (1-s2)g3 g1

 7 [0,1,1,0] g1(1-s2) g4 (1-s2) (1-s3) g1

 8 [0,1,1,1] g1(1-s2) (1-s4) (1-s2) (1-s3) g1

 9 [1,0,0,0] (1-s1)g2 g4 g2g3 (1-s1)
10 [1,0,0,1] (1-s1)g2 (1-s4) g2g3 (1-s1)
11 [1,0,1,0] (1-s1)g2 g4 g2(1-s3) (1-s1)
12 [1,0,1,1] (1-s1)g2 (1-s4) g2(1-s3) (1-s1)
13 [1,1,0,0] (1-s1) (1-s2) g4 (1-s2)g3 (1-s1)
14 [1,1,0,1] (1-s1) (1-s2) (1-s4) (1-s2)g3 (1-s1)
15 [1,1,1,0] (1-s1) (1-s2) g4 (1-s2) (1-s3) (1-s1)
16 [1,1,1,1] (1-s1) (1-s2) (1-s4) (1-s2) (1-s3) (1-s1)

Note. The subscripts for the slipping and guessing parameters refer to attributes.
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One can visualize the parameters for a NIDA model for the sample diagnostic assess-
ment as shown in Table 6.7. When using the DINA model, the slipping and guessing param-
eters can be used to characterize the diagnostic value of an item. In contrast, when using the 
NIDA model, the slipping and guessing parameters can be used to evaluate the diagnostic 
value of an attribute. Of course, as with the DINA model, these interpretations are, in reality, 
an interaction between the way the attributes are defined and the diagnostic assessment is 
constructed to measure them, but the argument concerns the level at which empirical infor-
mation is directly provided by each model.

For example, the slipping parameter for the multiplication attribute is relatively high at 
s3 = .29, indicating that a person who has mastered multiplication still has a 29% chance of 
making a careless error on this attribute. Similarly, it can be seen that the guessing parameter 
for the multiplication attribute is relatively high also at g3 = .26, which means that a person 
who has not mastered multiplication still has a 26% chance of correctly applying this attri-
bute. This indicates a possible misfit between the way this attribute is defined and indexed 
across the items in the Q-matrix, and the empirical fit of the model to the response data. 
Generally speaking, a good fit between the diagnostic assessment design, the response data, 
and the postulated NIDA model is attained when the estimates of the slipping and guessing 
parameters for the attributes are “small.” Yet, akin to the DINA model, no theoretical cutoffs 
for what constitutes “small” exist. 

6.2.3 the nc-ruM

One advantage of the NIDA model is its finer distinction between respondents who lack dif-
ferent combinations of attributes. However, the NIDA model constrains the slipping and 
guessing probabilities across items with the same Q-matrix entries. One might envision a 
case where one would like to have more flexibility in modeling slipping and guessing behav-
ior such that parameters are constrained neither across attributes, as in the DINA model, nor 
across items, as in the NIDA model. 

To illustrate this point practically, consider again the sample diagnostic assessment in 
Table 6.2. Both Item 1 (2 + 3 – 1 = ?) and Item 4 (8 + 12 = ?) require addition. The NIDA 
model would assume that the chances of correctly adding for a respondent who has mastered 
addition would be the same for each item. However, Item 1 merely requires the addition of 
a single-digit number, whereas Item 4 requires the addition of a two-digit number, which is 

table 6.7. parameter estimates for the niDa Model

Items  Addition Subtraction Multiplication Division

 2 + 3 – 1 = ? 1 1 0 0
 4/2 = ? 0 0 0 1
 5 × 3 – 4 = ? 0 1 1 0
 8 + 12 = ? 1 0 0 0
Slipping parameter (SE) s1 = .04 (.02)  s2 = .09 (.01) s3 = .29 (.02) s4 = .12 (.04)
Guessing parameter (SE) g1 = .15 (.01) g2 = .36 (.03) g3 = .26 (.05) g4 = .09 (.01)

Note. SE, standard error.
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a more complex application of this attribute. Therefore, to obtain a good match between the 
postulated DCM and the response data, it may be necessary to allow for a more flexible im-
pact of attribute mastery on item response probabilities. 

Generally speaking, the possibility of misfit of constraints within a DCM is based on the 
definitional grain size of the attributes being used, which we discussed in Chapter 4. In situ-
ations where more coarsely defined attributes are being used, it is more likely that the ap-
plication of an attribute may vary across items. For example, the attribute that indicates 
mastery of addition conceptually includes the mastery of addition of both single-digit num-
bers and two-digit numbers in the sample diagnostic assessment from Table 6.2. This may 
require the use of a DCM that captures the differences in the response processes for items 
that require either addition type through different parameters. Alternatively, one could have 
split up the attribute into two attributes, in which case a DINA or NIDA model with more 
restrictions might fit well enough. However, this necessitates more latent attribute variables 
and, hence, due to the resulting computational demands, restricts the number of attributes 
that can be modeled overall for the diagnostic assessment. 

The model in this section is called the noncompensatory reparameterized unified model 
(NC-RUM), which is also known as the fusion model (e.g., DiBello et al., 1995; Hartz, 2002). 
The model actually exists in two basic variants, one of which is called the full NC-RUM and 
the other the reduced NC-RUM. We will begin by building the reduced NC-RUM. The first 
component in this model is the baseline parameter (pi

*) that defines the probability of a cor-
rect response given that all required attributes specified in the Q-matrix have been mas-
tered. This probability is defined at the item level so that one baseline parameter is estimated 
for each item. Therefore, pi

* is similar to the probability of not slipping (i.e., [1 – si]) in the 
DINA model. The second component is the penalty parameter (ria

*) for item i and attribute a, 
which is the penalty for a respondent in latent class c for not having mastered the measured 
attribute a. Numerically, the penalty is the multiplicative factor by which the probability of a 
correct response is reduced if attribute a has not been mastered for item i. Consequently, one 
penalty parameter is estimated for each entry of 1 in the Q-matrix as respondents in different 
latent classes have mastered different combinations of attributes. 

One can define the two terms pi
* and ria

* in terms of basic probabilities more precisely. 
Specifically, define a latent response variable (zcia) for item i, attribute a, and the respondents 
in latent class c as in the NIDA model so that zcia = 1 indicates that a respondent from latent 
class c correctly applies attribute a to item i and zcia = 0 indicates that a respondent from 
latent class c does not apply attribute a correctly to item i. This latent response variable can 
be used to define the component probabilities for pi

* and ria
* as follows: 

 pia = P(zcia = 1|aca = 1) = (1 – sia) (6.10)

 ria = P(zcia = 1|aca = 0) = gia (6.11)

That is, pia is the probability of correctly applying attribute a to item i when it has been mas-
tered; this is the probability of “not slipping” at the attribute level. Similarly, ria is the prob-
ability of correctly applying attribute a to item i when it has not been mastered; this is the 
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probability of “guessing” at the attribute level. These two parameters are similar to the slip-
ping and guessing parameters in the NIDA model, but they have different values across dif-
ferent items in the NC-RUM, which is why they are subscripted here with a and i.

Using these attribute-level probabilities for each item, we can define the baseline prob-
ability for item i as follows:

 p*
i = ∏

A

a=1
pia

qia (6.12)

Equation 6.12 simply states that if an attribute is not measured, qia = 0, so that p0
ia = 1 (i.e., 

the respective product term is not relevant). If an attribute is measured, qia = 1, so that pia is 
used in the computation of the baseline probability. In other words, the baseline probability 
pi

* is the product of the probabilities of applying each measured attribute correctly.
In contrast, the penalty probability for attribute a on item i is defined as follows:

 ria r*
ia = —– (6.13)

	 pia

Equation 6.13 is effectively the ratio of “guessing” to “not slipping.” Because of the way that 
the baseline probability is defined (i.e., because pia is in the numerator of Equation 6.12 and 
in the denominator of Equation 6.13), a multiplication of pi

* with ria
* effectively cancels out 

pia, the probability of not slipping for attribute a on item i, and replaces it with ria, the prob-
ability of guessing for attribute a on item i. These multiplications are used in the formula for 
the reduced NC-RUM, which we will see below.

The value ria
* is restricted to values between 0 and 1 because there is an order constraint 

such that ria is smaller than pia. This indicates that the probability of not slipping for a par-
ticular attribute should be greater than the probability of guessing for that attribute akin to 
the respective attribute-level order constraints in the NIDA model and the respective item-
level order constraints in the DINA model. Consequently, for low values of ria

*, the chances of 
a correct response drop significantly if the attribute has not been mastered, which indicates 
that the attribute under consideration is important for solving the item. An item that func-
tions well diagnostically is one in which the probability of not slipping far exceeds the prob-
ability of guessing such that ria

* is close to 0. This is why researchers speak of ria
* as the diag-

nostic discrimination parameter for attribute a and item i.
Putting the above pieces together, we can write the reduced NC-RUM as follows: 

 pic = P(Xic = 1|ac) = p*
i ∏

A

a=1 
r*

ia 
(1–aca)qia (6.14)

where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response for item i in latent class c, qia is the indicator from the Q-matrix 
indicating whether attribute a is measured by item i, aca is the attribute mastery indicator for 
attribute a in latent class c, pi

* is the probability of correct response to item i if all measured 
attributes have been mastered, r*

ia is the penalty to the probability of correct response to item 
i for not having mastered attribute a, and ac is the vector with all attribute mastery indicators 
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across all attributes for latent class c. Put simply, Equation 6.14 states that each respondent 
in latent class c has a baseline probability of pi

* for responding correctly for item i; this prob-
ability is the same for each latent class. The expression following the product term captures 
the influence of measured attributes that have not been mastered for respondents in latent 
class c. Intuitively, there is no penalty for an attribute that is not measured by item i. In that 
case, qia = 0 and so (1 – aca)qia = 0. Thus, ria

*(1–aca)qia = ria
*0 = 1, and the respective term does 

not influence the product. If an attribute is measured and has been mastered, (1 – aca)qia = 
(1 – 1)1 = 0 also, and the respective term does not influence the product either. This is why 
the product terms are really penalties that apply only if the individual measured attributes 
have not been mastered. Consequently, if all measured attributes have been mastered, the 
probability of a correct response remains pi

*. If an attribute is measured but has not been 
mastered, then (1 - aca)qia = (1 – 0)1 = 1, so that ria

*(1–aca)qia = ria
*. That is, pi

* gets multiplied by 
the appropriate ria

*, which reduces the probability of a correct response by this factor in align-
ment with the ideas described earlier. 

To illustrate these ideas, consider Item 1 (2 + 3 – 1 = ?), which requires that a respon-
dent knows how to add and subtract to correctly respond to the item. Consider that the 
probability of a correct response to the item given that the respondent has mastered both 
addition and subtraction is .90 (i.e., pi

*= .90). Consider further that the penalty for not hav-
ing mastered addition is r*

i1 = .20, whereas the penalty for not having mastered subtraction is 
r*

i2 = .40, indicating that the mastery of addition is more important than the mastery of sub-
traction for this item. 

Consequently, a respondent who has mastered both addition and subtraction would 
have a probability of responding correctly to this item of p i

*= .90; a respondent who has 
mastered only addition would have a probability of correctly responding to this item of p i

* × 
r *

i1 = .90 × .20 = .18; a respondent who has mastered only subtraction would have a prob-
ability of responding correctly to this item of pi

* × r*
i2 = .90 × .40 = .36; and a respondent who 

has mastered neither addition nor subtraction would have a probability of responding cor-
rectly to this item of pi

* × r*
i1 × r*

i2 = .90 × .40 × .20 = .07. Note how these four response 
probabilities for the four possible latent classes that can be distinguished by this item and 
model are ordered in the expected way.

Because response probabilities for items are products of baseline and penalty probabili-
ties that differ across items and attributes, it is not possible to construct a simple table for the 
response probabilities like Table 6.3 for the DINA model. Similar to the NIDA model, one has 
to consider the various combinations of product terms but with an even higher degree of 
variation across the latent classes and items due to the higher degree of flexibility of the re-
duced NC-RUM. To illustrate the computation of response probabilities, the parameters of the 
reduced NC-RUM for the sample diagnostic assessment are presented in Table 6.8. Although 
the patterns look similar to what was seen for the NIDA model, now every item has a sepa-
rate set of parameters. For example, the penalty parameter of Item 1 for Attribute 2, r *

12, is not 
the same as the penalty parameter of Item 2 for Attribute 2, r*

22. 
As noted earlier, the NC-RUM also exists in a more complex version called the full NC-

RUM. This variant of the NC-RUM additionally includes a latent interaction or completeness 
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term that is meant to account for any model misfit that comes from an incompleteness of the 
Q-matrix. Importantly, the Q-matrix is viewed as a representation of the attributes that are 
measured by an item. If not all attributes that are measured by an item are represented in the 
Q-matrix, the Q-matrix is said to be incomplete, and model misfit may result. The latent 
interaction term is included in the full NC-RUM to “absorb” all effects of incompleteness in 
an undifferentiated way to improve the chances that the model will fit the data better. Of 
course, misfit can also exist for the DINA and NIDA models, but these models do not contain 
a separate model term to account for an incomplete Q-matrix specification.

Specifically, the latent interaction term acts like an additional penalty parameter at the 
item level because it is included multiplicatively in the equation of the reduced NC-RUM 
from above:

	 pic = P(Xic = 1|ac,hc) = [p*
i ∏

A

a=1 
r*

ia 
(1–aca)qia]Pci

(hc) (6.15)

where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response for item i in latent class c, qia is the indicator from the Q-matrix 
indicating whether attribute a is measured by item i, aca is the attribute mastery indicator for 
attribute a in latent class c, pi

* is the probability of correct response to item i if all measured 
attributes have been mastered, r*

ia is the penalty to the probability of correct response to item 
i for not having mastered attribute a, hc is the latent variable for all attributes not indicated in 
the Q-matrix, ci is the easiness parameter for item i for all attributes not indicated in the Q-
matrix, and ac is the vector with all attribute mastery indicators across all attributes for latent 
class c. That is, just as the probability of a correct response contains a baseline probability p i

* 

table 6.8. reduced nc-ruM parameterization of Sample 
Diagnostic assessment

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] p*
1r*

11r*
12 p*

2r*
24 p*

1r*
32r*

33 p*
4r*

41

 2 [0,0,0,1] p*
1r*

11r*
12 p*

2 p*
1r*

32r*
33 p*

4r*
41

 3 [0,0,1,0] p*
1r*

11r*
12 p*

2r*
24 p*

1r*
32 p*

4r*
41

 4 [0,0,1,1] p*
1r*

11r*
12 p*

2 p*
1r*

32 p*
4r*

41

 5 [0,1,0,0] p*
1r*

11 p*
2r*

24 p*
1r*

33 p*
4r*

41

 6 [0,1,0,1] p*
1r*

11 p*
2 p*

1r*
33 p*

4r*
41

 7 [0,1,1,0] p*
1r*

11 p*
2r*

24 p*
1 p*

4r*
41

 8 [0,1,1,1] p*
1r*

11 p*
2 p*

1 p*
4r*

41

 9 [1,0,0,0] p*
1r*

12 p*
2r*

24 p*
1r*

32r*
33 p*

4

10 [1,0,0,1] p*
1r*

12 p*
2 p*

1r*
32r*

33 p*
4

11 [1,0,1,0] p*
1r*

12 p*
2r*

24 p*
1r*

32 p*
4

12 [1,0,1,1] p*
1r*

12 p*
2 p*

1r*
32 p*

4

13 [1,1,0,0] p*
1 p*

2r*
24 p*

1r*
33 p*

4

14 [1,1,0,1] p*
1 p*

2 p*
1r*

33 p*
4

15 [1,1,1,0] p*
1 p*

2r*
24 p*

1 p*
4

16 [1,1,1,1] p*
1 p*

2 p*
1 p*

4



128 MeThoDS

for each item it also contains a baseline penalty probability of Pci
(hc). To understand how this 

penalty works, one needs to see how the term is defined. It is modeled using a one-parameter 
logistic model with a continuous latent variable hc and a continuous location or difficulty 
parameter ci typically defined to be between zero and three (i.e., 0 < ci < 3; Hartz, 2002). 
Thus, the model term is similar to a one-parameter model from IRT with a reverse sign for 
the “difficulty” parameter, as shown in Equation 6.16.

 exp(hc + ci) Pci
(hc) = ——————– (6.16)

 1 + exp(hc + ci)

Specifically, hc is a measure of the “ability” of a respondent in latent class c associated with 
the attributes that are not measured by the Q-matrix. However, this ability is only relevant if 
ci is small. If ci is large, then this probability is very small for low hc values that are typically 
observed for a diagnostic assessment (–4 ≤ hc ≤ 4) and essentially 1 for medium to high hc 
values. In other words, a large value of ci operationalizes the assumption that only respon-
dents with low ability draw on unspecified attributes, while a small value of ci operationalizes 
the assumption that this is also true for respondents with higher abilities or propensities; 
Figure 6.1 shows the item characteristic curve when ci = 0 and ci = 3. 

Similar to Table 6.8, a table of response probabilities can be constructed for the full NC-
RUM by simply multiplying all response probabilities in Table 6.8 by the appropriate terms 
Pci

(hc), which is shown in Table 6.9. One can visualize the parameters for a full NC-RUM 
analysis for the sample diagnostic assessment as shown in Table 6.10 similar to Table 6.7 for 
the NIDA model and Table 6.4 for the DINA model. The full NC-RUM provides four baseline 
probability parameter estimates (pi) with associated standard errors, six penalty probability 
parameter estimates (ria

*) with associated standard errors (as there are six entries of 1 in the 
Q-matrix), as well as four difficulty parameter estimates (ci) and associated standard errors 
and 16 latent variable estimates (hc) for the latent interaction term. Note that the latent-
variable estimates hc are not shown in Table 6.10 because they are parameters of the latent 
classes and not the items. 

Table 6.10 shows that respondents have a relatively high probability of responding cor-
rectly to items 1–3 if they have mastered all measured attributes; the only exception is Item 
4 (8 + 12 = ?) where this probability is still relatively low with p*

4 = .72, indicating that this 
item is more difficult than the others. Such a result may be due to the fact that Item 4 re-
quires knowledge of two-digit addition in contrast to Item 1 (2 + 3 – 1 = ?), which requires 
knowledge of one-digit addition only. The fact that the attribute labeled “Addition” may be 
more strongly indexed by the one-digit item is also reflected by the low value of ci = .03 for 
Item 4 (8 + 12 = ?), which indicates that additional abilities not specified in the Q-matrix are 
measured by item. Further notice that the penalty value of Item 3 (5 * 3 – 4 = ?) for not 
mastering attribute 2, r*

32 = .70 is relatively high, indicating a poor correspondence between 
this attribute and this item, which explains the rather large influence of the residual ability 
indicated by the value of ci = 1.23. The opposite is true for Item 2 (4/2 = ?) where all param-
eters indicate a good fit between the item and the model because p*

2 = .95 is high, r*
24 = .10 

is low, and c2 = 2.45 indicates that the Q-matrix row for this item is rather complete. 
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fiGure 6.1. Item characteristic curves for the latent interaction term of the full NC-RUM model. 
This figure shows how the probability of a correct response associated with nonmeasured attributes 
in the Q-matrix increases as hc increases; when ci = 0 this influence is stronger across the commonly 
modeled range of hc values than when ci = 3.
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We have seen in Section 6.1 that the DINA and NIDA models represent “slipping” and 
“guessing” behavior at different levels. Furthermore, we have seen how the reduced and full 
versions of the NC-RUM relax the parameter constraints inherent in these models and pro-
vide parameter estimates at the item level as well as for each combination of item and attri-
bute. Nevertheless, all three models in this section were noncompensatory models because 
they reflected the assumption that all measured attributes were jointly necessary to produce 
a correct response. This was mathematically reflected in the use of product terms at different 
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places in the model formulas. In the following section of this chapter we are now going to 
discuss compensatory models that make a different assumption about the relationship be-
tween the attributes during the response process.

6.3 coMpenSatory DcMs

Recall from Chapter 5 that compensatory DCMs reflect the assumption that a deficit in one 
latent variable can be compensated for by a surplus on a different latent variable. These 
models can contain both sums and products of latent variables, with the sums being more 
common. Because of the nature of compensatory DCMs, the example based on the sample 
diagnostic mathematics assessment from the previous section is not ideal as the measured at-

table 6.9. full nc-ruM parameterization of Sample Diagnostic assessment

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] p*
1r*

11r*
12 Pc1

(hc) p*
2r*

24 Pc2
(hc) p*

3r*
32r*

33 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 2 [0,0,0,1] p*

1r*
11r*

12 Pc1
(hc) p*

2 Pc2
(hc) p*

3r*
32r*

33 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 3 [0,0,1,0] p*

1r*
11r*

12 Pc1
(hc) p*

2r*
24 Pc2

(hc) p*
3r*

32 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 4 [0,0,1,1] p*

1r*
11r*

12 Pc1
(hc) p*

2 Pc2
(hc) p*

3r*
32 Pc3

(hc) p*
4r*

41 Pc4
(hc)

 5 [0,1,0,0] p*
1r*

11 Pc1
(hc) p*

2r*
24 Pc2

(hc) p*
3r*

33 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 6 [0,1,0,1] p*

1r*
11 Pc1

(hc) p*
2 Pc2

(hc) p*
3r*

33 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 7 [0,1,1,0] p*

1r*
11 Pc1

(hc) p*
2r*

24 Pc2
(hc) p*

3 Pc3
(hc) p*

4r*
41 Pc4

(hc)
 8 [0,1,1,1] p*

1r*
11 Pc1

(hc) p*
2 Pc2

(hc) p*
3 Pc3

(hc) p*
4r*

41 Pc4
(hc)

 9 [1,0,0,0] p*
1r*

12 Pc1
(hc) p*

2r*
24 Pc2

(hc) p*
3r*

32r*
33 Pc3

(hc) p*
4 Pc4

(hc)
10 [1,0,0,1] p*

1r*
12 Pc1

(hc) p*
2 Pc2

(hc) p*
3r*

32r*
33 Pc3

(hc) p*
4 Pc4

(hc)
11 [1,0,1,0] p*

1r*
12 Pc1

(hc) p*
2r*

24 Pc2
(hc) p*

3r*
32 Pc3

(hc) p*
4 Pc4

(hc)
12 [1,0,1,1] p*

1r*
12 Pc1

(hc) p*
2 Pc2

(hc) p*
3r*

32 Pc3
(hc) p*

4 Pc4
(hc)

13 [1,1,0,0] p*
1 Pc1

(hc) p*
2r*

24 Pc2
(hc) p*

3r*
33 Pc3

(hc) p*
4 Pc4

(hc)
14 [1,1,0,1] p*

1 Pc1
(hc) p*

2 Pc2
(hc) p*

3r*
33 Pc3

(hc) p*
4 Pc4

(hc)
15 [1,1,1,0] p*

1 Pc1
(hc) p*

2r*
24 Pc2

(hc) p*
3 Pc3

(hc) p*
4 Pc4

(hc)
16 [1,1,1,1] p*

1 Pc1
(hc) p*

2 Pc2
(hc) p*

3 Pc3
(hc) p*

4 Pc4
(hc)

table 6.10. parameter estimates for the full nc-ruM

       Latent 
  Baseline Addition Subtraction Multiplication Division interaction 
Items  p*

i 
r*

i1 
r*

i2 
r*

i3 
r*

i4 
ci

 2 + 3 – 1 = ? p*
1 = .90 (.01) r*

11 = .20 (.01) r*
12 = .40 (.01) — — c1 = 2.50 (.13) 

 4/2 = ? p*
2 = .95 (.02) — — — r*

24 = .10 (.01) c2 = 2.45 (.23)

 5 × 3 – 4 = ? p*
3 = .80 (.02) — r*

32 = .70 (.01) r*
33 = .15 (.02) — c3 = 1.23 (.19)

 8 + 12 = ? p*
4 = .72 (.04) r*

41 = .05 (.03) — — — c4 = 0.03 (.07)

Note. Values in parentheses are standard errors.
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tributes are more likely to combine in a noncompensatory fashion for correct item responses 
to occur. Therefore, we introduce a different diagnostic assessment in this section to illustrate 
the compensatory nature of the presented DCMs. 

Consider a diagnostic assessment where DCMs are applied to estimate the prevalence of 
pathological gambling (see Templin & Henson, 2006, and Chapter 4). The example is taken 
from a real study with 10 attributes that were created from the dichotomous scores of 41 
indicators of the GRI (Feasel et al., 2004). The attributes correspond to well-established di-
agnostic criteria in the DSM-IV-TR (American Psychiatric Association, 2000). In this section 
of Chapter 6 we will restrict our attention to the following four attributes: 

•   Attribute 1: The respondent lies to family or friends to conceal the extent of his or her 
gambling.

•  Attribute 2: The respondent has broken the law to finance his or her gambling.
•   Attribute 3: The respondent has lost relationships because of his or her gambling.
•   Attribute 4: The respondent has been aided by others to overcome financial hard-

ships caused by his or her gambling.

To illustrate the way the attributes interact to produce item responses, we will further 
restrict our attention to four dichotomously scored items where the respondents answer 
either “yes” or “no”; the Q-matrix for these items is shown in Table 6.11. Because this is a 
psychological scale and not an achievement test, we will speak of the “presence” or “absence” 
of attributes, rather than of their “mastery” or “lack of mastery/nonmastery.” Similarly, we 
will speak of a “positive” and a “negative” response to an item, rather than of a “correct” or 
an “incorrect” response. In the following subsections we will use these items to illustrate the 
motivations for using the DINO, NIDO, and C-RUM models.

6.3.1 the Dino Model

The deterministic input, noisy-or-gate (DINO) model (e.g., Templin & Henson, 2006, Templin, 
2006) is the compensatory analog to the DINA model. Just as in the DINA model, slipping 
and guessing processes are modeled at the item level. In order to build the formula for the 

table 6.11. Q-Matrix for four Sample items from the Gri

 Attribute

Item 1 2 3 4

I am private about my gambling experiences. 1 0 0 0

I have gotten into trouble over things I have done to finance my gambling. 0 1 1 0

I have gambled with money that I intended to spend on something else. 0 0 0 1

I have gone to great lengths to obtain money for gambling. 0 1 1 1



132 MeThoDS

DINO model, one requires three components. The first component is a latent response vari-
able (wic) defined for item i and respondents in latent class c, which is the deterministic input. 
Because it utilizes the disjunctive condensation rule that indicates whether or not at least one 
measured attribute is present, this is called an or-gate as shown in Equation 6.17. 

 wic = 1 – ∏
A

a=1
(1 – aca)qia (6.17)

This component is called a gate because the contributions of individual attributes are con-
densed and summarized in the latent response variable similar to a gate in a park that forces 
all people to enter and exit through the same place. 

If an attribute is not measured by an item, then qia = 0, which implies that (1 – aca)qia = 
(1 – aca)0 = 1. If an attribute is measured, then qia = 1, which implies that it then matters 
whether aca = 0 or aca = 1 (i.e., whether or not respondents in latent class c possess the mea-
sured attribute). If an attribute is present, (1 – aca)qia = (1 – 1)1 = 0, and if it is not present 
(1 – aca)qia = (1 – 0)1 = 1. Because the product is defined over all items, wic = 1 only occurs 
when the product term is 0. This, in turn, requires that aca = 1 for at least one attribute, 
meaning that at least one attribute has to be present by respondents in latent class c. There-
fore, any one attribute can completely compensate for the lack of all others, which is the 
most extreme case of compensation for all the DCMs that we will review in this book.

To better illustrate these assumptions, consider the sample items from the GRI in Table 
6.11. Specifically, consider Item 2 (“I have gotten into trouble over things I have done to fi-
nance my gambling”), which requires the presence of Attribute 2 (“The respondent has 
broken the law to finance his or her gambling”) and Attribute 3 (“The respondent has lost 
relationships because of his or her gambling”). Unlike the DINA model, the DINO model 
only requires that one attribute is present for a respondent to have a high probability of a 
positive response to Item 2. In this example, it seems likely a respondent would positively 
endorse this item if he or she had broken the law to get money for gambling, lost relation-
ships due to gambling, or did both of these things. In addition, for the DINO model it would 
not matter which combination of these attributes were present because the respondent would 
have a high chance of providing a positive response to the item in either case.

Apart from the latent response variable, wic, the other two measured components for the 
DINO model are the slipping and guessing parameters for the model, which are the stochastic 
element that leads to the noise in the or-gate as shown in Equation 6.18 and Equation 6.19.

 gi = P(Xic = 1|wic = 0) (6.18)

 si = P(Xic = 0|wic = 1) (6.19)

Just like the DINA model, the DINO model estimates one slipping and one guessing param-
eter per item with equality restrictions across attributes. Note, however, the difference in 
interpretation of these two parameters compared to their analogs in the DINA model. In the 
DINO model, the guessing parameter (gi) represents the probability of providing a score of 1 
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when all measured attributes are absent, while the slipping parameter (si) represents the prob-
ability of obtaining a score of 0 when at least one measured attribute is present. 

The DINO model for a positive response to an item combines the latent response vari-
able and the slipping and guessing parameters as follows: 

 pic = P(Xic = 1|wic) = (1 – si)wicgi
1–wic (6.20)

where P(⋅) is a probability, pic is the probability of correct response for item i in latent class c, 
Xic is the observed response for item i in latent class c, wic is the latent response variable for 
latent class c on item i, (1 – si) is the probability of not slipping for item i, and gi is probability 
of guessing for item i. This formula simply states that the probability of a positive response is 
(1 – si)1gi

1–1 = (1 – si) if at least one measured attribute is present in respondents for latent 
class c or (1 – si)0gi

1–0 = gi if all measured attributes are absent. 
The four response probabilities for the DINO model are summarized in Table 6.12, 

analogous to Table 6.3 for the DINA model. Table 6.12 shows how the probabilities for each 
row add up to 1, as only one of the two conditions of attribute possession can really be true. 
The probabilities look like the ones for the DINA model in Table 6.3 on the surface. However, 
because of the different condensation rules that are used to define both models (i.e., the 
conjunctive condensation rule with latent response variable ξic in Equation 6.3 and the dis-
junctive condensation rule with latent response variable wic in Equation 6.17), the slipping 
and guessing parameters have different interpretations in the two models. 

To illustrate the way the DINO model places constraints on the slipping and guessing 
parameters across latent classes, Table 6.13 displays the constraints for the GRI assessment 
example. For example, a positive response to Item 1 (“I am private about my gambling ex-
periences”) requires Attribute 1 (“The respondent lies to family or friends to conceal the ex-
tent of his or her gambling”) to be present in the respondent. For latent classes where this 
attribute is not present, the response probability is equal to the “guessing” probability g1. 
Note that the intuitive meaning of “slipping” and “guessing” is a bit distorted in an example 
like this because it is not about achievement. One can think more neutrally of slipping as a 
respondent “failing to endorse” an item, even though he or she should, and of guessing as 
“endorsing” an item, even though he or she should not. 

One can visualize the parameters for a DINO analysis of the GRI scale as shown in Table 
6.14. For the four items of the GRI scale the DINO model would simply provide four slipping 

table 6.12. response probabilities in the Dino Model

 Xic = 1 Xic = 0 
 (positive response) (negative response)

wic = 1  1 – si si 

(presence of at least one measured attribute) 

wic = 0  gi 1 – gi 

(absence of all measured attributes)
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and guessing parameter estimates with associated standard errors for each item. Table 6.14 
shows that most of the items are diagnostically very useful for separating respondents for 
whom at least one of the attributes is present from respondents for whom none of the attri-
butes are present. For example, Item 4 (“I have gone to great lengths to obtain money for 
gambling”) has a slipping parameter of s4 = .03, suggesting that if any of the three defining 
attributes (i.e., the respondent has broken the law, has lost relationships, or is aided by oth-
ers because of gambling) are present, there is a high probability of (1 – s4) = (1 – .03) = .97 
that the respondent will positively endorse the item. If none of the attributes are present in 
the respondent, then the chance of endorsing the item is small since g1 = .02. Item 3 (“I have 

table 6.13. Dino parameterization of Gri Scale

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] g1 g2 g3 g4

 2 [0,0,0,1] g1 g2 (1-s3) (1-s4)
 3 [0,0,1,0] g1 (1-s2) g3 (1-s4)
 4 [0,0,1,1] g1 (1-s2) (1-s3) (1-s4)
 5 [0,1,0,0] g1 (1-s2) g3 (1-s4)
 6 [0,1,0,1] g1 (1-s2) (1-s3) (1-s4)
 7 [0,1,1,0] g1 (1-s2) g3 (1-s4)
 8 [0,1,1,1] g1 (1-s2) (1-s3) (1-s4)
 9 [1,0,0,0] (1-s1) g2 g3 g4

10 [1,0,0,1] (1-s1) g2 (1-s3) (1-s4)
11 [1,0,1,0] (1-s1) (1-s2) g3 (1-s4)
12 [1,0,1,1] (1-s1) (1-s2) (1-s3) (1-s4)
13 [1,1,0,0] (1-s1) (1-s2) g3 (1-s4)
14 [1,1,0,1] (1-s1) (1-s2) (1-s3) (1-s4)
15 [1,1,1,0] (1-s1) (1-s2) g3 (1-s4)
16 [1,1,1,1] (1-s1) (1-s2) (1-s3) (1-s4)

table 6.14. parameter estimates for the Dino Model

 Attribute

Item 1 2 3 4 Parameter Estimate SE

I am private about my gambling experiences. 1 0 0 0 s1  .08 .01 
     g1 .17 .02

I have gotten into trouble over things I have done to 0 1 1 0 s2  .40 .02 
finance my gambling.      g2 .35 .01

I have gambled with money that I intended to spend on 0 0 0 1 s3  .05 .01 
something else.      g3 .02 .01

I have gone to great lengths to obtain money for 0 1 1 1 s4  .03 .01 
gambling.      g4 .02 .01

Note. SE, standard error.
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gambled with money that I intended to spend on something else”), and, to some extent, Item 
1 (“I am private about my gambling experiences”) also separate respondents well.

In contrast, Item 2 (“I have gotten into trouble over things I have done to finance my 
gambling”) appears to be problematic because it displays comparatively high slipping and 
guessing parameters. The Q-matrix entries for Item 2 suggest that a respondent who has 
broken the law to finance his or her gambling or who has lost relationships because of gam-
bling would agree to be getting in trouble to finance their gambling. However, the DINO 
parameters for Item 2 suggest that if either attribute is present there is only a 60% chance 
that the respondent would endorse this item as (1 – s2) = (1 – .40) = .60. In addition, if none 
of the attributes for this item are present, there is a 35% chance that the respondent would 
endorse this item as g2 = .35. Such elevated values for both item parameters indicate that 
there might be either a misspecification in the Q-matrix or that the compensatory response 
process assumed by the DINO model may not be correct. 

6.3.2 the niDo Model

The DINO has been shown to be useful when items only require that one out of several at-
tributes be present for a respondent to endorse an item. However, much like the DINA model, 
the DINO model has the limitation that no finer distinction is made between respondents for 
whom different sets of attributes are present for items that require multiple attributes. Just 
as the NIDA model provided a finer distinction than the DINA model, the NIDO model pro-
vides a finer distinction than the DINO model. 

The noisy input, deterministic-or-gate (NIDO) model (e.g., Templin, 2006) is the compen-
satory analog to the NIDA model. Just as in the NIDA model, response behavior is modeled 
at the attribute level but with equality constraints across items. In order to build the NIDO 
model, two components are needed. The first component is an intercept parameter (λ⋅,0,(a)), 
and the second component is a slope parameter (λ⋅,1,(a)), both defined at the attribute level as 
indicated by their a subscripts. Consequently, the NIDO model estimates one intercept and 
one slope parameter for each attribute with equality restrictions across items. 

The language of slope and intercept parameters comes from the domain of regression 
analysis, where model equations prototypically consist of sums of predictor variables with 
associated regression weights that indicate the relative importance of each predictor variable 
in predicting the outcomes of interest. The intercept and slope parameters are integrated into 
a kernel for the NIDO model as follows:

 kerneli = ∑
a

a=1
(λ⋅,0,(a) + λ⋅,1,(a)aca)qia (6.21)

A kernel is an unbounded continuous-valued entity that functions as the core element that 
is used to build the final model equation, which is shown below. The notation for the NIDO 
model, as well as the remaining models in this chapter and the model in Chapter 7, relies on 
a parameter λ which has a series of subscripts. 

The first subscript represents the item to which the parameter corresponds and is sim-
ply a “dot” for the NIDO model. It is a dot because all model parameters for attributes are 
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constrained to equality across items in the NIDO model. The second subscript represents 
the level of the parameter. As we describe in much more detail in the next chapter, the pa-
rameters of DCMs can be thought of as parameters for a dummy-coded analysis of variance 
(ANOVA) model where the latent attribute variables represent the dummy-coded independent 
variables. As such, there will be an intercept, which is denoted with a 0 in the second λ	sub-
script for each item, and a set of main effects, which are denoted with a 1 in the secondλ 
subscript for each item. Interaction effects are also possible and are more fully discussed in 
Chapter 7. The terms in parentheses are the attributes to which the parameter refers. There-
fore, the parameter λ⋅,1,(a) can be considered the NIDO model main-effect or slope parameter 
for attribute a that is set to be equal across all items. 

If qia = 0 for an attribute, then the contribution of an attribute to the kernel is (λ⋅,0,(a) + 
λ⋅,1,(a)aca)0 = 0 (i.e., it does not contribute at all). If qia = 1, then it matters whether aca = 0 or 
aca = 1 (i.e., whether or not an attribute is present for respondents in latent class c). If aca = 
0, then the contribution of this attribute to the overall response probability is (λ⋅,0,(a) + 
λ⋅,1,(a)0)1 = λ⋅,0,(a); if aca = 1, then the contribution is (λ⋅,0,(a) + λ⋅,1,(a)1)1 = λ⋅,0,(a) + λ⋅,1,(a), which 
amounts to an increase in the likelihood of a positive response for the presence of attribute 
a. Note how the indicator qia, which is used to mark whether or not an attribute is measured 
by an item, is used as an exponent in all models that contain products and as a product term 
in all models that contain sums to eliminate or select terms. 

The formula for the NIDO model includes the kernel in an expression that resembles 
the basic formula of a multidimensional IRT model as shown in Equation 6.22.

 exp(∑A

a=1
(λ⋅,0,(a) + λ⋅,1,(a)aca)qia)

 pic = P(Xic = 1|ac) = ————————————— (6.22)

 1 + exp(∑A

a=1
(λ⋅,0,(a) + λ⋅,1,(a)aca)qia)

where P(⋅) is a probability, exp(⋅) is the exponential function (a constant equal to approxi-
mately 2.718 raised to the power of the terms in the parentheses), pic is the probability of 
correct response to item i in latent class c, Xic is the observed response for item i in latent 
class c, qia is the indicator from the Q-matrix indicating whether attribute a is measured by 
item i, aca is the attribute mastery indicator for attribute a in latent class c, λ⋅,0,(a) is the inter-
cept parameter for attribute a, and λ⋅,1,(a) is the slope parameter for attribute a. The structure 
of Equation 6.22 comes from logistic regression analysis. In a few numerical steps, one can 
show that Equation 6.22 can be equivalently written as follows:

 pic ln(———) = ∑
A

a=1
(λ⋅,0,(a) + λ⋅,1,(a)aca)qia (6.23)

 1 – pic

The logit transformation, which leads to the specific structure of Equation 6.22 if Equation 
6.23 is mathematically solved for pic, is used to keep the predicted response probabilities 
between 0 and 1 and is interpreted as the natural logarithm of the odds of a correct response, 
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also called the log-odds. A logit of 0 represents a .50 chance of a correct response. Positive 
logits have probabilities of correct responses that are greater than .50, whereas negative logits 
have probabilities of correct responses that are less than .50. To illustrate the way the NIDO 
model places constraints on the attribute parameters across items, Table 6.15 presents the 
kernel values for the GRI scale. 

One can visualize the parameters for a NIDO analysis of the GRI scale as shown in Table 
6.16. For the four items of the GRI scale, the NIDO model would simply provide four inter-
cept and slope parameter estimates with associated standard errors for each attribute. 

From the parameter estimates in Table 6.16 one can construct the probability that a re-
spondent positively endorses a GRI item. For instance, consider again Item 2 (“I have gotten 
into trouble over things I have done to finance my gambling”), which requires Attribute 2 
(“The respondent has broken the law to finance his or her gambling”) and Attribute 3 (“The 
respondent has lost relationships because of his or her gambling”). For a respondent for 
whom both attributes are present, the kernel value for this item is (–2.09 + 0.57) + (–0.94 + 
2.61) = .15, resulting in an endorsement probability of .53 after the substitution of this ker-
nel value into the model equation. For a respondent for whom only Attribute 2 is present, the 
kernel value is (–2.09 + 0.57) + (–0.94) = –2.46, resulting in an endorsement probability of 
only .08. For a respondent for whom only Attribute 3 is present, the kernel value is (–2.09) 
+ (–0.94 + 2.61) = – .42, resulting in an endorsement probability of .40. Finally, for a respon-
dent for whom neither attribute is present, the kernel value is (–2.09) + (–0.94) = –3.03, 
resulting in an endorsement probability of .05, which is much lower. Thus, the endorsement 
probabilities differ for the four attribute profiles such that those respondents for whom more 
attributes are present have incrementally higher chances of endorsing the item. Finally, note 
that there is no way to directly evaluate the diagnostic quality of individual items with the 
NIDO model—just as with the NIDA model—because all parameters are specified for attri-
butes and restricted to equality across items.

6.3.3 the c-ruM

Although the NIDO model allows for differing contributions of each attribute in a compensa-
tory way, one of its limitations is that parameters are restricted to equality across items just 
like in the NIDA model. Therefore, all items with the same Q-matrix entries are equivalently 
parameterized, which, in many ways, can seem unrealistic. For that reason, the compensatory 
reparameterized unified model (C-RUM) (e.g., Hartz, 2002; Templin, 2006) was developed to 
allow for a higher degree of modeling flexibility than the DINO and the NIDO models; it 
is the compensatory analog to the reduced NC-RUM. Just as in the reduced NC-RUM, re-
sponse behavior is modeled at the item × attribute level without equality constraints across 
either items or attributes. Unlike the full NC-RUM, the C-RUM model was not specified to 
contain a latent residual parameter to absorb any incomplete specification of the Q-matrix.

To build the C-RUM, two components are needed, which, on the surface, resemble 
those of the NIDO model. The first component is an intercept parameter, λi,0, which is now 
defined at the item level but not at the attribute level, just like the p*

i parameter in the full 
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and reduced NC-RUM. The second component is a slope parameter, λi,1,(a), which is defined 
at the attribute level separately for each item. Similar to the NIDO model, one can think of 
the slope parameter as a main-effect term, which results in an increase in the logit of a correct 
response for possessing attribute a. Thus, the C-RUM estimates one intercept parameter for 
each item and as many slope parameters as there are entries of 1 in the Q-matrix similar to 
the NC-RUM. The item response function specifically produces a step function, with the

 λi,1,(a) parameters being the amount of increase for the presence of the different attributes 
needed for an endorsement of an item. The intercept and slope parameters are combined to 
form the kernel for the C-RUM as follows:

 kerneli =	λi,0	+ ∑
A

a=1
λi,1,(a)acaqia (6.24)

In many ways, this expression shares commonalities with the kernel expression for the 
NIDO model in Equation 6.21. However, some important differences exist between the 
NIDO and C-RUM parameterizations. Specifically, in the C-RUM the baseline probability for 
a respondent for whom no attribute is present is estimated as an item-specific parameter, λi,0, 
which does not directly depend on the particular attributes measured by an item. In addi-
tion, as opposed to the NIDO parameters that are defined for each attribute, the slope pa-
rameters in the C-RUM, λi,1,(a), are specific to each combination of attribute and item. There-
fore, depending on which attributes are measured by each item, the respondent receives an 
item-specific increment for each possessed attribute measured by the item through λi,1,(a). 
Consequently, there is no “dot” in the subscripts. 

This is so because of the usual interplay of the elements in Equation 6.24. If qia = 0 for 
an attribute, then its contribution to the kernel is λi,1,(a)aca0 = 0 (i.e., it does not contribute 
at all). If qia = 1, then it matters whether aca = 0 or aca = 1 (i.e., whether or not an attribute 
is present in respondents in latent class c). If aca = 0, then the contribution of this attribute 
to the overall endorsement probability for the item is λi,1,(a)01 = 0 also (i.e., no increment is 
added since the attribute is not present); if aca = 1, then an increment of λi,1,(a) is added as 
λi,1,(a)11 = λi,1,(a). Just as with the NIDO model, the kernel is the core element of the C-RUM 
equation, which is shown in Equation 6.25.

 exp(λi,0	+ ∑
A

a=1
λi,1,(a)acaqia)

 pic = P(Xic = 1|ac) = ———————————— (6.25)

 1 + exp(λi,0	+ ∑
A

a=1
λi,1,(a)acaqia)

where P(⋅) is a probability, exp(⋅) is the exponential function (a constant equal to approxi-
mately 2.718 raised to the power of the terms in the parentheses), pic is the probability of 
correct response to item i in latent class c, Xic is the observed response for item i in latent 
class c, qia is the indicator from the Q-matrix indicating whether attribute a is measured by 
item i, aca is the attribute mastery indicator for attribute a in latent class c, λi,0 is the intercept 
parameter for item i, and λi,1,(a) is the slope parameter for item i and attribute a. One can 
recognize the structure of Equation 6.25 as a structure of a multidimensional IRT model, 
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with the important exception that the latent attribute variables are discrete in DCMs. To illus-
trate the way the C-RUM model places constraints on the attribute parameters across items, 
Table 6.17 presents the kernel values for the GRI scale. 

One can visualize the parameters for a C-RUM analysis of the GRI scale in Table 6.11 as 
shown in Table 6.18 where the estimates and standard errors are fictitious numbers that 
serve purely illustrative purposes. For the four items of the GRI scale, the C-RUM model 
would provide four intercept parameters and seven slope parameters with associated stan-
dard errors as there are seven entries of 1 in the Q-matrix. 

From the parameter estimates in Table 6.18, one can construct the estimated probability 
that a respondent positively endorses a GRI item. For instance, consider again Item 2 (“I have 
gotten into trouble over things I have done to finance my gambling”), which requires Attri-
bute 2 (“The respondent has broken the law to finance his or her gambling”) and Attribute 
3 (“The respondent has lost relationships because of his or her gambling”) just as in the il-
lustration for the NIDO model. For a respondent for whom both attributes are present, the 
kernel value for this item is (–1.24 + 2.11 + 0.75) = 1.62, resulting in an endorsement prob-
ability of .83. For a respondent for whom only Attribute 2 is present the kernel value is (–1.24 
+ 2.11) = .87, resulting in an endorsement probability of .71. For a respondent for whom 
only Attribute 3 is present, the kernel value is (–1.24 + 0.75) = –.49, resulting in an endorse-
ment probability of .38. Finally, for a respondent for whom neither attribute is present, the 
kernel value is –1.24, resulting in an endorsement probability of .22. 

Thus, note how the endorsement probabilities differ for the four attribute profiles such 
that those respondents for whom more attributes are present have incrementally higher 
chances of endorsing the item. While this is akin to the NIDO model, the difference between 
the NIDO and C-RUM models lies in the fact that the endorsement probabilities for respon-
dents in the same latent class are constrained to be equal across all items in the NIDO model, 

table 6.17. c-ruM parameterization of the Gri Scale

Class a Item 1 Item 2 Item 3 Item 4

 1 [0,0,0,0] λ1,0 λ2,0 λ3,0 λ4,0 
 2 [0,0,0,1] λ1,0 λ2,0 λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(4)

 3 [0,0,1,0] λ1,0 λ2,0 + λ2,1,(3) λ3,0 λ4,0 + λ4,1,(3) 
 4 [0,0,1,1] λ1,0 λ2,0 + λ2,1,(3) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(3) + λ4,1,(4) 
 5 [0,1,0,0] λ1,0 λ2,0 + λ2,1,(2) λ3,0 λ4,0 + λ4,1,(2) 
 6 [0,1,0,1] λ1,0 λ2,0 + λ2,1,(2) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(2) + λ4,1,(4) 
 7 [0,1,1,0] λ1,0 λ2,0 + λ2,1,(2) + λ2,1,(3) λ3,0 λ4,0 + λ4,1,(2) + λ4,1,(3) 
 8 [0,1,1,1] λ1,0 λ2,0 + λ2,1,(2) + λ2,1,(3) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(2) + λ4,1,(3) + λ4,1,(4) 
 9 [1,0,0,0] λ1,0 + λ1,1,(1) λ2,0 λ3,0 λ4,0 
10 [1,0,0,1] λ1,0 + λ1,1,(1) λ2,0 λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(4) 
11 [1,0,1,0] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(3) λ3,0 λ4,0 + λ4,1,(3) 
12 [1,0,1,1] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(3) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(3) + λ4,1,(4) 
13 [1,1,0,0] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(2) λ3,0 λ4,0 + λ4,1,(2) 
14 [1,1,0,1] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(2) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(2) + λ4,1,(4) 
15 [1,1,1,0] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(2) + λ2,1,(3) λ3,0 λ4,0 + λ4,1,(2) + λ4,1,(3) 
16 [1,1,1,1] λ1,0 + λ1,1,(1) λ2,0 + λ2,1,(2) + λ2,1,(3) λ3,0 + λ3,1,(4) λ4,0 + λ4,1,(2) + λ4,1,(3) + λ4,1,(4) 
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while they differ across items with the same attribute requirements in the C-RUM. Moreover, 
since the probability of endorsing an item when no attributes are present is represented only 
by the intercept parameter in the C-RUM, this term allows for the identification of poorly 
diagnostic items. That is, items for which the baseline probability—as defined through the 
intercept parameter in the kernel—is relatively high are items that might be problematic. The 
slope parameters in the C-RUM also indicate the relative contribution of each attribute to the 
endorsement probability for an item. Thus, items that poorly measure the required attributes 
are those for which the probability increments—as defined through the slope parameters in 
the kernel—are small.

6.4 chapter concluSion

Our purpose for this chapter was to present the mathematical formulas and defining param-
eters for a set of core DCMs that was described conceptually in Chapter 5. We presented a 
basic motivation for each model in the context of a possible diagnostic assessment. We showed 
how condensation rules create compensatory and noncompensatory DCMs whose parame-
ters may look similar on the surface but can have very different interpretations. We illustrated 
how one must pay special attention to the kinds of inferences that one would like to make 
about items and respondents in selecting a suitable DCM for a particular application context. 
Specifically, one needs to decide whether or not an assumption of compensation is plausible 
and then select an appropriate model from within the resulting class of DCMs. Although the 
intuitive choice may always seem to be the most flexible model, such a model may be too 
complex for the data set at hand. In the next chapter we turn our attention to the use of log-
linear models as an overarching modeling framework under which a wide variety of DCMs 
can be subsumed. In addition, we introduce the LCDM as a specific modeling family within 
the log-linear framework, which can be used to specify a large number of core DCMs.
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7

The LCDM Framework

In this chapter, we take a more general approach to organizing and estimating core DCMs 
based on log-linear models with latent classes. We show that all core DCMs can be expressed 
under this common framework, which significantly facilitates several of these issues (Henson 
et al., 2009). Moreover, because it is possible to place statistical constraints on model pa-
rameters in this framework, the general modeling approach is flexible enough to allow for 
“intermittent” models to be specified that currently do not have a name in the literature. In 
other words, the log-linear modeling framework presented in this chapter provides a coher-
ent connection between the core DCMs that we described in the previous chapter and ex-
tends the model space in important ways. 

We present the log-linear modeling framework in four sections. In Section 7.1, we in-
troduce log-linear models generally as one particular statistical approach to modeling the 
associations between discrete responses. We expand this idea in Section 7.2 by introducing 
log-linear models with latent classes, which are designed to identify previously unobserved 
groups of respondents that have similar response patterns. In Section 7.3, we introduce the 
log-linear model representation of DCMs. In Section 7.4 we show how core DCMs that were 
presented in Chapter 6 can be represented within this framework. We focus specifically on 
the DINA, NIDA, and reduced NC-RUM models as noncompensatory models and the DINO, 
NIDO, and C-RUM models as compensatory models to parallel our exposition in the previ-
ous chapter. By focusing on the ranges of values for main and interaction effects in the log-
linear models, we provide a novel perspective on the distinction between compensatory and 
noncompensatory models that shows how they are different gradations on a continuum of a 
much broader variety of DCMs. 

To review, in the previous chapter we discussed a set of core DCMs that are commonly 
used for analyzing data from diagnostic assessments. Specifically, we classified the models 
into two categories: noncompensatory and compensatory models. Recall that noncompen-
satory models require that all attributes that are measured by an item have to be mastered 
in order for a respondent to perform well on the item. That is, noncompensatory models 
assume that an individual cannot “make up” for lacking any of the measured attributes by 
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having mastered any additional attributes. Examples of noncompensatory models include the 
DINA, NIDA, and reduced or full NC-RUM models. As an alternative, compensatory models 
allow respondents to “make up” for the lack of mastery on any particular attribute with the 
mastery of additional attributes. Examples of compensatory models include the DINO, 
NIDO, and C-RUM models.

Although conceptually the characterization of models as noncompensatory and com-
pensatory is very useful, selecting the appropriate model type may not be easy in actual 
applications. Within each category are multiple models one can choose from, and not all 
models can be estimated using the same statistical estimation approach and software, which 
makes model choice a complicated process. Part of this complication is a result of the fact 
that, historically, each model was developed separately, usually within the context of a spe-
cific application. Consequently, comparatively little research currently exists that directly com-
pares the results from a set of possible competing models using real or simulated data sets. 

In addition, the number of parameters and the names of the parameters can at times be 
confusing. For example, both the DINA and DINO models have parameters for each item 
that are called “slipping” and “guessing” parameters. Even though the labels are the same, 
their interpretation is different in each model. Specifically, in the DINA model, the guessing 
parameter represents the probability of correctly responding to an item when at least one 
required attribute has not been mastered, whereas in the DINO model the guessing param-
eter represents the probability of a correct response only when none of the required attri-
butes have been mastered. Also, models such as the NC-RUM do not have a single parameter 
that can be interpreted as a guessing parameter. In those models, a parameter that represents 
a similar concept must be computed separately as a function of selected parameters included 
in the models. Therefore, selecting an appropriate model is typically a blend of theoretical 
considerations about the response process, practical considerations about availability of suf-
ficient data and estimation algorithms, and empirical considerations of model fit. 

7.1 A Brief introduction to Log-LineAr ModeLs

Log-linear models are commonly discussed in the context of categorical data analysis (e.g., 
Agresti, 2002; Hagenaars, 1993), which refers to a set of statistical models that are appropri-
ate for contexts in which a researcher has collected data on a set of discrete variables (i.e., 
variables on nominal or ordinal scales) and wishes to model the relationship between these 
variables. Because of space limitations, this chapter does not provide a thorough introduction 
to log-linear models as commonly used in categorical data analysis, but instead discusses the 
basic modeling framework and terminology needed to understand the subsequent discussion 
of representing and estimating DCMs within this framework. 

Consider the following hypothetical example. Suppose a political analyst is interested in 
studying the relationship between an important election issue such as the banning of smok-
ing in public places and a variable such as gender. The analyst conducts a brief survey where 
this question is included and receives a total of 1,650 responses. In other words, for each 
respondent, the analyst records two discrete variables, namely, the “gender” of the respondent 
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(male, female) and whether or not the respondent “supports a public smoking ban” (yes, no). 
A typical way of summarizing such data is in a two-way table; Table 7.1 shows hypothetical 
data for this context.

By simply looking at the table, we see that a total of 600 males (i.e., 300 who support a 
smoking ban and 300 who do not support a smoking ban) and a total of 1,050 females (i.e., 
400 who support a smoking ban and 650 who do not support a smoking ban) were polled. 
We also see that a total of 700 respondents support a smoking ban, whereas a total 950 re-
spondents do not support a smoking ban. 

Expressed in terms of conditional proportions or probabilities for supporting the smok-
ing ban (e.g., the proportions or probabilities for each gender group), this means that out of 
the 600 males that were polled, a total of 300 (i.e., 50%) support the smoking ban, whereas 
only 400 out of 1,050 females that were polled (i.e., 38%) support the smoking ban. This dif-
ference suggests that the two variables of interest in this case (i.e., gender and support for the 
ban) are dependent on one another. If they were independent, the conditional probabilities 
would be identical. Put differently, in Table 7.1 the probability that the smoking ban is sup-
ported depends on whether the respondent is male or female.

To formalize this observation with a statistical model and to use some inferential proce-
dures to test for whether this claim is likely to be true in the population from which these 
respondents were sampled, log-linear models can be used. A log-linear model is a statistical 
model for the observed frequency Fij of respondents in each cell in Table 7.1 and, thus, pre-
dicts the frequency of respondents in each cell. Log-linear models rely on the logarithmic 
transformation of these predicted frequencies. Thus, ln(Fij) becomes the predicted response 
variable in a log-linear model, which is then linearly related to a set of variables. The variables 
are weighted using model parameters that capture how ln(Fij) changes across categories. In 
the example from Table 7.1 there would be two variables (i.e., gender and support), each with 
two categories or levels.

As one common option for statistical identification and interpretation purposes, one can 
define a reference group. Suppose that the reference group in the above example was chosen 
as the group of “males that support the smoking ban.” In that case, the log-linear model 
would contain a weight that describes the change in ln(Fij) that is expected when comparing 
the reference group to females that support the smoking ban (i.e., a change only in the gen-
der category), another weight that describes the change in ln(Fij) that is expected when com-

tABLe 7.1. two-Way cross-
classification of Hypothetical  
response data

 Support for 
 smoking ban

Gender Yes No Total

Male 300 300 600
Female 400 650 1,050
Total 700 950 1,650
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paring the reference group to males that do not support a smoking ban (i.e., a change only 
in the smoking ban response category), and finally a weight that describes the change in 
frequency ln(Fij) that is expected when comparing the reference group to females that do not 
support the smoking ban (i.e., a change in both the gender and smoking ban response cate-
gories) after adjusting for the expected marginal changes. 

Mathematically, the log-linear model representing these ideas would be parameterized 
as follows:

 ln(Fij) = l0 + li
Gender + l j

Ban + lij
Gender*Ban  (7.1)

where the l parameters are the weights that represent the changes in predicted log(Fij) with 
respect to the reference group. The model given in Equation 7.1 is called the full or saturated 
log-linear model because it contains the maximum possible number of parameters and will 
perfectly predict (i.e., replicate) all observed cell counts Fij. Specifically, l0 is used to repre-
sent ln(Fij) for the reference group (e.g., males that support the smoking ban). The parameter 
li

Gender is used to indicate the weights associated with a change from one gender to another. 
In our example, there are two categories of gender, and so there is a weight associated with 
males (

 
Genderlmales ), which equals 0 because the reference group consists of males, and a weight 

associated with females (
 

Genderlfemales). The parameter l j
Ban is used to indicate the weights associ-

ated with a change from supporting to not supporting the smoking ban. In our example there 
are two possible responses, so there is a weight associated with supporting the smoking ban 

(
 

Banlyes ), which equals 0 because the reference group is males who support the ban, and a 
weight associated with not supporting it (

 
Banlno ). Finally, the parameter 

 
Gender*Banlij  represents 

four weights as there are four possible combinations of gender and smoking ban response; 
however, only the last parameter, 

 
Gender*Banlfemale,no , is estimated such that 

 
Gender*Banlmale,yes  

= 0, 
 

Gender*Banlmale,no  = 0, 
 

Gender*Banlfemale,yes  = 0. This parameter is used to indicate any cell-specific changes in the counts 
that is not explained by the marginal change with respect to gender and ban. 

In statistical terminology, li
Gender and l j

Ban describe marginal or main effects (i.e., the effect 
of changing from one category to another within a single variable). Because 

 
Gender*Banlij  is cell-

specific and is defined for two variables, it is referred to as a two-way interaction effect, whose 
magnitude is an indication of the strength of relationship that exists between the two vari-
ables. Specifically, if all 

 
Gender*Banlij  parameters were 0, then the change in ln(Fij) would depend 

only on whether respondents are male or female or whether or not they support the smoking 
ban. There would not be any further differences between those males and females who do 
and do not support the smoking ban. 

Another way to understand the meaning of these parameters is to think of a model that 
has only specific parameters in it. For example, a model that contained only the main effect 
for gender would predict that the cell counts would differ between males and females, but it 
would also predict that they would be identical for both levels of the smoking ban variable 
(i.e., whether or not they supported the smoking ban). In contrast, the full saturated model, 
which contains main effects and the interaction effect between gender and the smoking ban, 
would predict that the cell counts differ for all possible combinations of the levels of these 
two variables. 
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7.2 Log-LineAr ModeLs WitH LAtent cLAsses

In order for the log-linear modeling framework to be applicable to the DCM context more 
generally, we need to discuss conditional independence in the context of latent classes. Con-
tinuing with the political polling example, let us assume that a third variable, the “party affili-
ation of each respondent,” was also recorded. It was recorded, because it is believed that the 
party affiliation of a respondent influences whether he or she supports the smoking ban; 
Table 7.2 provides the three-way cross-classification table with hypothetical data for the poll-
ing context from the previous section.

Table 7.2 shows that a total of 450 respondents said that they belong to Party A and a 
total of 1,200 respondents said that they belong to Party B. From this table it can be seen that 
a total of 300 respondents from Party A support a smoking ban whereas only 150 do not sup-
port a smoking ban. It can also be seen that 300 of the respondents from Party A are males 
and 150 individual are females. In addition, of those respondents belonging to Party A, 200 
out of 300 males and 100 out of the 150 females support a smoking ban so that there is a 
66.6% chance of a support for the smoking ban regardless of gender. In Party B the percent-
age of endorsing a smoking ban is only 25%, but this proportion is, again, the same for both 
males and females in that party. Thus, when party affiliation is taken into account, the two 
variables turn out to be independent within each party. In statistical terminology, one says 
that gender and support are conditionally independent when controlling for party affiliation. In 
contrast, when the party affiliation of the respondents is not taken into account, gender ap-
pears to be related to the support for the smoking ban as was shown in Section 7.1. Hence, 
the inclusion of party affiliation influences the conclusions that one draws about the relation-
ship between gender and the support of the smoking ban. 

Conditional independence is a concept used in all latent-variable models because all 
models postulate that the responses of respondents are independent given the number of 
latent variables included in the models. The latent variables are thus believed to capture the 
key characteristics that the assessment is intended to measure (e.g., proficiency in a particu-

tABLe 7.2. three-Way cross-classification of 
Hypothetical data with Known Party Membership

Party A

Gender Support Do not support Total

Male 200 100 300
Female 100 50 150
Total 300 150 450

Party B

Gender Support Do not support Total

Male 100 200 300
Female 300 600 900
Total 400 800 1,200
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lar domain or a clinical disposition). Recall, however, that they are un observed (i.e., statisti-
cally created) in contrast to the response variables, which are directly observed. Specifically, 
while party affiliation in the previous example was observed, a latent variable could be used 
in its place. Because the latent variable could incorporate more than just political party, its 
interpretation is not necessarily as obvious. 

Technically speaking, as we have seen in Chapter 5, DCMs are multidimensional latent-
variable models with multiple latent variables. Consequently, responses are assumed to be 
independent conditional on the multiple latent variables that are included in those models. 
As we have also seen, one can view DCMs as confirmatory latent class models where the 
latent classes represent unique attribute profiles. Therefore, responses of respondents can 
also be viewed as independent conditional on the latent class they are in. 

Historically, log-linear models with latent classes have been used in exploratory settings 
to determine the number of latent classes present in a given sample. Because log-linear mod-
els can be used to model the association between the responses for assessment items, one of 
the goals of the general paradigm of log-linear models with latent classes is to determine the 
appropriate number of latent classes such that the responses become independent of one 
another within each latent class. Once a suitable model with a suitable number of latent 
classes has been determined, a probability of class membership would be assigned to each 
respondent for each latent class based on their response pattern. By comparison, DCMs are 
not used for exploratory purposes, because the number of latent classes is determined, prior 
to an analysis, by the number of latent attributes and their loading pattern as specified in the 
Q-matrix.

To demonstrate the exploratory use of log-linear models with latent classes, we return to 
the polling example. Imagine, for example, that the party affiliation of the respondents was 
never recorded. A log-linear model with two latent classes would attempt to identify this 
third variable such that, within each class, gender and support were independent as in Table 
7.2. In an ideal situation, the latent classes would overlap with the actual party affiliation; 
this idealized case is shown in Table 7.3. 

tABLe 7.3. three-Way Predicted cross-classification for 
Hypothetical data with Latent class Membership

Latent class 1

Gender Support Do not support Total

Male 200 100 300
Female 100 50 150
Total 300 150 450

Latent class 2

Gender Support Do not support Total

Male 100 200 300
Female 300 600 900
Total 400 800 1,200
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Even if two latent classes are determined to be sufficient to render the responses con-
ditionally independent, it is unlikely that they would provide such a direct correspondence 
to the party affiliation of respondents. Because log-linear models with latent classes provide 
only statistical classifications but do not infuse the latent variables and resulting latent classes 
with meaning, it is the analyst’s responsibility to interpret what substantive meaning these 
classes carry after the statistical analyses have been conducted. When working with DCMs, 
the Q-matrix provides substantive hypotheses about the likely class structure a priori, but it 
remains the analyst’s responsibility to interpret their substantive meaning. 

7.3 rePresenting dcMs As Log-LineAr ModeLs WitH  
LAtent cLAsses

Log-linear models can be used to represent DCMs if some of the variables in the model are 
specified as latent variables. In other words, the focus of log-linear DCMs is not on situations 
where all included categorical variables are observed. Instead, the focus is on categorical item 
responses, which are observed, and categorical latent attribute variables, which are unob-
served. Thus, at a conceptual level, log-linear models with latent classes could be applied to 
diagnostic assessment data simply because there are a set of observed variables that are 
categorical. 

To ease the discussion of log-linear models and their applications to representing DCMs, 
we will use the arithmetic example from Chapter 6 again. Recall that in the example there 
were a total of four items measuring basic arithmetic ability, which are reproduced in Table 
7.4 along with their Q-matrix. Since there are four items, there are a total of four dichoto-
mous observed variables per respondent. Similarly, because there are four attributes, there 
are four dichotomous latent variables. These four latent variables result in 2A = 24 = 16 latent 
classes because each latent variable can take one of two states: “mastery” or “nonmastery,” 
yielding 16 possible combinations of attribute mastery status. 

7.3.1 conditional independence for dcMs

Conditional independence in the DCM context means that the response on any given item is 
only a function of the set of measured attributes. Therefore, within any given latent class (i.e., 
for respondents with any particular attribute profile), item responses are independent. For 
example, it is expected that responses to Item 1 (2 + 3 – 1 = ?) and Item 4 (8 + 12 = ?) will 

tABLe 7.4. four diagnostic Mathematics items

Items  Addition Subtraction Multiplication Division

 2 + 3 – 1 = ? 1 1 0 0
 4/2 = ? 0 0 0 1
 5 × 3 – 4 = ? 0 1 1 0
 8 + 12 = ? 1 0 0 0
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be related. That is, if a respondent correctly responds to Item 1, it is likely that the respon-
dent knows how to add, and, therefore, it is likely that the respondent will also correctly 
respond to Item 4. However, within any given latent class the responses to these items are 
independent. In other words, the particular attribute profile of a respondent in a latent class 
is, statistically, all that is needed to explain the dependency among the item responses. Re-
sponding incorrectly to an item when one should not (i.e., “slipping” on an item) or correctly 
getting the item right when one should not (i.e., “guessing“ on an item) is assumed to be a 
process that happens by chance alone.

7.3.2 A Log-Linear Model for three Variables

More formally, Item 1 (2 + 3 – 1 = ?) measures the attributes “Addition” and “Subtraction.” 
For this item, we assume that each respondent has either mastered or not mastered addition 
(a1), has either mastered or not mastered subtraction (a2), and has either answered this item 
correctly or incorrectly (X1). Therefore, if one could observe all three of these variables across 
a set of respondents, we could create a three-way cross-classification table much like Table 7.2 
and Table 7.3. This is shown in Table 7.5 with fictional data on 400 respondents. Table 7.5 
shows that 92 + 30 + 8 + 70 = 200 respondents (i.e., the sum of all entries in the lower sec-
tion of the table) have mastered addition and that 92 + 30 + 8 + 70 = 200 respondents (i.e., 
the sum of all entries in the two left columns of the two table sections) have mastered subtrac-
tion. If both attributes have been mastered (i.e., if a1 = 1 and a2 = 1), the probability of a 
correct response is (92/(92 + 8)) = .92 (i.e., the upper left cell entry in the lower table section 
divided by the sum of the two entries in that column of the lower table section). In other 
words, the highest cell count or predicted probability of a correct response is observed for re-
spondents who have mastered both of these attributes. These cell counts and predicted prob-
abilities drop significantly for nonmastery of attributes. If only addition has been mastered, 

tABLe 7.5. An example of a three-Way table for a dcM

Nonmaster of addition, a1 = 0

 Masters of Nonmasters of 
 subtraction, a2 = 1 subtraction, a2 = 0 Total

Correct answer (X1 = 1) 30 30 60
Incorrect answer (X1 = 0) 70 70 140
Total 100 100 200

Master of addition, a1 = 1

 Masters of Nonmasters of 
 subtraction, a2 = 1 subtraction, a2 = 0 Total 

Correct answer (X1 = 1) 92 30 122
Incorrect answer (X1 = 0) 8 70 78
Total 100 100 200
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the probability drops to (30/(70 + 30)) = .30; if only subtraction has been mastered, the 
probability drops to (30/(30 + 70)) = .30 as well; and if neither of the attributes has been 
mastered it drops to (30/(30 + 70)) = .30 as well. 

While it may seem surprising that the probabilities for nonmastery of different attributes 
should be identical, we specifically created this example to illustrate the structure of the 
DINA model. Recall that this model provides only two response probabilities for each item, 
one for masters of all measured attributes and one for nonmasters of at least one measured 
attribute, thereby not further distinguishing between different classes of nonmasters. This 
means that the probabilities of a correct response are identical for all possible attribute pro-
files (i.e., latent classes) of nonmasters, which leads to the three probabilities of .30 in the 
example.

Using a log-linear model with latent classes, we can write the log-frequencies for the 
data in Table 7.5 as a function of the three discrete variables as follows:

 ln(Fijk)  = l0 + li
a1 + l j

a2 + lk
x + lik

a1*x + l jk
a2*x + lij

a1*a2 + lijk
a1*a2*x 

(7.2)
 

= l0 + [li
a1 + l j

a2 + lij
a1*a2] + [lk

x + lik
a1*x + l jk

a2*x + lijk
a1*a2*x] 

where ln(Fijk) is the logarithmic function, l0 is the intercept parameter, l i
a1 is the main effect 

parameter associated with Attribute 1, l j
a2 is the main effect parameter associated with At-

tribute 2, lk
x is the main effect parameter associated with the observed item response, l ij

a1*a2 
is the two-way interaction effect parameter associated with Attribute 1 and Attribute 2, l ik

a1*x 
is the two-way interaction effect parameter associated with Attribute 1 and the observed item 
response, l jk

a2*x is the two-way interaction effect parameter associated with Attribute 2 and 
the observed item response, and l ijk

a1*a2*x is the three-way interaction effect parameter asso-
ciated with Attribute 1, Attribute 2, and the observed item response. Note again that the 
response variable x is observed whereas the attribute variables a1 and a2 are unobserved la-
tent variables. In addition, any weight associated with x and a latent variable a represents the 
association between the attribute and the item. 

Equation 7.2 contains two important sets of parameters, which is why parameters are 
rearranged in the second line of this equation. The first set of parameters (i.e., li

a1, l j
a2 and 

li
a1*a2) relates solely to the respondents because all parameters are defined for the latent at-

tribute variables. These parameters describe the way in which the log-frequencies in the cells 
vary as a function of the attribute profiles of the respondents, independent of whether the 
response is correct or incorrect. The second set of parameters (i.e., lx

k, lik
a1*x, ljk

a2*x, and 
lijk

a1*a2*x) relates to the items in that all parameters involve the observed response variable. 
Specifically, the parameter lk

x is related to the general difficulty of the item, whereas the re-
maining parameters (lik

a1*x, ljk
a2*x, and lijk

a1*a2*x) describe the effect that each latent attribute 
has on the item response. 

One way to understand the meaning of these parameters is to imagine what the predicted 
distribution of data in Table 7.5 would look like if only the parameter or parameter set under 
consideration were in the model. For example, if only the main effects l i

a1 were in the model, 
the four cell entries corresponding to mastery of addition would be identical, as would be the 
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four cell entries corresponding to nonmastery of addition. However, the two sets of numbers 
would differ, which reflects the assumption that only mastery of addition influences how 
respondents are distributed across the cells. The same reasoning applies to a model that only 
contained the main effects l j

a2. If the attribute interaction effects lij
a1*a2 were included in the 

model in addition to the two main effects, the predicted cell counts would differ across the 
different potential mastery states, but the pattern would be identical for respondents who 
responded correctly and incorrectly. If the three-way interaction effects lijk

a1*a2*x were included 
in the model along with all other effects, all predicted cell counts would be allowed to differ, 
which is why this full model would reproduce the data perfectly. 

It is clear that the DINA model is a relatively restrictive model, because several predicted 
cell frequencies are identical, as illustrated by the hypothetical data in Table 7.5. Yet, the DINA 
model is only one specific example of a DCM, and this log-linear modeling framework is very 
flexible. It allows us to represent different DCMs by placing different restrictions on the pa-
rameters in the model, thereby modeling response data with relatively simple and more com-
plex DCMs. As with any modeling endeavor, the challenge is to determine whether the data 
distribution that is predicted by a certain DCM is “close enough” to the observed data distri-
bution for the model to represent a viable approximation, which we discuss in more detail in 
Chapter 12. 

7.3.3 Log-Linear Models in Logit form

As we discussed in Chapter 5, DCMs share many similarities with other latent-variable mod-
els, including models from IRT. Therefore, it is useful to understand that the equation of a 
log-linear model can also be transformed into an equation with a logit link, which is also 
known as a logistic link or a log-odds link. The logit link is a common representational form for 
IRT models as well and is a suitable mathematical transformation whose purpose is to keep 
the predicted probabilities between 0 and 1. It is based on the relationship between a log-
linear model and logistic regression models. The details of this transformation are not the 
focus of this chapter, so to learn more about the use of log-linear models in order to predict 
the probabilities of making a specific observation, we recommend reading Agresti (2002) and 
Hagenaars (1993). Knowledge of these concepts would help one to understand the details of 
the relationship at a deeper level, but such deep knowledge will not be necessary to follow 
the subsequent explanations in this chapter.

For the example above depicting responses to Item 1 (2 + 3 – 1 = ?), the logistic regres-
sion form of Equation 7.2 is presented in Equation 7.3 where P(⋅) is the probability, a1 is the 
latent variable for Attribute 1, a2 is the latent variable for Attribute 2, exp(⋅) is the exponential 
function, l0 is the intercept parameter, la1 is the main effect parameter associated with At-
tribute 1, la2 is the main effect parameter associated with Attribute 2, and la1*a2 is the two-
way interaction effect parameter associated with Attribute 1 and Attribute 2.

 exp(l0 + la1 + la2 + la1*a2)
 P(X1 = 1|a1, a2) = —————–——————— (7.3)
 1 + exp(l0 + la1 + la2 + la1*a2)
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The superscripts on the model parameters refer to the label for the parameter and do not 
mean that the parameter is raised to some power. For simplicity, we have also dropped the 
subscripts from the parameters because the latent variables a are assumed to be discrete. The 
model also uses a reference group coding that implies that only a single parameter is esti-
mated for each main or interaction effect in the model, whereby the reference group repre-
sents the attribute profile where no attribute is mastered or possessed.

Equation 7.3 shows that the probability of a correct response depends on the two latent 
attribute variables. It also shows how this probability is modeled as a function of the attribute 
variables and how the relationship between the predicted response and the attribute vari-
ables is nonlinear (i.e., of exponential form). Alternatively, Equation 7.3 can be expressed 
in terms of its inverse, the logit or log-odds, which is shown in Equation 7.4. Note that ln(⋅) is 
the natural logarithmic function, P(X1 = 1|a1,a2) is the probability of a correct response for 
Item 1 conditional on the status of Attribute 1 and Attribute 2, l0 is the intercept parameter, 
la1 is the main effect parameter associated with Attribute 1, la2 is the main effect parameter 
associated with Attribute 2, and la1*a2 is the two-way interaction effect parameter associated 
with Attribute 1 and Attribute 2. We include Equation 7.4 here to demonstrate that the 
model parameters are linear predictors of the logit of a correct response.

 P(X1 = 1|a1, a2) ln(————–————) = l0 + la1 + la2 + la1*a2  (7.4)
 1 – P(X1 = 1|a1, a2)

That is, the functional form of Equation 7.4 is one of a generalized linear model with a logit 
link. In essence, the model is a dummy-coded ANOVA model for dichotomous data, where 
the factors of the ANOVA model are not directly observed.

7.3.4 dcMs as constrained Log-Linear Models in Logit form

As a further generalization of the log-linear model in logit form, one can think of writing the 
probability of a correct response for Item 1 in terms of Attribute 1 and Attribute 2 and of us-
ing the binary indicators from the Q-matrix (i.e., the 0 and 1 entries) to indicate which at-
tributes are relevant for a particular item (Henson et al., 2009). The alternative expression for 
the model in Equation 7.3 is shown in Equation 7.5:

 exp(l1,0 + l1,1,(1)a1 + l1,1,(2)a2 + l1,2,(1,2)a1a2) P(X1 = 1|a1, a2) = ———————————————————— (7.5)
 1 + exp(l1,0 + l1,1,(1)a1 + l1,1,(2)a2 + l1,2,(1,2)a1a2)

where P(⋅) is a probability, exp(⋅) is the exponential function (a constant equal to approxi-
mately 2.718 raised to the power of the terms in the parentheses), a1 is the latent variable for 
Attribute 1, a2 is the latent variable for Attribute 2, l1,0 is the intercept parameter, l1,1,(1) 

is 
the main effect parameter associated with Attribute 1, l1,1,(2) is the main effect parameter as-
sociated with Attribute 2, and l1,2,(1,2) is the two-way interaction effect parameter associated 
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with Attribute 1 and Attribute 2. For the item parameters of the model, note that we used a 
slightly different notation in Equation 7.5 in order to denote which item, model effects (i.e., 
intercept, main effect, interaction effects), and attributes correspond to a given parameter. 
This differs from having the superscripted attributes in Equations 7.3 and 7.4, which can 
become cumbersome as the number of attributes measured by an item increases. 

Therefore, a model effect is generally represented as li,l,(a,a′,...) where the first subscript, 
i, represents the item with which the parameter is associated. The second subscript, l, repre-
sents the level of the effect (i.e., 0 for the intercept, 1 for a main effect, 2 for a two-way inter-
action, 3 for a three-way interaction, and so on). The remaining subscripts in parentheses 
represent the attributes that are included in the effect. The number of attributes in the paren-
theses is dictated by the level of the effect. The intercept is not associated with any attributes, 
which is why only a 0 is used. The main effects are associated with one attribute. For exam-
ple, in Equation 7.5 the model contains l1,1,(1), which is the main effect for Item 1 and At-
tribute 1 and l1,1,(2), which is the main effect for Item 1 and Attribute 2. Two-way interaction 
effects are associated with a pair of attributes, which is why two attributes labels are used in 
the parentheses. For example, in Equation 7.5 the model contains l1,2,(1,2), which is the two-
way interaction effect for Item 1, Attribute 1, and Attribute 2. 

In the next section, we will introduce a more general form for the log-linear model where 
higher-order interaction effects are possible. Note that the highest level of an interaction for 
an item is limited by the number of attributes that are measured by the item as specified in 
the Q-matrix. For example, for Item 1 (2 + 3 – 1 = ?), which measures Attribute 1 and At-
tribute 2, the highest possible level of an interaction effect is a two-way interaction effect.

7.4 tHe LcdM As A generAL dcM for  
diAgnostic MeAsureMent

Equation 7.3 and Equation 7.4 provide the foundation for using log-linear models with la-
tent classes to represent DCMs, which can incorporate more than two attributes. In those 
cases, additional main effect and higher-order interaction terms for each additional attribute 
are added. With our labeling convention from the previous section in place, we now define 
the LCDM and show how it provides a set of constrained model parameters to represent dif-
ferent DCMs. 

Specifically, the LCDM models the conditional probability that respondent r with at-
tribute profile ar = ac provides a correct/positive response to item i as follows:

 exp(li,0 + li
Th(ac, qi)) pic = P(Xic = 1|ac) = ——————————— (7.6)

 1 + exp(li,0 + li
Th(ac, qi))

It should be noted that Equation 7.6 was initially discussed by von Davier (2005) as the 
GDM where qi is the set of Q-matrix entries for item i. Moreover, the intercept parameter, li,0, 
represents the logit of a correct response given that all Q-matrix indicated attributes are not 
possessed by a respondent (i.e., that the latent class to which the respondent belongs has an 
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attribute profile where all entries in ac are 0). However, in contrast to the GDM, the LCDM 
defines the values of li and h(ac, qi) in such a way that the models previously discussed in 
Chapter 6 can be easily defined. Specifically, the vector li represents a vector of size (2A – 1) 
× 1 with main effect and interaction parameters for item i, and h(ac, qi) is a vector of size 
(2A – 1) × 1 with linear combinations of the ac and qi. The item response function in the 
exponent combines the Q-matrix entries, the attribute profiles of respondents, and the item 
parameters, li as follows:

 kernel = li,0 + li
Th(ac, qi) 

 = li,0 + ∑
A

a=1
li,1,(a)acaqia + ∑

A

a=

–1

1 a′=
∑

A

a+1
li,2,(a,a′)acaaca′qiaqia′ + . . .  

(7.7)

For item i, the exponent includes an intercept term, all main effects (i.e., li,1,(a) repre-
sents the main effect for Attribute a), and all possible interactions between attributes (e.g., 
li,2,(a,a′ ) represents a two-way interaction effect for Attribute a and Attribute a′). In most 
DCMs, all attributes and Q-matrix entries are binary, which makes the elements of h(ac, qi) 
binary indicators as well. Therefore, for a Q-matrix with A attributes, the first A elements of 
h(ac, qi) represent the A main effect parameters. For example, the first element corresponds 
to the main effect for Attribute 1 if Attribute 1 is measured by the item and h(ac, qi) = ac1qi1 
in that case. The second set of elements includes all two-way interactions for items measu-
ring both attributes. Thus, for example, h(ac, qi) = ac1ac2qi1qi2 in this case. The remaining 
linear combinations of h(ac, qi) are defined as all possible three-way interactions for items 
measuring three attributes up to a final A-way interaction for items measuring all A attribu-
tes, if those exist. Constraints can be placed on the parameters in li so that the probability 
of a correct response increases in accordance with the DCM that is represented by the LCDM.

By expressing a DCM in this way, the LCDM is simply a specific form of a model with a 
linear predictor. As we alluded to earlier, in many ways the LCDM can be compared to a 
multiple way-ANOVA. To better illustrate this point, imagine a situation where there are only 
two factors for an ANOVA. Factor A has two levels (e.g., an experimental condition A1 and a 
control condition, A0) and Factor B has two levels as well. If a researcher was interested in 
testing for the effects that factors A and B had on a particular outcome, the researcher could 
use a fully crossed factorial design to test for a main effect of Factor A, a main effect of Factor 
B, and an interaction effect of Factor A and Factor B together. The LCDM takes a similar ap-
proach to modeling item responses. The main difference is that the factors in an ANOVA 
correspond to the attributes in the LCDM and that the levels of the factors in an ANOVA are 
the mastery states of each attribute in the LCDM. Moreover, for diagnostic assessments there 
are multiple outcome variables (i.e., item responses), and these responses are discrete, rather 
than continuous as in an ANOVA. 

To demonstrate the use of the LCDM with a real-data example, we again use the patho-
logical gambling example that uses the GRI (Feasel et al., 2004). Item 16 asks a respondent 
to agree or disagree with the statement “I am ashamed of the things I’ve done to obtain mo-
ney for gambling.” The item was written to measure Attribute 8 (“The respondent has com-
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mitted illegal acts such as forgery, fraud, theft, or embezzlement to finance gambling”) and 
Attribute 10 (“The respondent relies on others to provide money to relieve a desperate finan-
cial situation caused by gambling”). 

The LCDM thus contains the following four parameters for Item 16: an intercept param-
eter (l16,0), two main effect parameters—one for Attribute 8 (l16,1,(8)) and one for Attribute 
10 (l16,1,(10))—and one parameter for the interaction of Attribute 8 and Attribute 10 
(l16,2,(8,10)). Now assume that these parameters have the following values, l16,0 = –2, l16,1,(8) 
= 2, l16,1,(10) = 1, and l16,2,(8,10) = 0. In this case, Table 7.6 shows the expression in the expo-
nent of the LCDM according to Equation 7.7 for all four possible values of the latent variables 
for Attribute 8 and Attribute 10 as well as the resulting logit value of the LCDM according to 
the generalized version of Equation 7.4 and its conversion into a probability of a correct re-
sponse according to Equation 7.6.

Table 7.6 shows that, when the respondent possesses neither Attribute 8 nor Attribute 
10, only the intercept (l16,0 ) defines the item response probability, which is .12. Each of the 
main effects (l16,1,(8) and l16,1,(10)) represents an increase in the logit for a respondent pos-
sessing the respective attributes. For instance, a respondent who possesses only Attribute 10 
has a probability of .27 of a positive response, and a respondent who possesses only Attribute 
8 has a probability of .50 of a positive response. The interaction term (l16,2,(8,10)) represents 
the change in logit when both attributes are possessed. In this example, the interaction term 
was set to 0, so the final logit of a positive response for a respondent who possesses both 
attributes (.73) is simply the sum of the intercept and main effects for each attribute. 

Table 7.6 shows that the predicted response probability is structurally the sum of all 
relevant effects. The item response function in the exponent for this example is purely com-
pensatory in that the log-odds of a positive response for respondents with both attributes is 
simply the sum of the relevant main effect parameters. In general, if the value of the inter-
action term was different from 0, the logit would be different from just the sum of the main 
effects, which would effectively make the model noncompensatory. This shows the flexibil-
ity of representing different compensatory and noncompensatory DCMs within the LCDM 

tABLe 7.6. LcdM results for item 16 on the gri

a8 a10 LCDM kernel l16,0 + lT
16h(ac, q16) Logit p16

0 0  l16,0 + l16,1,(8)(0)(1) + l16,1,(10)(0)(1) + l16,2,(8,10)(0)(0)(1)(1)  –2 .12 
= l16,0

0 1  l16,0 + l16,1,(8)(0)(1) + l16,1,(10)(1)(1) + l16,2,(8,10)(0)(1)(1)(1)  –1 .27 
= l16,0 + l16,1,(10)

1 0  l16,0 + l16,1,(8)(1)(1) + l16,1,(10)(0)(1) + l16,2,(8,10)(1)(0)(1)(1)  0 .50 
= l16,0 + l16,1,(8)

1 1  l16,0 + l16,1,(8)(1)(1) + l16,1,(10)(1)(1) + l16,2,(8,10)(1)(1)(1)(1)  1 .73 
= l16,0 + l16,1,(8) + l16,1,(10) + l16,2,(8,10)
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framework, which provides a statistical structure for testing whether each term is signifi-
cantly different from 0. This is the focus of the next section. 

7.5 rePresenting core dcMs WitH tHe LcdM

In this section, we provide a basic presentation of the core DCMs from Chapter 6 in terms of 
the LCDM. We will see how different DCMs are distinguished by the parameters that are 
included or constrained in the LCDM. The major focus in this chapter is on the case in which 
all observed item responses are dichotomous (i.e., scored “correct” or “incorrect”) and all 
attributes are dichotomous also (i.e., representing “mastery” vs. “nonmastery” or “presence” 
vs. “absence”). We will organize the presentation using the general distinction between non-
compensatory and compensatory models in that the noncompensatory DINA, NIDA, and 
Reduced NC-RUM models will be discussed first and the compensatory DINO, NIDO, and 
C-RUM models will be discussed subsequently. 

The examples used in Chapter 6 will be revisited in this section to aid in the interpreta-
tion and discussion. Specifically, we use the previously discussed Item 1 from the arithmetic 
test (2 + 3 – 1 = ?) to discuss the DINA, NIDA, and Reduced NC-RUM models. Recall again 
that Item 1 measures Attribute 1, “Addition,” and Attribute 2, “Subtraction.” Hence, the 
probability of a correct response for this item is defined by Equation 7.5. 

Furthermore, we will use Item 2 from the GRI (“I have gotten into trouble over things I 
have done to finance my gambling”) to discuss the DINO, NIDO, and C-RUM models. Recall 
again that Item 2 also measures two attributes, namely, Attribute 2 (“The respondent has 
broken the law to finance his or her gambling”) and Attribute 3 (“The respondent has lost 
relationships because of his or her gambling”). Hence, the probability of a correct response 
for this item is defined by Equation 7.5 as well, this time only with Attribute 2 and Attribute 
3 instead of Attribute 1 and Attribute 2. 

7.5.1 the dinA Model

Recall that the DINA model defines the probability of a correct response to an item in terms 
of two parameters: the “slipping” parameter (si) and the “guessing” parameter (gi ). As speci-
fied in Table 6.3, for any respondent who has not mastered at least one of the measured at-
tributes, the probability of a correct response is equal to the probability of “guessing” the 
correct response (gi ) and for a respondent who has mastered all attributes the probability of 
a correct response is equal to the probability of “not slipping” (1 – si). 

For Item 1 from the arithmetic test, a respondent is expected to get the item correct only 
if he or she has mastered both addition and subtraction. This is another way of saying that 
there are no main effects in the log-linear model for mastering only one attribute because the 
probability of a correct response increases if and only if both attributes have been mastered. 
Therefore, the interaction term is the only key term for the DINA model in the LCDM repre-
sentation and all main effect parameters are set to 0. The DINA model representation with 
the LCDM is shown in Equation 7.8 where we have omitted the Q-matrix terms for brevity. 



 The LCDM Framework 159

 exp(l1,0 + l1,1,(1)ac1 + l1,1,(2)ac2 + l1,2,(1,2)ac1ac2) P(X1c = 1|ac1, ac2) = ———————————————————–—
 1 + exp(l1,0 + l1,1,(1)ac1 + l1,1,(2)ac2 + l1,2,(1,2)ac1ac2)

 exp(l1,0 + (0)ac1 + (0)ac2 + l1,2,(1,2)ac1ac2) = —————————————–————— (7.8)
 1 + exp(l1,0 + (0)ac1 + (0)ac2 + l1,2,(1,2)ac1ac2)

 exp(l1,0 + l1,2,(1,2)ac1ac2) = ——————————–
 1 + exp(l1,0 l1,2,(1,2)ac1ac2)

where P(⋅) is a probability, exp(⋅) is the exponential function, ac1 is the latent variable for At-
tribute 1, ac2 is the latent variable for Attribute 2, l1,0 is the intercept parameter, l1,1,(1) is the 
main effect parameter associated with Attribute 1, l1,1,(2) is the main effect parameter associ-
ated with Attribute 2, and l1,2,(1,2) is the two-way interaction effect parameter associated with 
Attribute 1 and Attribute 2, and X1c is the observed response for item 1 in latent class c. 

In addition, because the probability of a correct response should increase for the mas-
tery of both attributes, the interaction term must be positive, which is a constraint in the 
DINA model. Thus, two effects (i.e., li,0 

and li,2,(1,2)) will be estimated in this model, which 
are related to the slipping and guessing parameters in the prototypical DINA model formula-
tion; this relationship is shown in Table 7.7. 

The first column in Table 7.7 is simply a number for the set of latent classes with a par-
ticular value on the first two attributes of interest. The second column shows the attribute 
profiles where the “*” in positions three and four indicate that these attributes are not being 
measured by the item and, thus, do not have an influence on the probability of a correct re-
sponse. That is, the corresponding parameters are 0 and drop out of the model equation and 

tABLe 7.7. LcdM representation of the dinA Model

Latent Attribute 
class profile Probability of a correct response

   exp(l1,0 + l1,2,(1,2)(0)(0)) exp(l1,0)
1 [0,0,*,*] P(X1c = 1|ac1, ac2) = ——————————— = ————— = g1
   1 + exp(l1,0 + l1,2,(1,2)(0)(0)) 1 + exp(l1,0)

   exp(l1,0 + l1,2,(1,2)(0)(1)) exp(l1,0)
2 [0,1,*,*] P(X1c = 1|ac1, ac2) = ——————————— = ————— = g1
   1 + exp(l1,0 + l1,2,(1,2)(0)(1)) 1 + exp(l1,0)

   exp(l1,0 + l1,2,(1,2)(1)(0)) exp(l1,0)
3 [1,0,*,*] P(X1c = 1|ac1, ac2) = ——————————— = ————— = g1
   1 + exp(l1,0 + l1,2,(1,2)(1)(0)) 1 + exp(l1,0)

   exp(l1,0 + l1,2,(1,2)(1)(1)) exp(l1,0 + l1,2,(1,2))
4 [1,1,*,*]

 

P(X1c = 1|ac1, ac2) = ——————————— = ————————— = (1 – s1)
   1 + exp(l1,0 + l1,2,(1,2)(1)(1)) 1 + exp(l1,0 + l1,2,(1,2))

Note. P, probability; exp(⋅), exponential function; ac1, latent variable for Attribute 1; ac2, latent variable for Attribute 
2; l1,0, intercept parameter; l1,1,(1), main effect parameter associated with Attribute 1; l1,1,(2), main effect parameter 
associated with Attribute 2; l1,2,(1,2), interaction effect parameter associated with Attributes 1 and 2; g1, guessing 
parameter, s1, slipping parameter. 
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are not shown in the equations in the third column. In these equations, the appropriate at-
tribute mastery values for Attribute 1 and Attribute 2 (i.e., 0 and 1) are substituted into the 
third line of Equation 7.8. 

We note how a set of equivalence classes are defined by the attribute mastery states so 
that there are four different unique latent classes for this example. We also observe that the 
probability of a correct response equals g1 for the first three latent classes, as desired, but that 
the attribute mastery states for these three latent classes are nevertheless different. However, 
if both attributes have been mastered, the probability of a correct response increases to 1 – s1 
because the parameter l1,2,(1,2) is added to the baseline weight l1,0 in the exponent in accor-
dance with the DINA model formulation.

7.5.2 the nidA and reduced nc-ruM Models

The DINA model is often considered overly restrictive in the sense that all respondents who 
lack at least one of the measured attributes are expected to perform identically. Both the 
NIDA and the reduced NC-RUM address this concern in that the probability of a correct re-
sponse changes based on each measured attribute that has been mastered. Both models are 
included in this subsection because the NIDA can be considered a special case of the re-
duced NC-RUM. In both models, lacking any given attribute reduces the probability of a 
correct response. Recall that the difference between the NIDA and the reduced NC-RUM is 
that the penalty for lacking a given attribute is fixed across all items in the NIDA model, 
which translates into equality constraints for parameters across items. In Chapter 6 this was 
discussed in a slightly different but equivalent manner. We said there that the NIDA model 
provides attribute-specific slipping and guessing parameters (i.e., parameters that are restriced 
across items), whereas the reduced NC-RUM allows for these restrictions to be lifted. 

Recall that there were actually two versions of the NC-RUM. The full NC-RUM includes a 
continuous latent variable, hc, to compensate for an incompleteness of the Q-matrix. Although 
this term can be useful in measuring the extent to which the Q-matrix included all measured 
attributes, it is difficult to estimate it reliably in practice, so the reduced NC-RUM without 
this term is more commonly used in practice. Consequently, we have chosen to focus on the 
reduced NC-RUM in this subsection. The probability of a correct response for the reduced 
NC-RUM for Item 1 from the arithmetic assessment for example, is given in Equation 7.9.

 exp(l1,0 + l1,1,(1)ac1 + l1,1,(2)ac2 + l
∼

1,2,(1,2)ac1ac2) P(X1c = 1|ac1, ac2) = ———————————————————–— (7.9)
 1 + exp(l1,0 + l1,1,(1)ac1 + l1,1,(2)ac2 + l

∼
1,2,(1,2)ac1ac2) 

where P(⋅) is a probability, exp(⋅) is the exponential function, ac1 is the latent variable for At-
tribute 1, ac2 is the latent variable for Attribute 2, l1,0 is the intercept parameter, l1,1,(1) is the 
main effect parameter associated with Attribute 1, l1,1,(2) is the main effect parameter associ-
ated with Attribute 2, and l

∼
1,2,(1,2) is the two-way interaction effect parameter associated with 

Attribute 1 and Attribute 2. 
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In contrast to Equation 7.8 for the DINA model, the probability of a correct response 
changes for each attribute that is mastered, as there are now main effects and an interaction 
effect in the LCDM. The main effects are assumed to be positive, which leads to an increase 
in the probability of a correct response for each attribute that has been mastered. In addition, 
we have to use a new notation, l

∼
1,2,(1,2), because the reduced NC-RUM is multiplicative in its 

structure. Therefore, the effect of mastering both attributes is greater than simply the sum of 
knowing each of the attributes separately. The “∼” is used to describe the fact that this value 
is defined as a function of the main effects so that the probabilities defined by the LCDM are 
consistent with the reduced NC-RUM. Although this chapter does not intend to go into great 
detail as to the definition of these parameters, we should say that all interaction terms will 
always be positive in this model. Table 7.8 provides the probability of correctly responding to 
Item 1 in a setup similar to that of Table 7.7.

Note how the prototypical formulation of the reduced NC-RUM in terms of a baseline 
probability and penalty parameters is structurally different from the LCDM parameterization 
but statistically equivalent. For example, for respondents who have mastered only the second 
attribute, “Subtraction,” in latent class 2, there is a penalty of r*

11 for not mastering the first 
attribute, “Addition,” in the prototypical formulation of the reduced NC-RUM. In the corre-
sponding log-linear modeling representation, this translates to an added positive increase in 
the logit for having mastered Attribute 2, l1,2,(2), which provides numerically equivalent re-
sults. Or, put differently, penalties in the prototypical formulation of the reduced NC-RUM 
for not mastering attribute a are translated into incremental increases for mastering attribute 
a in the LCDM formulation of the model. Finally, note that the table with parameter esti-
mates for the NIDA model would look similar to Table 7.8. Because Table 7.8 only provides 
parameters for one item, the difference between the two models is not obvious from that table, 
however, because parameter restrictions are in effect across items in the NIDA model. 

7.5.3 the dino Model

Recall from Chapter 6 that the compensatory DINO model has a slipping parameter (si) and 
a guessing parameter (gi) for each item, much like the DINA model. However, the DINO 
model is different in that any respondent mastering at least one of the measured skills for 
an item is expected to perform well on that item. Hence, as shown in Table 6.12, the DINO 
model provides a probability of guessing (gi) for those respondents who provide a correct 
answer, even though they do not possess any attributes and a probability of not slipping 
(1 – si) for those respondents who possess at least one attribute. 

For example, the endorsement of Item 2 (“I have gotten into trouble over things I have 
done to finance my gambling”) on the GRI is likely when respondents possess at least one of 
the two related attributes or dispositions, Attribute 2 (“The respondent has broken the law to 
finance his or her gambling”) or Attribute 3 (“The respondent has lost relationships because 
of his or her gambling”). Mathematically, possessing either of the two attributes will increase 
the probability of an endorsement for this item, but possessing both of them does not make 
any additional statistical difference. More precisely, under the DINO model, one can show 
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that the effect of possessing both attributes is less than what would be expected based on 
only the sum of the main effects. 

The probability of a correct response for Item 2 under the DINO model is given in Equa-
tion 7.10.

 exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3 - l2,2,(2,3)ac2ac3) P(X2c = 1|ac1, ac2) = ———————————————————–—
 1 + exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3 - l2,2,(2,3)ac2ac3)

 exp(l2,0 + l2ac2 + l2ac3 - l2ac2ac3) = —————————————–—— (7.10)
 1 + exp(l2,0 + l2ac2 + l2ac3 - l2ac2ac3)

 exp(l2,0 + l2(ac2 + ac3 – ac2ac3) = —————————————–—
 1 + exp(l2,0 + l2(ac2 + ac3 – ac2ac3)

where P(⋅) is a probability, exp(⋅) is the exponential function, ac2 is the latent variable for At-
tribute 2, ac3 is the latent variable for Attribute 3, l2,0 is the intercept parameter, l2,1,(2) is the 
main effect parameter associated with Attribute 2, l2,1,(3) is the main effect parameter asso-
ciated with Attribute 3, l2,2,(2,3) is the two-way interaction effect parameter associated with 
Attribute 2 and Attribute 3, and l2 is the common parameter. Importantly, note that there are 
only two parameters, l2,0 and l2, in Equation 7.10 because the values of the main effect and 
interaction effect parameters are constrained to equality in this model (i.e., l2,1,(2) = l2,1,(3) = 
l2,2,(2,3) = l2). Table 7.9 provides the probability of correctly responding to Item 2 in a setup 
similar to that of Table 7.7 and Table 7.8.

Because the interaction parameter is negative and has the same value as either main ef-
fect parameters, the interaction parameter eliminates the increase in the logit that would be 

tABLe 7.9. Log-Linear Model representation of the dino Model

Latent Attribute  
class profile Probability of an endorsement

   exp(l2,0 + l2(0) + l2(0) - l2(0)(0)) exp(l2,0)
1 [*,0,0,*] P(X2c = 1|ac2, ac3) = ——————————————— = ———–—— = g2
   1 + exp(l2,0 + l2(0) + l2(0) - l2(0)(0)) 1 + exp(l2,0)

   exp(l2,0 + l2(0) + l2(1) - l2(0)(1)) exp(l2,0 + l2)
2 [*,0,1,*] P(X2c = 1|ac2, ac3) = ——————————————— = ————–——— = (1 – s2)
   1 + exp(l2,0 + l2(0) + l2(1) - l2(0)(1)) 1 + exp(l2,0 + l2)

   exp(l2,0 + l2(1) + l2(0) - l2(1)(0)) exp(l2,0 + l2)
3 [*,1,0,*] P(X2c = 1|ac2, ac3) = ——————————————— = —————–—— = (1 – s2)
   1 + exp(l2,0 + l2(1) + l2(0) - l2(1)(0)) 1 + exp(l2,0 + l2)

   exp(l2,0 + l2(1) + l2(1) - l2(1)(1)) exp(l2,0 + l2)
4 [*,1,1,*] P(X2c = 1|ac2, ac3) = ——————————————— = ——————–— = (1 – s2)
   1 + exp(l2,0 + l2(1) + l2(1) - l2(1)(1)) 1 + exp(l2,0 + l2)

Note. P, probability; exp(⋅), exponential function; ac2, latent variable for Attribute 2, ac3, latent variable for Attribute 3; 
l2,0, intercept parameter; l2 = parameter associated with the main effect for Attribute 2, the main effect for Attribute 3, 
and the interaction effect for Attributes 2 and Attribute 3; g2, guessing parameter for item, s2; slipping parameter for 
item 2.
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predicted based on having mastered an additional second attribute when one attribute has 
already been mastered. In this way, the compensatory DINO model differs from the previ-
ously presented noncompensatory models in that the interaction term describes a reduction 
of what would be expected if one were to simply sum across the main effects of knowing each 
attribute. In the DINA, NIDA, and reduced NC-RUM models, positive interactions represent 
an added benefit when multiple attributes are mastered, while in this model no such benefit 
is provided. Put differently, mastering more than one attribute does not lead to an increased 
response probability in the DINO model.

7.5.4 the nido and c-ruM Models

The NIDO and C-RUM models are, in many ways, the easiest models to represent using the 
LCDM. From their equations in Chapter 6 one can see that their kernels already look similar 
to the right-hand side of the LCDM equation. The NIDO model provides an intercept and a 
slope parameter for each attribute with equality restrictions across items, while the C-RUM 
lifts that equality restriction; this is similar to the relationship between the NIDA and re-
duced NC-RUM models. 

Mathematically, it can be shown that the C-RUM and NIDO models are models with 
main effects only under the LCDM parameterization. Equation 7.11 provides the probability 
of a correct response for the C-RUM for Item 2 from the GRI.

 exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3 + l2,2,(2,3)ac2ac3) P(X2c = 1|ac1, ac2) = ——————————————–——————–
 1 + exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3 + l2,2,(2,3)ac2ac3)

 exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3) 
(7.11)

 = ———————–——————–– 
 1 + exp(l2,0 + l2,1,(2)ac2 + l2,1,(3)ac3)

where P(⋅) is a probability, exp(⋅) is the exponential function, ac2 is the latent variable for At-
tribute 2, ac3 is the latent variable for Attribute 3, l2,0 is the intercept parameter, l2,1,(2) is the 
main effect parameter associated with Attribute 2, l2,1,(3) is the main effect parameter associ-
ated with Attribute 3, and l2,2,(2,3) is the two-way interaction effect parameter associated with 
Attribute 2 and Attribute 3. Note that the value of the interaction is 0 because, by definition, 
the models do not require it for their parameterization in the LCDM framework. Because there 
is no interaction term, there is no additional advantage of or penalty for mastering both at-
tributes compared to having mastered only one of them. Table 7.10 provides the probability 
of correctly responding to Item 2 from the GRI in a setup similar to that of Tables 7.7, 7.8, 
and 7.9. Note that the NIDO model contains parameter restrictions across items so that the 
difference between the NIDO and C-RUM cannot be represented in a single table just as with 
the NIDA and reduced NC-RUM in the previous section. 

7.5.5 summary of LcdM Parameter constraints for different dcMs

In the previous sections, we have shown how core DCMs from Chapter 6 can be represented 
using the LCDM. We have shown that the noncompensatory DINA, NIDA, and reduced NC-
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RUM models have positive interaction terms as mastering additional attributes always cor-
responds to an added benefit (i.e., an increase in the response probability). We have also 
shown how the compensatory DINO, NIDO, and C-RUM models have zero or negative in-
teraction terms, as mastering additional attributes is not an added benefit (i.e., does not lead 
to an addition increase in the response probability). Put differently, compensatory models 
imply that less is gained by having mastered more than a subset of measured attributes com-
pared to noncompensatory models. Table 7.11 summarizes the value ranges that the effect 
parameters for the different DCMs take on in general.

One of the strengths of the LCDM framework for estimating DCMs is that it can be used 
to identify a suitable DCM by placing parameter restrictions within a very flexible general 
model. Thus, it allows for a relatively simple comparison of the relative and absolute fit of 
each of the DCMs under consideration in a particular study. Importantly, the approach allows 
an analyst to specify a different DCM for each item. As an illustration, we present data from 
Henson et al (2009). In their example, the authors utilize a data set on fraction–subtraction 
items from Tatsuoka (1990), which has been a common example in many applications of 

tABLe 7.10. Log-Linear representation of the c-ruM

 Attribute 
Class profile Probability of an endorsement

   exp(l2,0 + l2,1,(2)(0) + l2,1,(3)(0)) exp(l2,0)
1 [*,0,0,*] P(X2c = 1|ac2, ac3) = —————————————— = ———–—— 
   1 + exp(l2,0 + l2,1,(2)(0) + l2,1,(3)(0)) 1 + exp(l2,0)

   exp(l2,0 + l2,1,(2)(0) + l2,1,(3)(1)) exp(l2,0 + l2,1,(3))
2 [*,0,1,*] P(X2c = 1|ac2, ac3) = —————————————— = —————––——  
   1 + exp(l2,0 + l2,1,(2)(0) + l2,1,(3)(1)) 1 + exp(l2,0 + l2,1,(3))

   exp(l2,0 + l2,1,(2)(1) + l2,1,(3)(0)) exp(l2,0 + l2,1,(2))
3 [*,1,0,*] P(X2c = 1|ac2, ac3) = —————————————— = ———–——–——
   1 + exp(l2,0 + l2,1,(2)(1) + l2,1,(3)(0)) 1 + exp(l2,0 + l2,1,(2))

   exp(l2,0 + l2,1,(2)(1) + l2,1,(3)(1)) exp(l2,0 + l2,1,(2) + l2,1,(3))
4 [*,1,1,*] P(X2c = 1|ac2, ac3) = —————————————— = ———–————————
   1 + exp(l2,0 + l2,1,(2)(1) + l2,1,(3)(1)) 1 + exp(l2,0 + l2,1,(2) + l2,1,(3))

Note. P = probability; exp(⋅), exponential function; ac2, latent variable for Attribute 2; ac3, latent variable for Attribute 
3; l2,0, intercept parameter; l2,1,(2), main effect parameter associated with Attribute 2; l2,1,(3), main effect parameter 
associated with Attribute 3. 

tABLe 7.11. Value ranges for LcdM Parameters in different dcMs 

 Noncompensatory models Compensatory models

Parameters DINA NIDA NC-RUM DINO NIDO C-RUM

Main effects Zero Positive Positive Positive Positive Positive

Interaction effects Positive Positive Positive Negative Zero Zero

Parameter Across Across — Across Across — 
restrictions attributes items  attributes items
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DCMs. The item set is popular because the assessment was carefully designed with a DCM 
application in mind and the data have shown good fit with some DCMs. 

The full assessment contained 20 items and was administered to 2,144 seventh-grade 
students in 1990. For simplicity, we focus our attention on a subset of three items from these 
data—Item 1, Item 8, and Item 12—which are shown along with their Q-matrix entries and 
attribute labels in Table 7.12.

To illustrate the utility of the LCDM for representing and estimating DCMs, we estimate 
the saturated LCDM with all possible model parameters for these data; Figure 7.1 shows the 
results for the three items. The vertical axis shows the point estimate for each parameter and 
the associated standard-error band (i.e., point estimate ± one standard error); the horizontal 
line in the middle of each graph indicates the value of 0 as a visual reference point. In each 
graph in Figure 7.1 the subscript of the parameter that was estimated is shown on the hori-
zontal axis. For example, the graph for Item 1 shows that l1,1(1), l1,1,(2), and l1,2,(1,2) were es-
timated for this item, because it measures Attribute 1 and Attribute 2; similar interpretations 
apply to the other two graphs. 

Given that different DCMs place different restrictions on the values of the parameters 
as shown in Table 7.11, one can now identify a likely candidate DCM for each item. For ex-
ample, the pattern of the parameter estimates for Item 1 shows that both of the main effects 
are essentially 0, whereas the interaction term is positive. A glance at Table 7.11 shows that 
such a pattern is consistent with the DINA model. The pattern of the parameter estimates for 
Item 8, on the other hand, shows that both main effect estimates are likely to be positive, 
whereas the interaction term is likely to be negative. According to Table 7.11, this pattern is 
commensurate with the DINO model. Finally, Item 12 requires three different attributes, and 
it seems that all interaction terms for this item could potentially be 0, which is a pattern that 
is consistent with the C-RUM. These three items clearly illustrate why so many DCM ap-
plications are plagued by model-data misfit, because the three items from the same diagnos-
tic assessment represent response processes that are in line with three different DCMs. Hence, 
when a single DCM is fit to all items from an assessment, misfit is likely to arise for several 
items. 

tABLe 7.12. three items from a fraction-subtraction Assessment

  Attribute 1:  Attribute 2:  Attribute 3:  
  Borrow from Separate Find common
Item Problem whole number whole number denominator

 1 3
1 3— – 2— = ? 1 1 0
 2 2

 1
8 2 – — = ? 1 0 1
 3

 4
12 7 – 1— = ? 1 1 1
 3
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figure 7.1. Parameter estimates for LCDM for Item 1, Item 8, and Item 12.
cont.
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7.6 cHAPter concLusion

In this chapter we have seen that a log-linear modeling framework for DCMs, as formalized 
with the LCDM, can provide a meaningful approach to modeling the probabilities of a cor-
rect response or an endorsement to dichotomously scored items for dichotomously coded 
attributes. The objective of a modeling endeavor is, of course, not to define an unnecessarily 
complex DCM just because such a model could theoretically and, perhaps, practically be 
estimated. In contrast, it is to define a DCM that is parsimonious (i.e., of minimally needed 
complexity to capture the core patterns in the data) and fits the data well. As this chapter has 
shown, this is something that might be achieved very powerfully with the LCDM, because it 
allows differentially complex DCMs to be fit to different items. As the complexity of a DCM 
increases, the demand on the data structure (i.e., the number of respondents overall, the 
number of respondents per item, the number of items for each attribute) increases strongly 
as well. It may also be very challenging to identify the model statistically, which means that 
it may be very difficult to determine a set of parameter restrictions that is necessary and suf-
ficient for a software program to be able to provide unique parameter estimates. It is useful 
to keep such considerations in mind for the next three chapters, which take a more in-depth 
look at the modeling of the attribute space specifically as well as item and respondent param-
eter estimation more generally.

figure 7.1. cont.
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8

Modeling the Attribute Space in DCMs

In several places in the previous chapters we have mentioned how relationships between at-
tributes are captured through relationships between the discrete latent variables in DCMs 
and how attribute properties such as their difficulty are captured through individual model 
parameters. For example, in Chapter 3 we discussed how attribute-level information was 
used to set rules for diagnosis. In Chapter 4 we discussed how attributes can be hierarchically 
related, with attributes falling into linear, convergent, divergent, and unstructured hierarchies. 
In this chapter we discuss several approaches that have been developed for parameterizing 
the structural component in DCMs. The structural component represents the probability that 
a respondent has a given attribute profile, which provides the base-rate proportion of respon-
dents with each attribute profile. 

Specifically, in Section 8.1 we review how to express DCMs as constrained latent class 
models from Chapter 6, and again we differentiate explicitly between their structural and 
measurement components. In Section 8.2 we describe how the latent attribute space can be 
parameterized without imposing any additional constraints, which we will refer to as an un-
constrained model. In Sections 8.3–8.5 we describe how a log-linear model (e.g., Henson & 
Templin, 2005; Xu & von Davier, 2008a), an unstructured tetrachoric model (e.g., Hartz, 2002), 
and a structured tetrachoric model (e.g., de la Torre & Douglas, 2004; Templin et al., 2007; 
Templin & Henson, 2009), respectively, can be used to reduce the complexity of the para-
meterization of the latent attribute space. We conclude this chapter in Section 8.6 with a 
discussion of how one can choose a structural model judiciously, how to include covariates 
into such models, and how to make comparisons between models with different parameteri-
zations of the latent attribute space. 

8.1 Structural ModelS in dcMs

We begin our discussion by once more reviewing DCMs as constrained latent class models. 
Recall from Chapter 6 that a general latent class model with c = 1,...,C classes for dichoto-
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mously scored items (Xic = 1 or Xic = 0) provides the following probability for the observed 
response pattern x:

 Structural Measurement
 

			 									

 P(Xr = xr) = ∑
C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir (8.1)

where P(⋅) is the probability; Xr and xr are the observed response data across all items and 
respondents; xir is the observed response of respondent r to item i; pic is the probability of 
correct response to item i by a respondent in latent class c, and uc is the probability of mem-
bership in latent class c. Equation 8.1 shows the probability of observing a particular re-
sponse pattern, which is modeled as a product of independent Bernoulli random variables. 
The Bernoulli variables represent the dichotomous item responses, each with a probability of 
a correct response pic, conditional on the respondent being a member of latent class c. The 
product term indicates that item responses are independent conditional on the latent class 
(i.e., attribute profile) of the respondent, which is a property known as local independence or 
conditional independence. Because the right-hand portion of Equation 8.1 links the latent class 
(i.e., attribute profile) of a respondent to the data, this portion is also called the measurement 
component of the model. Specifying the model equations for different DCMs in Chapters 6 
and 7 is akin to specifying the pic parameters in Equation 8.1, which induces constraints of 
parameters across latent classes.

In the latent class model, the measurement component is conditional on (i.e., specific 
to) the latent class of the respondent. The measurement component is condensed into the 
final probability estimate through means of a weighted sum—adding all conditional mea-
surement component values over all possible latent classes. The sum under the weight terms, 
uc, is also called the structural component of the model. These weights are probabilities repre-
senting the base-rate proportion of respondents in a given class c. In DCMs, these represent 
the proportion of respondents with a given attribute profile and contain all the information 
about the distribution of attributes in the population of interest. As such, meaningful infor-
mation can be obtained by analysis of the uc values. For example, one can compute the pro-
portion of masters of any given attribute marginally or the correlation between any (and all) 
pairs of attributes using these proportions and the attribute profiles of the latent classes. Due 
to the nature of DCMs, for a diagnostic assessment mea suring A attributes, the maximal 
number of latent classes is C = 2A, meaning 2A – 1 uc parameters must be estimated. It is not 
necessary to estimate all 2A parameters because the uc sum to 1, meaning that the value of 
the last parameter is completely determined by the values of the other 2A – 1 parameters. 

The current chapter discusses methods for how to reduce the number of structural pa-
rameters that need to be estimated in a DCM. The methods we discuss in this chapter thus 
fall under the heading of structural models because they allow us to gain insights into margi-
nal attribute properties. They are analogous to structural models used in related psychometric 
models such as structural equation models, confirmatory multidimensional item response 
theory models, or confirmatory multidimensional item factor analysis models. In the follow-
ing sections we will distinguish among unstructured structural models, log-linear structural 
models, unstructured tetrachoric models, and structured tetrachoric models, which are all 
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different ways of placing a structure onto the attribute associations with the objective of esti-
mating the uc parameters in an efficient manner.

8.2 unStructured Structural ModelS

The most straightforward approach to modeling the latent attribute space is to estimate the 
uc values directly for all C latent classes. Once these probability values have been estimated, 
they can be used to compute the marginal base rates for the attributes (i.e., the marginal 
probabilities of mastery or possession for each attribute). Moreover, the attribute profiles for 
the different latent classes can be used to construct bivariate cross-classification tables for 
attribute pairs, which can be used to compute association measures for these pairs such as 
indices of correlation between attributes. 

Because there are no constraints imposed on the latent class membership probabilities 
in an unconstrained approach, it is a very general approach. It allows attribute hierarchies to 
be detected and statistical hypotheses about such hierarchies to be directly tested. In other 
words, since the base rates for each attribute profile are estimated, one can inspect whether 
there are latent classes with none (or few) respondents in them to deduce whether the pat-
tern of membership probabilities points to particular dependencies between attributes. Of 
course, this requires a diagnostic assessment design that allows for all latent classes to be di-
stinguishable as well.

The unstructured modeling approach comes at a hefty price, however, because a total of 
C = 2A latent classes exist for a DCM with A dichotomous latent attribute variables. As the 
number of attributes increases, an exponentially large number of parameters must be estima-
ted. Thus, one can quickly run into hundreds, if not thousands, of additional structural pa-
rameters using an unconstrained structural model for high-dimensional diagnostic assess-
ments. For instance, a test measuring A = 3 attributes necessitates 23 – 1 = 7 structural 
parameters whereas a test measuring A = 10 attributes necessitates 210 – 1 = 1,023 structural 
parameters. Put differently, under the unstructured approach, each additional attribute mea-
sured by the test brings about an exponential increase in the number of structural parameters 
owing to the fact that the profiles are computed by raising the number of attribute levels to 
the number of attributes (e.g., 2A for A dichotomous attributes). It is this complexity that 
motivates the imposition of additional constraints on the membership probabilities, which 
are described in the subsequent sections in this chapter.

To illustrate the power of modeling the structural component of a DCM without con-
straints, we use a subset of a large-scale diagnostic assessment of grammatical attributes key 
to reading proficiency in English (see Templin, Henson, Rupp, Jang, & Ahmed, 2008). The 
assessment was developed at a large Midwestern university and was taken by 2,922 adult 
nonnative English speakers. Items used for the analysis consisted of 15 multiple-choice items, 
each with either four or five response options. The Q-matrix used for the following analysis 
contains three attributes: knowledge of lexical rules, knowledge of cohesive rules, and knowl-
edge of morphosyntactic rules. Knowledge of lexical rules was measured by 10 items, knowl-
edge of cohesive rules by six items, and knowledge of morphosyntactic rules by six items. 
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There are eight items with simple structure that measure only one of the attributes and seven 
items that measure two of the attributes; overall, the items on the diagnostic assessment mea-
sure, on average, 1.47 attributes. 

With a total of three attributes and C = 23 = 8 latent classes included in the model, seven 
uc parameters need to be estimated. For this diagnostic assessment, the latent class with the 
highest membership probability (i.e., the most likely attribute profile for the respondents) 
was latent class four, which indicates a mastery of knowledge of cohesive and lexical rules. 
Approximately 37% of respondents have this specific profile (u4 = .37). Furthermore, 32% of 
the respondents have not mastered any of the three attributes (u1 = .32), 10% of the respon-
dents have mastered only knowledge of lexical rules (u2 = .10), and 19% of respondents have 
mastered knowledge of all three rules (u8 = .19). Note that the four profiles that correspond 
to these latent classes are a4 = [1,1,0], a1 = [0,0,0], a2 = [1,0,0], and a8 = [1,1,1], which 
imply a linear hierarchy of attribute mastery. Overall, a total of 37% + 32% + 10% + 19% = 
98% of the respondents in this sample fall into these four classes providing strong empirical 
support for such a hierarchy. Arguably, information about conditional attribute relationships 
that are linear in nature suggest an underlying unidimensional proficiency scale with items 
that measure lexical, cohesive, and morphosyntactic knowledge of increasing difficulty in that 
order. At the same time, use of a DCM provides distinct classifications along such a scale that 
shows assessment users which attributes each respondent has mastered. Such information 
can be helpful when creating plans for remediation and can be checked for external validity 
by inspecting the curricula sequencing for English grammar to which these respondents were 
exposed. From a standard-setting perspective, it also provides direct statistical classification 
of respondents into distinct proficiency levels along such an underlying unidimensional con-
tinuum, rather than indirect classifications via cut-scores that are set on a unidimensional 
scale a posteriori via standard-setting methods (see Chapter 3 for further discussion).

Whereas information contained in the uc parameters can provide meaningful insights 
into the structure and nature of the attributes in the form of whether or not attribute hierar-
chies are present, it is typically insufficient to summarize and characterize the distribution of 
attributes with these parameters alone. For this reason, marginal and pairwise attribute infor-
mation is often reported when applying DCMs. Marginal information refers to the proportion 
of examinees mastering or possessing each attribute. Summing the membership probabilities 
across all latent classes where a particular attribute is mastered provides such a marginal 
measure. Such computations show that 66% of respondents have mastered knowledge of 
lexical rules, 58% of respondents have mastered knowledge of cohesive rules, and 19% of 
respondents have mastered knowledge of morphosyntactic rules. In other words, mastering 
knowledge of lexical and cohesive rules is moderately difficult, whereas mastering knowledge 
of morphosyntactic rules is rather difficult. In the following we demonstrate how to perform 
these computations for the grammar assessment.

Table 8.1 lists the eight attribute profiles for this assessment. Columns 2–4 of the table 
provide the value of each attribute for each specific latent class, and Column 5 provides the 
estimated uc parameters. To compute the values for uc we need to take the expected value 
for each attribute across the distribution of attributes. This is achieved by taking the sum of 
the attribute value multiplied by the uc parameter value for each profile. For example, the 
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marginal proportion of examinees possessing the lexical attribute was (0)(.32) + (1)(.10) + 
(0)(.02) + (1)(.37) + (0)(.00) + (1)(.00) + (0)(.00) + (1)(.19) = .66, as stated above. The eight 
terms in the sum represented the value of the attribute in each of the eight profiles multiplied 
by that profile’s respective uc parameter. 

Pairwise information refers to the degree of association between any pair of attributes. 
In categorical data analyses, such information is reported by any number of measures of cor-
relation between categorical variables such as the tetrachoric correlation or Cohen’s kappa 
(e.g., Agresti, 2000). When the unstructured structural model is estimated for a DCM, pair-
wise information can be obtained from the uc parameters using 2 × 2 tables that report the 
proportion of respondents having a given attribute profile for any pair of attributes. For ex-
ample, Table 8.2 provides the three two-way tables that can be constructed for the grammar 
example.

Similar to the expected values found for the marginal information, the proportions found 
in each of the two-way tables come from adding the uc parameters across the distribution of 
attributes. For instance, take the reported value of .42 in the top far-left entry in the left panel 
in Table 8.2, which represents the proportion of respondents who have mastered neither At-
tribute 2, knowledge of cohesive rules, nor Attribute 3, knowledge of morphosyntactic rules. 
This value was computed by summing the uc parameter estimates for the two attribute pro-
files where both Attribute 2 and Attribute 3 were not mastered, as shown in Table 8.1. These 
are a1 = [0,0,0] with u1 = .32 and a2 = [1,0,0] with u2 = .10 yielding a joint probability of 
attribute nonmastery of .32 + .10 = .42. The other values in Table 8.2 are computed by per-
forming the same type of computation for the respective relevant latent classes.

From each of the two-way tables in Table 8.2, descriptive measures of attribute associa-
tion can now be obtained. Table 8.2 lists three such measures of association: (1) the Pearson 
correlation coefficient, (2) the tetrachoric correlation coefficient, and (3) Cohen’s kappa. The 
Pearson correlation coefficient is the Pearson product-moment correlation applied to the di-
chotomous attribute data and is also known as the phi-coefficient in this context. Although 
the Pearson correlation is a popular choice for continuous data, use of the Pearson correlation 
coefficient for categorical data can be problematic because the limits of the coefficient depend 

table 8.1. estimated Structural Parameter estimates

 Attributes 

Latent class Lexical Cohesive Morphosyntactic uc

1 0 0 0 .32
2 1 0 0 .10
3 0 1 0 .02
4 1 1 0 .37
5 0 0 1 .00
6 1 0 1 .00
7 0 1 1 .00
8 1 1 1 .19
Marginal .66 .58 .19 
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on the marginal proportions of each categorical variable (see Agresti, 2000). For this reason, 
the tetrachoric correlation is often used. The tetrachoric correlation coefficient ranges from 
–1 to 1 and represents the correlation of supposed underlying normal variables that were 
bisected by thresholds to produce the observed categorical responses. Finally, another mea-
sure of correlation is Cohen’s kappa, which reports the proportion of matching pairs over 
what chance would dictate; it also ranges from –1 to 1. Depending on the software program 
that is used for estimation of a DCM, it may be necessary to compute certain association 
measures using an external program. 

For this example, we note that the reporting of correlations for attributes subsumed in 
a hierarchy may be uninformative. By definition, attribute hierarchies describe the depen-
dencies among attributes. Attributes nested within a hierarchy, then, are highly dependent, 
which is numerically reflected by the pairwise association coefficients. Moreover, as expected, 
the Pearson correlations are all lower than the tetrachoric correlations. The tetrachoric cor-
relations show evidence of the linear hierarchy, because all are close to 1 (i.e., .98 for the 
morphosyntactic and cohesive attributes, .96 for the morphosyntactic and lexical attributes, 
and .95 for the cohesive and lexical attributes). Finally, the Cohen’s kappa estimates similarly 
indicate that the attributes are positively related, but they are lower in absolute value than 
either the Pearson correlation coefficients or the tetrachoric correlation coefficients. The 
highest Cohen’s kappa values were found for the cohesive and lexical attributes, with a value 
of .75. 

As we discussed in the previous section, a general structural parameterization can be 
computationally demanding for a large number of attributes, because the number of latent 
classes is very large in that case, even though it is not of much concern for a smaller number 
of dichotomously scored attributes. The methods introduced in the next sections overcome 
this estimation challenge by imposing different models onto the structure of the attributes 
that are used to predict the uc with a more parsimonious structure.

table 8.2. Pairwise estimates of attribute association under a General  
Structural Model

 Morphosyntactic Morphosyntactic Cohesive

 Cohesive 0 1 Lexical 0 1 Lexical 0 1

 0 .42 .00 0 .34 .00 0 .32 .02
 1 .39 .19 1 .47 .19 1 .10 .56

Pearson/phi correlation: .41 Pearson/phi correlation: .35 Pearson/phi correlation: .76
Tetrachoric correlation: .97 Tetrachoric correlation: .96 Tetrachoric correlation: .95
Cohen’s kappa: .29 Cohen’s kappa: .22 Cohen’s kappa: .75
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8.3 loG-linear Structural ModelS

Under a log-linear parameterization of the structural model, the latent class membership prob-
abilities, uc, are modeled using a log-linear model that contains main effects and interaction 
effects. This is reminiscent of the log-linear modeling approach used for the LCDM in Chap-
ter 7 but is statistically different because the the log-linear model in this chapter is for the 
latent class membership probabilities for respondents, and not the probabilities of correct 
responses for items. The log-linear structural model is best described via a kernel expression, 
mc , which is used to predict the values uc for each latent class. There is always one less pa-
rameter estimate than there are latent classes to make the model identifiable because, as 
stated at the outset of this chapter, the last latent class membership probability is determined 
by all previous ones. For example, with eight attribute profiles defined by the Q-matrix in the 
grammar example, seven mc  parameters are estimated because the last value is fixed to 0 to 
make the set identifiable. 

A saturated log-linear model contains interaction effects for each possible combination of 
attributes (e.g., all two-way interactions, all three-way interactions, and so on); the number 
of interactions is only limited by the number of attributes in the Q-matrix. Henson and Tem-
plin (2005) first proposed such a general log-linear model parameterization that contained 
main effects associated with each latent attribute variable as well as all possible interactions 
between the latent attributes: 

	 mc = ∑
A

a=1
g1,(a)aca + ∑

A

a=

–1

1 a′=
∑

A

a+1
g2,(a,a′)acaaca′ + . . . + gA,(a,a′,...)∏

A

a=1
aca  (8.2)

where mc is the kernel expression used to determine membership probability for latent class 
c; g1,(a) is the main effect parameter associated with Attribute a; g2,(a,a′) is the two-way inter-
action effect parameter associated with Attributes a and a′; gA,(a,a′,...) is the A-way interaction-
effect parameter associated with all attributes; and aca is the latent variable for Attribute a in 
latent class c. Note that the subscripts of the parameters refer to the level of the interaction 
effect (i.e., main effect, two-way interaction, …, A-way interaction) and that one sum-to-zero 
constraint needs to be put on the set of g parameters to make the model identifiable. Note 
that we use the g and l notation in this model to emphasize that it is a log-linear for the latent 
attribute variables, and not a log-linear model for the item response probabilities (i.e., the 
LCDM in Chapter 7) despite the structural similarities. To obtain the estimated uc parameters 
from the estimated kernel mc  parameters the following formula is used:

 exp(mc) uc = ————– (8.3)
 ∑

C

c=1
exp(mc)

The saturated model is statistically identical to the unconstrained structural model de-
scribed in the previous section, whereas the model with main effects only is identical to a model 
in which all latent attribute variables are uncorrelated as no attribute associations are mod-
eled. In other words, intermediate models with different sets of interaction effects represent 
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the correlational structure between the latent attribute variables with different degrees of 
precision. The choice of which parameters should be eliminated depends on the number of 
moments (e.g., measures of centrality, dispersion, skewness, and kurtosis) that should re-
main estimable for each attribute under the model. Using the standard errors of the param-
eter estimates in the log-linear model, we can construct a hypothesis test for each parameter 
in order to test that any given effect is significantly different from 0.

For example, Xu and von Davier (2008a) present a reduced version of this model that 
contains all main effects, all two-way interaction terms, but only one three-way interaction 
term representing the cube of each latent attribute variable. As a result, this model captures 
only up to the first three moments of each latent attribute variable, which means that only 
information about first-order moments (i.e., means), second-order moments (i.e., variances), 
and third-order moments (i.e., skewness measures) can be obtained. These pieces of infor-
mation are generally sufficient to characterize univariate distributions, even though fourth-
order moments (i.e., kurtosis measures) could also be used. In a simulation study and real-
data application to language-test data, Xu and von Davier (2008a) showed that their reduced 
log-linear parameterization leads to almost identical parameters as the more complex satu-
rated specification, but results in a significant reduction of the number of parameters that 
need to be estimated. 

To provide a demonstration of how the log-linear structural model works, we use the 
English grammar example again. Specifically, we fit three nested log-linear structural models 
that represent increasing simplifications of the latent attribute space parameterization, namely, 
models with

1. All main effects, all two-way interaction effects, and all three-way interaction effects 
(three-way saturated model)

2. All main effects and all two-way interaction effects (two-way model)
3. All main effects only (one-way model). 

Table 8.3 lists the estimated parameter values for these three log-linear models. The param-
eter values are on the log-probability scale, and the log-probability for the reference cell that 
was constrained was subtracted from each estimate. To determine which of the three models 
is most suitable for modeling the attribute space in this example, hypothesis tests about in-
dividual parameters can be conducted. Similar to other statistical analyses in generalized 
linear modeling contexts, it is useful to start with the most complex model, if possible, and 
test for the statistical significance of the highest-order effect. In the three-way model, the 
parameter estimate for the three-way interaction effect, g3,(123) = 2.90, was found to have a 
p-value of .068. If we phrased our hypothesis test for this parameter by using a probability of 
a type-I error of .05 to test for the significance of model parameters, we would fail to reject 
our null hypothesis and conclude that this parameter was not different from 0 in the popula-
tion. Obviously, this p-value is best viewed as borderline evidence regarding the significance 
of this interaction. Nevertheless, for illustrative purposes, we take this value to signify that we 
can remove the three-way interaction parameter from the analysis without significantly af-
fecting the fit of the structural model. The hypothesis tests for all other parameters, across all 
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three structural models, yielded p-values far less than the .05 criterion. Thus, we conclude 
that the log-linear structural model that fits these data best is the two-way model, which is 
the one that contains all three main effects and all three two-way interaction effects but not 
the three-way interaction effect.

The mc parameters can now be used to provide an estimate of the latent class member-
ship probabilities uc using Equation 8.3. To demonstrate this idea empirically, let us consider 
trying to find the latent class membership probability for latent class eight (a8 = [1,1,1]) for 
each of the three models. Using Equation 8.2, we get:

m8  = (–6.15)(1) + (–2.80)(1) + (–1.17)(1) + (2.10)(1)(1) + (.47)(1)(1) + (4.11)(1)(1)  
+ (2.90)(1)(1)(1) 
= –.52 for the three-way model, 

m8  = (–7.29)(1) + (–2.82)(1) + (–1.17)(1) + (4.14)(1)(1) + (2.49)(1)(1) + (4.14)(1)(1)  
= –.53 for the two-way model, and 

m8  = (–1.44)(1) + (.32)(1) + (.66)(1) 
= –.46 for the one-way model. 

Using Equation 8.3, we obtain the estimates of the uc, which are shown in Table 8.4. In this 
particular application with three attributes, the estimates from the three-way model are iden-
tical to those from the saturated model. Thus, by inspecting the absolute difference between 
the estimated probabilities under the three-way model and those under the two-way and 
one-way models, we can learn how well the constrained model reproduces the estimates of 
attribute profile probabilities from the unconstrained model. That is, we can learn how much 
estimation accuracy we are losing by reducing the complexity of the model for the latent at-
tribute space, which is the numerical “price” we are paying for simplifying this estimation. 

The hypothesis tests for model parameters reported above indicated that the two-way 
model would appear to be most appropriate for these data. As it turns out, the estimates of 
the latent class membership probabilities for this model are numerically identical to the un-
constrained estimates for up to two decimal places, which is sufficiently precise for practical 

table 8.3. log-linear Structural Model estimates for one-, two-, and  
three-Way Models

 Estimates

Model effect Parameter Three-way model  Two-way model  One-way model 

Main effect for a1 g1,(1) –6.15 –7.29 –1.44
Main effect for a2 g2,(1)  –2.80 –2.82 .32
Main effect for a3 g3,(1)  –1.17 –1.17 .66
Two-way interaction for a1a2  g2,(1,2)  2.10 4.14 —
Two-way interaction for a1a3 g2,(1,3)  .47 2.49 —
Two-way interaction for a2a3 g2,(2,3)  4.11 4.14 —
Three-way interaction for a1a2a3 g3,(1,2,3)  2.90 — —
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decision-making purposes. Table 8.4 shows, however, that the estimates for the one-way 
model differ strongly from the unconstrained estimates, supporting the conclusion that a 
reduction that eliminates all interaction effects is too restrictive for these data. This model 
would generally be too restrictive because it models the attributes as uncorrelated due to the 
sole inclusion of main effect terms, which is unlikely to be a realistic representation of attri-
bute relationships in practice.

From the information in Table 8.4 we can again estimate the marginal attribute mastery 
rates by summing the probabilities of class membership across all latent classes where the 
attribute is mastered; this yields the same values as in the unstructured parameterization for 
two decimal places. Similarly, the tetrachoric correlations based on the two-way model are 
numerically identical to the values shown in Table 8.1 for up to two decimal places. 

8.4 unStructured tetrachoric ModelS

Log-linear models provide a powerful tool for reducing the complexity of the parameter space 
of the structural model in DCMs. However, they are not the only way to reduce the complex-
ity of the model space. This section centers on unstructured tetrachoric models, which are 
models that represent the tetrachoric correlations of all attribute pairs directly, rather than 
indirectly via parameters in a log-linear model. Although they are not statistically identical 
due to different parameterizations, these models are closely related to fitting log-linear mod-
els with main effects and two-way interaction effects only. Modeling tetrachoric correlations 
is familiar to specialists working with multidimensional item factor-analysis models (see 
Christofferson, 1977). They are more closely associated with everyday practice in this sense, 
and model parameters may be easier to communicate to a wider audience than kernel param-
eters in a log-linear structural model. These models were first introduced into the DCM lit-
erature by Hartz (2002) in her dissertation on the full NC-RUM. In this section, it is more 
convenient to think of an attribute as being respondent-specific rather than latent class-

table 8.4. estimated latent class Membership Probabilities for all three  
log-linear Models

Latent Attribute
 Three-way model Two-way model One-way model

class profile mc uc mc uc mc uc

1 a1 = [0,0,0] .00 .32 .00 .32 .00 .07
2 a2 = [0,0,1] –1.17 .10 –1.17 .10 .66 .04
3 a3 = [0,1,0] –2.80 .02 –2.82 .02 .32 .05
4 a4 = [0,1,1] .15 .37 .14 .37 .98 .03
5 a5 = [1,0,0] –6.15 .00 –7.29 .00 –1.44 .31
6 a6 = [1,0,1] –6.84 .00 –5.98 .00 –.78 .16
7 a7 = [1,1,0] –6.84 .00 –5.98 .00 –1.12 .22
8 a8 = [1,1,1] –.52 .19 –.53 .19 –.46 .12
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specific (replacing the c in the subscript with an r). Because each respondent can have one 
of a finite set of attributes, this replacement does not alter the meaning of the preceding 
models.

As the name implies, the unstructured tetrachoric models presented in this section do 
not place any constraints on the patterns of the tetrachoric correlations across all attributes; 
they are freely estimated in their entirety. Under the unstructured tetrachoric parameteriza-
tion, the discrete latent attribute variables are related to underlying unobserved, continuous, 
latent attribute variables. Note that we cannot observe such variables; we can only infer their 
existence. In general, all we have are the dichotomous-valued observations, and, in the case 
of a structural model for a DCM, even these are latent. The conceptualization of the under-
lying continuum in a tetrachoric correlation is purely an extension of a mathematical trick, 
one that is designed to summarize a 2 × 2 contingency table containing the proportion of 
respondents who are masters and nonmasters of any pair of attributes a and b (i.e., ara and 
arb). Contingency tables, such as the one displayed in Table 8.2 for the English grammar 
data, contain the empirical link between the observed attribute classifications and the under-
lying tetrachoric correlation. 

The probabilities in the table—each of the four cells representing all possible combina-
tions of attribute mastery for attributes a and b—are all that is needed to find the tetrachoric 
correlations. Statistically, each attribute a for each respondent r is assumed to have an under-
lying continuous variable a∼ra. The hypothetical underlying variables for attributes a and b, a∼ra 
and a∼rb, are assumed to follow a bivariate normal distribution. As with a single attribute, the 
mean for both underlying attributes is fixed at 0 and the variance is fixed at 1. The mean and 
variance of the underlying latent variables are fixed because the variables are not observable, 
and so their scale needs to be anchored to make the model identified. The only quantity that 
can vary is the correlation between the two underlying variables, ρ, which can range from –1 
to + 1. 

Specifically, in the context of dichotomous attributes, each latent attribute ara for a re-
spondent r and attribute a is related to the accompanying underlying continuous variable a∼ra 

via latent threshold parameters ta:

 0 if a∼ra < ta ara = {      } (8.4)
 1 if a∼ra ≥ ta

That is, for each attribute a, across all respondents, the underlying distribution is bisected 
by a threshold parameter, ta, which is on a real-number scale from –∞ to ∞. If a respon-
dent’s underlying variable a∼ra is less than the threshold (i.e., a∼ra < ta), then the attribute is 
said to not have been mastered (ara = 0). If the underlying continuous variable exceeds the 
threshold (i.e., a∼ra > ta) attribute is said to have been mastered (ara = 1); Figure 8.1 depicts 
this relationship. 

Figure 8.2 shows a contour plot of this bivariate density with a correlation of 0.5—
looking at the three-dimensional surface from above. The concentric circles represent re-
gions with equal height. If the correlation was 0, the ellipses would be circular, indicating 
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no correlation. If the correlation was negative, the angle of the ellipses would be in the op-
posite direction. The two lines dividing the region into four sections are located at threshold 
parameters. For demonstration purposes, we set ta = 1 and tb = 0. Each of the four quadrants 
are labeled as to the attribute combination they represent. The tetrachoric correlation is the 
correlation that makes the area under the bivariate normal curve in each of the four quad-
rants equal to the probabilities of the 2 × 2 contingency table they reflect. 

P(αra = 0)

τa

P(αra = 1)

0.4

0.3

0.2

0.1

0.0

f(α∼
ra
)

α∼ ra
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FiGure 8.1. Underlying continuous variable in tetrachoric correlations.
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FiGure 8.2. Bivariate normal distribution contour plot for tetrachoric correlations.
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For mapping this concept onto more than two attributes, it is advantageous to represent 
this model for the tetrachoric correlations of the underlying latent variables via integral nota-
tion. In particular, the latent class membership probabilities for all attribute profiles can be 
represented as a multidimensional integral where the limits of integration for each dimension 
are set such that either the area below the threshold parameter (i.e., the area between –∞ and 
ta for nonmastered attributes) is used or the area above the threshold parameter (i.e., the area 
between ta and ∞ for mastered attributes) is used. This can be represented mathematically 
as follows:

 1 1 uc = ∫
a1

b1

∫
a2

b2

. . . ∫
aA

bA

————— exp(– — a∼TΞ–1a∼)da∼A . . . da∼2da∼1 (8.5)
 (2p)A/2||1/2 2

and

 ta if aca = 1 ∞ if aca = 1
  aa = {        }, ba = {        } (8.6)
 –∞ if aca = 0 ta if aca = 0

where uc is the latent class membership probability; ∫ is an integral; p = 3.14159, a1,…,aA 
are discrete latent attribute variables, Ξ is the tetrachoric correlation matrix for latent attri-
bute variables, |Ξ| is the determinant of the tetrachoric correlation matrix, a∼1,…,a∼A are the 
underlying continuous variables, and a∼ is the vector of the underlying continuous variables. 
Thus, in the unstructured tetrachoric model, only A threshold parameters and (A

2) =  
[A(A–1)/2] tetrachoric correlations need to be estimated, which can be a substantial reduction 
of model parameters compared to the unstructured model, especially when the DCM con-
tains many attributes. Note that the tetrachoric parameterization can be easily extended to 
cases where attributes are polytomously scored. In that case, one needs to estimate multiple 
threshold parameters for each latent attribute variable, and the resulting correlations of the 
underlying continuous variables are called polychoric correlations.

To demonstrate the utility of this model empirically, we fit a general tetrachoric correla-
tion matrix structure to the English grammar assessment. The unstructured tetrachoric pa-
rameterization has a total of six parameters to estimate, which are three thresholds and (3

2) = 
3(2)/2 = 3 tetrachoric correlations. Table 8.5 lists the parameter estimates from the model. 

The left side of Table 8.5 provides the estimated marginal threshold parameters (i.e., the 
ta). The threshold parameters can be transformed into probabilities of attribute mastery or 

table 8.5. Parameter estimates from the unstructured tetrachoric Parameterization

  Bivariate information 
 Marginal information tetrachoric correlation matrix Ξ

Attribute Threshold (ta) P(aa = 1) Attribute Morphosyntactic Cohesive Lexical

Morphosyntactic .88 .19 Morphosyntactic 1 .97 .96
Cohesive – .20 .58 Cohesive .97 1 .95
Lexical – .40 .66 Lexical .96 .95 1
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possession by taking the inverse normal function of –ta. The probabilities listed in the table 
match those in Section 8.2 with the general structural model parameterization. On the right-
hand side of Table 8.5 is the estimated tetrachoric correlation matrix, Ξ. The tetrachoric cor-
relations also match the values reported in Section 8.2 and reflect a high degree of association 
between all attributes. 

8.5 Structured tetrachoric ModelS

Even though the unstructured tetrachoric model is comparatively easy to understand and 
rather intuitive if one is familiar with factor-analysis models for discrete variables, estimating 
a large number of threshold parameters and tetrachoric correlations may still be difficult, if 
not impossible, in practice. Furthermore, researchers might have specific a priori hypotheses 
about how strongly attributes are correlated. In order to account for these estimation chal-
lenges and practical desiderata, additional constraints can be imposed on the tetrachoric 
correlation matrix to simplify the estimation process further. Drawing from the factor-analysis 
literature again, a frequently used model for this purpose is the higher-order factor model, 
perhaps with a single higher-order latent variable. The idea is the same as a linear decom-
position of a tetrachoric correlation matrix for discrete indicator variables in traditional factor 
analysis (e.g., McDonald, 1999). However, there is an important difference between that 
context and the structural model context for DCMs in that the indicator variables in DCMs 
are the discrete attribute variables and are, thus, latent and not observed. 

Two structured tetrachoric parameterizations have appeared in the literature so far, one 
utilizing a logistic IRT model parameterization (de la Torre & Douglas, 2004) and one utiliz-
ing a normal-ogive item factor model parameterization (Templin, 2004). Both parameteriza-
tions yield practically equivalent results as they differ only in the link function that is used 
(i.e., logistic link for the IRT model vs. probit link for the item factor model). Moreover, the 
logistic link function in IRT models can be easily transformed into a probit link function by 
including a multiplicative constant of D = 1.7 in the model, which yields probabilities that 
are essentially indistinguishable, for all practical purposes, along most of the latent variable 
scale. 

In this section we focus on the probit link function from the item factor model, which 
can be generally represented as follows:

 a∼ra = da1 fr1 + . . . + daF frF + era (8.7)

where a∼ra is the underlying continuous latent attribute variable; da1,…,daF are the loadings of 
the discrete latent attribute variables onto the continuous higher-order latent attribute vari-
ables denoted by fr1, …, frF , and era are the residual terms or unique variances associated 
with each discrete regression of a discrete onto a set of continuous latent attribute variables. 
The expression in Equation 8.7 can be recognized as a factor-analytic representation of the 
latent attribute space. Factor loadings are denoted da1, …, daF and are attribute specific, with 



 Modeling the Attribute Space in DCMs 183

each attribute having a unique set of loading values. Akin to factor-analytic models, the pa-
rameterization in Equation 8.7 can also be expressed as 

  = T +  (8.8)

where  is the loading matrix containing the loadings of the F continuous higher-order latent 
variables onto the A discrete latent attribute variables,  is the correlation matrix of the con-
tinuous higher-order latent factor variables, and  is the diagonal residual or uniqueness 
matrix of the F continuous higher-order latent factor variables. We note that the diagonal ele-
ments of  are set to 1 by definition, forcing  to be a correlation matrix. Again, this is 
necessary because the discrete latent attribute variables do not have an identified scale. Be-
yond this unique restriction, all other identifiability rules from confirmatory factor analysis 
with discrete variables apply in this situation also (see Kline, 2004). In sum, under the struc-
tured tetrachoric parameterization, the value of the uc is given by Equation 8.5 and Equation 
8.6, with  in Equation 8.5 being modeled as in Equation 8.8. 

If there is only one higher-order latent variable, then the model simplifies considerably 
of course. In addition, as discussed in the previous section, each dichotomous attribute has 
a latent threshold parameter, and each polytomous attribute has multiple latent threshold 
parameters. Figure 8.3 shows one particular instantiation of this model, which is a DCM for 
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FiGure 8.3. Higher-order factor model/structured tetrachoric model. This figure shows a higher-
order DCM with three lower-order latent attribute variables and one higher-order latent attribute vari-
able indicated by circles and 14 observed item variables indicated by rectangles. The one-directional 
arrows from the latent attribute variables to the item variables indicate loadings associated with Q-
matrix entries of 1, and the arrows from the higher-order latent attribute variable to the lower-order 
latent attribute variables indicate loadings for the structured tetrachoric model. The horizontal lines in 
the circles and rectangles indicate latent thresholds. The position of the horizontal lines is identical 
across circles and rectangles for purposes of simplicity, but could indicate different marginal percent-
ages correct for the item variables and different marginal mastery proportions for the latent attribute 
variables.



184 MethoDS

a diagnostic assessment with 14 items, three latent attribute variables, and only one higher-
order latent variable. The structural component of this model that is the focus of this chapter 
is the upper part of the model.

The structured tetrachoric parameterization can reduce the number of estimated param-
eters compared to the unstructured tetrachoric parameterization significantly, especially if 
the number of attributes is large. For example, for a higher-order model with one continu-
ous higher-order latent factor variable as in Figure 8.3, this structural model reduces the 
number of estimated parameters from A + (A

2) for the unstructured tetrachoric correlation 
model to 2A, because only A loadings and A threshold parameters need to be estimated. 
As with the unstructured tetrachoric parameterization, the structured parameterization uses 
only marginal and pairwise information about the attributes in order to approximate the uc 
parameters. 

To demonstrate the utility of the structured tetrachoric parameterization, we provide 
two examples. We use a higher-order model with one latent factor variable for the grammar 
assessment from the previous three sections. We also revisit the higher-order model with 
three latent factor variables used by Templin and Henson (2006) to study the etiology of patho-
logical gambling. The case of the English grammar assessment is rather easy because there 
are three discrete latent attribute variables, and so a higher-order model with one latent fac-
tor variable is just identified. It is just identified because three latent attribute thresholds and 
three latent attribute correlations are available and three factor loadings and three residual 
variances have to be estimated, leaving 0 degrees of freedom for the structured tetrachoric 
model. Thus, this model is statistically equivalent to the unstructured tetrachoric model be-
cause it contains the same number of parameters so that all marginal and pairwise estimates 
will be identical to that model. 

Nevertheless, we present the actual model parameter estimates for didactic purposes 
here. Table 8.6 lists the estimated factor loadings and the estimated latent thresholds in their 
respective matrices. A few things are noteworthy about the information presented in Table 
8.6. First, note that Δ is a 3 × 1 column vector with the loadings for each discrete latent at-
tribute variable. For model identification purposes, the loading of the first latent attribute 
variable is set to 1, which implies a residual variance/unique factor variance of 0 for this vari-
able as the modeled tetrachoric correlation is 1 also. Second, because of the very high tetra-
choric correlations between the discrete latent attributes variables, each of the factor loadings 

table 8.6. estimated Parameters for Structured tetrachoric Model for  
Grammar example

Tetrachoric   Factor Factor Residual / 
correlation Threshold loading correlation uniqueness 
matrix matrix matrix matrix matrix

 1 .95 .96   .88   1.00    = [1.00]  .00
 = [ .95 1 .97 ] t = [ –.20 ]  = [ .98 ]  diag () = [ .04 ] .96 .97 1   –.40   .97    .07

Note. diag (), entries on the diagonal of the estimated matrix ; all off-diagonal elements are 0.
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is very close to its theoretical maximal value of 1 and the residual variances/unique factor 
variances are very small. Third, the Φ matrix of factor correlations is simply the integer 1, 
because there is only one higher-order latent factor variable and the model does not contain 
any interfactor correlations. Fourth, the residual or unique variances from the matrix Ψ are 
equal to 1 – d2

a1 for each attribute a. This is because Ξ is a correlation matrix. Thus, the total 
variation in each attribute, which is 1, is equal to the sum of the squared loading, which is 
d2

a1, and the residual variance, which is 1 – d2
a1. 

We will now look at a model with more latent attribute variables to show what a more 
complex structured tetrachoric model looks like. Recall from Chapter 4 that 10 attributes 
were defined in the Q-matrix for the GRI example, one for each of the 10 criteria for patho-
logical gambling in the DSM-IV-TR. In the DSM-IV-TR, a description of the process by which 
an examinee meets criteria for pathological gambling was provided that indicated three 
components: (1) dependence on the gambling behavior, (2) disruption of daily activities, and 
(3) loss of control of a person’s behavior. In this context, it was thus natural to model the 10 
discrete latent attribute variables as a function of three higher-order factor variables that rep-
resent these three components. 

The number of estimated parameters for the 10 latent attributes included a total of 25 
parameters under this structured tetrachoric parameterization (i.e., 12 factor loadings, 10 
latent thresholds, and three higher-order interfactor correlations), which was much smaller 
than either 55 parameters that one would have needed to estimate under the unstructured 
tetrachoric parameterization (i.e., 10 latent thresholds and 45 tetrachoric correlations) or the 
210 – 1 = 1,023 parameters that one would have needed to estimate under a saturated 
parameterization. 

Figure 8.4 shows the path diagram of the resulting structural model with standard errors 
of parameter estimates presented in parentheses. Figure 8.4 shows a variety of interesting 
features for this model that were relevant to studying pathological gambling. First, the three 
latent higher-order factors were only minimally correlated, indicating that the presence or 
absence of one component would not have a large effect on the presence or absence of an-
other. Second, most attributes had high factor loadings with values typically above .70. This 
indicates that the latent criteria of the DSM were highly related to the higher-order factors 
and provides evidence for the suspected etiology described in the DSM. Some discrete attri-
bute variables had higher thresholds than others, however. For instance, Attribute 8 (“Re-
spondents commit illegal acts to finance gambling”) had an estimated threshold value of t8 
= 1.44, indicating that only about 7.8% of respondents committed such acts. In contrast, 
Attribute 1 (“The respondent has a preoccupation with gambling”) had an estimated thresh-
old value of t1 = .16 indicating that 43.7% of respondents showed this disposition. The 
combination of marginal attribute information from the threshold parameters and pairwise 
attribute association information from the factor loadings made the higher-order three-factor 
structural model an informative addition to the measurement component of the DCM. 

Table 8.7 shows the estimated parameter values for this example in the matrix represen-
tation that structurally corresponds to Equation 8.8 and Table 8.4 from the previous exam-
ple. In contrast to Table 8.4 a few things are noteworthy. First, the loading matrix Δ now has 
three columns because there are three higher-order latent factor variables. Moreover, some of 
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the entries are 0, because this higher-order model is a confirmatory model in that not all 
discrete latent attribute variables load on all continuous latent factor variables. Second, the 
factor correlation matrix now contains three unique correlations corresponding to the three 
pairwise associations of the three higher-order latent factor variables. Third, the residual vari-
ance or uniqueness estimates are higher than in the previous example, showing that more 
variation in the discrete latent attribute variables remains unexplained.

8.6 SuMMary oF ParaMeter coMPlexity in  
Structural ModelS

In sum, the four different modeling approaches for the latent attribute space (i.e., uncon-
strained parameterization, log-linear parameterization, unstructured tetrachoric parameteriza-
tion, structured tetrachoric parameterization) represent different approaches to reducing the 
complexity of the estimated DCM. We emphasize that the parameters that are estimated for 
the structural component of the DCM need to be estimated in addition to the parameters for 
the measurement component of the DCM. At the same time, the approaches for modeling the 
structural component of the DCM in this chapter are general in that they can be applied to 
any DCM. To further summarize the efficiency of the different modeling approaches, Table 8.8 
shows the number of parameters that need to be estimated for different structural models in 
alignment with the examples presented in this chapter.

As stated earlier in this chapter, for the three-attribute example, the two-way interaction 
log-linear model and the unstructured tetrachoric model are statistically equivalent, both in 
fit and in terms of the number of estimated parameters. Similarly, the one-way log-linear 
model with main effects only and the one-factor structured tetrachoric model are equivalent 
in the number of parameters estimated, though not necessarily in terms of model fit. Table 
8.8 also shows that the reduction in model complexity is most beneficial if the number of 

table 8.7. estimated Parameters for Structured tetrachoric Model for 
Pathological Gambling example

   Residual/ 
Threshold Factor loading Factor correlation uniqueness 
matrix matrix matrix matrix

  .16    .96 0 0   1.00 .03 .03    .09
  .04    .84 .22 0    = [ .03 1.00 .03 ]   .24
  .38    0 0 .80   .03 .03 1.00    .36
  .42    .85 0 0         .27

t =  .09  
 =  

.91 .18 0       
diag () =   .13

  .21    0 0 .66         .56
  .06    0 0 .80         .36
  1.44    0 .65 0         .58
  .94    0 .78 0         .39
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Note. diag (), entries on the diagonal of the estimated matrix ; all off-diagonal elements are 0.
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attributes increases. For the grammar example with three attributes, the attribute space 
model is essentially irrelevant. For the pathological gambling example with 10 attributes, how-
ever, the parameterization makes a huge difference, because the number of estimated param-
eters can range from only 20 to 1,023. 

In essence, any parameterization with reasonable numbers of constraints (e.g., models 
with main effects or lower-order interaction effects only in a log-linear parameterization or 
models with a small number of higher-order latent factor variables in a structured tetrachoric 
parameterization) will reduce the number of parameters from the unconstrained parameter-
ization significantly. Within this set of more structured models, additional model selection 
using hypothesis tests of individual parameters can lead to a selection of a most parsimoni-
ous model, but the additional gain in number of fewer parameters estimated is less strong.

8.7 SPecial toPicS For Structural ModelS

In the preceding sections of this chapter, we presented four different parameterizations of the 
latent attribute space. In this presentation, we omitted several key components essential to 
modeling from the discussion for didactic simplicity. In this section, we close this gap by 
discussing how a DCM analyst should go about choosing a structural model and what hap-
pens when a structural model does not quite match the structure of the data. We also discuss 
how to include observable covariates in the structural model, which adds further diagnostic 
information.

8.7.1 Model choice

Model choice can be guided by substantive and statistical motivations. First and foremost, 
the structural model should meet the research needs of the user. For instance, if understand-
ing attribute hierarchies is the primary goal of a structural model—as was the case with the 

table 8.8. number of estimated Parameters under different 
Parameterizations for different attribute Spaces

 Number of attributes

Parameterization A 3 10

Unstructured 2A – 1 7 1,023

Log-linear  A + (A
2) 6 55 

(two-way interaction effects model) 

Log-linear  2A 6 20 
(one-way/main effects model)

Unstructured tetrachoric A + (A
2) 6 55

Stuctured tetrachoric  2A 6 20 
(one-factor model)
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English grammar example—then an unconstrained structural model should be used. On the 
other hand, if modeling the association between attributes is of primary importance—as was 
the case with the pathological gambling example—then a structured tetrachoric structural 
model could be used to reduce the complexity of the estimation process. If one encounters a 
situation where one is unclear as to which model to use—perhaps one finds it difficult to 
weight these competing objectives—we suggest a top-down strategy for modeling the attri-
bute space. 

A top-down strategy consists of starting with the most general structural model and see-
ing whether it can be estimated in the first place. If it can be estimated, one can proceed by 
removing effects that do not seem needed based on statistical hypothesis tests associated 
with the structural model parameters. If many such tests are done, one might consider a 
Bonferroni correction for the type-I error rate associated with each test to control the family-
wise error rate of the entire set of tests. For example, if one were to take a top-down approach 
in the context of the pathological gambling example, one could begin with a saturated log-
linear structural model with all possible main and interaction effects up to the full 10-way 
interaction. Even though this model is equivalent to the unconstrained structural model, 
estimating it within a log-linear framework allows one to conduct hypothesis tests and fit 
subsequent nested models within a coherent framework. Once the 10-way structural model 
was fit, one could then remove any parameters that were not statistically significant. We sus-
pect this process would pare down the parameters to a manageable level that would result in 
a simplified structural model that contains far fewer parameters than the full model. Gener-
ally speaking, for comparing models that are not nested, such as certain log-linear models 
and the unstructured tetrachoric model, we suggest using model fit criteria such as the AIC 
(Akaike, 1974) or the BAC (Schwarz, 1976) to evaluate which model to choose. Those fit 
indices, either in a base version or a version that is robust to certain estimation conditions, are 
typically provided in estimation programs for DCMs. The general rule is that smaller informa-
tion indices point to the preferable model. Decisions based on such a rule can sometimes 
lead to competing models, depending on the index that is used or the numerical similarity of 
a particular index across different models, however, so some judgment is always needed.

8.7.2 estimation robustness

Even though choosing a structural model can be systematized and put on firm statistical pil-
lars as just described, the choice is not critical as long as parameter estimation in the mea-
surement component of the DCM is robust and roughly equivalent under different parame-
terizations of the structural component. For example, Templin (2004) applied a multitude of 
structural models in an analysis of large-scale educational data and found that the estimation 
of measurement component parameters and the associated classification accuracy of respon-
dents were affected only when attribute associations were not modeled at all (i.e., when at-
tributes were modeled as uncorrelated) in comparison to when associations were modeled. 
Similarly, in a simulation study, Templin, Henson, Templin, and Roussos (2008) extended the 
conditions of that study to examine the robustness of the higher-order one-factor model when 
multifactor higher-order correlation structures were present under generating conditions. 
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Again, the authors found that the estimation of the measurement model parameters and the 
resulting classification accuracy were only minimally affected by estimating an incorrect 
structural model. In sum, research so far suggests that it is more important to allow for latent 
attribute associations to be modeled at all than to misspecify the interactional complexity of 
the structural model. Because we expect attributes representing most latent characteristics to 
be associated in most real-life contexts, any structural model that includes parameters for at 
least marginal and bivariate attribute associations will probably end up providing stable mea-
surement component parameter estimates that lead to a sufficiently high classification ac-
curacy in practice.

8.7.3 covariate inclusion

Finally, for essentially any diagnostic assessment, additional collateral information about re-
spondents is collected, which might include background variables (e.g., sex, ethnicity, SES) 
or supplementary profiling information (e.g., IQ scores, related achievement scores, related 
disposition scores). Inclusion of covariates can improve classification accuracy and provide 
richer diagnostic narratives beyond what can be obtained by the measurement portion of the 
model alone (e.g., Cho & Cohen, 2007). The inclusion of covariate information in the struc-
tural model of the DCM is relatively simple. For example, Templin (2004) linearly added 
covariates to the factor model in Equations 8.7 and 8.8. Similarly, covariates can also be lin-
early added to the log-linear model or even the unstructured parameterization. Because DCMs 
are constrained latent class models, modeling strategies that exist for including covariates in 
general latent class models and generalized linear mixed models can be extended to DCMs. 
Thus, we refer the reader to the general literature on latent class models (e.g., Dayton & 
Macready, 2002) or generalized linear mixed models for additional information on modeling 
the influence of covariates in DCMs (e.g., Skrondal & Rabe-Hesketh, 2004).

8.8 chaPter concluSion

The unconstrained, log-linear, unstructured tetrachoric, and structured tetrachoric parameter-
izations of the structural part of DCMs are used to reduce the number of parameters needed 
to account for marginal and pairwise attribute properties. A primary motivation for reducing 
the overall number of model parameters is to make the complete estimation of a DCM com-
putationally feasible, especially for data structures that contain a large number of attributes. 
Furthermore, structural models allow users to specify and test hypotheses about the structure 
of the attribute space. The next chapter illustrates how DCMs can be estimated in practice 
using Mplus, including both measurement and structural components. The following two 
chapters, Chapters 10 and 11, address the technical foundations for item and respondent 
parameter estimation in more detail.
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9

Estimating DCMs Using Mplus

In this chapter, we present a practical “how-to” guide for analyzing data from a diagnostic 
assessment with a DCM. We provide a link between the theoretical and technical underpin-
nings of DCMs in this book and their applications in the real world, thereby enabling re-
searchers to apply DCMs in practice. As we have learned so far, the core DCMs that are cur-
rently used in practice are confirmatory (i.e., constrained) versions of latent class models. 
Thus, in theory, any software package that will estimate latent class models and allows the 
user to set equality constraints for parameters will be able to estimate core DCMs. For this 
book, we chose the software package Mplus (Muthén & Muthén, 1998–2010) because it 
includes a wealth of features that allow for a relatively simple calibration of DCMs for some 
of the most commonly encountered research situations. Moreover, Mplus has become one of 
the most frequently used latent-variable programs in the social and behavioral sciences and 
is a commercially available program that does not include restrictions common for research 
licenses. The information in this chapter is meant to complement the information contained 
in the Mplus User’s Guide, and we will describe the sections of Mplus syntax that are neces-
sary to estimate DCMs using Mplus.

In Section 9.1 of the chapter we present the data set that we use to illustrate the estima-
tion process. In Section 9.2 we describe a few basic concepts relevant for estimating DCMs 
in Mplus generally based on the structure of the program. In Section 9.3 to Section 9.6 we 
describe how different building blocks of a command file for Mplus can be specified. In Sec-
tion 9.7 we describe how to run Mplus and how to interpret the different output files pro-
duced by the program. Section 9.8 describes the modifications needed to estimate the core 
DCMs described in Chapter 6. In Section 9.9 we briefly introduce a few advanced topics for 
estimating DCMs in Mplus, which include estimation of the structural model for DCMs in 
alignment with the discussion in Chapter 8, as well as accommodating data missing by de-
sign and at random, and different variable types.
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9.1 Sample Data Set

To illustrate how to use Mplus to estimate DCMs, we make use of a small simulated data set 
throughout the chapter. Our example data set consists of a diagnostic assessment with seven 
items that measure three attributes; the Q-matrix for the example data set can be found in 
Table 9.1. As Table 9.1 shows, each of the seven items measures a unique combination of 
the three attributes so that the entire assessment covers all possible 23 – 1 = 7 attribute 
combinations, with three items measuring only one attribute, three items measuring one pair 
of attributes, and one item measuring all three attributes. We have selected this particular 
Q-matrix to show the differing types of constraints that are needed for estimating a DCM in 
Mplus, but it is not necessary to include all possible attribute combinations on an assessment 
to identify all possible attribute profiles of respondents in general. To ensure that the param-
eter estimates would be estimated accurately, we generated data for 10,000 respondents. 
These data were generated using the Monte Carlo facility in Mplus; see Chapter 11 of the 
Mplus User’s Guide for more details.

In this chapter, we will use the LCDM from Chapter 7 to estimate DCMs because we 
want to emphasize that calibrating diagnostic assessment data with such a flexible model is 
probably more suitable to actual measurement practice than fitting a series of highly re-
stricted DCMs, such as the DINA or NIDA models, to all items, which are less likely to fit 
well in practice. Table 9.2 lists the item parameters of the LCDM that were used to generate 
the data. Note that not all cells in Table 9.2 have nonzero values because of the structure of 
the Q-matrix. For example, Item 4 only measures Attribute 1 and Attribute 2 so that only 
the main effect parameters for those two attributes as well as their two-way interaction effect 
parameter are needed. 

All items have an intercept parameter, however. Recall from Chapter 7 that the intercept 
parameter is related to the baseline probability of responding correctly to an item, which is 
essentially the overall item difficulty. For our data set the generating values of –1, –2.5, or 
–4.5 were based on the number of attributes measured by the items, such that items with 
fewer attributes had larger values of the intercept parameter because they were easier overall 
and vice versa. Items measuring only one attribute have only a single main effect parameter, 
which we set to a value of 2 for all main effects across all items. Items measuring two at-
tributes have two main effect parameters and one two-way interaction effect parameter; we 
set the latter to a value of 1 across all such items. Finally, Item 7, which measures all three 

table 9.1. Q-matrix for Simulated Data Set

 Attribute 1 Attribute 2 Attribute 3

Item 1 1 0 0
Item 2 0 1 0
Item 3 0 0 1
Item 4 1 1 0
Item 5 1 0 1
Item 6 0 1 1
Item 7 1 1 1
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attributes, has three main effect parameters, three two-way interaction effect parameters, 
and one three-way interaction effect parameter; we set the latter to –1. 

To make the effects of these parameter values concrete, Table 9.3 shows the resulting 
item response probabilities for mastery of a particular number of attributes. Note that we 
chose equal parameter values for the mastery of each attribute for each item. Therefore it 
does not matter which particular attribute is mastered; the increase in response probability 
is only driven by the number of attributes that are mastered in this case. More generally, set-
ting different values for the parameters in the LCDM for different attributes would represent 
the differential importance of attributes for different items. The actual data for this example 
can be found on the companion site for this book, projects.coe.uga.edu/dcm.

9.2 baSic conceptS for eStimating Dcms in MPlus

There are several basic concepts for generating syntax in Mplus to estimate DCMs:

1. Mplus syntax files are ASCII-text files. This means that Mplus syntax files are text-based 
files that can be created from any word processor. Mplus provides a program editor interface 

table 9.2. lcDm parameter Values for Simulating Diagnostic assessment Data

 li,0 li,1,(1) li,1,(2) li,1,(3) li,2,(1,2) li,2,(1,3) li,2,(2,3) li,3,(1,2,3)

Item 1 –1 2 0 0 0 0 0 0
Item 2 –1 0 2 0 0 0 0 0
Item 3 –1 0 0 2 0 0 0 0
Item 4 –2.5 2 2 0 1 0 0 0
Item 5 –2.5 2 0 2 0 1 0 0
Item 6 –2.5 0 2 2 0 0 1 0
Item 7 –4.5 2 2 2 1 1 1 –1

Note. li,0, intercept parameter; li,1,(a), main effect parameter for Item i and Attribute a; li,2,(a,a′), two-way interaction 
effect parameter for Item i and Attributes a and a′; li,3,(a,a′,a″), three-way interaction effect parameter for Item i and 
Attribute a, Attribute a′, and Attribute a″.

table 9.3. item response probabilities for mastery of attributes for items in 
Simulated Data Set

 Number of Nonmastery Mastery Mastery Mastery 
 measured of any of one of two of three 
 attributes attribute attribute attributes attributes

Item 1 1 .27 .73 — —
Item 2 1 .27 .73 — —
Item 3 1 .27 .73 — —
Item 4 2 .08 .38 .92 —
Item 5 2 .08 .38 .92 —
Item 6 2 .08 .38 .92 —
Item 7 3 .01 .08 .82 .97
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that allows the user to modify syntax in an easy manner that provides a coloring system for 
Mplus key words. The input file is then read by a Fortran-based program, which parses the 
syntax, reads in the data, performs computations, and creates output files for the results. 

2. No line can exceed 80 characters in width. This means that any given line of command 
syntax cannot exceed 80 characters. The Mplus program editor provides a location check at 
the bottom of the screen. If you see you are past the 80th column, simply start on a new line. 

3. Mplus syntax statements are terminated with a semicolon. With the exception of the text 
in the “Title” section, all Mplus command lines end with a semicolon. If a semicolon is miss-
ing, the next line is read as a contiguous extension of the preceding line. A common mistake 
in creating syntax in Mplus is that users forget to end command lines with a semicolon. 

4. Mplus syntax is arranged by a series of sections that relate to specific portions of an analy-
sis. The sections of the Mplus syntax relevant to a DCM analysis with the LCDM are outlined 
in the remaining sections of this chapter. Other commands and sections may be relevant to 
specific types of DCM analyses, but for purposes of conciseness are not included in this 
chapter. 

5. Mplus syntax is case insensitive. For our example syntax, all required Mplus keywords 
will be given in CAPITAL LETTERS using a different font. All variable names and class 
names specific to our analysis will be given in lowercase letters. We adopt this convention in 
order to inform our readers as to what can be changed in their analysis. 

6. Commented syntax begins with an exclamation mark. Mplus allows for comments to 
be placed within a syntax file. Any line or segment of a line beginning with an exclamation 
mark is not read as syntax and is left as a comment in output files. We use this feature in the 
sample codes in this chapter to illustrate what specific commands mean.

9.3 preliminary commanD Syntax

Mplus syntax consists of a series of sections (called commands), each of which has a specific 
purpose and contains a set of options. What we will call the “preliminary Mplus syntax” is a 
syntax section that consists of four commands: (1) TITLE, (2) DATA, (3) VARIABLE, and 
(4) ANALYSIS. Each of these sections is relatively straightforward and is outlined in the 
next sections. 

9.3.1 the TITLE command

The Mplus TITLE command appears first in the syntax file. The text in the TITLE com-
mand is not interpreted and, as the name suggests, simply provides a title that appears ver-
batim on the output files of the analysis so that model runs can be more easily identified and 
catalogued. Since the lines in the TITLE section are not interpreted, text in the TITLE com-
mand does not need a semicolon to be terminated. The TITLE command for our example 
analysis is shown in Figure 9.1.
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9.3.2 the DATA command

The Mplus DATA command appears next in the syntax file. The options in the data command 
provide Mplus with the structure of the data set to be analyzed. For our purposes, this will 
only serve to give Mplus the name of the file where our data is saved. We have saved our simu-
lated data in a file named lcdmch9a.dat which stands for “LCDM Analysis A for Chapter 9.” 
The format of our data is tab-delimited, meaning that the item responses from the simulated 
respondents are the rows of the data file, with each item response having a tab appearing in 
between. Figure 9.2 shows the data from the first five simulated respondents to illustrate the 
format of our data file. One can see that for each respondent, seven binary item responses 
are listed followed by a single number. The final number represents the true latent class (i.e., 
the true attribute profile) for each simulated respondent, with latent class 1 representing at-
tribute profile a1 = [0,0,0] and latent class 5 representing attribute profile a5 = [1,0,0].

If we had chosen a different format for our data (e.g., a layout without spaces), we could 
use the FORMAT option in Mplus to describe this format. Yet, it is important to remember 
that Mplus will only read data files in ASCII-text format. 

The syntax for our example file is shown in Figure 9.3. The only option we use is the 
FILE option, which provides the name of our data file. Our file name appears after the 
words FILE IS, indicating our data file will be placed in the same folder as the Mplus syn-
tax file. Optionally, we could also specify a different path if our file were stored in a different 
directory on our hard disk by putting quotes around the location (e.g., FILE IS “C:\
Mplus Analysis\lcdmch9a.dat”). 

TITLE: Chapter 9 - Mplus Estimation, simulated data set.
Full LCDM applied to seven item, three attribute data set.
Saturated structural model (Mplus default).

figure 9.1. Mplus TITLE command syntax.

figure 9.2. Data from the first five simulated respondents in the file lcdmch9a.dat.

0.000000 0.000000 1.000000 0.000000 1.000000 0.000000 0.000000 1
0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 1
0.000000 0.000000 1.000000 1.000000 0.000000 0.000000 0.000000 1
0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 0.000000 1
1.000000 0.000000 1.000000 0.000000 1.000000 1.000000 0.000000 5
… … … … … … … …

figure 9.3. Mplus DATA command syntax.

DATA:   
    FILE IS lcdmch9a.dat; 
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9.3.3 the VARIABLE command

The VARIABLE command provides Mplus with the variable names and structural character-
istics of the data file important to the DCM analysis. This command is not optional, which 
means that the Mplus syntax must include the VARIABLE command for all analyses. The 
syntax for our example file is shown in Figure 9.4. For our analysis, four options are listed 
under the VARIABLE command. The NAMES option provides the names for our variables, 
which we will label generically x1 through x7, as denoted with the dash between them in 
Mplus syntax. In addition, the name truec appears at the end of the line, representing our 
label for the latent class to which a respondent belongs, which is the last variable in our input 
file in Figure 9.2. Note that the maximum length for a variable name in Mplus is eight char-
acters and that variable names cannot start with a numeric or symbolic character and must 
start with a letter of the alphabet (A–Z).

The USEVARIABLE option tells Mplus which of the variables of the input file should 
be used in the analysis. By default, all variables listed in the NAMES command are included; 
however, for our analysis, we do not wish to include the class variable truec, as it is only 
known because we have simulated data and will not be modeled directly. Therefore, we in-
clude variables x1–x7 under the USEVARIABLE option, leaving the variable truec out of 
the analysis. 

The CATEGORICAL option tells Mplus that our variables x1–x7 are categorical varia-
bles. Including the categorical option is necessary because our items are scored dichoto-
mously, taking only values of a 0 and a 1. Mplus will treat each numeric value in our variables 
as a level of a categorical variable. The lowest numeric value, 0 for our data set, is considered 
CATEGORY 1 by Mplus, and the value 1 is considered CATEGORY 2. If we had more re-
sponse options, such as polytomous partial credit scores, Mplus would create additional 
categories. We will describe how Mplus models categorical variables in more detail in Section 
9.4, because it determines the constraint syntax employed in Mplus that we require to specify 
DCMs.

If the categorical option is not specified, Mplus defaults to considering variables as con-
tinuous, which would have important ramifications for the analysis and output. For truly 
categorical data, it is important to include the CATEGORICAL option because the remain-
ing syntax depends on having categorical variables input into Mplus. In addition to dichoto-
mous or polytomous variables, other variable types can be specified as options in the Mplus 
VARIABLE command, such as bounded or unbounded counts or nominal responses, which 
we will come back to later in the chapter in Section 9.9.3. Finally, missing data indicators can 

figure 9.4. Mplus VARIABLE command syntax.

VARIABLE:
    NAMES = x1-x7 truec;         ! list of variables in input file
    USEVARIABLE = x1-x7;         ! use only variables x1 through x7
    CATEGORICAL = x1-x7;         ! variables x1 through x7 are categorical 
    CLASSES = c(8);              ! there are 8 possible latent classes 
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be specified as well, which we omit here for didactic simplicity, but discuss briefly in Section 
9.9.2.

The last option in our Mplus VARIABLE command specifies the label we will use for la-
tent classes and the number of latent classes present. The syntax c(8) has two parts, the first 
part being the label for the latent classes, c in this case, and the second part, within the pa-
rentheses, being the number of latent classes. Because our diagnostic assessment measures 
three attributes, we have a total of eight latent classes, one for each unique combination of 
attributes possible. Recall that we will have a total of 2A latent classes for a test measuring A 
attributes. Therefore, if we were measuring four attributes, the number in parentheses would 
be 16; for five attributes, the number would be 32. 

9.3.4 the ANALYSIS command

The Mplus ANALYSIS command is used to specify how DCMs are specifically estimated. 
Although the command has numerous options, we will focus on the two that are relevant for 
our analysis, TYPE and STARTS. When estimating DCMs, other options used in this sec-
tion are rather technical and refer to the maximum number of iterations that should be run 
and the convergence criteria (i.e., the criteria that Mplus uses to terminate the estimation 
algorithm). Figure 9.5 lists the ANALYSIS command syntax for our example data set.

The TYPE option tells Mplus what type of analysis to run. Because DCMs are con-
strained latent class models and latent class models can be subsumed into a larger class of 
models called finite mixture models (e.g., McLachlan & Peel, 2000), Mplus needs the option 
MIXTURE within this statement. The TYPE option can take multiple values on the right-
hand side of the equal sign. As described in Section 9.9.2, another frequently used option is 
that of MISSING for analyses with missing data.

The STARTS option indicates the number of random starts to be used for the analysis. 
When the TYPE is MIXTURE, Mplus will generate multiple starting values (10 by default) in 
order to try to avoid undesirable solutions. From a maximum likelihood perspective, those 
are solutions that are called local minima or local maxima, which means that a parameter es-
timate is found, but it is not the one that is globally best, which would be the global minima 
or global maxima. Estimation problems such as an algorithm “getting stuck” in local minima 
or maxima is a general problem for unconstrained mixture models as well as some DCMs 
due to the complexity of the models. Algorithms sometimes converge on suboptimal results 
without any warning to users, which is why proper convergence should always be verified by 
looking for implausible parameter estimates. 

By setting the STARTS option equal to 0, we specify that only one set of starting values 
will be used for an analysis. We can do this in this case because of the equality and order 

figure 9.5. Mplus ANALYSIS command syntax.

ANALYSIS:
    TYPE=MIXTURE;        ! estimates latent classes;
    STARTS=0;            ! turn off multiple random start feature;
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constraints that are placed on the item parameters by the LCDM, which makes the estima-
tion process more “directed” in an informal sense and because we are using simulated data. 
In an empirical study, Ivie and Templin (2006) tried multiple DCMs on multiple data sets 
with differing Q-matrices and starting values. They found unique solutions in each case. This 
cautiously suggests that the problems with local minima in DCMs are less likely to occur in 
most analyses because of their constrained nature relative to unconstrained latent class/finite 
mixture models. 

9.4 parameterizing latent claSS moDelS for categorical 
Data in MPlus

Prior to understanding the syntax form for Mplus, we must first understand how Mplus mod-
els categorical data in general, which is described within this section. Following this section, 
we describe how to implement the constraints used in the LCDM to estimate most DCMs. 
Although Mplus has several mechanisms for modeling categorical data, Mplus models cate-
gorical variables using a logistic link function under the model specification that we employ 
in this chapter. Recall from Chapter 8 that we described a tetrachoric correlation as a measure 
of association between two categorical variables. This is the basic idea we need to understand 
how Mplus models categorical data.

Recall from Chapter 8 that the tetrachoric correlation coefficient for two dichotomous 
variables represents the correlation between two hypothetical underlying continuous varia-
bles that were said to lead to the dichotomous response. Mplus uses a parameterization 
where the observed scores on the response variable associated with each categorical item i 
(X i) are postulated to have arisen from a hypothetical underlying continuous variable (Xi

*). 
When the observed response to the item is 1 (Xi = 1), we know that Xi

* is greater than the 
threshold for item i, denoted as ti . Similarly, when the response to the item is 0 (Xi = 0), we 
know that Xi

* is less than ti . Similar to Figure 8.1, Figure 9.6 provides a schematic representa-
tion of the underlying response variable and how it produces the possible item responses for 
the data. As Figure 9.6 shows, the area under the curve that is to the left of the threshold 
represents the probability that a respondent provides an incorrect response to an item and 
vice versa. This type of model is convenient in that categorical items with more than two re-
sponses are easily incorporated by adding additional threshold parameters.

9.4.1 item parameters for a latent class model 

For categorical item responses, Mplus provides a model specifically for Xi
*. We will restrict our 

discussion of the model for Xi
* to only those parameters that are relevant to DCMs. Recall from 

several previous chapters that the equation for a general latent class model is given as follows:

 Structural Measurement
 

			 									

 P(Xr = xr) = ∑
C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir (9.1)
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where P(⋅) is probability; Xr and xr are the observed response data across all items; xr is the 
observed response of respondent r for item i; pic is the probability of correct response for 
item i by a respondent in latent class c, and uc is the probability of membership in latent 
class c. Also recall that the key item parameters in latent class models are the class-specific 
item response probabilities pic. These parameters provide the probability that a respondent 
in latent class c answers item i correctly. This type of formulation works well for items with 
two possible options. However, because Mplus is designed to model categorical variables that 
have more than two levels, the threshold model in Mplus is somewhat at odds with this rep-
resentation and requires a small translation. For dichotomous items, the threshold parame-
terization in Mplus provides the probability of an incorrect, rather than a correct, response to 
an item. 

Specifically, Mplus provides a threshold for each latent class and each item. The general 
latent class model parameterization in Mplus is given by:

 exp(tic) P(Xi = 0|c) = P(Xi
* < tic|c) = ————— (9.2)

 1 + exp(tic)

Therefore, to convert Equation 9.2 to a parameterization that is aligned with the presentation 
in this book, we must convert the threshold from Mplus to represent the probability of a cor-
rect response as follows:

 exp(–ti) pic = P(Xi = 1|c) = 1 – P(Xi = 0) = ——–——— (9.3)
 1 + exp(–ti)

P( Xi = 0)

τi

P( Xi = 1)
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figure 9.6. Underlying response variable modeled by Mplus for categorical variables.
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In the following, we will show Mplus code where the thresholds are set equal to the LCDM 
item response function and are further multiplied by –1 so that the resulting model param-
eters stay consistent in interpretation and direction with the remainder of this book. 

9.4.2 Structural parameters for a latent class model

The other parameters of interest in latent class models are the structural parameters/latent 
class membership probabilities/mixing proportions uc, which represent the probability that 
any respondent is a member of latent class c. Recall that the structural parameters must sum 
to 1 across all latent classes because they are probabilities. By default, Mplus estimates a 
saturated structural model. Recall from Chapter 8 that this means that we need only esti-
mate 2A – 1 parameters because the value of the last parameter is determined as the differ-
ence between 1 and the sum of the estimated structural model parameters. 

Specifically, Mplus uses a log-linear parameterization for the structural component of 
a latent class model similar to what we described in Chapter 8. By using the log-linear 
parameterization, Mplus estimates a set of continuous model parameters without any range 
restrictions—rather than probabilities bounded between 0 and 1—which facilitates the esti-
mation numerically. The log-linear model parameters are labeled the “means” of the latent 
variables associated with the observed categorical variables and can be represented symboli-
cally by the letter mc as we did in Chapter 8. The log-linear parameterization allows for the 
inclusion of additional variables such as covariates or the specification of structured models. 
For example, models with two-way interactions between attributes can be easily incorporated 
into an analysis. 

By default, the last parameter for latent class C, or mC, is fixed to 0, which is the mecha-
nism in Mplus by which the program estimates only 2A – 1 parameters. Recall from Chapter 8 
that the actual probability of any respondent being a member of latent class c, is found by a 
transformation from mc to uc: 

 exp(mc) uc = ————– (9.4)
 ∑

C

c=1
exp(mc)

To illustrate this transformation, Table 9.4 lists relevant structural parameters for the simu-
lated example data set in this chapter. The first row in the table gives the latent class number 
(c1 – c8). The second row gives the attribute profile corresponding to each latent class. The third 
row provides the Mplus parameterization, with m1 – m7 representing the continuously valued 
categorical latent variable means. As noted above, the value for m8 is fixed at 0 by Mplus to 
identify the model. The fourth row in the table shows the true value used to simulate our 
data set. These values are very difficult to interpret by themselves because they are in refer-
ence to the parameter that is set to 0. The final row in the table is the result of applying the 
transformation in Equation 9.4 to each mc value, which yields the latent class membership 
probabilities uc. For example, the denominator in Equation 9.4 is a fixed value of 4.207 for 
our example. For each latent class c, the value of uc is then found by dividing the numerator for 
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the particular latent class based on the value of mc for that latent class by 4.207. For instance, 
in latent class 1, the mixing proportion is found as u1 = exp(0)/4.207 = 1/4.207 = .23. 

9.5 Syntax for eStimating the lcDm in MPlus 

In Section 9.3 we discussed what we called the preliminary Mplus syntax, which described 
where the data file was found, what the structure of the data file was like, and what kind of 
analysis we would like to run. With the theoretical background of Section 9.4 we are now 
ready to examine the “core Mplus syntax,” which describes how an LCDM is parameterized 
in Mplus. In the following, we describe the MODEL command, making use of the parameter 
labeling conventions and MODEL CONSTRAINT options that exist in Mplus. 

9.5.1 Specifying the latent class model parameters 

Because DCMs place specific equality constraints on the item parameters, we must first 
specify the relevant latent class model parameters for our data before we can place equality 
constraints on them. 

To start, we set the number of classes to be estimated to be equal to the number of at-
tribute profiles being measured by our diagnostic assessment, which is 2A = 23 = 8 in our 
case; these parameters are shown in Table 9.5. Each of the parameters in Table 9.5 is the 
class-specific item response probability pic. These parameters are modeled through the nega-
tive threshold parameterization as shown in Equation 9.3. 

9.5.2 creating a class-to-profile table 

Because each latent class represents a unique profile of attributes that are either mastered or 
not mastered, we must first determine the attribute profile that corresponds to each latent 
class. Technically speaking, we will use what is called a decimal (base-10) to binary (base-2) 
conversion to change a latent class number to a sequence of binary digits representing an at-
tribute profile. We describe the creation of such a table using an easy algorithm that can be 
applied to any diagnostic assessment. 

The algorithm is represented visually as a flowchart in Figure 9.7. Essentially, the algo-
rithm proceeds sequentially through all attributes. For each new attribute, the values of 0 and 

table 9.4. parameters for Structural model for the Simulated Data Set

Latent class c1 c2 c3 c4 c5 c6 c7 c8

Attribute profile ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Mplus parameter mc m1 m2 m3 m4 m5 m6 m7 m8

True value 0 –1 –1 –1 –1 –1 –1 0*

LCDM parameter uc u1 = .23 u2 = .09 u3 = .09 u4 = .09 u5 = .09 u6 = .09 u7 = .09 u8 = .23*

Note. Parameters that are constrained by Mplus are marked with an asterisk.
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1 are assigned equally to all possible combinations of attribute values from already existing 
attributes. If this is done sequentially, the process is much simpler than it might seem. We 
illustrate this process with the three attributes from our example.

1. In Step 1, we assign values to Attribute 1. We divide Attribute 1 such that latent 
classes 1 through 4 (i.e., the first half of the total number of latent classes) get a 0. Each of 
the remaining latent classes 5 through 8 (i.e., the second half of the total number of latent 
classes) gets a 1. 

2. In Step 2, we assign values to Attribute 2. We take only the latent classes where At-
tribute 1 is set to 0 (i.e., latent classes 1 through 4). We partition this set into two sets, with 
latent classes 1 and 2 (i.e., half of the four latent classes) receiving a 0 and latent classes 3 and 
4 receiving a 1. For the remaining latent classes 5 through 8, we repeat the pattern from latent 
classes 1 through 4 so that latent classes 5 and 6 get a 0 and latent classes 7 and 8 get a 1. 

table 9.5. item response probabilities for latent class model for Simulated  
Data Set

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Item 1 p 11 p12 p13 p14 p15 p16 p17 p18

Item 2 p21 p 22 p23 p24 p25 p26 p27 p28

Item 3 p31 p 32 p33 p34 p35 p36 p37 p38

Item 4 p41 p42 p43 p44 p45 p46 p47 p48

Item 5 p51 p52 p53 p54 p55 p56 p57 p58

Item 6 p61 p62 p63 p64 p65 p66 p67 p68

Item 7 p71 p72 p73 p74 p75 p76 p77 p78

figure 9.7. Creating a class-to-profile table.
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3. In Step 3, we assign values to Attribute 3. We take only the first latent classes of At-
tribute 2 that were assigned a 0, latent classes 1 and 2. Then we take latent class 1 (the first 
half of the two remaining latent classes) and assign it a value of 0. Then we take latent class 
2 (the second half of the two remaining latent classes) and assign it a value of 1. We then 
replicate this pattern for latent classes 3 and 4 (latent class 3 gets a 0, latent class 4 gets a 1), 
5 and 6 (latent class 5 gets a 0, latent class 6 gets a 1), and 7 and 8 (latent class 7 gets a 0, 
latent class 8 gets a 1). 

We have now assigned a unique attribute profile for each latent class using a very simple 
algorithm. For example, the attribute profile corresponding to latent class 4 is a4 = [0, 1, 1], 
and the attribute profile corresponding to latent class 6 is a6 = [1, 0, 1]. The algorithm will 
work for any number of attributes measured by a diagnostic assessment. With this class-to-
profile table at hand, we can now define the LCDM parameterization for each parameter (pic) 
in Table 9.5.

9.5.3 creating an lcDm Specification table 

Having specified all item parameters and the class-to-profile conversion that helps us identify 
latent classes, we next use the LCDM parameterization and the entries of the Q-matrix to 
provide the item response function for each item parameter pic. To illustrate this process, we 
will provide the LCDM parameterization for Item 3 from our example across all latent classes. 
This item measures only Attribute 3, which means that only the intercept parameter, l3,0, and 
the main effect parameter for Attribute 3, l3,1,(3), are needed for this item. 

Each of the eight latent classes with a particular attribute profile will have one of two 
item response functions. For latent classes with attribute profiles where Attribute 3 is not 
mastered (i.e., attribute profiles a1, a3, a5, and a7), the LCDM item response function is:

 exp(l3,0 + l3,1,(3)(0)) exp(l3,0)
 p3c = P(X3 = 1|ac) = —————–—–——— = ————— (9.5)
 1 + exp(l3,0 + l3,1,(3)(0)) 1 + exp(l3,0)

Similarly, for latent classes with attribute profiles where Attribute 3 is mastered (i.e., attribute 
profiles a2, a4, a6, and a8), the LCDM item response function is: 

 exp(l3,0 + l3,1,(3)(1)) exp(l3,0 + l3,1,(3))
 p3c = P(X3 = 1|ac) = —————–—–——— = —————–——— (9.6)
 1 + exp(l3,0 + l3,1,(3)(1)) 1 + exp(l3,0 + l3,1,(3))

Thus, for Item 3 each of the latent class model item parameters in Table 9.7, p3c, must be 
defined by either Equation 9.5 or Equation 9.6. Specifically, Equation 9.5 provides the item 
response probabilities p31, p33, p35, and, p37—which are identical—and Equation 9.6 provides 
the item response probabilities p32, p34, p36, and, p38—which are identical also.

The item response probabilities in Equations 9.5 and 9.6 are determined by the param-
eters in the exponent, which are, in turn, determined by the Q-matrix entries for each item. 
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In alignment with previous chapters, we will call the specific summation of LCDM parame-
ters the LCDM kernel. Table 9.6 provides an overview of the relevant parameters for all items 
and all latent classes for our simulated data set. 

As Table 9.6 shows, the LCDM parameters for certain items and latent classes are identi-
cal, because respondents in different latent classes have the same item response probabilities. 
This is again why DCMs are called constrained latent class models, because the parameters 
across different latent classes are constrained to equality based on the Q-matrix for the assess-
ment and the DCM that is chosen. Furthermore, as this example suggests, the LCDM code for 
Mplus will always consist of two parts: (1) defining which latent class model thresholds should 
be set to be equal, which will be done in the MODEL syntax section, and (2) defining the LCDM 
parameterization for these thresholds, which will be done in the MODEL CONSTRAINT syn-
tax section. 

9.5.4 converting the lcDm Specification table to a threshold list

For each item, the latent class and LCDM parameters define a threshold value that will be 
used in Mplus. More specifically, for each item, the LCDM defines, in effect, a set of possible 
values. For example, Item 3 had two possible values based on Equation 9.5 and Equation 

table 9.6. lcDm Kernels for each item and latent class

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Item 1 l1,0 l1,0 l1,0 l1,0 l1,0 + l1,0 + l1,1,(1) l1,0 + l1,1,(1) l1,0 + l1,1,(1) 
     l1,1,(1)

Item 2 l2,0 l2,0 l2,0 +  l2,0 +  l2,0 l2,0 l2,0 + l2,1,(2) l2,0 + l2,1,(2) 
   l2,1,(2) l2,1,(2)

Item 3 l3,0 l3,0 +  l3,0 l3,0 +  l3,0 l3, + l3,1,(3) l3,0 l3,0 + l3,1,(3) 
  l3,1,(3)  l3,1,(3)

Item 4 l4,0 l4,0 l4,0 +  l4,0+	 l4,0+	 l4,0 + l4,1,(1) l4,0 + l4,1,(1) +  l4,0 + l4,1,(1) +  
   l4,1,(2) l4,1,(2) l4,1,(1)  l4,1,(2) + l4,2,(1,2) l4,1,(2) + l4,2,(1,2)

Item 5 l5,0 l5,0 +  l5,0 l5,0+	 l5,0+	 l5,0 + l5,1,(1) +  l5,0 + l5,1,(1) l5,0 + l5,1,(1) +  
  l5,1,(3)  l5,1,(3) l5,1,(1) l5,1,(3) + l5,2,(1,3)  l5,1,(3) + l5,2,(1,3)

Item 6 l6,0 l6,0 +  l6,0 +  l6,0 +  l6,0 l6,0 + l6,1,(3) l6,0 + l6,1,(2) l6,0 + l6,1,(2) + 
  l6,1,(3) l6,1,(2) l6,1,(2) +     l6,1(3) + l6,2,(2,3) 
    l6,1(3) +  
    l6,2,(2,3)    

Item 7 l7,0 l7,0 +  l7,0 +  l7,0 +  l7,0+	 l7,0 + l7,1,(1) +  l7,0 + l7,1,(1) +  l7,0 + l7,1,(1) +  
  l7,1,(3) l7,1,(2) l7,1,(2) +  l7,1,(1) l7,1,(3) + l7,2,(1,3) l7,1,(2) + l7,2,(1,2) l7,1,(2) + l7,1,(3) +  
    l7,1,(3) +     l7,2,(1,2) + l7,2,(1,3) +  
    l7,2,(2,3)    l7,2,(2,3) + l7,3,(1,2,3)
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9.6. The next step in the model specification process is to create a label for each of the values 
in Table 9.6 that Mplus can use to equate the corresponding thresholds. The choice of the 
label name is arbitrary, as long as it is consistent throughout the syntax for specifying the 
LCDM. 

Each unique LCDM kernel will receive its own label, with many labels being repeated 
within an item. We will use t[i]_[#]to label LCDM kernels. The first character, t, is used 
for all kernels, indicating that we are placing a constraint on an Mplus threshold, which is 
symbolically denoted by ti—hence the letter t. The second character in brackets is the in-
dex for an item. The third character is an underscore, separating the item from the final 
character in brackets, which is the label for the unique kernel of item i. Note that the brackets 
will not be shown in the labels and are used here only to indicate that the value in the bracket 
changes according to the item and kernel used.

To illustrate this process, we use Item 3 again and begin with latent class 1, which rep-
resents attribute profile a1. The first kernel is the intercept only, for which we provide the 
label t3_1,because it is the first threshold for Item 3. The second latent class, which repre-
sents attribute profile a2, has an LCDM kernel that contains the intercept plus the main ef-
fect for Attribute 3. As this kernel is different from the previous kernel, we must now assign 
a new label, t3_2, because it is the second threshold for Item 3. The kernel for latent class 
3 is the same as the kernel for latent class 1, so it receives the same label, t3_1. The kernel 
for latent class 4 is the same as the kernel for latent class 2, so it receives the same label, 
t3_2. The remaining latent classes will follow a similar pattern, with latent classes 5 and 7 
receiving label t3_1 and latent classes 6 and 8 receiving label t3_2. Table 9.7 lists all la-
bels for all items and latent classes akin to Table 9.6. Comparing Tables 9.5, 9.6, and 9.7 
shows how one gets from the generic latent class-specific item response probabilities to the 
threshold constraints via the LCDM parameterization. We will now use these labels to con-
struct the Mplus syntax for the model.

9.5.5 building the MODEL command code

After having specified and labeled the LCDM kernels for each latent class and item parameter, 
we can now create the syntax for Mplus that specified the actual LCDM. The first section of 
Mplus syntax is the MODEL command, which specifies the type of model that is to be esti-
mated by Mplus. Our MODEL command syntax will consist of a long list of the labels found 
in Table 9.7 as shown in Figure 9.8. Note that Figure 9.8 provides only an excerpt of the 
syntax for latent classes 1, 2, and 8 due to space limitations; the full file can be found on 
the companion site to the book, projects.coe.uga.edu/dcm. 

This section of the command syntax begins with the word MODEL: The Mplus syntax 
%c#1% indicates that the commands that follow are for latent class 1 representing attribute 
profile a1 = [0,0,0]. The first term of each following line, [x1$1], tells the program that this 
line relates to the first threshold ($1) for Item 1(x1). Brackets in Mplus refer to means of 
variables, and no brackets represent variances. For categorical variables, the analog to a mean 
is the threshold, which is why this notation is used here. The second part of the line, t1_1, 
represents the label we are using for the threshold. Therefore, the whole line instructs Mplus 
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to label the first threshold of Item 1 as t1_1. More importantly, each parameter with a label 
of t1_1 will be automatically equated in Mplus, thus providing the same value for the esti-
mated threshold. 

9.5.6 building the MODEL CONSTRAINT code

Once the syntax specifying the labels for item thresholds is in place, the next section that 
follows is the MODEL CONSTRAINT syntax. The model constraint section is where the 
threshold labels are set to be equal to the kernel specified by the LCDM. Therefore, each 
threshold, represented by the label created in the MODEL section from Table 9.7, will be set 
equal to the LCDM kernel using the LCDM parameters specified in Table 9.6. Furthermore, 
because the LCDM specifies that the probability of a correct response increases as a larger 
number of attributes is mastered, each item will also have a set of order constraints on main 
effect and interaction effect parameters to ensure that this condition is met. 

Figure 9.9 provides syntax for the model constraint section for three items: Item 1 
(measuring one attribute), Item 4 (measuring two attributes), and Item 7 (measuring three 
attributes). We have omitted all other items besides Item 1, Item 4, and Item 7 in Figure 9.9 
for brevity but note that their specification must appear in the code. As Figure 9.9 shows, this 
section of the command file starts out with the words MODEL CONSTRAINT: followed by 
the syntax for each item. We will explain the syntax using Item 1. The first line, NEW(l1_0 
l1_11);, instructs Mplus to create two new variables named l1_0 and l1_11. These new 
variables represent the LCDM model parameters for Item 1. The first letter l refers to the 
word “lambda,” which is the word for the l	parameters in the LCDM. The second character 
refers to the item, in this case Item 1. The character after the underscore represents the level 
of the effect, with 0 referring to an intercept parameter. The characters following the level of 
the effect refer to which attribute(s) are involved in the effect. For instance, the intercept 
parameter for Item 1, l1,0, is labeled l1_0, and the main effect of Attribute 1 for Item 1, 
l1,1,(1), is labeled l1_11. 

The next line of code under Item 1 equates the first threshold for the item to the value 
of the LCDM kernel. Recall that the kernel is multiplied by –1 because Mplus models the 
probability of an incorrect response rather than a correct response. From Table 9.6 and Table 

table 9.7. mplus threshold labels for each item and latent class

 Latent Class

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Item 1 t1_1 t1_1 t1_1 t1_1 t1_2 t1_2 t1_2 t1_2
Item 2 t2_1 t2_1 t2_2 t2_2 t2_1 t2_1 t2_2 t2_2
Item 3 t3_1 t3_2 t3_1 t3_2 t3_1 t3_2 t3_1 t3_2
Item 4 t4_1 t4_1 t4_2 t4_2 t4_3 t4_3 t4_4 t4_4
Item 5 t5_1 t5_2 t5_1 t5_2 t5_3 t5_4 t5_3 t5_4
Item 6 t6_1 t6_2 t6_3 t6_4 t6_1 t6_2 t6_3 t6_4
Item 7 t7_1 t7_2 t7_3 t7_4 t7_5 t7_6 t7_7 t7_8
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9.7, we see that t1_1 refers to the kernel using only the intercept, so the label for the inter-
cept l1_0 appears in the parentheses. Similarly, the next line equates the LCDM kernel to 
the second Mplus threshold for Item 1. Table 9.6 lists this threshold as representing the in-
tercept plus the main effect for Attribute 1. Within the parentheses, we place the syntax for 
the label for the intercept and main effect, l1_0 + l1_11, indicating to Mplus that this 
threshold is formed by an addition of the new parameters we have just defined. 

The final portion of the code for Item 1 represents the order constraints for the LCDM 
parameters. Specifically, all main effects must be positive to ensure that masters of an at-
tribute have a higher probability of answering the item correctly than do nonmasters of an 
attribute. The syntax indicating this constraint is l1_11>0;. With this last line, the syntax 
for Item 1 is complete. All other items measuring one attribute will have similar-looking syn-
tax, with any notational differences arising from the fact that different main effect parameters 
and interaction effect parameters are involved in their specification. 

We present the syntax for Item 4 to demonstrate additional considerations when two 
attributes are measured by an item. Because the LCDM is a general model that specifies all 

figure 9.8. Mplus MODEL command syntax.

MODEL:

%c#1%              ! for attribute profile (0,0,0)
[x1$1] (t1_1);     ! threshold for item 1 LCDM kernel 1
[x2$1] (t2_1);     ! threshold for item 2 LCDM kernel 1
[x3$1] (t3_1);     ! threshold for item 3 LCDM kernel 1
[x4$1] (t4_1);     ! threshold for item 4 LCDM kernel 1
[x5$1] (t5_1);     ! threshold for item 5 LCDM kernel 1
[x6$1] (t6_1);     ! threshold for item 6 LCDM kernel 1
[x7$1] (t7_1);     ! threshold for item 7 LCDM kernel 1

%c#2%              ! for attribute profile (0,0,1)
[x1$1] (t1_1);     ! threshold for item 1 LCDM kernel 1
[x2$1] (t2_1);     ! threshold for item 2 LCDM kernel 1
[x3$1] (t3_2);     ! threshold for item 3 LCDM kernel 2 
[x4$1] (t4_1);     ! threshold for item 4 LCDM kernel 1
[x5$1] (t5_2);     ! threshold for item 5 LCDM kernel 2
[x6$1] (t6_2);     ! threshold for item 6 LCDM kernel 2
[x7$1] (t7_2);     ! threshold for item 7 LCDM kernel 2

.

.

.

%c#8%              ! for attribute profile (1,1,1)
[x1$1] (t1_2);     ! threshold for item 1 LCDM kernel 2
[x2$1] (t2_2);     ! threshold for item 2 LCDM kernel 2
[x3$1] (t3_2);     ! threshold for item 3 LCDM kernel 2
[x4$1] (t4_4);     ! threshold for item 4 LCDM kernel 4
[x5$1] (t5_4);     ! threshold for item 5 LCDM kernel 4
[x6$1] (t6_4);     ! threshold for item 6 LCDM kernel 4
[x7$1] (t7_8);     ! threshold for item 7 LCDM kernel 8



210 APPliCAtions

main effects and possible interaction effects between attributes, as the number of measured 
attributes in the Q-matrix increases so does the number of model parameters. What is dif-
ferent about Item 4 compared to Item 1 is that there are now two main effects, l4_11 for 
Attribute 1 and l9_12 for Attribute 2, and one two-way interaction effect, l4_212, be-
tween Attribute 1 and Attribute 2. The syntax for the first three thresholds, t4_1, t4_2, 
and t4_3, is a direct extension from the syntax used in Item 1. However, the constraints for 
the item now include two more constraints for the two-way interaction effect parameter. 
These constraints reflect the fact that the fourth threshold, which represents latent classes 

figure 9.9. Mplus MODEL CONSTRAINT command syntax.

MODEL CONSTRAINT:       ! used to define LCDM parameters and constraints
                       
NEW(l1_0 l1_11);        ! define LCDM parameters present for item 1
t1_1=-(l1_0);           ! set equal to intercept by LCDM kernel 
t1_2=-(l1_0+l1_11);     ! set equal to intercept plus main effect for attribute 1
l1_11>0;                ! ensures that main effect is positive

NEW(l4_0 l4_11 l4_12 l4_212);       ! define LCDM parameters present for item 4
t4_1=-(l4_0);
t4_2=-(l4_0+l4_12);
t4_3=-(l4_0+l4_11);
t4_4=-(l4_0+l4_11+l4_12+l4_212);
l4_11>0;               ! the order constraints necessary for the main effects
l4_12>0;
l4_212>-l4_11;         ! the order constraints necessary for the interaction 
effects
l4_212>-l4_12;

NEW(l7_0 l7_11 l7_12 l7_13 l7_212 l7_213 l7_223 l7_3123);   
t7_1=-(l7_0);
t7_2=-(l7_0+l7_13);
t7_3=-(l7_0+l7_12);
t7_4=-(l7_0+l7_12+l7_13+l7_223);
t7_5=-(l7_0+l7_11);
t7_6=-(l7_0+l7_11+l7_13+l7_213);
t7_7=-(l7_0+l7_11+l7_12+l7_212);
t7_8=-(l7_0+l7_11+l7_12+l7_13+l7_212+l7_213+l7_223+l7_3123);
l7_11>0;                 !  the order constraints necessary for the main effects
l7_12>0;
l7_13>0;
l7_212>-l7_11;           ! the order constraints for the two-way interactions 
effects
l7_212>-l7_12;
l7_213>-l7_11;
l7_213>-l7_13;
l7_223>-l7_12;
l7_223>-l7_13;
l7_3123>-(l7_223+l7_213+l7_13);  ! the order constraints for the three way 
interaction
l7_3123>-(l7_223+l7_212+l7_12);
l7_3123>-(l7_213+l7_212+l7_11);
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where Attribute 1 and Attribute 2 are mastered, must be greater than both the third thresh-
old, which represents latent classes where only Attribute 1 is mastered, and the second 
threshold, which represents latent classes where only Attribute 2 is mastered. Mathemati-
cally, this is expressed by the following inequalities: 

 l4,0 + l4,1,(1) + l4,1,(2) + l4,2,(1,2) > l4,0 + l4,1,(1) ⇒ l4,2,(1,2) > –l4,1,(2) 

 l4,0 + l4,1,(1) + l4,1,(2) + l4,2,(1,2) > l4,0 + l4,1,(2) ⇒ l4,2,(1,2) > –l4,1,(1) 
(9.7)

These inequalities are expressed in the Mplus syntax by the lines l4_212>-l4_12; and 
l4_212>-l4_11;. All items measuring two attributes will have a similar syntax.

Finally, the syntax for Item 7 is described here because it presents a case where an item 
measures three attributes, which requires additional constraints. Item 7 therefore has a total 
of eight model parameters: one intercept, three main effects, three two-way interaction effects, 
and one three-way interaction effect. The syntax for the intercept, main effects, and two-way 
interaction effects is an extension of the syntax for Item 1 and Item 4. Specifically, the order 
constraints for the LCDM specify that the threshold for t7_8, which represents the latent 
class for which all three attributes are mastered, must be greater than the thresholds for latent 
classes where any two attributes are mastered, t7_4, t7_6, and t7_7. Therefore, three 
inequality constraints are needed. The form of these constraints is demonstrated by compar-
ing the three-way interaction effect kernel to the first two-way interaction effect kernel:

 l7,0 + l7,1,(1) + l7,1,(2) + l7,1,(3) + l7,2,(1,2) + l7,2,(1,3) + l7,2,(2,3) + l7,3,(1,2,3) 

 > l7,0 + l7,1,(1) + l7,1,(2) + l7,2,(1,2)  (9.8) 
 ⇒ l7,3,(1,2,3) > – (l7,1,(3) + l7,2,(1,3) + l7,2,(2,3)) 

As Equation 9.8 shows, the minus sign is a result of basic algebra for solving these equations 
for the parameter of interest. The other two inequalities follow the same logic. The LCDM 
interaction syntax ensures that the probability of a correct response increases across latent 
classes for which a larger number of attributes is mastered. 

Note that all constraints are placed in such a way that the interaction effect of interest is 
compared to those interaction effects that are of one order lower. For example, if the interest 
is in determining a suitable set of constraints for a three-way interaction effect as in Equation 
9.8, the three-way interaction effect is algebraically compared to the two-way interaction ef-
fects. Since these comparisons are done systematically for all interaction effects, it is not 
necessary to compare higher-order interaction effects to low-order interaction effects (e.g., a 
four-way interaction effect to a two-way interaction effect).

9.6 Syntax for Specifying output information

The remaining syntax that is needed to run a command file for a DCM in Mplus consists of 
instructions for Mplus to report model fit statistics at a global, univariate, and bivariate level, 
which we describe in Chapter 12, and instructions for Mplus to save all respondent parameter 
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estimates, which we described in Chapter 10, to a file. Options for more advanced technical 
output can also be specified within this section of the command syntax, but we focus only 
on the key output files that are needed for DCMs in practice. 

9.6.1 the OUTPUT command

The OUTPUT command instructs Mplus to report additional output that is not given by de-
fault. Figure 9.10 displays the output command option for our example analysis. The syntax 
is rather simple because the TECH10 option is the only option used. Specifically, TECH10 
provides a report of additional model fit statistics that can be found at the end of the output 
file.

9.6.2 the SAVEDATA command

The SAVEDATA command is used to instruct Mplus to save estimates of model parameters 
to external text files. Figure 9.11 displays the SAVEDATA command options used for our 
example analysis. 

We use this option to save the posterior probabilities of mastery for each respondent. 
Note that Mplus can also be used to score precalibrated assessments (i.e., assessments for 
which all item parameters in the model are known) by setting all threshold parameters equal 
to their precalibrated values using the “@” syntax under the MODEL statement. In such 
cases, Mplus will simply score the respondents’ data and provide estimates of the posterior 
probability of class membership in an external file. We discuss these scoring options in more 
detail in Section 10.7.2 of Chapter 10.

The FORMAT option specifies the type of format in which the output should be saved. 
Specifically, f10.5 indicates that we would like to save output as free-formatted (i.e., with 
a tab between columns) with a total length of 10 digits per variable and five decimal points 
of precision. The FILE IS option specifies the name and path of the file. Here, we call the 

figure 9.10. Mplus OUTPUT command syntax. 

OUTPUT:
    TECH10; 

figure 9.11. Mplus SAVEDATA command syntax.

SAVEDATA:
    FORMAT IS f10.5;                ! format for output file
    FILE IS respondent_lcdm.dat;    ! specify file name and location
    SAVE = CPROBABILITIES;          ! specify the information to save
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file with respondent parameter estimates respondent_lcdm.dat, which will be scored 
in the folder where the syntax file is located. Finally, the SAVE option instructs Mplus to save 
the posterior probabilities of class membership for each respondent. We will discuss the 
contents of this file in Section 9.7.6 of this chapter. This is the final command listed in our 
syntax file. 

9.7 running MPlus anD interpreting output

Once the full syntax file is specified, it is then submitted to Mplus, either using the RUN but-
ton found along the top of the graphical user interface or calling Mplus in batch mode from 
the command line syntax in Windows. Once Mplus terminates successfully, an output file 
will be created. It is a text file with the same name as the input file, ending with the exten-
sion .out. For DCM analyses, Mplus output is voluminous; however, most key output is 
contained in a handful of sections. Using the Mplus heading and following the order of ap-
pearance in the output file, we will describe the following sections: Tests of Model Fit, 
Final Class Counts and Proportions, Categorical Latent Variable 
Means, New/additional Parameters, and Technical 10 Output. Further-
more, we discuss the form of the respondent parameter estimates file and link these esti-
mates to their theoretical derivation that is described in more detail in Chapter 10.

9.7.1 the tests of model fit Section 

The tests of model fit section appears early on in the Mplus output file. This section contains 
the global fit statistics for the model, including information criteria for comparing the relative 
fit of nonnested models. Although Chapter 12 describes the process of model fit in more 
detail, we will discuss model fit briefly in the context of our example analysis, keeping in 
mind that we used the “correct” model for analyzing the simulated data. Figure 9.12 lists the 
model fit information for our analysis, with sections of log-likelihood, information criteria, 
and c2 test of model fit. We emphasize values that are of relative importance for our model 
in the following.

9.7.1.1 The Log-Likelihood Section

The Log-likelihood section presents the value of the likelihood function (labeled H0 
Value), which is computed by taking the natural log of Equation 9.1 and summing these 
values across all respondents. Internally, this value is used to determine model convergence 
such that model estimation is terminated when the log likelihood changes very little between 
successive iterations. Furthermore, this value is the root value that is used to compute infor-
mation indices. If a comparison is needed for nested models, then the value of –2 log likelihood 
can be used to perform c2 tests of relative model fit using the difference in the degrees of 
freedom between the models under consideration as the degrees of freedom for the test. 



214 APPliCAtions

9.7.1.2 The Information Criteria Section

The Information Criteria section provides the number of model parameters that are 
estimated for the DCM (33 for our example), the AIC, BIC, and sample size adjusted BIC as 
information criteria. As described in Chapter 12, information criteria can be used to select 
the best-fitting and most parsimonious model between nonnested models by picking the model 
with the lowest value of the selected criterion. Although three criteria are listed, to date none 
have been evaluated in depth for their ability to determine model parsimony in DCMs. 
Henson et al. (2009) used the AIC to choose between a full LCDM and a more constrained 
model that contained items using DINA, DINO, and C-RUM parameterizations. Similarly, 
researchers working with the GDM use these indices to select between potential candidate 
models and so far have only noted that different criteria can lead to a selection of different 
models based on how they penalize model complexity. 

9.7.1.3 The Chi-Square Test of Model Fit Section

The Chi-Square Test of Model Fit for the Binary and Ordered Cat-
egorical (Ordinal) Outcomes portion of this section describes the c2 test of global 

figure 9.12. The TESTS OF MODEL FIT section of the output.

TESTS OF MODEL FIT

Log-likelihood

          H0 Value                      -42870.695
          H0 Scaling Correction Factor       1.011
            for MLR

Information Criteria

          Number of Free Parameters             33
          Akaike (AIC)                   85807.391
          Bayesian (BIC)                 86045.332
          Sample-Size Adjusted BIC       85940.463
            (n* = (n + 2)/24)

Chi-Square Test of Model Fit for the Binary and Ordered Categorical
(Ordinal) Outcomes

          Pearson Chi-Square

          Value                            101.677
          Degrees of Freedom                    94
          P-Value                           0.2764

          Likelihood Ratio Chi-Square

          Value                            103.759
          Degrees of Freedom                    94
          P-Value                           0.2306
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model fit. Because we have seven dichotomous items, a total of 128 response patterns are 
possible, which is the number of patterns on which the statistic is based. Mplus will omit this 
section when the number of response patterns is overwhelmingly large, as this information 
is of little use because many cells in the resulting cross-classification table are empty (i.e., the 
table is sparse). 

Two c2 tests are given: the Pearson Chi-Square test, which is a c2 test that will be 
introduced in Chapter 12, and the Likelihood Ratio Chi-Square test, which is 
the G2 test that is also described in Chapter 12. For both tests, the degrees of freedom are the 
number of possible response patterns minus the number of model parameters minus 1, 
yielding df = 128 – 33 – 1 = 94 for our example. In cases where some response patterns pro-
vide overwhelmingly large values for the c2 test, Mplus will exclude those cells from the cal-
culation of the test statistic, which reduces the degrees of freedom by 1 for each omitted cell. 
In our case, we do not have any excluded cells, however. The null hypothesis for both tests 
is that the model fits the data. Therefore, because the p-values of both tests are fairly large 
when compared to typical type-I error rates, such as .05, we would conclude that our model 
fits our data. This is intuitively plausible because the model that we used for parameter esti-
mation was the same model we used for data generation. After examining the statistics pro-
vided to assess the fit of the model in the previous section, we turn to output containing the 
LCDM model parameter estimates.

9.7.2 the Final Class Counts and Estimated  
Proportions Section

The FINAL CLASS COUNTS AND ESTIMATED PROPORTIONS section provides, for 
each latent class c, the estimated number of respondents in that class and its conversion into 
a proportion, which is the estimate for uc. Mplus reports this information in several ways, 
based on (1) the estimated model, (2) the estimated posterior probabilities, and (3) the most 
likely latent class for each respondent. We are only concerned with the information based on 
the estimated model, which is shown in Figure 9.13. 

Examining the output in Figure 9.13, we see that the section is labeled Latent 
Classes. Thus, the output lists results generically for each of our eight latent classes, and 
it is our job to match each latent class with the attribute profile it represents. The second 
column provides the expected count of respondents with each class. This count is found by 
multiplying the value from the third column, the estimated uc parameter, by the sample size. 
For example, for our data we see that latent class 1, which represents attribute profile a1 = 
[0,0,0] has an estimate of u1 = .24810. This means that approximately 24.81% of our popu-
lation is expected to have not mastered any of the three attributes. Furthermore, latent class 
8 with attribute profile a8 = [1,1,1] has an estimate of u8 = .21660, indicating that approxi-
mately 21.66% of our population is expected to have mastered all three attributes. 

In most assessment situations, attributes will be positively correlated, which will result 
in a similar pattern as the one observed here. That is, a large number of respondents will be 
classified as having mastered either none or all attributes rather than a particular combina-
tion of attributes, because those are highly consistent patterns of attribute mastery. Note also 
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that the proportion of respondents in latent classes is generally small as the number of at-
tributes increases. For example, if a diagnostic assessment measures five attributes, then the 
total number of latent classes is 25 = 32. Even if attributes were uncorrelated and respond-
ents were uniformly distributed across all latent classes, only about 3% of respondents would 
fall into each latent class. With correlated attributes, this number will be much smaller for all 
but the first and last latent classes. 

9.7.3 the Categorical Latent Variables Section

The previous section provided the structural model parameters. Recall that Mplus uses the 
log-linear parameterization for the structural model, which we described above in Section 
9.7.2. In the section entitled Categorical Latent Variables, Mplus provides the 
estimates of mc, which are used to compute the mixing proportions uc by use of Equation 9.4. 

There are five columns in this section, which are shown in Figure 9.14. They contain the 
parameter label, the estimated parameter values for mc (Estimate), the standard errors 
(S.E.) of the estimates, a test statistic for the parameter (Est./S.E.), and a p-value 
(Two-Tailed P-Value). This p-value provides an approximate nondirectional hypoth-
esis test for the parameter in question, which tests the null hypothesis that the parameter 
value is 0 (i.e., that the parameter is not needed) versus the alternative that it is nonzero (i.e., 
that it is needed and is either positive or negative). Since the model that we fit was a saturated 
model, we ignore the last two columns because we do not seek to eliminate parameters. To 
create a defensible reduced structural model parameterization such as the ones discussed in 
Chapter 8, such tests can be useful, however. 

As stated above, the estimates that appear in the output are the estimated values for mc. 
These parameter values are difficult to interpret by themselves and serve mainly as input to 
compute the values of uc using Equation 9.4. Note that the estimate for mc for the latent class 
8 is omitted because Mplus fixes the value for m8 to 0 by default to identify the model. 

figure 9.13. The FINAL CLASS COUNTS AND PROPORTIONS section of the output.

FINAL CLASS COUNTS AND PROPORTIONS FOR THE LATENT CLASSES
BASED ON THE ESTIMATED MODEL

    Latent
   Classes

       1       2480.96185          0.24810
       2        735.54785          0.07355
       3        992.74591          0.09927
       4        911.95428          0.09120
       5        863.41826          0.08634
       6        913.48778          0.09135
       7        935.85710          0.09359
       8       2166.02696          0.21660
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9.7.4 the New/Additional Parameters Section

The New/Additional Parameters section of the output file is perhaps most relevant 
to estimating and calibrating a DCM because it contains the estimates for all LCDM param-
eters. The parameters that appear in this section were created by use of the NEW option under 
the MODEL CONSTRAINT command section above; this section of the output file is shown 
in Figure 9.15 with additional lines inserted here for didactic clarity.

Akin to the Categorical Latent Variables section above, the output in this 
section contains five columns. The first column contains the names of the parameters, which 
are the labels that we created for each of the LCDM parameters under the MODEL CON-
STRAINT command. The other columns can be interpreted similarly to the columns in the 
previous output section. To illustrate how to interpret this section of the output file, we again 
examine Item 4. The estimated intercept for Item 4, l4,0, as represented by L4_0, is –2.437. 
This means that respondents possessing neither of the attributes measured by the item, 
which are Attribute 1 and Attribute 2, have a log-odds of a correct response of –2.437. Con-
verting this into a probability means that these respondents have an estimated probability of 
p41 = exp(–2.437)/(1 + exp(–2.437)) = .08 of getting the item correct. 

Note that we are generally unconcerned about whether the intercept parameter is sig-
nificantly different from 0 because a value of 0 would merely tell us such respondents have a 
50% chance of getting the item correct, which does not point to insignificance of the param-
eter. The estimated value for the main effect of Attribute 1, l4,1,(1), is 1.858, as represented by 
the parameter L4_1. This value represents the increase in log-odds of a correct response for 
mastering Attribute 1. In the absence of a two-way interaction, the larger the value of this 
parameter, the more the item discriminates between people with and without the attribute. 
Similarly, the estimated main effect for attribute 2, l4,1,(2), is 2.047, as represented by the 
parameter L4_2. Again, given that these parameters must be greater than 0 due to the con-
straints placed on them, the test of hypothesis for both is not valid. Finally, the estimated 
two-way interaction parameter, l4,2,(1,2), as represented by the parameter L4_212, is 1.034, 
which represents the additional increase in log-odds of a correct response to an item when 

figure 9.14. The Categorical Latent Variables section of the output.

Categorical Latent Variables
                                                    Two-Tailed
                    Estimate       S.E.  Est./S.E.    P-Value
 Means
    C#1                0.136      0.113      1.203      0.229
    C#2               -1.080      0.158     -6.849      0.000
    C#3               -0.780      0.118     -6.632      0.000
    C#4               -0.865      0.115     -7.514      0.000
    C#5               -0.920      0.134     -6.870      0.000
    C#6               -0.863      0.114     -7.588      0.000
    C#7               -0.839      0.108     -7.795      0.000
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both attributes are mastered. Because the p-value for this parameter is .002, we conclude that 
it is highly likely that the two-way interaction is significantly different from 0 and should be 
left in the model. Similar interpretations can be made for each of the other parameters esti-
mated for each item.

9.7.5 the Technical 10 Section

The final section of Mplus output we will discuss is the TECHNICAL 10 section of the out-
put file, which contains information on local model fit. As we will see in more detail in 
Chapter 12, the number of possible response patterns in a data set for typical DCM applica-
tions is very large, which renders global goodness-of-fit statistics invalid. Alternatively, we 

figure 9.15. The New/Additional Parameter Estimates section of the output.

New/Additional Parameters
                                                    Two-Tailed
                    Estimate       S.E.  Est./S.E.    P-Value

    L1_0              -0.913      0.053    -17.141      0.000
    L1_11              1.872      0.071     26.297      0.000

    L2_0              -1.006      0.069    -14.637      0.000
    L2_12              2.045      0.082     24.961      0.000

    L3_0              -0.961      0.062    -15.461      0.000
    L3_13              2.014      0.079     25.619      0.000

    L4_0              -2.437      0.157    -15.523      0.000
    L4_11              1.858      0.212      8.768      0.000
    L4_12              2.047      0.205     10.007      0.000
    L4_212             1.034      0.338      3.056      0.002

    L5_0              -2.242      0.121    -18.450      0.000
    L5_11              1.725      0.194      8.894      0.000
    L5_13              1.789      0.185      9.652      0.000
    L5_213             1.383      0.340      4.071      0.000

    L6_0              -2.537      0.176    -14.385      0.000
    L6_12              2.102      0.226      9.310      0.000
    L6_13              2.151      0.218      9.851      0.000
    L6_223             1.110      0.376      2.947      0.003

    L7_0              -3.629      0.482     -7.535      0.000
    L7_11              2.468      0.626      3.943      0.000
    L7_12              2.128      0.662      3.216      0.001
    L7_13              2.061      0.702      2.935      0.003
    L7_212             0.815      0.858      0.950      0.342
    L7_213             0.755      0.892      0.846      0.397
    L7_223             0.982      0.927      1.058      0.290
    L7_3123           -1.297      1.376     -0.942      0.346
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suggest using a more limited information approach to assessing the fit of a model. Our rec-
ommendation is to investigate the goodness-of-fit of a model using pairs of items, which is a 
bivariate information approach. The information in this section of the output file provides a 
means for that investigation under the section entitled Bivariate Model Fit In-
formation. We provide an example of output for this section in Figure 9.16, which can be 
used to examine the fit of our model for Item 1 and Item 2. 

To read the information in Figure 9.16, recall first how Mplus labels categorical variables. 
Because we have items that are dichotomously scored, all labels referring to Category 1 refer 
to item response values of 0 and all labels referring to Category 2 refer to item response 
values of 1. The table in Figure 9.16 shows a two-way contingency table for the response op-
tions for both items in list format. The probabilities listed under H1 are the observed propor-
tion of responses. For example, 26% of respondents in our sample have responded incorrectly 
to Item 1 and Item 2. The probabilities listed under H0 are the model-predicted (i.e., ex-
pected) values based on the estimated model parameters, which are very close to the ob-
served values in this case owing to the good fit of the model to the data. The far right column 
provides a z-score for each entry in the table, which is typically not interpreted. Finally, the 
last two rows report the Bivariate Pearson Chi-Square and the Bivariate 
Log-Likelihood Chi-Square statistics, which are summary test statistics for compar-
ing observed versus expected values for this pair of items. For binary items, these test statis-
tics are distributed as c2 variables with 1 degree of freedom. We can use the value of the test 
statistics to flag items where our model may not fit our data. 

Upon examination of this table, we see that the model-data fit for this pair of items is 
fairly good, as should be expected. Both test statistics have values of .518, which provide a 
p-value of .471. Note, however, that such a hypothesis test can be formed for each pair of 
items but is likely to be inaccurate across all sets of items as the tests are not independent. 
We recommend setting a relatively high threshold that must be met to flag an item for model 
misfit or using a Bonferroni correction for the tests where each type-I error rate is divided by 
the number of tests (i.e., item pairs) that are run. It also needs to be kept in mind that a 
certain percentage of flagged item pairs is expected due to the nominal type-I error rate of the 
test.

figure 9.16. The TECHNICAL 10 section of the output for Item 1 and Item 2.

                                              Estimated Probabilities
                                                              Standardized
  Variable       Variable              H1           H0          Residual
                                                               (z-score)
  X1             X2
    Category 1     Category 1        0.260        0.262          -0.409
    Category 1     Category 2        0.240        0.239           0.422
    Category 2     Category 1        0.236        0.234           0.424
    Category 2     Category 2        0.263        0.265          -0.407
    Bivariate Pearson Chi-Square                                  0.518
    Bivariate Log-Likelihood Chi-Square                           0.518
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At the end of this section of the output file, we find two test statistics that are formed as 
the sum of the individual item-pair fit statistics; these statistics are shown in Figure 9.17. 
Unfortunately, the sampling distribution for these values is not well known. However, for a 
model that fits, we should expect the numbers to be at or below their expected value, which 
is equal to the number of pairs of items in the test (i.e., I(I–1)/2). In our case, with seven 
items, we have a total of 7(6)/2 = 21 pairs of items, meaning we would expect this value to 
be near 21. Because both statistics are below 21, we can surmise that our model fits the data 
well, as was evidenced by our global model fit statistics reported earlier.

9.7.6 the Saved posterior probabilities file 

The previous five sections detailed the output file that is automatically created during an 
Mplus analysis, which provides information as to the model fit, item, and structural param-
eters of a DCM analysis with the LCDM. In this section we describe the file that contains the 
posterior probabilities of attribute mastery for the respondents, which we instructed the pro-
gram to save using the SAVEDATA command. Table 9.8 lists the entries of the saved file for 
the first five respondents. 

The first seven columns of the file contain the respondents’ actual item responses. Fol-
lowing the item responses is a series of posterior probabilities, one for each possible attribute 
profile (i.e., latent class). We label these probabilities arc here because they represent the pos-
terior probability that respondent r has attribute profile c. We will learn in Chapter 10 that 
these are called the expected a posteriori (EAP) estimates of latent class membership. The final 
column in the table, labeled max(ar) gives the number of the attribute profile with the high-
est posterior probability. We will also learn in Chapter 10 that these are called the maximum 
a posteriori (MAP) estimates of latent class membership.

To explain the meaning of these numbers, consider the entries for Respondent 2, who is 
found in the second row of Table 9.8. Respondent 2 did not answer any item correctly, which 

figure 9.17. Aggregated bivariate test statistics from the TECHNICAL 10 section of the output.

       Overall Bivariate Pearson Chi-Square                          6.981
       Overall Bivariate Log-Likelihood Chi-Square                   6.982

table 9.8. estimated respondent parameters for first five respondents

   MAP 
 Item response pattern EAP estimates estimate

1 2 3 4 5 6 7 ar1 ar2 ar3 ar4 ar5 ar6 ar7 ar8 max(ar)

0 0 1 0 1 0 0 .30 .52 .02 .00 .08 .08 .00 .00 2
0 0 0 0 0 0 0 .88 .04 .05 .00 .04 .00 .00 .00 1
0 0 1 1 0 0 0 .48 .15 .17 .01 .17 .01 .02 .00 1
0 0 0 0 0 0 0 .88 .04 .05 .00 .04 .00 .00 .00 1
1 0 1 0 1 1 0 .03 .42 .01 .07 .05 .41 .00 .01 2
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immediately suggests that he or she has not mastered any attributes. The attribute profile 
with the highest posterior probability, max(ar), is, indeed, a1= [0,0,0] with ar1 = .88, which 
matches this suggestion. This means that the respondent has an 88% chance of actually hav-
ing attribute profile a1. 

Furthermore, note that a few other attribute profiles have nonzero posterior probabili-
ties, namely, ar2 = .04, which represents a2 = [0,0,1]; ar3 = .05, which represents a3 = [0,1,0]; 
and ar5 = .04, which represents a5 = [1,0,0]. All these nonzero probabilities occur for pro-
files where a single attribute is mastered. Although the respondent answered all items incor-
rectly, the seven items do not provide enough information to assign them to the first latent 
class with almost absolute certainty. If the test had been longer and the response pattern had 
been the same, then the posterior probability for latent class 1 would approach 1 while all 
other probabilities would approach 0. Note also that Respondent 4, who has the same item 
response pattern as Respondent 2, has the same estimated posterior probabilities. Each re-
sponse pattern will yield a specific set of posterior probabilities, so that respondents with the 
same response patterns will have the same latent class estimates. 

9.8 eStimation of core Dcms in MPlus

Up to this point, we have described how to estimate the LCDM using Mplus. We have fo-
cused on the LCDM not only because it subsumes all core DCMs described in Chapter 6 but 
also because it allows for more flexible modeling than is possible using any of the core 
DCMs. The core DCMs, however, can be estimated in Mplus, and specifically within the con-
text of the LCDM. This section describes the syntax modifications needed to estimate four 
core DCMs (DINA, DINO, NIDO, and C-RUM). The other two DCMs (NIDA and NC-RUM) 
can be estimated by Mplus, but require more elaborate syntax. We refer the reader to Templin 
(2006) for more information about the syntax needed for their estimation and to de la Torre 
(2008b, 2009) for a related discussion of link functions for the estimation of DCMs. As dis-
cussed in Chapter 7, each of the core DCMs can be phrased in terms of the LCDM parame-
ters via a particular specification of main effect and interaction effect parameters. As such, all 
Mplus syntax up to the MODEL CONSTRAINT section remains the same. The only changes 
come from within the specification of LCDM parameters with the NEW command and the 
model equations for each item. Throughout this section, we use syntax from three items of 
the seven-item test—Item 1, Item 4, and Item 7. Recall from Table 9.1 that Item 1 measures 
Attribute 1 only, Item 4 measures Attribute 1 and Attribute 2, and Item 7 measures all three 
attributes; the relevant Mplus syntax for the MODEL CONSTRAINT command for the LCDM 
generally is displayed in Figure 9.9.

9.8.1 Syntax for estimation of the c-rum

The C-RUM is perhaps the most straightforward core DCM to specify with the LCDM frame-
work in Mplus. The structure of the C-RUM is already phrased in a LCDM parameterization 
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because the C-RUM is the LCDM without any interaction parameters. As such, the modifica-
tions to the Mplus code are straightforward, as one has to merely remove all interaction terms 
from all items in the MODEL CONSTRAINT section. This also implies that one has to remove 
constraints related to these interaction terms in the NEW section. Figure 9.18 displays the 
new syntax for the C-RUM for these items. 

9.8.2 Syntax for estimation of the niDo model

The NIDO model is a constrained version of the C-RUM and, as such, the syntax is also rela-
tively straightforward. The NIDO model features a unique intercept parameter for each item, 
but constrains the main effect parameters to be equal across all items. Furthermore, there are 
no interaction terms in the model. It is, therefore, necessary to remove the item labels from 
the naming convention of the main effect parameters. Figure 9.19 displays the new syntax for 
the NIDO model. 

figure 9.18. Mplus MODEL CONSTRAINT command syntax for C-RUM.

MODEL CONSTRAINT:       ! used to define LCDM parameters and constraints
                       
NEW(l1_0 l1_11);        ! define LCDM parameters present for item 1
t1_1=-(l1_0);           ! set equal to intercept by LCDM kernel 
t1_2=-(l1_0+l1_11);     !  set equal to intercept plus main effect for attribute 1
l1_11>0;                ! ensures that main effect is positive

NEW(l4_0 l4_11 l4_12);       ! define LCDM parameters present for item 4
t4_1=-(l4_0);
t4_2=-(l4_0+l4_11);
t4_3=-(l4_0+l4_12);
t4_4=-(l4_0+l4_11+l4_12);
l4_11>0;               !  the order constraints necessary for the main effects
l4_12>0;

NEW(l7_0 l7_11 l7_12 l7_13);   
t7_1=-(l7_0);
t7_2=-(l7_0+l7_13);
t7_3=-(l7_0+l7_12);
t7_4=-(l7_0+l7_12+l7_13);
t7_5=-(l7_0+l7_11);
t7_6=-(l7_0+l7_11+l7_13);
t7_7=-(l7_0+l7_11+l7_12);
t7_8=-(l7_0+l7_11+l7_12+l7_13);
l7_11>0;                 !  the order constraints necessary for the main effects
l7_12>0;
l7_13>0;
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9.8.3 Syntax for estimation of the Dino model

The DINO model can also be easily incorporated into the existing LCDM syntax. Recall that 
the DINO model specfies two possible response probabilities per item, namely, the guessing 
parameter gi, which specifies the probability of a correct response to Item i is for respondents 
who have not mastered any measured attributes, and (1 – si) for respondents who have mas-
tered one or more measured attributes. This type of structure can easily be incorporated into 
the LCDM by specifying only two model parameters in the NEW statement, which are an in-
tercept parameter and a common effect parameter. The common effect parameter is the com-
mon increase for mastering one or more attributes. The threshold kernels for different latent 
classes then either have just the intercept parameter or both the intercept and the common 
effect parameter. Figure 9.20 shows the syntax for estimation of the DINO. 

9.8.4 Syntax for estimation of the Dina model

The DINA model also specfies two possible response probabilities per item, which are the 
guessing parameter gi, which is for respondents who have not mastered all measured attributes, 
and (1 – si), which specifies the probability of a correct response to Item i for respondents 
who have mastered all measured attributes. As with the DINO model, this type of structure 

figure 9.19. Mplus MODEL CONSTRAINT command syntax for the NIDO model.

MODEL CONSTRAINT:       ! used to define LCDM parameters and constraints

NEW(l_1 l_2 l_3);       ! defines all main effect parameters – not item specific
l_1>0;                  ! ensures that main effects are positive
l_2>0;
l_3>0;
                       
NEW(l1_0);              ! define LCDM parameters present for item 1
t1_1=-(l1_0);           ! set equal to intercept by LCDM kernel 
t1_2=-(l1_0+l_1);       ! set equal to intercept plus main effect for attribute 1

NEW(l4_0 l_1 l_2);      ! define LCDM parameters present for item 4
t4_1=-(l4_0);
t4_2=-(l4_0+l_1);
t4_3=-(l4_0+l_1);
t4_4=-(l4_0+l_1+l_2);

NEW(l7_0 l_1 l_2 l_3);   
t7_1=-(l7_0);
t7_2=-(l7_0+l_3);
t7_3=-(l7_0+l_2);
t7_4=-(l7_0+l_2+l_3);
t7_5=-(l7_0+l_1);
t7_6=-(l7_0+l_1+l_3);
t7_7=-(l7_0+l_1+l_2);
t7_8=-(l7_0+l_1+l_2+l_3);
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can easily be incorporated into the LCDM by specifying only two model parameters in the 
NEW statement, which are, again, an intercept parameter and a common effect parameter. In 
the DINA model, the common effect parameter represents the increase for mastering all mea-
sured attributes, rather than at least one measured attribute as in the DINO model. Thus, the 
threshold kernels either have just the intercept parameter or both the intercept and the com-
mon effect parameter. Figure 9.21 shows the syntax for estimation of the DINA model. 

9.9 aDVanceD topicS for MPlus eStimation

Up to this point, this chapter has provided the details of how to perform a DCM analysis with 
the LCDM using Mplus. The analysis was a basic one for a small test, in an attempt to provide 
a didactic set of instructions for how to use Mplus to estimate the parameters of the LCDM. 
In being basic, however, we were not able to describe more general modeling features avail-
able in Mplus, which are what make the program particularly attractive for use in many real-
life analyses with complex data structures. The final section of this chapter provides instruc-
tions and brief examples of syntax for estimating a log-linear structural parameterization, for 
using Mplus when data are missing, and, finally, for using Mplus when item responses are not 
binary. The code that we present is meant as a starting point for thinking about how to use 

figure 9.20. Mplus MODEL CONSTRAINT command syntax for the DINO model.

MODEL CONSTRAINT:       ! used to define LCDM parameters and constraints
                       
NEW(l1_0 l1_e);        ! define LCDM parameters present for item 1 l1_e is 
common effect
t1_1=-(l1_0);           ! set equal to intercept by LCDM kernel 
t1_2=-(l1_0+l1_e);     ! set equal to intercept plus main effect for 
attribute 1
l1_e>0;                ! ensures that common effect is positive

NEW(l4_0 l4_e);       ! define LCDM parameters present for item 4
t4_1=-(l4_0);
t4_2=-(l4_0+l4_e);
t4_3=-(l4_0+l4_e);
t4_4=-(l4_0+l4_e);
l4_e>0;
 
NEW(l7_0 l7_e);   
t7_1=-(l7_0);
t7_2=-(l7_0+l7_e);
t7_3=-(l7_0+l7_e);
t7_4=-(l7_0+l7_e);
t7_5=-(l7_0+l7_e);
t7_6=-(l7_0+l7_e);
t7_7=-(l7_0+l7_e);
t7_8=-(l7_0+l7_e);
l7_e>0;        
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Mplus when the data structure and/or model is more complex rather than as a comprehen-
sive guide.

9.9.1 estimating a log-linear Structural parameterization  
with Mplus

As we discussed above, Mplus provides a saturated structural model for the latent attribute 
space by default. As discussed in Chapter 8, however, the saturated model can quickly be-
come difficult to estimate because the number of uc parameters in a DCM increases exponen-
tially as the number of attributes increases linearly. Recall that for an assessment measuring 
A attributes, a total of 2A – 1 structural parameters are needed. For our example data, we had 
an assessment measuring three attributes, meaning we had 23 – 1 = 8 – 1 = 7 parameters that 
needed to be estimated. For a diagnostic assessment with 10 attributes, this number would 
increase to 1,023. Therefore, as discussed in Chapter 8, many DCM analyses use reduced 
forms of the structural model to capture dependencies between the latent attributes. 

Because of the general model parameterization in Mplus, we can easily implement a log-
linear parameterizations for the structural component of DCMs also. Recall from Chapter 8 
that the reduced log-linear structural parameterization models the latent class membership 
probabilities uc using a log-linear model with a reduced number of effect terms compared to 

figure 9.21. Mplus MODEL CONSTRAINT command syntax for the DINA model.

MODEL CONSTRAINT:       ! used to define LCDM parameters and constraints
                       
NEW(l1_0 l1_e);        ! define LCDM parameters present for item 1 l1_e is 
common effect
t1_1=-(l1_0);           ! set equal to intercept by LCDM kernel 
t1_2=-(l1_0+l1_e);     ! set equal to intercept plus main effect for 
attribute 1
l1_e>0;                ! ensures that common effect is positive

NEW(l4_0 l4_e);       ! define LCDM parameters present for item 4
t4_1=-(l4_0);
t4_2=-(l4_0);
t4_3=-(l4_0);
t4_4=-(l4_0+l4_e);
l4_e>0;
 
NEW(l7_0 l7_e);   
t7_1=-(l7_0);
t7_2=-(l7_0);
t7_3=-(l7_0);
t7_4=-(l7_0);
t7_5=-(l7_0);
t7_6=-(l7_0);
t7_7=-(l7_0);
t7_8=-(l7_0+l7_e);
l7_e>0;        
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the full saturated model. Recall also that we use the symbol g, rather than the symbol l, to 
denote the effect parameters in a log-linear structural model. Table 9.9 lists the associated 
log-linear parameters for the saturated model, which must be estimated with a sum-to-zero 
constraint because there are eight log-linear parameters but only seven possible latent class 
probabilities. For example, because the first latent class represents attribute profile a1 = 
[0,0,0], the kernel expression for m1 contains only the intercept parameter, g0. The kernel 
expression for the second latent class that represents the attribute profile a2 = [0,0,1] con-
tains the intercept, g0, and the main effect for Attribute 3, g1,(3), as the profile for this latent 
class includes mastery of Attribute 3. 

To implement the log-linear structural model in Mplus, we follow a similar heuristic as 
we did for the previous analysis. First, we must provide Mplus with a label for each of the 
categorical latent variable means. These labels appear under the MODEL command under the 
heading of %OVERALL% before any class-specific item threshold labels appear in the syntax 
as shown in Figure 9.22. Recall that Mplus fixes the mean of the last latent class to 0 by de-
fault to ensure identifiability for the model. The syntax [C#1] that we use here represents 
the parameter for the mean of the first latent class, which we simply give the label m1. We 
use the letter m to indicate that this is a model for mc.

Our next step is to provide the structural model parameterization under the MODEL 
CONSTRAINT command. This will entail creating a set of new parameters using the NEW 
statement and then setting the latent class means equal to what the log-linear structural 
model indicates they should be. Complicating this step somewhat is that Mplus sets the value 
for the last class mean, m8, to 0 by default. Therefore, we have to use some algebra to incor-
porate this constraint into our parameterization, which yields a slightly different looking set 
of syntax. 

Equation 9.9 demonstrates how we will proceed. If we set the parameter m8 equal to 0, 
we can solve for what the expression for the intercept parameter will be: 

 m8 = g0 + g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3) = 0 
 ⇒ g0 = –(g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3)) 

(9.9)

table 9.9. log-linear Structural model Kernels for Saturated model

Latent Attribute 
Class profile Saturated log-linear model kernel

1 a1 = [0, 0, 0] m1 =	g0 
2 a2 = [0, 0, 1] m2 =	g0 + g1,(3) 
3 a3 = [0, 1, 0] m3 =	g0 + g1,(2)  
4 a4 = [0, 1, 1] m4 =	g0 + g1,(2) + g1,(3) + g2,(2,3)  
5 a5 = [1, 0, 0] m5 =	g0 + g1,(1) 
6 a6 = [1, 0, 1] m6 =	g0 + g1,(1) + g1,(3) + g2,(1,3) 
7 a7 = [1, 1, 0] m7 =	g0 + g1,(1) + g1,(2) + g2,(1,2) 
8 a8 = [1, 1, 1] m8 =	g0 + g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3)
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We pick the intercept parameter as the reference parameter because it is a parameter with 
little interpretative value. We then go back and substitute the expression for g0 into each of 
our kernel expressions from Table 9.9, which yields the set of parameters shown in Table 
9.10. Note how the value of m8 is equal to 0, matching the Mplus constraint. It is this set of 
model commands that we will now incorporate into syntax. 

Figure 9.23 lists the resulting syntax for the structural model under the MODEL CON-
STRAINT command. The syntax appears at the top of the MODEL CONSTRAINT section 
before the syntax for the model for Item 1. We label each of the new model parameters with 
a “g,” which represents the g parameterization we use to describe the log-linear structural 
model. The first character after the underscore is the level of the parameter (i.e., 0 represents 
the intercept, 1 is a main effect, 2 is a two-way interaction effect, and so on). For example, 
the parameter g_11 is the main effect for Attribute 1, and the parameter g_3123 is the 
three-way interaction effect between Attribute 1, Attribute 2, and Attribute 3. The code fol-
lowing the new command comes from the model in Table 9.10, with the m8 parameter for 
latent class 8 omitted because it is 0 by default. Note that we need to include a statement to 

figure 9.22. Syntax for the log-linear structural model.

MODEL:

%OVERALL%
[C#1] (m1);
[C#2] (m2);
[C#3] (m3);
[C#4] (m4);
[C#5] (m5);
[C#6] (m6); 
[C#7] (m7);

%c#1%
[x1$1] (t1_1);
...

table 9.10. Saturated Structural model parameteization

Latent  Attribute 
Class profile Saturated log-linear model kernels

1 a1 = [0,0,0] m1 = –(g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3)) 
2 a2 = [0,0,1] m2 = g1,(3) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
3 a3 = [0,1,0] m3 = g1,(2) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
4 a4 = [0,1,1] m4 = g1,(2) + g1,(3) + g2,(2,3) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
5 a5 = [1,0,0] m5 = g1,(1) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
6 a6 = [1,0,1] m6 = g1,(1) + g1,(3) + g2,(1,3) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
7 a7 = [1,1,0] m7 = g1,(1) + g1,(2) + g2,(1,2) – (g1,(1) + g1,(2) + g1,(3) + g2,(1,2) + g2,(1,3) + g2,(2,3) + g3,(1,2,3))
8 a8 = [1,1,1] m8 = 0
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provide us with an estimate of the intercept parameter, which is –1 times the sum of all other 
parameters in the model.

Once the DCM is estimated, our log-linear structural model parameters appear in the 
New/Additional Parameters section in the output file. Figure 9.24 shows the out-
put from running the saturated structural model under a log-linear parameterization. We 
note that all other syntax from the LCDM is identical to the file we built in the preceding 
sections of this chapter. From this output, we can see that the estimated value for the three-
way interaction is g_3123 = –.348. The p-value for the hypothesis test for this parameter 
is .337, indicating the parameter value is not significantly different from 0. Therefore, we 
could remove the parameter from the analysis without adversely impacting the results to re-
duce the complexity of the model. Although we do not show the syntax, we can remove the 
parameter by deleting all references to the label g_3123 in the syntax in Figure 9.24, both 
from the NEW command line and from each model statement. 

figure 9.23. Command syntax for the saturated log-linear model.

MODEL CONSTRAINT:         ! for structural model

NEW(g_0 g_11 g_12 g_13 g_212 g_213 g_223 g_3123);
m1=-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m2=g_13-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m3=g_12-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m4=g_12+g_13+g_223-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m5=g_11-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m6=g_11+g_13+g_213-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
m7=g_11+g_12+g_212-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);
g_0=-(g_11+g_12+g_13+g_212+g_213+g_223+g_3123);

NEW(l1_0 l1_11);           ! start of section with item parameters
...

figure 9.24. Output from saturated log-linear structural model analysis.

New/Additional Parameters
                                                    Two-Tailed
                    Estimate       S.E.  Est./S.E.    P-Value
    G_0                0.136      0.113      1.203      0.229
    G_11              -1.056      0.148     -7.121      0.000
    G_12              -0.916      0.156     -5.868      0.000
    G_13              -1.216      0.204     -5.970      0.000
    G_212              0.996      0.224      4.448      0.000
    G_213              1.272      0.266      4.784      0.000
    G_223              1.131      0.277      4.083      0.000
    G_3123            -0.348      0.363     -0.959      0.337
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9.9.2 modeling missing Data in Mplus

For missing data that arise either by design or at random, which we discuss in a bit more 
detail in Chapter 14, Mplus will estimate DCM model parameters accordingly. The syntax for 
doing either is not complex and occurs in the part of the input file that we labeled “prelimi-
nary Mplus syntax.” For data missing by design, we make one small change to the TYPE 
option under the ANALYSIS command. If we include the COMPLEX key word and a speci-
fication of the cluster (e.g., assessment form) or structure (e.g., respondent group) from 
which the observation was sampled, Mplus proceeds with model estimation normally. Thus, 
the new option would be TYPE = MIXTURE COMPLEX;. Note, however, that our data 
file must contain variables that represent the cluster or stratum to which each respondent 
belongs. We then include the option STRATIFICATION IS and/or CLUSTER IS and 
the name(s) of the variable(s) containing the clustering information under the VARIABLE 
command. No other syntax modifications are needed.

For data that are randomly missing, inclusion of the MISSING key word will let Mplus 
estimate the parameters of the DCM as usual. The new option would then be TYPE = 
MIXTURE MISSING;. In addition, under the VARIABLE command, syntax must be 
provided to tell Mplus which numeric values indicate missing data. For example, when miss-
ing data are denoted with a value of –9, our new VARIABLE command would then include 
the option MISSING ARE ALL (-9);. No other alterations to the command syntax are 
needed. 

9.9.3 estimating Dcms for Different Variable types

All examples and DCMs that we presented in this book were specifically designed to model 
observed response data that are dichotomous. This is only partially realistic because most 
diagnostic assessments are scored not only dichotomously but also polytomously or in other 
ways. In general, response data can come in many different variable and scale types, and DCMs 
can be extended to almost any type of data. Fortunately, Mplus allows the user to specify 
model parameterizations for several different data types. We will briefly discuss four different 
variable types for response data and the according changes in the Mplus command syntax: 
(1) ordered categorical data (i.e., items with more than two graded scores), (2) nominal re-
sponse data (e.g., multiple-choice items with multiple distractors), (3) continuous-response 
data (e.g., items with a response scale that is marked), and (4) count data (e.g., items that ask 
for frequencies). 

9.9.3.1 Ordered Categorical Response Data

Perhaps the easiest extension of Mplus is for variables with more than two response options. 
To create DCM analogs of models such as the Graded Response Model in IRT (e.g., Samejima, 
1969), one simply has to provide additional syntax under the MODEL and MODEL CON-
STRAINT code. The additional model syntax will include values for the differing response 
levels. Specifically, so far we have modeled only one threshold for each dichotomously scored 
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item, and we would have to model multiple thresholds for a polytomously scored item. An 
item will have one less thresholds than the number of response categories, which is why we 
had to model only one threshold for a dichotomous item. To illustrate this idea, recall that 
the MODEL command syntax for the first threshold of the first item was [x1$1] in our ex-
ample in this chapter. If this item had been scored 0, 1, and 2, we would have needed to 
include syntax to model the second threshold, [x1$2], as well. 

9.9.3.2 Nominal Categorical Response Data

Nominal response data are modeled in a similar manner to ordered categorical response 
data. The difference is that in the syntax for the VARIABLE command one must now replace 
the CATEGORICAL = key word with the NOMINAL = key word. Note that Mplus will only 
allow numeric input and only up to 10 nominal categories, but that should cover almost all 
realistic diagnostic assessment situations. Each category will receive its own threshold for 
endorsement, and Mplus will recode the categorical entries to start with 0 and proceed up 
to the maximum number of nominal categories. All MODEL and MODEL CONSTRAINT 
commands must then be adapted so as to provide the analogous DCM (e.g., Templin et al., 
2008). 

9.9.3.3 Continuous Response Data

Item response data are sometimes treated as continuous variables, especially when the re-
sponse data are polytomous in nature. For instance, confirmatory factor-analysis models and 
structural equation models are frequently estimated with Likert scale data. DCMs can easily be 
adapted to model such data, and Mplus makes the adaptation very simple. Rather than provide 
a model for a threshold, Mplus provides a model for the mean of every variable when continu-
ous data are used. Therefore, two syntax changes are needed. First, the CATEGORICAL = 
option under the VARIABLE section must be deleted, instructing Mplus to treat all variables 
as continuous entities; this is actually the default. Second, all threshold indicators in the 
MODEL command must be deleted. This means that every $1 in our code for dichotomous 
items must be deleted; all other syntax remains identical. We note that the Mplus default is 
to make the variance of each item invariant across latent classes. This default can be overridden. 
Additional equality constraints incorporating the specific measured attributes of an item can 
be added by creating a label that reappears for each latent class. 

9.9.3.4 Count Data

Mplus can also incorporate count data such as the number of children in a household or the 
number of errors that students make on a task. Similar to the other data types, changes in 
syntax are minimal. As with the ordered categorical and nominal variables, the first change 
is in the VARIABLE section of the command syntax, where the expression COUNT = re-
places the experience CATEGORICAL =. The variables that follow are then treated as counts 
and modeled with a Poisson link function. Furthermore, zero-inflated count models can be 
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added by including an (i) after the variable name in the COUNT = option. Once imple-
mented, the threshold commands are not needed, as the count model is one for the mean of 
the Poisson distribution. Therefore, similar to the continuous data command, we need to de-
lete the threshold indicators from all variables listed in the MODEL command. We cannot, 
however, provide a model for the variance, as this is dependent on the mean in a Poisson 
distribution.

9.10 chapter concluSion

In this chapter we have provided an overview of how DCMs in the LCDM family can be esti-
mated using Mplus. Although the syntax specification process can be somewhat tedious, the 
additional modeling insight provided by building syntax to estimate DCMs in Mplus provides 
the user with a large depth of knowledge on the subject. Furthermore, the Mplus program is 
flexible enough to be used in many diagnostic assessment situations, handling missing data 
and differing variable types with ease. The MONTECARLO command in Mplus also allows for 
simulation studies to be run, further expanding the ability of the program to provide informa-
tion about the statistical nature of DCMs. In sum, we hope the reader is now able to imple-
ment the DCMs discussed in this book. In the next two chapters we look “behind the scenes” 
of estimation approaches for DCMs to discuss how a program like Mplus internally obtains 
the estimates for item and respondent parameters.
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10

Respondent Parameter Estimation  
in DCMs

In this chapter we discuss how to estimate the attribute profiles of the respondents, which 
serve as their statistically driven classification into one of the distinct latent classes of the 
DCM. In this chapter we will refer to these classifications as either attribute profiles or respon-
dent parameters. The process of obtaining respondent parameter estimates comes after the 
process of fitting a particular DCM to data from a diagnostic assessment and obtaining item 
parameter estimates, which we discuss in Chapter 11. In order to be able to discuss the esti-
mation process for DCMs, we first review a few key ideas from general Bayesian estimation 
theory in Section 10.1. Next we describe how the attribute profiles specifically can be esti-
mated under a Bayesian approach in Section 10.2 and provide an extended example of this 
estimation process in Section 10.3. We then discuss the difference between estimating the 
most likely attribute profile for each respondent versus the attribute mastery probabilities for 
each attribute in Section 10.4. In Section 10.5, we focus on the impact of prior theoretical 
information about attribute characteristics on attribute profile estimation, and in Section 10.6 
we describe how to think about the magnitude of classification errors for respondents. Fi-
nally, in Section 10.7 we examine how respondent parameter estimation can be practically 
done in Mplus—once during the joint estimation of unknown item and structural parameters 
and once when item and structural parameters are known. 

10.1 PrinciPles of estimation relevant for attribute 
Profile estimation

Obtaining attribute profile estimates for respondents in DCMs is similar to obtaining such 
estimates in the context of other psychometric models such as uni- or multidimensional IRT 
models. To understand why this process can be challenging, we have to appreciate that the 
attribute profiles are composed of discrete latent variables whose values are unobserved. Hence, 
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the full process of estimating a DCM consists of estimating the item parameters, which sta-
tistically characterize the measurement properties of the diagnostic assessment, along with 
estimating the respondent parameters, which are the statistical characterizations of the base 
rates for the different attribute profiles. All of this needs to be done solely by utilizing the 
response data matrix, which typically consists of dichotomous (i.e., 0–1), polytomous (e.g., 
1–2–3), or mixed types of scores. 

In DCM estimation, as in IRT estimation, this process can be handled differently de-
pending on the estimation approach that is chosen. When estimating DCMs in Mplus, which 
is the estimation approach presented in this book, the estimation algorithm uses an ap-
proach called marginal maximum likelihood (MML). The idea of MML is to estimate the item 
parameters of a model by “getting temporarily rid of” the respondent parameters. This is 
done by assuming a population distribution for the latent variables that are estimated within 
the DCM (i.e., by assuming a probability distribution across all C latent classes). By specify-
ing this distribution, two simplifications result. First, the focus shifts from a large number of 
individual respondent parameters to simply the parameters of that distribution. Second, by 
specifying a particular distribution, the respondent parameters become temporarily “known” 
and can be “marginalized” out of the estimation process to allow for the estimation of item 
parameters.

In some situations, the respondent distribution parameters are specified a priori, whereas 
in most other situations they are empirically estimated. Then, once the item parameters are 
estimated under the assumption of a particular population distribution for respondents, the 
item parameters are treated as “known” population values. The individual respondent pa-
rameters are then estimated in a second step. 

10.2 estimating attribute Profiles 

In DCMs, respondent parameters are categorical latent variables. Therefore, the distribution 
for the respondent parameters is a discrete probability distribution. The respondent param-
eter estimates that DCMs provide are the probabilities that a respondent belongs to any of 
the C latent classes in the model (i.e., possesses any of the C latent attribute profiles). For 
example, if 24 = 16 different latent classes can be theoretically distinguished for a test mea-
suring four dichotomously scored attributes, there will be 16 different probabilities of latent 
class membership for each respondent with the probabilities across all latent classes sum-
ming to 1. Once these probabilities are available, they can be used to obtain marginal prob-
abilities of attribute mastery for particular attributes by simply summing the probabilities 
across all latent classes for which the attribute in question is mastered. 

Because DCMs are subsets of more general latent class models, we use the more general 
form of an equation that is used to provide the probability for any possible attribute profile 
in this chapter. In a technical sense, the probabilities for latent class memberships are often 
called posterior probabilities because they reflect accumulated evidence after observing data. 
The accumulation is done across both theoretically specified a priori evidence about latent 
class membership in a population of interest and the evidence from the observed data pattern 



234 aPPliCations

in the sample of respondents. Note that the posterior probability estimates for respondent 
parameters are directly analogous to respondent parameter estimates in IRT models pro-
duced by programs such as BILOGMG or Mplus. 

The derivation of the formula for obtaining the posterior probabilities of latent class 
membership for each respondent is best understood by thinking about how probabilities of 
events are assigned more generally in Bayesian estimation. This is done using a key formula 
known as Bayes’ theorem, which we already discussed in Chapter 6. Recall that Bayes’ theo-
rem is essentially a mathematical representation of the process for reasoning from events that 
one has directly observed, because they occurred most recently, back to events that one has 
not observed directly, because they have occurred prior to that event. More formally, Bayes’ 
theorem states that the probability of the occurrence of the historically prior event A, con-
ditional on another subsequent event B, is computed as follows: 

 P(B|A)P(A)
 P(A|B) =     ————— (10.1)
 P(B)

In the case of general latent class models and, thus, DCMs, the following analogies are 
made. The membership in a particular latent class is event A, while the pattern of observed 
responses to the sets of items on the diagnostic assessment is the event B. The question ad-
dressed by Bayes’ theorem thus becomes, “What latent class does a respondent belong to 
given his or her observed item responses?” Since DCMs are statistical models, this question 
relates directly to probabilities. The key probabilities are the prior distribution of latent class 
membership, P(A), which reflects a priori beliefs about such memberships, the observed data 
likelihood, P(B|A), which represents the probability of having observed the response pat-
tern under a given DCM, and the posterior distribution of latent class membership, P(A|B), 
which represents the posterior beliefs of latent class membership after data have been ob-
served. Finally, P(B) represents the marginal distribution of the response pattern across all 
possible latent classes. 

In terms of prototypical DCM notation, we can write the prior probabilities of latent class 
membership as P(ac), we can write the likelihood of observing the response data for a par-
ticular DCM as P(Xr = xr|ac), and we can write the posterior probabilities of latent class mem-
bership as P(arc = ac|xr). The marginal probability in the denominator of Bayes’ theorem is 
the total probability of observing the response pattern under consideration of all possible la-
tent class memberships for a respondent. Thus, it is given by the general latent class model 
equation with a measurement and a structural component. We have seen this formula in Chap-
ter 6 and in the previous chapter, but we reproduce it here as Equation 10.2 for convenience:

 Structural Measurement
 

			 									

 P(Xr = xr) = ∑
C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir (10.2)

where P(⋅) is the probability; Xr and xr are the observed response data across all items; xir is 
the observed response of a respondent r to item i; pic is the probability of correct response to 
item i by a respondent in latent class c; and uc is the probability of membership in latent class 
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c. Note specifically that the prior probability of latent class membership, P(ac), is given by 
the uc parameter in Equation 10.2 because that parameter represents the probability that a 
generic respondent belongs to latent class c. This term is the one to which the structural 
models of Chapter 8 are applied, and it reflects the base rate for each attribute profile. Fur-
thermore, the likelihood equation for a particular respondent, P(Xr = xr|ac), is given by the 
measurement portion of Equation 10.2 where the DCM is used to parameterize pic.

Putting these elements together, we arrive at the following formula for the posterior prob-
ability that respondent r belongs to latent class c with associated attribute vector ac:

 
P(xr|ac)P(ac)

 uc∏
I

i=1
pic

xir(1 – pic)1–xir

 arc = P(ac = ac|xr) = —————— = —————–———— (10.3)
 P(xr) ∑

C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir

This formula shows the estimated probability (arc) that respondent r possesses attribute 
profile c. Specifically, P(⋅) is a probability; ∏I

i=1(⋅) is a product over all I items; ac is the at-
tribute vector for latent class c; pic is the response probability of a respondent in latent class 
c for item i, uc is the probability of any respondent belonging to latent class c, and xir is 
the observed response of respondent r to item i. Note that Equation 10.3 shows a single 
estimated attribute probability, arc, on the left-hand side. Each respondent r has a total of 
C = 2A of these probabilities estimated from their data. For example, if there are A = 2 attri-
butes measured by the DCM, then C = 22 = 4 probabilities would be estimated for each 
respondent.

In sum, the class-specific item response probabilities in Equation 10.3, pic, are modeled 
by a specific DCM such as the LCDM, which we described in Chapter 7, and the latent class 
membership probabilities in Equation 10.3, uc, are modeled by the choice of a structural 
model, which we described in Chapter 8. Therefore, a respondent’s probability of having a 
particular attribute vector is a function of (a) their item responses (xr), (b) the way other re-
spondents with the same attribute vector respond to each item (pic), and (c) the proportion 
of respondents having the same attribute profile in the population (uc).

10.3 extended examPle of attribute Profile estimation

In this chapter we will use a small item set to illustrate analytically and numerically how the 
attribute vector estimates are obtained in DCMs. We use a set of items that measure basic 
arithmetic attributes. Of course, this example is not used here to suggest that these four items 
could ever really represent a full diagnostic assessment, which would need to be much longer 
to provide reliable attribute vector estimates and item parameter estimates. Instead, the four 
items are chosen purely to make the computations in this chapter more tangible. The set of 
items, along with its Q-matrix, is shown in Table 10.1. Thus, for the items shown in Table 
10.1 there are 22 = 4 latent classes that need to be empirically distinguished for each respond-
ent under the assumption that Attribute 1 (“Addition”) and Attribute 2 (“Subtraction”) are 
both modeled as dichotomous attributes (i.e., as “mastered” versus “not mastered”). 
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10.3.1 estimating the class-specific item response Probabilities

To demonstrate how respondent responses and calibrated item parameters in a DCM are 
combined to estimate the posterior probabilities for attribute profiles of respondents, we use 
hypothetical item parameters within an LCDM as shown in Table 10.2. In practice, of course, 
these parameters would be estimated first, a process that is described in more detail in Chap-
ter 11. The item parameters of the LCDM are used to compute the class-specific item response 
probabilities, pic, which are required to compute the posterior probability for each latent 
class in Equation 10.3. Recall from Equations 7.6 and 7.7 in Chapter 7 that these are com-
puted for this model as follows:

 exp(li,0 + li,1,(1)ac1 + li,1,(2)ac2 + li,2,(1,2)ac1 ac2) pic = P(Xic = 1|ac) = —————–—–———–—————————— (10.4)
 1 + exp(li,0 + li,1,(1)ac1 + li,1,(2)ac2 + li,2,(1,2)ac1 ac2)

where P is the probability, exp(⋅) is the exponential function; ac1 is the latent variable for At-
tribute 1; ac2 is the latent variable for Attribute 2; ac is the attribute vector for latent class c; 
li,0 is the intercept parameter; li,1,(1) is the main effect parameter associated with Attribute 1, 
li,1,(2) is the main effect parameter associated with Attribute 2; li,2,(1,2) is the two-way inter-
action effect parameter associated with Attribute 1 and Attribute 2. Table 10.3 presents the 
estimates of the LCDM parameters for the LCDM kernel and the item response probability 
estimates, pic, in accordance with Equation 10.4. 

table 10.1. Q-matrix for four items measuring 
addition and subtraction skills

Item  
# Item Addition Subtraction

1 2 + 3 = ? 1 0
2 5 – 4 = ? 0 1
3 2 + 3 – 1 = ?  1 1
4 7 – 5 + 1 = ? 1 1

table 10.2. Hypothetical lcdm Parameters for four 
arithmetic items

    Addition Subtraction Attribute 

  Intercept main effect main effect interaction 

Item li,0 li,1,(1) li,1,(2) li,2,(1,2)

1 –1 2 0 0
2 –1 0 2 0
3 –2.5 2 2 1
4 0 1 1 .50
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10.3.2 estimating the latent class membership Probabilities

Class-specific item response probabilities are only one part of the information needed to pro-
vide attribute vector estimates via Equation 10.3, however. The latent class membership 
probabilities, uc, are also needed. For this example we use an unstructured structural model 
in our estimation, which provides the probability that a respondent has mastered each at-
tribute profile in the population directly. That is, we do not use an unstructured tetrachoric, 
a structured tetrachoric, or a reduced log-linear model for the attribute space as described in 
Chapter 8. The a priori latent class membership probabilities as we have set them are pre-
sented in Table 10.4, which shows that 40% of the respondents have either mastered both 
addition and subtraction or neither of the two attributes, respectively, and that 10% of the 
respondents have mastered either addition or subtraction, respectively. 

10.3.3 estimating the attribute Profiles for respondents

With the class-specific item response probabilities and the class membership probabilities, 
we can finally compute the posterior probabilities of the attribute profiles for each respond-
ent using Equation 10.3. To make this computation concrete, consider a hypothetical re-
spondent, Melanie, who answered the first three items correctly and the last item incorrectly. 
Consequently, her response vector is xr = [1,1,1,0]. Table 10.5 depicts how Equation 10.3 

table 10.3. conversion of lcdm Parameters to class-specific item difficulty 
Parameters

 Kernel Item response probability
  exp(mc) mc = li,0 +	li,1,(1)ac1 +	li,1,(2)ac2 +	li,2,(1,2)ac1 ac2		 pic = —————
  1 + exp(mc)

Attribute profile
 Item Item

for latent class 1 2 3 4 1 2 3 4

a1 = [0,0] –1 –1 –2.5 0 .27 .27 .08 .50
a2 = [0,1] –1 –1 + 2 –2.5 + 2 0 + 1 .27 .73 .38 .73
a3 = [1,0] –1 + 2 –1 –2.5 + 2 0 + 1 .73 .27 .38 .73
a4 = [1,1] –1 + 2 –1 + 2 –2.5 + 2 + 2 + 1 0 + 1 + 1 + .50 .73 .73 .92 .92

table 10.4. Prior latent class 
membership Probabilities

Latent Attribute profile 
class for latent class uc

1 a1 = [0,0] .40
2 a2 = [0,1] .10
3 a3 = [1,0] .10
4 a4 = [1,1] .40
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works to produce the probabilities of class membership for Melanie. Across the top of the 
table are Melanie’s responses to the four items. Rows 3–6 give the item response function 
value for each of the items, conditional on each of the possible attribute profiles. For in-
stance, if Melanie had the first attribute profile indicating a lack of mastery of addition and 
subtraction, a1 = [0,0], we would expect her to have about an 8% chance of answering Item 
3 (2 + 3 – 1 = ?) correctly because it requires both attributes. The fifth column is the prior 
probability of any attribute profile. 

As seen in Equation 10.3, the individual item response probabilities (pic) and the latent 
class membership probabilities (uc) are multiplied to form the numerator of Equation 10.3. 
The sum of all of these probabilities across all four latent classes, which is .021 for this ex-
ample, is the denominator of Equation 10.3. The numerator values are divided by this value, 
which produces the posterior probabilities. This rescaling of the numerator values ensures 
that the posterior probabilities sum to 1 and, thus, represent a true discrete statistical distri-
bution function over the four latent classes. 

The posterior probabilities for each latent class indicate the likelihood that Melanie has 
the attribute profile associated with each latent class. Put another way, these probabilities 
show the strength of empirical evidence for her membership in each latent class as a function 
of the prior probabilities of latent class membership (i.e., the population base rates) and the 
data she provided, which were her four item responses. As a result of Melanie’s item re-
sponses, we can tell that she is most likely a master of both addition and subtraction because 
the probability of .74 for latent class four, which is associated with attribute vector a4 = [1,1], 
is much higher than that of all other three latent classes. Stated differently, there is a 74% 
chance that Melanie has mastered addition and subtraction based on evidence from these 
four items and the prior knowledge about class membership for this kind of diagnostic as-
sessment more generally. 

The fact that Melanie’s probability for this particular latent class is highest makes sense 
in the light of the Q-matrix for the four items and her response pattern. Specifically, Melanie 
answered Item 1 (2 + 3 = ?) correctly, which measured the addition attribute. She also an-
swered Item 2 (5 – 4 = ?) correctly, which measured the subtraction attribute. She answered 
Item 3 (2 + 3 – 1 = ?) correctly, which measured both addition and subtraction. For some rea-
son, however, she failed to answer Item 4 (7 – 5 + 1 = ?) correctly, which also measured both 

table 10.5. Posterior Probabilities of class membership for melanie 

Attribute         Prior   Posterior 
profile         probability of   probability of 
for latent         latent class   latent class 
class 1 1 1 0 membership Product membership

a1 = [0,0] .27 .27 .08 .50 .40 .001 .06
a2 = [0,1] .27 .73 .38 .27 .10 .002 .10
a3 = [1,0] .73 .27 .38 .27 .10 .002 .10
a4 = [1,1] .73 .73 .92 .08 .40 .016 .74

Item 1 Item 2 Item 3 Item 4

Item responses
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addition and subtraction. Of course, even if the attribute vector assigned to her reflects her 
true attribute mastery state, responses are not deterministic but probabilistic, meaning that 
the unexpected incorrect response to the last item could be due to her “slipping” on this item.

By examining the item response probabilities for each latent class in Table 10.5, we can 
get a relative sense of how the probabilities are weighted for a given item response pattern. 
The largest probabilities for the first three items are associated with attribute profiles where 
one or more relevant attributes are mastered. Thus, if Melanie had responded only to the first 
three items, she would have had a much higher probability of class membership for latent 
class four. However, her response to the last item was more indicative of a person lacking 
both attributes, because the highest probability of item response was associated with the first 
latent class and, thus, the attribute profile a1 = [0,0]. The low probability of a correct re-
sponse for this item for latent class four reduced the overall probability of class membership 
quite strongly even though the total probability of .74 for this class was still much higher than 
the probabilities for the other three latent classes. 

10.4 eaP versus maP estimation

Assigning Melanie membership in the latent class with the most probable attribute profile is 
only one method of classifying respondents, however. Specifically, it is the maximum a pos-
teriori (MAP) estimate of the posterior distribution. MAP estimates can sometimes be hard to 
interpret, because they do not provide direct probability estimates for each attribute sepa-
rately. In contrast, expected a posteriori (EAP) estimates for each attribute are more suitable 
if probabilities for individual attributes for individual respondents are desired. 

To obtain marginal attribute information, one must compute the expected value for each 
attribute across all latent classes. This is achieved rather simply by summing the probabilities 
of latent class membership across all latent classes for which a particular attribute is mas-
tered. Stated another way, it can be computed as the sum, over all latent classes, of the prod-
ucts of the attribute values and the latent class membership probabilities as shown in Equa-
tion 10.5.

 P(ara = 1|ar) = ∑
C

c=1
arcaca (10.5)

where P(⋅) is a probability; ∑C
c=1 is the sum over all C latent classes; aca is the attribute 

 mastery indicator for attribute a in latent class c; and arc is the posterior probability of re-
spondent r being in latent class c. For example, the marginal probability of Melanie being a 
master of Attribute 1 (“Addition”) is P(ar1 = 1|ar) = (.06)(0) + (.10)(0) + (.10)(1) + (.74)(1) 
= .84. Similarly, the marginal posterior probability of Melanie being a master of subtraction 
is P(ar2 = 1|ar) = (.06)(0) + (.10)(1) + (.10)(0) + (.74)(1) = .84 also. Note that Melanie had 
a probability of P(arc = a4|xr) = P(ar1 = 1,ar2 = 1|xr) = .74 of being in a master of both at-
tributes jointly, which differs from the marginal probabilities of mastery, which are both .84. 
Furthermore, the joint probability of mastering both attributes is not simply the product of 
the two marginal probabilities because attributes are correlated in this example. 
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Melanie’s response pattern represents only one of several possible response patterns, 
however. With a four-item test, there are a total of 16 possible response patterns, and each 
response pattern produces a unique set of posterior probabilities of attribute mastery for the 
respondents with that response pattern. Table 10.6 lists all 16 possible response patterns and 
the resulting marginal probabilities for each pattern; note that Melanie’s response pattern 
can be found in the second row from the bottom of the table. As in Table 10.5, each response 
pattern has a direct implication for the estimated probabilities of attribute mastery through 
the individual item response probabilities. 

For instance, compare the response pattern where all items have been answered cor-
rectly (xr = [1,1,1,1]) and the response pattern where all but the first item was answered cor-
rectly (xr = [0,1,1,1]). A respondent who is able to answer the last two items correctly, which 
require mastery of both addition and subtraction, seems to exhibit a level of knowledge 
about addition and subtraction that should be sufficient to answer the first two items cor-
rectly also, which require only one of the two attributes. Consequently, the most likely at-
tribute profile that is assigned to a respondent who has provided correct responses to all 
items is a4 = [1,1], with a posterior probability of .94. This attribute profile also has the high-
est probability if the first item is answered incorrectly, but the probability of .77 is lower than 
in the first case. 

As one would expect, incorrectly answering the first item increases the likelihood for 
attribute profile a2 = [0,1], where the first attribute is not mastered, and decreases the likeli-
hood for attribute profile a4 = [1,1], where both attributes are mastered. Similarly, the mar-

table 10.6. Joint and marginal eaP estimates for all Possible response Patterns

Marginal 
Posterior latent class probability 

membership probability (EAP 
Item response patterns (EAP ac estimates) estimates)

Item 1 Item 2 Item 3 Item 4 a1 = [0,0] a2 = [0,1] a3 
= [1,0] a4 = [1,1] a1 a2

0 0 0 0 .94 .03 .03 .00 .03 .03
0 0 0 1 .83 .08 .08 .02 .09 .09
0 0 1 0 .58 .14 .14 .15 .28 .28
0 0 1 1 .19 .12 .12 .56 .68 .68
0 1 0 0 .77 .19 .03 .01 .04 .20
0 1 0 1 .52 .35 .05 .08 .13 .43
0 1 1 0 .21 .36 .05 .38 .43 .74
0 1 1 1 .04 .17 .02 .77 .79 .94
1 0 0 0 .77 .03 .19 .01 .20 .04
1 0 0 1 .52 .05 .35 .08 .43 .13
1 0 1 0 .21 .05 .36 .38 .74 .43
1 0 1 1 .04 .02 .17 .77 .94 .79
1 1 0 0 .63 .15 .15 .06 .22 .22
1 1 0 1 .29 .19 .19 .33 .52 .52
1 1 1 0 .06 .10 .10 .74 .84 .84
1 1 1 1 .01 .03 .03 .94 .97 .97
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ginal probability of mastery for Attribute 1 drops from .97 to.71. In general, when respond-
ents provide evidence for attribute mastery through their response pattern that is statistically 
“conflicting,” the probabilities move away from values that are close to 0 or 1, which would 
indicate strong evidence of either nonmastery or mastery, to values that indicate more diag-
nostic uncertainty. 

Note that the degree to which responses are conflicting depends on the item parameters 
and the Q-matrix for the items because conflicting responses are either unexpected incorrect 
responses or unexpected correct responses. The degree of how unexpected the responses are 
depends on how easy or difficult the items are. For example, if a respondent appears to have 
mastered both addition and subtraction, an incorrect response to an easy item that requires 
only addition would be more unusual than an incorrect response to a very difficult item that 
requires only addition, even though both responses would be unexpected. This difference 
due to item difficulty is numerically captured through the item response probabilities that 
are used to compute posterior probabilities.

Classifying respondents using MAP estimates is statistically straightforward in that sim-
ply the largest probability of latent class membership is used to classify the respondent. In 
contrast, using EAP estimates requires an additional decision to be made about which cutoff 
value should be used for deciding on the mastery status of an attribute to arrive at an overall 
classification of a respondent into a particular latent class with a particular attribute profile. 
This is because the EAP estimate is a probability between 0 and 1. Typically, the cutoff value 
that is chosen is .50, such that posterior probabilities greater than .50 lead one to diagnose that 
the respondent has mastered an attribute, whereas probabilities less than .50 lead one to the 
opposite conclusion. However, as we discussed in Chapter 4, one could also define indiffer-
ence regions for classification requiring higher probabilities for reliable classifications.

10.5 tHe imPact of Prior attribute distributions on 
Posterior attribute Profile estimation

Because the choice of prior distribution is one made by the modeler, how does its choice 
influence the respondent classification? Essentially, the prior probabilities in the structural 
portion of the DCM can be seen as an additional item of the diagnostic assessment, which 
increases the product term in Equation 10.3 by one element. As diagnostic assessments get 
longer, the influence of the prior probabilities becomes weaker because more data—relative 
to the prior distribution—become available. For shorter assessments, however, the structural 
model can exert a much stronger influence on the outcome, and so the choice of an appropri-
ate prior distribution becomes much more critical for classification decisions. 

To demonstrate how the prior distribution can influence the respondent classifications 
based on the posterior distributions, we revisit the data from Melanie. Table 10.7 shows how 
Melanie’s probabilities would change based on two different prior distributions: (1) a distri-
bution in which each attribute profile is equally likely with a probability of .25 and (2) an 
attribute hierarchy in which respondents must be masters of addition before they can be-
come masters of subtraction. The latter prior distribution thus assigns a probability of 0 to 
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the attribute profile a2 = [0,1] and larger probabilities to the attribute profiles a1 = [0,0] and 
a4 = [1,1]. Note that this logical constraint results in product terms that are 0 in Equation 
10.3 for the profile a2 = [0,1] where subtraction is mastered but addition is not mastered. 

Note that the products of the item response probabilities and the prior latent class mem-
bership probabilities sum to .021 under either prior, showing that the rescaling constant 
remains the same while the distributional shape changes. As expected, the probabilities of 
latent class membership differ greatly, depending on which prior is used, even though the 
most likely attribute profile is still a4 = [1,1] under either prior distribution. Yet, the prob-
ability for latent class four, which is .475 under the uniform prior, is much smaller than .751 
under the hierarchical prior and .740 under the prior chosen in Table 10.5. These relatively 
strong effects of the prior are due to the fact that the diagnostic assessment is rather short 
with four items and, thus, that there is relatively little empirical evidence from the data in the 
likelihood to “counterbalance” the evidence the data from the prior distribution.

10.6 standard errors for attribute Profile estimates

Apart from providing point estimates of parameters of interest, it is critical to provide some 
quantification of the uncertainty with which the respondent parameters are estimated. In 
statistics, the quantity that is used to bound this uncertainty is known as the standard error 
of a parameter estimate and, when latent variables are involved, the standard error of measure-
ment. As DCMs provide estimates of categorical latent variables, the standard errors of mea-
surement are computed using the probabilities themselves. 

We briefly provide the statistical rationale for why this is the case—even though this may 
seem like an intuitively plausible result—and what the resulting formula looks like. Statisti-
cally, a dichotomous attribute takes on only two values, which are typically coded as 0 and 1. 
Thus, one can model the probability of attribute mastery using a suitable statistical distribu-
tion, which would be the Bernoulli distribution that is also used to model observed responses 
as in Equation 10.3. Generically, the mean of a Bernoulli distribution is the probability of the 
outcome of interest, p, while the standard deviation of the outcome is √p(1 – p). In the case 
of respondent classifications, the outcome of interest is the mastery classification for each 

table 10.7. Posterior Probabilities for attribute mastery for melanie based on 
different Prior distributions

 Uniform prior Hierarchical prior

Attribute Product    Posterior     Posterior 

profile for of item    probability     probability 

latent class probabilities Prior Product arc Prior Product arc

a1 = [0,0] .003 .250 .001 .035 .400 .001 .006
a2 = [0,1] .020 .250 .005 .245 .000 .000 .000
a3 = [1,0] .020 .250 .005 .245 .200 .004 .194
a4 = [1,1] .039 .250 .010 .475 .400 .016 .751
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attribute. Thus, using the notation previously introduced, the posterior probability of mas-
tery for Attribute a, aa, serves as the probability of interest for the Bernoulli distribution. 

As a result, we can use a Bernoulli distribution to compute the standard error for an at-
tribute profile classification. Thus, its mean is aa, and its standard error is √	a a (1 – a a ). 

The most uncertain estimate of an attribute mastery probability, aa, is at .50 with a 
standard error of √.50(1 – .50 ) = √.25	=	.50 as well. This is intuitively plausible because the 
uncertainty is largest when the classification is essentially a coin-flip. As the probability of 
mastery moves away from .50 (i.e., as the classification becomes more certain), the standard 
error shrinks and eventually reaches 0 when a respondent is classified as either a master or a 
nonmaster of a particular attribute with absolute certainty.

10.7 attribute Profile estimation in Mplus

Estimating posterior probabilities of latent class membership in Mplus is based on the formu-
las described in this chapter. At first it might not seem necessary to include a special section 
about Mplus in this chapter. However, we include this section to demonstrate explicitly how 
respondent parameters can be obtained for situations when the item and structural param-
eters are estimated concurrently with the respondent parameters and for situations when the 
item and structural parameters are already provided. The latter case is more generally known 
as scoring, whereas the former case is more generally known as calibration and scoring. The 
estimation process in Mplus uses Equation 10.3 in either step, with the DCM specified via a 
series of statistical equality constraints for item parameters across latent classes as discussed 
in Chapter 9. We will augment our discussion by continuing the example that we originally 
introduced in Chapter 9, which was the estimation of item and respondent parameters for a 
diagnostic assessment with seven items that measured three latent attributes. Consequently, 
the DCM contained a total of 23 = 8 latent classes.

10.7.1 attribute Profile estimation with unknown item and 
structural Parameters

For each Mplus analysis, estimation of respondent parameters occurs automatically. For anal-
yses where item and structural parameters are also being estimated, Mplus uses the MML 
approach as described previously in this chapter. As stated at the outset, this entails assum-
ing a prior distribution for the latent class distribution first, then using that distribution to 
estimate the item parameters, and finally estimating the posterior latent class distribution by 
treating the item parameters as known. The estimation algorithm for the item and structural 
parameters uses an iterative process, which means that the item parameter estimates are suc-
cessively updated. At each step during optimization, the current estimates are compared to 
the estimates from the previous steps until the differences become very small, at which point 
the estimation algorithm is said to have “converged” to an optimal solution. Upon conver-
gence, the item and structural parameters from the final iteration are treated as fixed and, if 
the SAVEDATA command has been specified, Mplus outputs estimates for each respondent 
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into a separate text file. Figure 10.1 displays the SAVEDATA command options used for our 
example analysis in Chapter 9.

Based on the syntax displayed in Figure 10.1, the estimated respondent parameters are 
contained in a text file named respondent_lcdm.dat in this case. Table 10.8 displays 
the contents of this file for the first five respondents of the example analysis from Chapter 9, 
which is the reproduction of Table 9.8 for ease of exposition. The first seven columns of the 
file contain the respondents’ actual item responses. Following the item responses is a series 
of posterior probabilities using EAP estimation, one for each possible attribute profile (i.e., 
latent class). The final column in the table, labeled max(ar) gives the posterior probability 
using MAP estimation (i.e., the label for the latent class with the highest posterior probabil-
ity of membership). 

To explain the meaning of these numbers, consider the entries for Respondent 2, who is 
found in the second row of Table 10.8. Respondent 2 did not answer any item correctly, which 
immediately suggests he or she has not mastered any attributes. The attribute profile with the 
highest posterior probability is a1 = [0,0,0] with ar1 = .88, which matches this suggestion. 
This means that respondent has an 88% chance of actually having attribute profile a1. Fur-
thermore, note that a few other attribute profiles have nonzero posterior probabilities as well, 
namely, a2 = [0,0,1] with ar2 = .04, a3 = [0,1,0] with ar3 = .05, and a5 = [1,0,0] with ar5 = 
.04. All these nonzero probabilities occur for profiles where a single attribute is mastered. Al-
though the respondent answered all items incorrectly, the seven items do not provide enough 
information to assign the respondent to the first latent class with absolute certainty. If the 
test had been longer and the response pattern had been the same, then the probability for 
latent class 1 would approach 1, while all other probabilities would approach 0. Note also 
that Respondent 4, who has the same item response pattern as Respondent 2, has the same 
estimated posterior probabilities. Each response pattern will yield a specific set of probabili-

figure 10.1. The SAVEDATA command syntax.

SAVEDATA:
    FORMAT IS f10.5;                ! format for output file
    FILE IS respondent_lcdm.dat;    ! specify file name and location
    SAVE = CPROBABILITIES;          ! specify the information to save

table 10.8. estimated respondent Parameters for first five respondents

   MAP 
 Item response pattern Joint distribution EAP estimates estimate

1 2 3 4 5 6 7 ar1 ar2 ar3 ar4 ar5 ar6 ar7 ar8 max(ar)

0 0 1 0 1 0 0 .30 .52 .02 .00 .08 .08 .00 .00 2
0 0 0 0 0 0 0 .88 .04 .05 .00 .04 .00 .00 .00 1
0 0 1 1 0 0 0 .48 .15 .17 .01 .17 .01 .02 .00 1
0 0 0 0 0 0 0 .88 .04 .05 .00 .04 .00 .00 .00 1
1 0 1 0 1 1 0 .03 .42 .01 .07 .05 .41 .00 .01 2
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ties, so that respondents with the same response patterns will have the same posterior esti-
mates of latent class membership. 

10.7.2 attribute Profile estimation with Known item and  
structural Parameters

Although joint estimation of item and structural parameters along with respondent parame-
ters is the situation most commonly encountered in practice, scoring respondents using pre-
calibrated item and structural parameters can also sometimes be of interest. Continuing with 
the example from Chapter 9, imagine that the output from the analysis was taken to be the 
final set of item and structural model parameters. Figure 10.2 displays the parameter esti-
mates from the structural model from the Categorical Latent Variables section 
in the Mplus output as well as the item parameter estimates of the LCDM from the New/
Additional Parameters section of the output. 

The process of using Mplus for respondent estimates with precalibrated item and struc-
tural parameters requires fixing the parameters for a full analysis at the values of these esti-
mates. Once all item and structural parameter values have been fixed at these values, Mplus 
is then run with a new data set so that all resulting respondent parameter estimates are based 
on the precalibrated item and structural parameters, which are not estimated again. 

Recall that in order to estimate a DCM in Mplus we have to constrain certain item re-
sponse probabilities to equality across latent classes using the MODEL CONSTRAINT com-
mand. Fixing model parameters to a predetermined value is conceptually different from con-
straining sets of parameters to equality, however, so that a different command needs to be 
used. Put simply, Mplus uses the “@” symbol to fix a certain parameter to a predetermined 
value directly in the MODEL command. All that is required to do is to identify the correct 
parameter value for each parameter and then constrain the parameter to the respective value 
by placing the “@” symbol and the target value directly after its label name. 

To illustrate this process for the example in this chapter, Table 10.9 lists the LCDM pa-
rameters for each kernel, which is a reproduction of Table 9.6. Using the parameter estimates 
shown in Figure 10.2 as the true values for the item and structural parameters, we can now 
compute the actual values of the different kernel expressions in Table 10.9. For example, the 
kernel expression for Item 6 for latent class 2 is l6,0 + l6,1,(3) = L6_0 + L6_13 = –2.537 + 
2.151 = –.386; other values are computed similarly. We note that the values in Table 10.10 
must now be multiplied by –1 to place them on the same orientation that Mplus uses for its 
parameterization, which is expressing the response probabilities via the difference between 
intercepts and thresholds as discussed in Chapter 9. After these values have been computed, 
they have to be assigned to the proper parameters via the proper labels. In Chapter 9, Table 
9.7 showed the naming convention for the different parameters; this table is reproduced here 
as Table 10.11 for convenience.

With the actual threshold values in Table 10.10 now being related to the threshold la-
bels in Table 10.11, the syntax for model estimation can be constructed, which is shown in 
Figure 10.3. First note that the %OVERALL% section contains the fixed structural parame-
ters. These are found from the Categorical Latent Variable section of the Mplus 
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figure 10.2. Item and structural parameter estimates from sample analysis.

Categorical Latent Variables
                                                    Two-Tailed
                    Estimate       S.E.  Est./S.E.    P-Value
 Means
    C#1                0.136      0.113      1.203      0.229
    C#2               -1.080      0.158     -6.849      0.000
    C#3               -0.780      0.118     -6.632      0.000
    C#4               -0.865      0.115     -7.514      0.000
    C#5               -0.920      0.134     -6.870      0.000
    C#6               -0.863      0.114     -7.588      0.000
    C#7               -0.839      0.108     -7.795      0.000

New/Additional Parameters
                                                    Two-Tailed
                    Estimate       S.E.  Est./S.E.    P-Value

    L1_0              -0.913      0.053    -17.141      0.000
    L1_11              1.872      0.071     26.297      0.000

    L2_0              -1.006      0.069    -14.637      0.000
    L2_12              2.045      0.082     24.961      0.000

    L3_0              -0.961      0.062    -15.461      0.000
    L3_13              2.014      0.079     25.619      0.000

    L4_0              -2.437      0.157    -15.523      0.000
    L4_11              1.858      0.212      8.768      0.000
    L4_12              2.047      0.205     10.007      0.000
    L4_212             1.034      0.338      3.056      0.002

    L5_0              -2.242      0.121    -18.450      0.000
    L5_11              1.725      0.194      8.894      0.000
    L5_13              1.789      0.185     10.652      0.000
    L5_213             1.383      0.340      4.071      0.000

    L6_0              -2.537      0.176    -14.385      0.000
    L6_12              2.102      0.226     10.310      0.000
    L6_13              2.151      0.218     10.851      0.000
    L6_223             1.110      0.376      2.947      0.003

    L7_0              -3.629      0.482     -7.535      0.000
    L7_11              2.468      0.626      3.943      0.000
    L7_12              2.128      0.662      3.216      0.001
    L7_13              2.061      0.702      2.935      0.003
    L7_212             0.815      0.858      0.950      0.342
    L7_213             0.755      0.892      0.846      0.397
    L7_223             0.982      0.927      1.058      0.290
    L7_3123           -1.297      1.376     -0.942      0.346
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output and are included without any modifications to their values. Although there are a total 
of eight latent classes, only seven parameters are included in the syntax because Mplus auto-
matically fixes the value of the last latent class to 0. The remainder of the MODEL command 
contains the estimated LCDM kernel values, each multiplied by –1 in alignment with Table 
10.10 and Table 10.11. Since there are seven items and eight latent classes, a total of 56 pa-
rameters need to be specified. The SAVEDATA command in the syntax will instruct Mplus to 
output the respondent parameter estimates into a separate file. 

10.8 cHaPter conclusion

We have shown in this chapter how one can classify respondents into different latent classes 
that represent a particular attribute profile that they possess. We have illustrated how this 
estimation is generally done within a Bayesian framework, which means that the classifica-
tion is done on the basis of posterior probabilities derived from the response pattern via the 
likelihood and the prior probabilities of latent class membership. We have demonstrated how 
classification can be based on these latent class membership probabilities, which is akin to 
MAP estimation, or the probabilities of attribute mastery for individual attributes, which is 

table 10.9. lcdm Kernels for each item and latent class

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Item 1 l1,0 l1,0 l1,0 l1,0 l1,0 + l1,0 + l1,1,(1) l1,0 + l1,1,(1) l1,0 + l1,1,(1) 
     l1,1,(1)

Item 2 l2,0 l2,0 l2,0 +  l2,0 +  l2,0 l2,0 l2,0 + l2,1,(2) l2,0 + l2,1,(2) 
   l2,1,(2) l2,1,(2)

Item 3 l3,0 l3,0 +  l3,0 l3,0 +  l3,0 l3, + l3,1,(3) l3,0 l3,0 + l3,1,(3) 
  l3,1,(3)  l3,1,(3)

Item 4 l4,0 l4,0 l4,0 +  l4,0+	 l4,0+	 l4,0 + l4,1,(1) l4,0 + l4,1,(1) +  l4,0 + l4,1,(1) +  
   l4,1,(2) l4,1,(2) l4,1,(1)  l4,1,(2) + l4,2,(1,2) l4,1,(2) + l4,2,(1,2)

Item 5 l5,0 l5,0 +  l5,0 l5,0+	 l5,0+	 l5,0 + l5,1,(1) +  l5,0 + l5,1,(1) l5,0 + l5,1,(1) +  
  l5,1,(3)  l5,1,(3) l5,1,(1) l5,1,(3) + l5,2,(1,3)  l5,1,(3) + l5,2,(1,3)

Item 6 l6,0 l6,0 +  l6,0 +  l6,0 +  l6,0 l6,0 + l6,1,(3) l6,0 + l6,1,(2) l6,0 + l6,1,(2) + 
  l6,1,(3) l6,1,(2) l6,1,(2) +     l6,1(3) + l6,2,(2,3) 
    l6,1(3) +  
    l6,2,(2,3)    

Item 7 l7,0 l7,0 +  l7,0 +  l7,0 +  l7,0+	 l7,0 + l7,1,(1) +  l7,0 + l7,1,(1) +  l7,0 + l7,1,(1) +  
  l7,1,(3) l7,1,(2) l7,1,(2) +  l7,1,(1) l7,1,(3) + l7,2,(1,3) l7,1,(2) + l7,2,(1,2) l7,1,(2) + l7,1,(3) +  
    l7,1,(3) +     l7,2,(1,2) + l7,2,(1,3) +  
    l7,2,(2,3)    l7,2,(2,3) + l7,3,(1,2,3)
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akin to EAP estimation. Finally, we have shown how it is possible to obtain such classifications 
for situations where the item and structural parameters are already known by fixing the ap-
propriate parameters in Mplus at the known values so that they are not estimated. In the next 
chapter we take a closer look at the process of item parameter estimation, which forms the 
basis for the respondent parameter estimation process that we have discussed in this chapter. 

table 10.10. estimated lcdm Kernels for each item and latent class

 Latent class

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]
Item 1 –.913 –.913 –.913 –.913 .959 .959 .959 .959
Item 2 –1.006 –1.006 1.039 1.039 –1.006 –1.006 1.039 1.039
Item 3 –.961 1.053 –.961 1.053 –.961 1.053 –.961 1.053
Item 4 –2.437 –2.437 –.390 –.390 –.579 –.579 2.502 2.502
Item 5 –2.242 –.453 –2.242 –.453 –.517 2.655 –.517 2.655
Item 6 –2.537 –.386 –.435 2.826 –2.537 –.386 –.435 2.826
Item 7 –3.629 –1.568 –1.501 1.542 –1.161 1.655 1.782 4.283

table 10.11. Mplus threshold labels for each item and latent class

 Latent class

 c1 c2 c3 c4 c5 c6 c7 c8

ac [0,0,0] [0,0,1] [0,1,0] [0,1,1] [1,0,0] [1,0,1] [1,1,0] [1,1,1]

Item 1 t1_1 t1_1 t1_1 t1_1 t1_2 t1_2 t1_2 t1_2
Item 2 t2_1 t2_1 t2_2 t2_2 t2_1 t2_1 t2_2 t2_2
Item 3 t3_1 t3_2 t3_1 t3_2 t3_1 t3_2 t3_1 t3_2
Item 4 t4_1 t4_1 t4_2 t4_2 t4_3 t4_3 t4_4 t4_4
Item 5 t5_1 t5_2 t5_1 t5_2 t5_3 t5_4 t5_3 t5_4
Item 6 t6_1 t6_2 t6_3 t6_4 t6_1 t6_2 t6_3 t6_4
Item 7 t7_1 t7_2 t7_3 t7_4 t7_5 t7_6 t7_7 t7_8



 Respondent Parameter Estimation in DCMs 249

figure 10.3. Mplus MODEL command syntax for respondent parameter estimation using known 
values.

MODEL:

%OVERALL%
!structural model (do not change from output)
[c#1@0.136];      !profile [0,0,0]
[c#2@-1.080];     !profile [0,0,1]
[c#3@-0.780];     !profile [0,1,0]
[c#4@-0.865];     !profile [0,1,1]
[c#5@-0.920];     !profile [1,0,0]
[c#6@-0.863];     !profile [1,0,1]
[c#7@-0.839];     !profile [1,1,0]
!NOTE: 8th class not included – fixed to 0 automatically

!measurement model (multiply kernel by -1)
%c#1%              ! for attribute profile (0,0,0)
[x1$1@0.913] (t1_1);     ! threshold for item 1 LCDM kernel 1
[x2$1@1.006] (t2_1);     ! threshold for item 2 LCDM kernel 1
[x3$1@0.961] (t3_1);     ! threshold for item 3 LCDM kernel 1
[x4$1@2.437] (t4_1);     ! threshold for item 4 LCDM kernel 1
[x5$1@2.242] (t5_1);     ! threshold for item 5 LCDM kernel 1
[x6$1@2.537] (t6_1);     ! threshold for item 6 LCDM kernel 1
[x7$1@3.629] (t7_1);     ! threshold for item 7 LCDM kernel 1

%c#2%              ! for attribute profile (0,0,1)
[x1$1@0.913] (t1_1);     ! threshold for item 1 LCDM kernel 1
[x2$1@-1.006](t2_1);     ! threshold for item 2 LCDM kernel 1
[x3$1@1.053] (t3_2);     ! threshold for item 3 LCDM kernel 2 
[x4$1@2.437] (t4_1);     ! threshold for item 4 LCDM kernel 1
[x5$1@0.453] (t5_2);     ! threshold for item 5 LCDM kernel 2
[x6$1@0.386] (t6_2);     ! threshold for item 6 LCDM kernel 2
[x7$1@1.568] (t7_2);     ! threshold for item 7 LCDM kernel 2

.

.

.

%c#8%              ! for attribute profile (1,1,1)
[x1$1@-0.959] (t1_2);     ! threshold for item 1 LCDM kernel 2
[x2$1@-1.039] (t2_2);     ! threshold for item 2 LCDM kernel 2
[x3$1@-1.053] (t3_2);     ! threshold for item 3 LCDM kernel 2
[x4$1@-2.502] (t4_4);     ! threshold for item 4 LCDM kernel 4
[x5$1@-2.655] (t5_4);     ! threshold for item 5 LCDM kernel 4
[x6$1@-2.826] (t6_4);     ! threshold for item 6 LCDM kernel 4
[x7$1@-4.283] (t7_8);     ! threshold for item 7 LCDM kernel 8
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11

Item Parameter Estimation in DCMs

This chapter describes two different statistical methods than can used to estimate the item 
parameters for a DCM, which can then be treated as known values in estimating the respon-
dent parameters (i.e., the attribute vectors of profiles of respondents) as discussed in Chap-
ter 10. In Section 11.1, we provide a general discussion of item parameter estimation, which 
is then followed by more detailed descriptions of two particular methods that can be used 
for this purpose. In Section 11.2, we describe the expectation-maximization (E-M) algorithm, 
which is often associated with a frequentist estimation framework. In Section 11.3 we describe 
a Markov-chain Monte Carlo (MCMC) estimation approach, which is often associated with a 
Bayesian estimation framework. 

11.1 ConCeptual underpinnings for estimating  
item parameters

In general, item parameter estimation would be straightforward if the respondent parameters 
(i.e., the attribute profile assignments) were known. For example, recall that the DINA model 
defines the probability of a correct response to item i as a function of a “slipping” parameter 
(si), which is the probability of an incorrect response for respondents who have mastered all 
measured attributes, as well as a “guessing” parameter (gi), which is the probability of a cor-
rect response when a respondent has not mastered at least one of the measured attributes. 
Therefore, assuming that attribute profiles and the Q-matrix are known, the guessing param-
eter for an item can be estimated by computing the proportion of respondents who have 
correctly answered an item by using an estimate of only those respondents who have not 
mastered at least one of the measured attributes. Similarly, to compute the slipping param-
eter an estimate of the proportion of respondents who have mastered all of the measured 
attributes would be used. 

To further illustrate this idea, consider an item that requires both attributes on a diag-
nostic assessment that measures only two attributes. If 90% of the respondents who are clas-
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sified as having the attribute profile a4 = [1,1] answer the item correctly, the slipping param-
eter would be estimated to be .10 because 10% of them did not respond correctly to the item. 
The remaining respondents who are classified as having one of the other three attribute pro-
files, a1 = [0,0], a2 = [1,0], and a3 = [0,1], are used to compute the guessing parameter. 
Specifically, if 20% of the people across these three latent classes have responded correctly to 
the item in question, then the guessing parameter is estimated to be .20. Because responses 
to items are assumed to be independent within each latent class, which is the assumption of 
local or conditional independence, the estimation of the item parameters in this manner could 
be completed for each item separately. Although the overall procedure that is used for esti-
mating item parameters in a DCM when the respondent parameters are unknown is some-
what more complicated than this, it is based on the same counting principle. 

Estimating item parameters is conceptually akin to determining the most likely set of 
parameter values that would yield the observed responses to the items. Consider, for exam-
ple, the LCDM that was introduced in Chapter 7. Generally speaking, the LCDM is a log-
linear or logistic model where the discrete latent variables that represent the attributes are the 
independent variables that are used to predict the observed item responses, which are the 
dependent variables. Therefore, if the values of the latent variables were known instead of un-
observed, a logistic regression routine could be used to estimate the item parameters. Such a 
routine would then provide what are known as the maximum likelihood estimates of the re-
gression coefficients (i.e., the maximum likelihood estimates of the item parameters). 

Since attribute profiles are unknown, however, an iterative procedure must be used that 
alternates between temporary estimates for item and respondent parameters during estima-
tion. Specifically, the estimation begins with an initial set of values as starting values for the 
item parameters. This initial set of item parameters is treated as the “known” set of item pa-
rameters at this stage. As a result, initial estimates of the attribute profiles for each respond-
ent can be obtained. Using the initial set of respondent parameter estimates, we can directly 
compute updated estimates of the item parameters and estimates of the structural parameters 
in the next step, as we described above. This iterative estimation procedure is repeated until 
there is little difference between the parameter estimates at subsequent iterations and the 
algorithm can be safely terminated. In the following two sections, we discuss two different 
methods for implementing this generic approach to item parameter estimation in practice. 

11.2 estimation of item parameters using the  
e-m algorithm

The first method that we discuss is based on the E-M algorithm. This algorithm first replaces 
the unknown attribute profiles with their expected values, given that the other parameters in 
the DCM have been estimated at their previous values; this is known as the expectation step. 
This step utilizes the probability that a given respondent has each of the potential attribute 
profiles (i.e., belongs to each of the different latent classes), which we discussed in Chapter 
10. Then, given these estimated probabilities for each respondent, updated item and struc-
tural parameters are obtained. The item parameter estimates are obtained by maximizing the 
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likelihood function for the DCM using the posterior probabilities of latent class membership 
from the expectation step. The structural parameter estimates are then obtained using the 
same posterior probabilities and serve, along with the item parameter estimates, as the input 
for the expectation step in the next iteration of the algorithm. That is, once a new set of item 
parameter and structural parameter estimates is obtained, the membership probabilities for 
each latent class are recomputed (i.e., updated). The E-M algorithm continues to update item 
parameters in this manner until little difference remains between either the item parameter 
estimates or the likelihood function across iterations, which is known as the convergence of 
the algorithm. 

An implementation of the E-M algorithm for item parameter estimation in practice re-
quires knowledge of the explicit formulas that yield the posterior probabilities of latent class 
membership and the likelihood function, as well as efficient routines for determining the 
maximum of the likelihood function, at each iteration. For this reason, the E-M algorithm has 
been traditionally used to estimate simpler models such as the DINA model (de la Torre, 
2009), although an E-M algorithm can be used for more complex models as well. 

11.2.1 determining initial starting Values

To initialize the E-M algorithm, a set of starting values for the item parameters must be deter-
mined. Although this is conceptually the simplest step for an E-M algorithm, the successful 
convergence of the algorithm partially depends on the closeness of the starting values to the 
true unknown values. If they are far away from the true values, then the algorithm may take 
a long time to converge (i.e., require a large number of iterations until convergence) or may 
not converge to a proper solution at all. We discuss two possible methods for determining a 
possible set of starting values with an example that uses the DINA model, which includes si 
and gi with the constraint that (1 – si) must be greater than gi for each item. 

The first possible method of determining the starting values is to randomly assign them 
from a distribution with the constraint (1 – si) > gi in place. For example, one could randomly 
draw starting values for si from a uniform distribution over the interval from 0 to 1 (i.e., si ~ 
Uniform(0,1)), and then randomly draw starting values for gi from a uniform distribution 
with a minimum value of 0 and a maximum value of (1 – si) (i.e., gi ~ Uniform(0, 1 – si)). Of 
course, one could adjust the upper bounds of the uniform distributions to avoid unreason-
ably high parameter estimates. One advantage of randomly generating the starting values is 
that the procedure can easily be implemented for obtaining multiple sets of starting values to 
investigate how robust the estimation procedure is to the choice of starting values. At the 
same time, because the starting values are chosen at random, they will generally not result in 
a minimal number of iterations.

The second possible method that could be used to determine starting values is to com-
pute them empirically from the data, which has the advantage that they are more likely to be 
closer to the true values. The empirical computation of initial values is based on relating the 
unidimensional total score of a diagnostic assessment to the attribute profiles (see Templin 
& Douglas, 2007). Specifically, the total score, Yra , of a respondent r for a given attribute a 
is obtained by simply summing his or her observed responses across all items that require 
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this attribute, which is akin to computing a subscore on the diagnostic assessment for di-
mension a. More formally, the total score is defined as follows:

 Yra = ∑
I

i=1
xriqia (11.1)

Notice that Equation 11.1 is a sum that is defined across all items on the diagnostic as-
sessment, but, since each response is multiplied by the Q-matrix entry for the item with re-
spect to the ath attribute, qia, only the responses to the items that require the attribute of 
interest are counted. Such total scores can be computed for each attribute (i.e., latent dimen-
sion). The computation implicitly assumes that a respondent with a high total score on any 
one attribute has mastered that attribute and that a respondent with a low total score on 
any one attribute has not mastered the attribute. 

Initial estimates of mastery/nonmastery can be determined for each respondent for each 
attribute based on these total scores. For example, one could find that respondents with a 
total score above the sample mean on each attribute are classified as having mastered the at-
tribute and that respondents with a total score below the sample mean are classified as not 
having mastered the attribute. Given that attribute profiles are coarsely estimated in this man-
ner on the basis of the total scores for the different attributes, initial item parameter estimates 
can then be computed using the methods in Section 11.1. Alternative methods for empiri-
cally determining initial estimates of respondent parameters that are used in practice include 
clustering methods such as K-means (Willse, Henson, & Templin, 2008). In general, empiri-
cal methods for determining starting values based on total scores have proven promising in 
that they improve the efficiency of estimation algorithms such as the E-M algorithm vis-à-vis 
randomly generated starting values.

11.2.2 the expectation step in the e-m algorithm

The expectation step represents the first step of the E-M algorithm where it is assumed that 
item parameters are known at this point. Therefore, expected estimates of the attribute pro-
files can be easily computed using the method introduced in Chapter 10 that provides pos-
terior probabilities of latent class membership for each respondent. Specifically, Equation 10.3 
is used to compute the probability that the attribute profile associated with latent class c is 
the true attribute profile for respondent r; this equation is reproduced here for convenience 
as Equation 11.2. 

 
P(xr|ac)P(ac)

 uc∏
I

i=1
pic

xir(1 – pic)1–xir

 arc = P(ar = ac|xr) = —————— = —————–———— (11.2)
 P(xr) ∑

C

c=1
uc∏

I

i=1
pic

xir(1 – pic)1–xir

This formula shows the estimated probability of altruistic profile c for respondent r estimated 
under the posterior distribution. Specifically, P(⋅) is a probability; ∏I

i=1(⋅) is the product over 
all I items; ∑C

c=1(⋅) is the summation over all C latent classes, ac is the attribute vector for 
latent class c, pic is the response probability of a respondent in latent class c to item i, uc is 
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the probability of any respondent belonging to latent class c, xir is the observed response of 
respondent r to item i, and xr is the response vector containing the responses of respondent r 
across all I items. Recall from Chapter 10 that the prior distribution for each attribute profile 
is P(ac) = uc, which represents the structural component of the DCM. For the first set of itera-
tions, these values are typically all set to be equal to 1/C, which reflects the assumption that all 
of the C latent classes (i.e., the C distinct attribute profiles) are equally likely to be assigned 
to a respondent in the population. However, these parameters are subsequently updated at 
each iteration of the algorithm and are determined as the most likely structural parameters 
that can reproduce the set of respondent parameter estimates ar.

11.2.3 the maximization step in the e-m algorithm

Once the posterior probabilities for each attribute profile for each respondent have been com-
puted, it is possible to compute the most likely set of item parameter values given the ob-
served responses, the specific Q-matrix, and the chosen DCM, as well as the most likely set 
of structural parameters. Calculating the most likely set of item parameters turns out to be 
slightly more complicated when the attribute profiles are unknown than when they are known 
because each respondent merely has some probability of belonging to each latent class. 
Therefore, the maximum likelihood estimate for each item parameter must be weighted ac-
cording to the probability that respondents belong to each of the C latent classes. 

Consider again a simple example with the DINA model for illustration. Recall that we 
said earlier in Section 11.1 that if the latent class membership of each respondent were known, 
then the slipping parameters for a given item could be computed simply as the proportion of 
respondents that have mastered all measured attributes who have not answered that item 
correctly. The guessing parameter could similarly be estimated as the proportion of respond-
ents that have not mastered all measured attributes who have responded correctly to that 
item. Thus, Equation 11.3 provides the maximum likelihood equation to compute si, 

 ∑
R

r=1
xirxir

 si = 1 – ——–— (11.3)
 ∑

R

r=1
xir

while Equation 11.4 provides the maximum likelihood equation to compute gi, 

 ∑
R

r=1
xir(1 – xir)

 gi = ————–— (11.4)
 R – ∑

R

r=1
xir

Recall at this point that the parameter, xir, is a dichotomous variable that indicates whether 
the rth respondent has mastered all of the measured attributes for the ith item (xir = 1) or not 
(xir = 0). Therefore, ∑R

r=1xirxir simply represents the number of respondents who have mas-
tered all of the measured attributes and have responded correctly to the ith item. Similarly, 
∑R

r=1xir(1 – xir) represents the number of respondents who have not mastered all of the re-
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quired attributes and have responded correctly to the ith item nevertheless. Finally, ∑R
r=1xir 

is a count of the number of respondents who have mastered all of the measured attributes for 
the ith item.

Because the posterior probabilities of the attribute profiles are computed for each respon-
dent in the expectation step, a respondent has only a probability of mastering all measured 
attributes and not a particular attribute profile for certain, however. For example, consider 
the distribution of latent class membership probabilities for a respondent that is shown in 
Table 11.1. 

Table 11.1 shows that this respondent has a 60% chance of having mastered all of the 
measured attributes for this item and a 40% chance of not having mastered all measured at-
tributes. That is, the respondent has a 60% chance that ar = [1,1] and xir = 1 as well as a 40% 
chance that ar = [0,0], ar = [0,1], or ar = [1,0], and xir = 0. Therefore, the maximum likeli-
hood estimates of si and gi will be based on the expected value of xir for each respondent in 
the case of the DINA model, because the actual value of xir is unknown. The revised maxi-
mum likelihood equations for si and gi that take the latent class membership distribution into 
account are shown in Equation 11.5 and Equation 11.6, respectively. 

 ∑
R

r=1
xirE(xir|Xr)

 si = 1 – —————–– (11.5)
 ∑

R

r=1
E(xir|Xr)

 ∑
R

r=1
xir[1 – E(xir|Xr)]

 gi = ———————–– (11.6)
 R – ∑

R

r=1
E(xir|Xr)

Note that E(xir|Xr) represents the probability that the rth individual has mastered all meas-
ured attributes for the ith item because the expected value of a dichotomous variable such as 
xir is a proportion or probability; for the respondent with the latent class membership distri-
bution in Table 11.1, xir = .60. Note also that the responses of all respondents to the ith item 
are used to estimate si and gi as in Equation 11.3 and Equation 11.4; only this time the prob-
abilities of latent class membership are used.

table 11.1. an example of 
posterior probabilities of mastery 
for a respondent

Attribute profile Posterior probability 
ac = [a1,a2] arc

[0,0] .05
[0,1] .20
[1,0] .15
[1,1] .60
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After the item parameters have been estimated at each iteration, the structural parame-
ters are estimated. Notice that if the attribute profiles were known, then the structural pa-
rameters could be estimated by computing the proportion of respondents with each attribute 
profile in the sample. In that case, we could simply determine the structural parameter uc for 
class c using the simple formula

 Rc
 uc = — (11.7)
 R

where Rc represents the total number of respondents classified as belonging to class c and R 
represents the total number of respondents. However, true attribute profiles for the respond-
ents are not known, and so it is necessary to recast Equation 11.7 in terms of the expected 
classification of respondents that was obtained from the previous expectation step. Specifi-
cally, Equation 11.7 is rewritten in terms of the posterior probabilities of a given attribute 
profile, as shown in Equation 11.8:

 ∑
R

r=1
P(ar = ac|xr) 

 uc = ——————— (11.8)
 R

Summing the posterior probabilities of attribute profiles across all respondents in the 
numerator of Equation 11.8 is the probabilistic counterpart to the deterministic value of Rc 
in the numerator of Equation 11.7. Notice that if respondents were classified with absolute 
certainty into one of the latent classes, then the posterior probability for the latent class that 
they would be assigned to would be equal to 1 and the posterior probabilities for all other 
latent classes would be 0. In other words, Equation 11.7 can be seen as the extreme case of 
the more general Equation 11.8 when classification is done without error. Given the estimates 
of both the item parameters and the structural parameters, the E-M algorithm proceeds to 
the next iteration. This process is repeated until the difference between parameter estimates 
from successive steps is minimal (i.e., below a certain threshold value that is set by the user 
such as .0001). 

11.2.4 estimation example 

In this section, we present an example of one iteration of the E-M algorithm using the DINA 
model. We again use the simple diagnostic assessment for arithmetic ability with four items 
that we used in Chapter 10. For simplicity, the four items and their associated Q-matrix are 
reproduced in Table 11.2. For this example, we use data from 20 respondents only. Of course, 
in practice one would not use only four items and 20 respondents to estimate item parame-
ters with a DCM, but these small numbers make the example manageable for the didactic 
purpose at hand. Note that the following steps of the E-M algorithm are for the initial itera-
tion only; the second and third steps would need to be repeated until convergence has been 
achieved. 
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For simplicity, the starting values for si and gi are randomly drawn from two uniform 
distributions, specifically si ~ Uniform(0, .25) and gi ~ Uniform(0, .25), which satisfies the 
order constraint on the two parameters. The resulting starting values of the two item param-
eters for the four items are shown in Table 11.3. Given this set of item parameters in Table 
11.3, the expectation step of the E-M algorithm requires us to compute the posterior prob-
abilities of each attribute profile. Since there is no reason to assume any prior knowledge of 
the latent class membership distribution (i.e., since the values of P(ac) are not known), all 
attribute profiles are defined to be equally likely for each respondent for this initial iteration. 
Because there are a total of 2A = 22 = 4 attributes in this example, we set P(ac) = 1–C  = 1–4 = .25 
for all four latent classes. Using these prior probabilities, the Q-matrix, and the DINA model 
equation, we can compute the posterior probabilities of latent class membership using Equa-
tion 11.2. Table 11.4 provides the response pattern of each respondent in columns 2–5, in 
addition to these posterior probabilities in columns 6–11. 

The last portion of the expectation step is to determine the expected number of at-
tributes that each respondent has mastered, E(xir|Xr). For example, E(x11|X1) represents the 
probability that the first respondent has mastered all of the measured attributes for the first 
item. It is computed by identifying the possible attribute profiles that yield x11 = 1. In this 
particular example, Item 1 only measures Attribute 1, and, thus, out of all possible attribute 
profiles, only two would result in x11 = 1, namely, a2 = [1,0] and a4 = [1,1]. For example, for 
the first respondent, the posterior probabilities of these two attribute profiles are .011 and 
.979, respectively. Therefore, E(x11|X1) = .011 + .979 = .990, which is shown in Table 11.5 
alongside the values for all other respondents and latent classes. 

The values in Table 11.5 now allow us to conduct the maximization step of the E-M al-
gorithm, which serves to estimate the values for si and gi using Equation 11.5 and Equation 
11.6 and to estimate the structural parameters using Equation 11.8. For example, the esti-
mated slipping parameter for Item 1 is .228, whose computation is shown in Equation 11.9, 

table 11.2. sample items with associated 
Q-matrix for simple diagnostic assessment

#  Item Addition Subtraction

1 2 + 3 = ? 1 0
2 5 – 4 = ? 0 1
3 2 + 3 – 1 = ? 1 1
4 7 – 5 + 1 = ? 1 1

table 11.3. starting Values for the item 
parameters in the dina model 

Parameter Item 1 Item 2 Item 3 Item 4

Slipping (si) .16 .11 .20 .13
Guessing (gi) .13 .19 .19 .20
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 ∑
R

r=1
xirE(xir|Xr) (1)(.99) + (0)(.14) + … + (0)(.04)

 si = 1 – —————–– = —————————————— = .23 (11.9)
 ∑

R

r=1
E(xir|Xr) 

.99 + .14 + … + .04 

while the estimated guessing parameter for Item 1 is .08, whose computation is shown in 
Equation 11.10, 

 ∑
R

r=1
xir[1 – E(xir|Xr)] (1)(1 –.99) + (0)(1 –.14) + … + (0)(1 – .04)

gi = ———————–– = —————————————————— = .08 (11.10)
 R – ∑

R

r=1
E(xir|Xr) 

20 – (.99 + .14 + … + .04) 

These computations are repeated for Item 2, Item 3, and Item 4, yielding the revised set of 
item parameter estimates that is shown in Table 11.6. Next, the structural parameters are 
estimated. For example, to estimate the mixing proportion u for respondents with the at-
tribute profile ai = [0,0] we use the values in Table 11.4 and Equation 11.8 to get the final 
estimate of u = .39 as seen in Equation 11.11:

 ∑
R

r=1
P(ar = ac|xr) .002 + .757 + … + .147 + .169 7.809

 uc = ——————–– = ————————————— = ——– = .39 (11.11)
 R 20 20

table 11.4. posterior probability of latent Class membership

Respondent
 Item responses Attribute profile/latent class

# X1 X2 X3 X4 a1 = [0,0] a2 = [1,0] a3 = [0,1] a4 = [1,1]

 1 1 1 1 1 .002 .011 .008 .979
 2 0 0 0 0 .757 .139 .103 .001
 3 0 0 0 0 .757 .139 .103 .001
 4 1 0 1 1 .042 .273 .006 .679
 5 0 0 0 0 .757 .139 .103 .001
 6 1 0 0 0 .131 .847 .018 .005
 7 1 0 0 0 .131 .847 .018 .005
 8 0 0 0 0 .757 .139 .103 .001
 9 0 0 0 0 .757 .139 .103 .001
10 0 0 1 0 .748 .138 .102 .013
11 1 1 0 0 .075 .484 .351 .091
12 0 1 0 0 .169 .031 .794 .006
13 0 0 1 1 .563 .103 .076 .257
14 0 0 0 0 .757 .139 .103 .001
15 0 0 1 0 .748 .138 .102 .013
16 1 0 1 1 .042 .273 .006 .679
17 1 0 0 0 .131 .847 .018 .005
18 0 1 0 0 .169 .031 .794 .006
19 0 1 0 1 .147 .027 .690 .136
20 0 1 0 0 .169 .031 .794 .006
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Table 11.7 provides all four estimates, one per attribute profile, that are computed if the same 
procedure was used for the remaining three attribute profiles. These parameter estimates are 
now used in the computation of updated respondent parameter estimates. These expectation 
and maximization steps are repeated until convergence. 

11.2.5 summary of e-m estimation

In general, the E-M algorithm can be a useful tool for item parameter estimation in DCMs. 
In many cases it can be reasonably fast when compared to alternatives, including the MCMC 
algorithm discussed in the next section, and it is a common method for estimating latent 
variable models and latent class models more generally. However, the algorithm has its limi-
tations. Specifically, as the number of latent classes increases, E-M estimation becomes 

table 11.5. expected Values of ir for all respondents in 
mathematics example

Respondent  
# E(xr1|Xr) E(xr2|Xr) E(xr3|Xr) E(xr4|Xr)

 1 .99 .99 .98 .98
 2 .14 .10 .00 .00
 3 .14 .10 .00 .00
 4 .95 .69 .68 .68
 5 .14 .10 .00 .00
 6 .85 .02 .01 .01
 7 .85 .02 .01 .01
 8 .14 .10 .00 .00
 9 .14 .10 .00 .00
10 .15 .11 .01 .01
11 .58 .44 .09 .09
12 .04 .80 .01 .01
13 .36 .33 .26 .26
14 .14 .10 .00 .00
15 .15 .11 .01 .01
16 .95 .69 .68 .68
17 .85 .02 .01 .01
18 .04 .80 .01 .01
19 .16 .83 .14 .14
20 .04 .80 .01 .01
Sum 7.80 7.27 2.88 2.88

table 11.6. revised item parameter estimates 
after iteration 1

Parameter Item 1 Item 2 Item 3 Item 4

Slipping (si) .23 .36 .09 .05
Guessing (gi) .08 .11 .20 .13
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computationally very intensive. In addition, determining the maximum likelihood estimates 
for item parameters in the third step can be computationally complex, especially if more 
complex constraints are placed on the item parameters during estimation. The DINA model 
only places the constraint that (1 – si) must be greater than gi. However, more complex DCMs 
include more complex sets of constraints, which can make E-M estimation practically 
undesirable. 

11.3 estimation of item parameters using mCmC

Even though it can be slower than the E-M algorithm when both estimation methods are vi-
able, MCMC estimation has been developed as a viable alternative for situations where E-M 
estimation is not realistically feasible. MCMC estimation is typically used in the context of 
Bayesian estimation as a method for obtaining the posterior distributions for item parameters. 
We already discussed some key principles of Bayesian estimation in Chapter 10 and extend 
those concepts in this section. 

11.3.1 a general bayesian notation for mCmC estimation

Recall from Chapter 10 that parameters estimated under a Bayesian framework are not con-
sidered to be unknown and fixed quantities, as in traditional frequentist statistics but, rather, 
as random variables. Thus, we can specify a probability distribution for each parameter that 
provides probabilities for different values that the parameter might take. For example, we can 
imagine a distribution for different values that a slipping and a guessing parameter in the 
DINA model can take for a particular item. 

To facilitate a compact discussion in the following, we use the notation b to indicate any 
set or vector of parameters that we want to characterize by a distribution, and we will use the 
notation f(X|b) to refer to the distribution of a random variable X given the parameters in b. 
For example, one of the most common distributions used in statistics is the normal distribu-
tion or Gaussian distribution, which is completely defined by its mean, m, and its variance, 
s2. Using our general notation, we find that b = {m, s2} and f( X|b) would be the conditional 
normal distribution of X with a particular mean and variance in this case. Recall from Chap-
ter 10 that two particular types of distribution are of interest in Bayesian statistics, namely, 

table 11.7. revised structure 
parameter estimates after iteration 1

Latent  
class Addition Subtraction uc

1 0 0 .30
2 0 1 .25
3 1 0 .22
4 1 1 .14
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the prior distribution, which we will denote as f(b), and the posterior distribution, which we 
will denote as f(b|X) where we use a boldfaced X to denote that multiple observed response 
variables (i.e., multiple items) are involved in any diagnostic assessment. Moreover, recall 
that the posterior distribution is proportional to the product of the prior distribution and the 
like lihood function, which we will denote as f(X|b) as above. Equation 11.12 shows this 
relationship between the posterior distribution, the prior distribution, and the data likeli-
hood, which has the same structure as the simpler version in Equation 11.1.

 f(X|b) f(b)
 f(b|X)  = ————— ∝ f(X|b) f(b) (11.12)
 f(X)

In the context of DCMs, the posterior distribution, f(b|X), is much more complicated 
than the normal distribution example above. For example, in the simple case presented in the 
previous section, there were 20 individuals responding to four items. Because the DINA 
model was being used, there were a total 20 attribute profiles or latent classes, four slipping 
parameters, and four guessing parameters. Therefore, the posterior distribution is a joint 
distribution over all of these parameters, which we can write as f(a, s, g|X). In this notation, 
the vector a contains the probabilities for the 20 unknown attribute profiles for each re-
spondent, the vector s contains the four slipping parameters for each item, the vector g con-
tains the four guessing parameters for each item, and X contains the observed response data 
for all 20 responses and all four items. If a different DCM was being used, the parameters that 
represent b would be different. For example, if the LCDM was used, the s and g would be 
replaced with a matrix L, which would contain all of the main effect and interaction effect 
parameters for all attributes. 

11.3.2 basic principles of mCmC estimation

Just as maximum likelihood estimation focuses on determining the set of parameter esti-
mates that maximizes the likelihood function, Bayesian estimation focuses on determining 
the set of parameter values that maximize the posterior distributions for all parameters (i.e., 
the joint posterior distribution). As can be imagined, the joint posterior distribution is highly 
complex, making it numerically prohibitive, if not impossible, to maximize it directly. MCMC 
estimation approaches have been developed as a way to circumvent this problem by sampling 
indirectly from the posterior distribution, rather than computing it directly.

Generally speaking, MCMC describes a family of methods for simulating data, which 
is commonly referred to as a Monte Carlo simulation, through use of a particular statistical 
sequence of random draws that is known as a Markov chain. A Markov chain describes a se-
quence of values where any value only depends on the previous value but not on other values 
that might have been drawn before that. By constructing these steps in a particular way, it is 
generally possible to simulate values that are from a specific distribution, which is known as 
the stationary distribution of the Markov chain (i.e., the distribution to which the chain con-
verges). What makes MCMC estimation attractive for Bayesian estimation is that the station-
ary distribution for each parameter of interest is, in general, its posterior distribution. 
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The initial steps of the MCMC algorithm are usually not very accurate, and one needs to 
“throw out” a sufficiently large number of the random draws in the beginning to obtain an 
accurate representation of the posterior distribution for each parameter. This initial set of 
random draws is usually referred to as the burn-in period. Thus, once the MCMC sampler has 
converged to the posterior distribution after burn in, which requires some empirical check-
ing in practice, a random sample can be taken from the posterior distribution for each 
parameter. 

Using the random sample, one can then construct histograms and compute percentiles 
of this empirical distribution. To estimate model parameters in a DCM, for example, one 
would often take either the mean of this distribution, which is also known as the EAP esti-
mate of the parameter, or the mode of this distribution, which is also known as the MAP 
estimate of the parameter as we discussed previously in various chapters. Similarly, confi-
dence intervals for each parameter, so-called credible intervals, can be constructed by simply 
recording the parameter values associated with the relevant lower and upper percentiles of 
the posterior distribution. For example, if one requires a 95% credible interval for the slip-
ping parameter in a DINA model for a particular item, one can simply record the 2.5th and 
the 97.5th percentile of the posterior distribution for that parameter.

To illustrate the basic principles of MCMC estimation, we will use the previous example 
of the DINA model. At the same time, the following descriptions can be extended to the pa-
rameters of any DCM. The purpose of MCMC estimation under a DINA model is to generate 
random samples from the posterior distribution f(a, s, g|X). When generating such a sample, 
an initial set of values a0, s0, and g0 need to be determined, just as it was necessary to do so 
in the E-M algorithm. Next, a series of T random draws needs to be constructed. We can use 
the notation (a1, s1, g1) to represent the first set of random draws from the posterior distribu-
tion f(a, s, g|X), and (aT, sT, gT) to represent the last set of random draws, and so on. Typically, 
each new set of randomly drawn parameters is referred to as a “step” in the MCMC algorithm. 
Even though this process may appear similar to the E-M algorithm at first glance, it is different 
from it because the random draws in each step are not necessarily closer to the true value. 
Since they are random draws, some of them will be smaller than the true value and some of 
them will be larger than the true value. The objective is to obtain the posterior distribution 
for each parameter and then to use summary statistics such as the mean, the mode, or percen-
tiles to obtain specific parameter estimates and empirical information about their precision. 

Two different techniques are commonly used to draw random samples from the poste-
rior distribution in Bayesian estimation: the Gibbs sampler and the Metropolis-Hastings algo-
rithm. Typically, these two methods are used together when item parameters for DCMs are 
estimated within a Bayesian framework. The Gibbs sampler and the Metropolis-Hastings 
algorithm, either used within a Gibbs sampler or on its own, differ in the way in which they 
draw the random samples from the posterior distribution. In short, Gibbs sampling provides 
an iterative method of simulating data from the posterior distribution f(a, s, g|X) using 
conditional posterior distributions. These distributions are for individual sets of parameters 
using the values of all other parameters from previous iterations as “known” values for the 
current iteration. Successful implementation of the Gibbs sampler requires that these condi-
tional posterior distributions can be analytically derived and that one can sample from them. 
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In more complicated models, however, directly sampling from the conditional posterior 
distributions becomes often nontrivial. In those cases, it is necessary to use the Metropolis–
Hastings algorithm to obtain a random draw from the conditional posterior distribution. Con-
ceptually, the Metropolis–Hastings algorithm generates a random draw from the conditional 
posterior distribution by first proposing a new value from a suitable proposal distribution that 
is much simpler than the targeted conditional posterior distribution. The proposed new value 
is then directly accepted if it is more likely than the previous value. If it is less likely than the 
previous value, it is accepted only with a certain probability ensuring that the overall accept-
ance rate matches the targeted shape of the conditional posterior distribution. Thus, the ad-
vantage of the Metropolis–Hastings algorithm is that the proposed value does not have to be 
directly simulated from the conditional posterior distribution but that it leads, indirectly, to 
the desired draws based on the way it is constructed. 

11.3.3 Visualizing mCmC output

We want to briefly illustrate what output from an MCMC estimation process looks like using 
the DINA model as a simple example. There will be a sequence of randomly drawn parameter 
values for each attribute profile, for each slipping parameter, and for each guessing parame-
ter. For example, Figure 11.1 shows a Markov chain with 2,500 steps for the slipping param-
eter of one particular item.

The initial value for the slipping parameter in this example was .20, which is suggested 
on the left-hand side of the plot at MCMC step 0. Notice that the Markov chain is initially 
drifting up (i.e., the slipping parameter values are increasing between the early steps), which 
is a systematic trend that provides evidence that the draws are not representative of the pos-
terior distribution at that point. However, the random draws tend to center around a com-
mon value after about step 1,000, which makes it sensible to define the burn-in period as the 
first 1,000 steps. In other words, one would say that the MCMC algorithm has converged 
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figure 11.1. Markov chain with 2,500 steps for a slipping parameter of an item in the DINA model.
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after about 1,000 steps to the posterior distribution for this slipping parameter, and the re-
maining 1,501 random draws can be plotted in a histogram, which is shown in Figure 11.2. 

Figure 11.2 shows that the mean of this distribution is .25, which is the EAP estimate 
of the slipping parameter for this item. This is a simple example, of course, and it is possible 
in practice that far more steps (e.g., 50,000) are required before a Markov chain converges, 
which is why Bayesian estimation with MCMC can be slow indeed. In general, the required 
length of the Markov chain increases as the complexity of the DCM increases to the point 
where highly complex DCMs may show nonconvergence for certain model parameters. 

11.4 Chapter ConClusion

In this chapter we discussed two different methods for estimating item parameters in DCMs, 
namely, the E-M algorithm and MCMC estimation. Each of the two methods has its advan-
tages and disadvantages. For example, E-M algorithms are frequently used in latent-variable 
modeling more generally and can require less time when compared to MCMC estimation. 
However, E-M algorithms can be difficult to implement in the context of DCMs due to the 
model complexity, which has led to an interest in MCMC estimation as an important alterna-
tive. While MCMC estimation can provide a viable solution for cases where E-M estimation 
becomes infeasible, it can also be slow to converge in practice.
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figure 11.2. Histogram of the posterior distribution for the slipping parameter after burn-in.
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12

Evaluating the Model Fit of DCMs

In this chapter we discuss how well a given DCM fits the response data from the diagnostic 
assessment to which it is applied. This process is known as an evaluation of the goodness-of-
fit of the model to the response data, which is also simply called model-data fit. This step is 
fundamental to the modeling process, because the results of statistical models are essentially 
meaningless when model fit is poor. Thus, this step needs to occur after the selection and 
estimation of a DCM, but before interpreting and disseminating results (i.e., providing diag-
noses to respondents). 

The issue of model-data fit is not unique to DCMs, but it is at the core of every statistical 
modeling enterprise. Because the DCMs in this book are designed to model categorical data, 
our presentation of methods for evaluating model-data fit for DCMs will be based on results 
from categorical data analysis (e.g., Agresti, 2000). Thus, even though the methods that we 
present in this chapter are described in a DCM context, they can be extended to models from 
other measurement frameworks such as classical test theory or item response theory. We 
highlight measures that can be easily attained, and we demonstrate how to do so using the 
same estimation approach described in Chapter 9 via Mplus. Model fit measures for categori-
cal data can seem very complex at first sight. Most methods, however, rely on concepts that 
are taught in introductory statistics courses and are therefore not as complex as they may 
seem at first. 

We begin in Section 12.1 with a review of some basic concepts for assessing model-data 
fit for small 2 × 2 contingency tables as a primer on how the evaluation of goodness-of-fit is 
conducted in DCMs. In an ideal world, the methods for model-data fit for DCMs would fol-
low directly from these basic methods, but they do only to some extent. In Section 12.2 we 
discuss specifically why intuitively defined fit statistics can pose problems in practical esti-
mation settings. In Section 12.3 we then discuss methods for evaluating model fit that will 
work in practice. Because some of the methods that have been theoretically developed are 
computationally intense, it may take longer to assess the fit of a DCM with those methods 
than to estimate the model itself. Consequently, we discuss only methods that can be reason-
ably applied in practice in this chapter. In Section 12.4 we provide an extended example that 
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illustrates the strengths and weaknesses of different practical fit statistics. We then discuss 
a few topics briefly due to the lack of extensive research that currently exists on them. After 
presenting all of this work on global model fit, we outline information criteria for assessing 
relative model fit in Section 12.5 and briefly discuss person fit for DCMs in Section 12.6. 

12.1 Basic statistical PrinciPles for constructing  
fit statistics

One of the first introductions to categorical data typically happens in an introductory sta-
tistics class when the concept of a contingency table or cross-classification table is first pre-
sented. As the names imply, these tables are used to cross-classify observations according to 
several criteria in order to investigate whether there are any dependencies (i.e., contingencies) 
among the variables used for the classifications. To demonstrate these ideas, let us consider 
the simple scenario of a diagnostic assessment with only two items, which generate observed 
scores from respondents denoted by the variables X 1 and X2. For simplicity, let us assume 
that the items are scored dichotomously. As a result, respondents could produce four pos-
sible score patterns. They respond correctly to the first item and incorrectly to the second 
item; they respond incorrectly to the first item and correctly to the second item; they respond 
correctly to both items; or they respond incorrectly to both items. The contingency table for 
X1 and X2 simply shows the number of respondents that have each of the four response pat-
terns, which can be converted into percentages or proportions. 

This setup is shown symbolically in Table 12.1. Using the notation at the beginning of 
Chapter 7, we use Fij to denote the observed frequency or observed proportion of respondents 
for a particular cell in the table. For instance, F00 is the number of respondents who respond 
incorrectly to both items, while F01 is the number of respondents who respond incorrectly to 
the first item but correctly to the second item. The column on the right and the row on the 
bottom contain the marginal totals or marginal frequencies for each item. That is, F1⋅ is the 
number of respondents who responded correctly to Item 1, F0⋅ is the number of respondents 
who responded incorrectly to Item 1, F⋅1 is the number of respondents who responded cor-
rectly to Item 2, and F⋅⋅ = F⋅0 – F⋅1 is the number of respondents who responded incorrectly 
to Item 2. In terms of mathematical notation, the “dot” is a common symbol that indicates 
the subscript—here the variable—over which a sum is taken. We used this notation before 

taBle 12.1. contingency table of 
Hypothetical responses for two-item 
assessment

 X2 

X1 0 1 Marginal totals

0 F00 F01 F0⋅
1 F10 F11 F1⋅
Marginal totals F⋅0	 F⋅1	 F⋅⋅
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in a slightly different context in Chapter 7 to indicate constraints across levels of model pa-
rameters in an LCDM.

Now consider using sample data in a contingency table to test the hypothesis that the 
classifications of the two variables are statistically independent. The statistical test that is 
used for this hypothesis is a c2 test whose form for the 2 × 2 contingency table is shown in 
Equation 12.1.

 (FX1 X2
 – EX1 X2

)2
 c2 = 

X1
∑

1

=0 X2
∑

1

=0
——————

 EX1 X2
 

(12.1)
 

(F0 0 – E0 0)2 (F0 1 – E0 1)2 (F1 0 – E1 0)2 (F1 1 – E1 1)2

  = ————— + ————— + ————— + —————
 E0 0 E0 1 E1 0 E1 1

where ∑(⋅) is the summation symbol that indicates that the expressions in the parentheses 
need to be added, FX1 X2

 is the observed number of respondents in each cell, and EX1 X2
 is the 

expected number of respondents under the assumption of statistical independence. The 
notation EX1 X2

 represents the expected proportion of respondents in each cell under the as-
sumption that the classification variables are independent. In other words, in this simple 
example, the “model” that generates the expected proportions is simply the model that states 
that the two variables are independent. 

Thus, the test statistic compares in a standardized manner how similar the observed 
proportions are to the expected proportions under independence. If there are large differences 
somewhere in the contingency table, this is taken as evidence that the classification variables 
are dependent (i.e., that the null hypothesis can be rejected). More formally, if the p-value of 
the test statistic is below some level of allowable type-I error rate, then the null hypothesis of 
independence is rejected. To determine the p-value, the value of the test statistic is compared 
to a c2 distribution with degrees of freedom equal to (r – 1) × (c – 1) where r is the number 
of levels of the first classification variable (i.e., r = 2 in this example) and c is the number of 
levels of the second classification variable (i.e., c = 2 in this example also). In this example, 
the statistic would, thus, have a sampling distribution with 1 degree of freedom. 

In order to compute the expected proportion of respondents in each cell using the 
model of indepence between the two variables, one must understand how statistical inde-
pendence is formally defined. Specifically, two variables X1 and X2 are independent if the 
probability of a joint outcome on both variables (e.g., responding correctly to both items) is 
equal to the product of the marginal probabilities of X1 and X2 (e.g., responding correctly to 
each item separately). More formally, 

 P(X1 = a, X2 = b) = P(X1 = a)P(X2 = b)  (12.2)

The simplest example that is often used to illustrate the idea is that of a coin flip, which most 
people intuitively accept as an event driven by chance where no dependencies of outcomes 
between coin flips exist. Thus, if the probability of either a head or a tail on a coin is .50 each 
time it is flipped, then the probability of observing (a) two heads, (b) two tails, (c) one head 
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and one tail, and (d) one tail and one head are all equal to .50 × .50 = .25. More generally 
speaking, the probabilities do not all have to be equal, but they are determined as the prod-
ucts of the marginal probabilities of the constituent events.

Let us go back to the example with the item scores on X1 and X2. The expected frequen-
cies EX1 X2

 for the four cells in the contingency table are computed using the marginal prob-
abilities for each item (i.e., values p1⋅	and p⋅1), which are simply the item difficulties. Table 
12.2 shows symbolically the expected number of respondents under the null hypothesis of 
independence, which are the respective probabilities in each cell multiplied by the total 
number of respondents. 

In concrete numerical terms, consider the case where we have data from 100 respond-
ents on both items. Assume that 40 respondents answered both items incorrectly (F0 0 = 40), 
10 respondents answered Item 1 correctly but answered Item 2 incorrectly (F1 0 = 10), 10 
respondents answered Item 1 incorrectly but answered Item 2 correctly (F1 0 = 10), and the 
remaining 40 respondents answered both items correctly (F1 1 = 40). In this case, for X1 mar-
ginally, 50 respondents provided correct answers (F1 0 + F1 1 = 50) and 50 respondents pro-
vided incorrect answers (F0 0 + F0 1 = 50), yielding an item difficulty of p1⋅ = 50/100 = .50. 
The same statistics are observed for X2 marginally.

Table 12.3 shows these data, albeit organized in a slightly different format. We chose this 
format here because it is much easier to use it to generalize from an example with a 2 × 2 
table to an example with a larger table. Each row in Table 12.3 represents one of the four 
possible response patterns (i.e., one of the four cells in Table 12.1 and Table 12.2). The first 
two columns indicate the particular response pattern, the third column shows the observed 
frequencies (Fx1 x2

), the fourth column shows the expected values for each of the cells under 
the assumption of independence (Ex1 x2

), the fifth column shows the contribution of each cell 
to the c2 statistic whose sum is shown in the last row, and the sixth column shows an alter-
native test statistic, G, which we describe below.

An inspection of the expected frequencies shows what one would expect, namely, that 
all four response patterns are equally likely, because both items are equally difficult at .50. A 
simple glance at the actual observed distribution of respondents across the four cells shows 
that there are large discrepancies between what we did see and what we should see under the 
assumption of statistical independence (i.e., our model). Not surprisingly, then, the c2 test 
statistic of c2 = 36 yields a p-value < .001 under a sampling distribution with (r – 1) × (c – 1) 

taBle 12.2. contingency table of expected responses for 
two-item assessment

 X2

X1 0 1 Marginals

0 (1 – p1⋅) × (1 – p⋅1) × F⋅⋅ (1 – p1⋅) × p⋅1 × F⋅⋅ (1 – p1⋅) × F⋅⋅
1 p1⋅ × (1 – p⋅1) × F⋅⋅ p1⋅ × p⋅1 × F⋅⋅ p1⋅ × F⋅⋅
Marginals (1 – p⋅1) × F⋅⋅  p1⋅ × F⋅⋅ F⋅⋅
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= (2 – 1) × (2 – 1) = 1 degree of freedom. This leads us to formally reject the null hypothesis 
of independence of the classification variables X1 and X2. In other words, knowledge of the 
value of one of the variables (i.e., knowledge of the response on a particular assessment item) 
allows us to predict the value of the other variable (i.e., the response on a different assess-
ment item) with some certainty. 

Of course, any well-designed diagnostic assessment has such dependencies in respond-
ing between the items, because respondents draw on similar knowledge structures, cognitive 
processes, or behavioral dispositions when they respond to the items. The use of these sta-
tistics for model fit assessment thus requires the following conceptual twist. Once a DCM is 
fit to the response data, a perfectly fitting model should account for all dependencies that 
exist among the observed responses. In other words, if the DCM fit the data perfectly well, 
the c2 test statistic is expected to be 0 within each latent class as the attribute profile of 
the respondents would perfectly predict the observed response patterns. Since statistical 
models are simplified explanatory mechanisms of complex patterns, one would not expect a 
perfect model-data fit. The relevance of test statistics such as the c2 statistic discussed above 
is (a) to determine and quantify the amount of residual dependency or conditional dependency 
and (b) to determine whether model misfit is large enough to declare that the model does not 
fit well enough overall. 

We note at the end of this first section that for a diagnostic assessment with I items there 
are 2I possible response patterns, each leading to one particular cell of a large contingency 
table. As a result, the c2 statistic for a statistical test of independence among item responses 
would have to be computed across all response patterns, which is written formally as 
follows:

 (Fr – Er)2

 c2 = ∑
r

2I

=1
———– (12.3)

 Er

where ∑(⋅) is the summation symbol that indicates that the expressions in the parentheses 
need to be added, Fr is the observed number of respondents in each cell, and Er is the ex-
pected number of respondents under the assumption of statistical independence. The final 
column of Table 12.3 showed the values of an alternative test statistic that is frequently used 

taBle 12.3. cell contributions to 2 test statistic in 2  2 contingency table

 Item Observed   Maximum 
 scores frequencies Expected frequencies Pearson likelihood

X1 X2 FX1 X2 EX1 X2
 c2  G

0 0 40 (1 – .50) × (1 – .50) × F⋅⋅ = 25 9 18.8
0 1 10 (1 – .50) × (.50) × F⋅⋅ = 25 9 –9.2
1 0 10 (.50) × (1 – .50) × F⋅⋅ = 25 9 –9.2
1 1 40 (.50) × (.50) × F⋅⋅ = 25 9 18.8
Sum    36 19.3
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when evaluating the distribution of categorical data. The G-statistic is a maximum-likelihood 
or likelihood-ratio-based test statistic. In its general form computed across all 2I response pat-
terns, it is written as follows:

 Fr G = 2∑
r

2I

=1
Fr ln(—) (12.4)

 Er

The G statistic is very similar to the c2 statistic  in that 2G has the same sampling distribution 
as the c2 statistic. In the next section we now describe why the computation of goodness-of-
fit statistics using this approach is practically problematic despite its conceptual appeal.

12.2 ProBlems witH general goodness-of-fit statistics 
for dcms

Section 12.1 served as both a review of the basic statistical methods used to assess goodness-
of-fit in categorical data and as a primer on how goodness-of-fit is conducted in DCMs. In 
this section, we discuss why simple measures of goodness-of-fit cannot typically be used di-
rectly with DCMs. It is helpful to remember one important caveat for using c2 test statistics 
from a basic introductory statistics class, namely, that contingency tables should have a sam-
ple that is “large enough” such that there is a sufficient minimum number of observations in 
each cell. As put by Agresti and Finlay (1997), for example: 

The chi-squared distribution is the sampling distribution of the [c2] test statistic only if the 
sample size is large. A rough guideline for this requirement is that the expected frequency [E] 
should exceed 5 in each cell. Otherwise, the chi-squared distribution may poorly approximate the 
actual distribution of the [c2] test statistic. (p. 258)

In the example presented at the end of Section 12.1, each cell had an expected value of 25, 
ensuring that the resulting sampling distributions for the c2 and G test statistics would be 
well behaved and yield accurate p-values. What made this example work was the ratio of 
sample size to the number of possible response patterns. In the example, there were only four 
possible response patterns so that even a relatively small respondent sample size of 100 would 
be sufficient for the statistical machinery to work. 

Had we used a longer diagnostic assessment, however, and yet still had had a sample 
size of 100, we would have quickly run into a situation where our expected frequencies 
would be insufficient. For instance, a diagnostic assessment with only five items already has 
25 = 64 possible response patterns. Under the most optimistic conditions, if all items have 
a difficulty of .50, then each response pattern would be expected to be equally likely with a 
probability of 1/64. However, with a sample size of 100 respondents, this yields an expected 
count of only (100) × (1/64) = 3.125 for each response pattern. The expected value would 
be even smaller for diagnostic assessments that had some residual dependencies, had a vary-
ing range of item difficulties, or contained more items. For instance, a diagnostic assessment 
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with 30 items has 230 = 1,073,741,824 possible response patterns. This implies that many 
patterns will never be observed in any realistic sample, but there will still be too many pat-
terns to ensure sufficient respondents for each under any realistic assessment condition. In 
general, contingency tables with many empty cells or many cells with few respondents are 
said to be sparse, which occurs frequently in practice. 

Interestingly, the statistical issues with sparse contingency tables lead to sets of test 
statistics that produce conflicting results. For example, Figure 12.1 lists the estimated c2 and 
G test statistics for an analysis of a 12-item diagnostic assessment with the DINA model 
(Templin, Henson, & Douglas, 2008), as reported in the initial section of Mplus output (see 
Section 9.7.1 for more information). The output that is shown here is representative of real-
data applications. Typically, the c2 test will return a p-value that is infinitesimally small be-
cause it is very sensitive to small deviations from expected frequencies due to the squaring of 
the discrepancies in the numerator. In this example, the value is 15,639.703 with a p-value 
of < .0001. Note that Mplus deletes cells of the contingency table that have large contribu-
tions to the c2 statistic, therefore making the test not have the appropriate number of degrees 
of freedom. At the same time, the G statistic returned a value of 3,440.049, with a p-value of 
1.000, supporting the conclusion that the DINA model does fit the data well. In this case, 
what is the analyst to do? The analyst should use neither statistic and should instead use the 
fit statistics that are described in the next subsection.

12.3 Practical aPProacHes for determining  
goodness-of-fit for dcms

Because the model fit measures discussed in the previous section are not feasible for most 
DCM applications found in practice, a wider set of model fit procedures have been developed 

figure 12.1. Goodness-of-fit statistics that show diverging test statistic results. 

   Chi-Square Test of Model Fit for the Binary and Ordered Categorical
(Ordinal) Outcomes**

          Pearson Chi-Square

          Value                          15,639.703
          Degrees of Freedom                  4,052
          P-Value                            0.0000

          Likelihood Ratio Chi-Square

          Value                           3,440.039
          Degrees of Freedom                  4,052
          P-Value                            1.0000

** Of the 4,096 cells in the latent class indicator table, 2
were deleted in the calculation of chi-square due to extreme values.
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in recent years. Although this section describes several of these new methods, practical meth-
ods for model fit evaluation in DCMs remain elusive, as many research questions about their 
optimum performance are just now being explored in depth. As we show below, a balance 
must be struck between computationally intensive model fit procedures, some of which 
might end up taking much longer to run than the initial DCM analysis, and simpler heuris-
tics that, though lacking in statistical rigor, may provide evidence about the fit of a model in 
a reasonable amount of time. 

12.3.1 resampling techniques

The first approach to model-data fit that we present is not one that we recommend in prac-
tice. However, we introduce it here because it serves as a conceptual foundation for the 
model fit statistics in the next two subsections, which we do recommend. Recall that the c2 
and G fit statistics discussed in the previous section are computed across all possible re-
sponse patterns, making them applicable in situations in which the number of variables is 
small and the size of the sample is large. In cases of sparse tables, however, they may still be 
used through use of Monte Carlo resampling techniques. Rather than relying on the c2 distribu-
tion as the theoretically appropriate sampling distribution under idealized conditions that 
are not likely to hold, Monte Carlo resampling techniques produce empirical sampling distri-
butions and, thus, empirical p-values (see Langeheine, Pannekoek, & van de Pol, 1996; or the 
DCM treatment of the topic in Templin & Henson, 2006). 

Specifically, a Monte Carlo resampling procedure takes the parameter estimates found 
from an analysis and then simulates multiple data sets from the DCM that was fit using the 
estimated parameters from the analysis as if they were the true parameters for the popula-
tion. For each simulated data set, the DCM is then reestimated, and the values of the model 
fit statistics of interest are recalculated. This resampling process is typically repeated approxi-
mately 300 times for a statistic such as the c2 statistic (Langeheine et al., 1996). At the end 
of the process, the proportion of empirically calculated fit statistics greater than the originally 
observed fit statistic value is used as the Monte Carlo p-value for the goodness-of-fit of the 
model. Just as with the classic fit statistics, if the Monte Carlo p-value is greater than a suit-
able cutoff value—frequently .05—then it is concluded that the DCM adequately fits the data.

A potential drawback of the approach is the length of time it may take to compute the 
statistic over all Monte Carlo samples. Clearly, Monte Carlo methods will take longer than 
the estimation process to evaluate the fit of any given model because the model needs to be 
reestimated each time for each newly sampled data set. Depending on the estimation algo-
rithm used and the complexity of the DCM and Q-matrix, fit evaluation via Monte Carlo 
techniques may take much longer than is practically feasible, especially if the DCM is subse-
quently modified and the fit of the new modified DCM has to be assessed anew. Thus, for 
most data sets, Monte Carlo methods are not recommended as a practical solution. 
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12.3.2 Posterior Predictive model checking

Another method used to evaluate the goodness-of-fit of a diagnostic model is that of posterior 
predictive model checking (PPMC) (e.g., Levy & Mislevy, 2004; Sinharay, 2004; Sinharay & 
Almond, 2007). The PPMC method emanates from Bayesian estimation and is appropriate 
primarily in situations where DCMs are estimated within a fully Bayesian framework, even 
though its principles can also be used in other situations. As discussed throughout this book, 
a fully Bayesian estimation means that all item, respondent, and structural parameters are 
specified as having prior distributions that capture the a priori knowledge about their likely 
values. Bayesian methods then compute the posterior distribution for each parameter as a 
statistical compromise between the evidence in the data and the evidence contained in the 
prior distributions.

PPMC uses the posterior distribution of model parameters to predict what the observed 
data should look like following the analysis. When used in conjunction with MCMC estima-
tion, which we discussed in Chapter 11, the procedure becomes very similar to the Monte 
Carlo resampling techniques in the previous section, which did not rely on a Bayesian frame-
work. Perhaps the easiest way to understand how the PPMC procedure provides a model-
data fit assessment is to discuss its implementation in an MCMC context. Recall from Chap-
ter 11 that MCMC is an estimation technique that samples from the posterior distribution of 
the model parameters conditional on the observed data. At each step, the Markov chain pro-
ceeds by randomly drawing new values for each item, respondent, and structural parameter 
in a DCM. It then either accepts or rejects each proposed value based on their relative poste-
rior likelihoods, which quantify whether the randomly drawn value is more likely or less likely 
than the previously obtained random draw. The PPMC uses the values of the model param-
eters at each step in the Markov chain to compute a set of predicted data and associated 
model fit statistics. Thus, PPMC can easily be integrated into the generally Bayesian estima-
tion approach. Once the Markov chain is stopped, the empirical sampling distribution of the 
test statistics can be evaluated just as in the previous section for resampling techniques. 

An excellent account of the PPMC process is provided by Sinharay and Almond (2007). 
They examined the fit of a DCM to a diagnostic assessment of fraction-subtraction that con-
sisted of 15 items. They focused on a global model fit statistic and a set of item-level fit sta-
tistics. The overall model fit index was computed rather simply as the difference between the 
predicted number correct and actual number correct for the entire test. For each item, they 
developed a statistic that is similar to the c2 statistic, which is based on the predicted propor-
tion of respondents from each identifiable attribute profile (i.e., latent class) who answer the 
item correctly. In each step of the MCMC estimation algorithm, they computed both the over-
all model fit statistic and all item-level fit statistics. 

Once the algorithm had converged and a sufficiently large sample from the posterior 
distribution for each parameter had been obtained, the empirical sampling distributions of 
the fit statistics were inspected and numerically summarized. For the global model fit statis-
tic, the range of the posterior distribution was inspected to see whether it contained 0. For the 
item-level fit statistics, the median of the sampling distribution was compared to the ob-
served proportion correct. The item-level statistics allowed the authors to make modifications 
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to their Q-matrix and, upon estimation of the model with the new Q-matrix, they obtained 
a better global and item-level fit. 

12.3.3 limited-information fit statistics

The c2 statistic and the G statistic in Section 12.1 are based on the entire response pattern 
and are thus called full-information goodness-of-fit statistics. In contrast, the statistics in this 
subsection are called limited-information goodness-of-fit statistics because they focus only on 
summary characteristics of the response pattern distribution. Alternatively, the latter term is 
also used to denote fit statistics that use only subsets of the response pattern distribution, 
rather than merely summary statistics. 

To demonstrate the use of limited-information fit statistics in simple terms, consider first 
a fit statistic based on univariate information methods. This could be a fit statistic that is based 
only on the observed and expected responses to a single item. For example, the proportion-
correct statistic that Sinharay and Almond (2007) used as a measure of global fit is based on 
univariate information only. Here we will use the previous two-item assessment as an exam-
ple. Recall that 50 people had answered Item 1 incorrectly and that the other 50 people had 
answered it correctly. Under the assumption of independence between responses to different 
items, we would expect exactly this response distribution for this item. This is technically 
due to the fact that DCMs use the univariate information to define model parameters—item 
difficulty specifically—thereby leading to a perfect reproduction of the observed data and fit 
statistic values of 0 in this context. Conceptually, however, fit statistics based on univariate 
information that are computed at the item level can be useful. They are useful in models that 
do not necessarily reproduce the observed response pattern where they can be aggregated 
across items to produce an index of overall model fit.

Whereas univariate fit statistics are questionable in many DCMs, fit statistics based on 
bivariate information methods will be much more powerful at detecting problems with model 
fit. As its name indicates, bivariate information methods produce fit statistics from pairs of 
items. Therefore, all information will be based on the contingency table of possible responses 
to a pair of items. We have seen such an example already in Table 12.1 where a c2 statistic 
was computed for the responses to Item 1 and Item 2. Limited-information fit statistics can 
be generalized to include higher-order dependencies among item responses. For example, fit 
statistics based on trivariate information methods would be defined based on triples of items, 
although interpreting such statistics can become increasingly difficult with higher orders of 
dependency. 

Not surprisingly, limited-information fit statistics are easier to compute than full- 
information statistics because the data demands for their use are much more practical. The 
trade-off in their use, however, is that model fit can only be evaluated up to the complexity 
of dependency that their definition permits. In other words, if a bivariate information fit 
statistic indicates that the data-model fit is acceptable, one only learns that the fit is accept-
able up to bivariate dependencies, but not higher-order dependencies. In practice, however, 
this may suffice for evaluating data-model fit, especially in light of the complexity of more 
comprehensive fit statistics. Moreover, limited-information fit statistics provide an elegant 
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conceptual bridge toward full-information fit statistics, which account for all possible resid-
ual dependencies, and we generally recommend their use.

Within the context of DCMs, limited-information methods have indeed seen an increase 
in popularity for just these reasons. For example, de la Torre and Douglas (2004) report 
model fit evaluations using bivariate information in the form of item-pair association mea-
sures. Templin and Henson (2006) expand upon this idea by using resampling methods to 
provide a p-value for their test statistic, which was the root mean squared error for the model-
predicted tetrachoric correlation matrix and the observed tetrachoric correlation matrix be-
tween all pairs of items. 

Finally, note that limited-information fit statistics can be summed across all items (uni-
variate case), all pairs of items (bivariate case), triples of items (trivariate case), or other suit-
able definitional levels to produce an overall index of model fit. Such an overall index of 
model fit, however, does not have an easily accessible sampling distribution because the item 
responses have dependencies and sampling distributions are specified under the assumption 
of independence. One possible solution is to use the Monte Carlo approach of Section 12.3.1 
with these statistics to obtain empirical sampling distributions (Templin & Henson, 2006). 
As an alternative, a general framework for determining the sampling distribution and associ-
ated p-value of an aggregated test statistic was recently developed by Maydeu-Olivares and 
Joe (2005), building on work by Bartholomew and Leung (2002), Joe and Maydeu-Olivares 
(2006), as well as Cai, Maydeu-Olivares, Coffman, and Thissen (2006). Unfortunately, at this 
time, their procedure is computationally complex and is primarily of theoretical interest; 
however, upcoming computational advances may make its use in practical testing situations 
more feasible.

12.4 an examPle of goodness-of-fit evaluation

To provide a reasonably realistic example of the evaluation of goodness-of-fit of a DCM, we 
use the 15-item diagnostic assessment of English grammar developed by a research center of 
a large midwestern university that was taken by 2,922 nonnative English speakers (Henson 
& Templin, 2007); we used this example already in Chapter 8. The Q-matrix used for the 
analysis was originally developed for a longer version of the test, and it contains three attri-
butes: knowledge of lexical rules, knowledge of cohesive rules, and knowledge of morpho-
syntactic rules. In the diagnostic assessment, each item was associated with 1.47 attributes, 
on average, with eight items requiring one attribute and seven items requiring two attributes. 
Moreover, knowledge of lexical rules was measured by 10 items, knowledge of cohesive rules 
by six items, and knowledge of morphosyntactic rules by six items as well. The authors esti-
mated the parameters of a saturated LCDM using Mplus. 

As expected, Figure 12.2 shows the typical pattern for full-information fit statistics in 
DCMs, which is that different statistics, here the c2 and the G statistic, provide conflicting 
results similar to Figure 12.1. Next, using the TECH10 option, we can inspect univariate and 
bivariate item fit statistics. Figure 12.3 shows the item fit statistics for Item 1, with incorrect 
responses labeled Category 1 and correct responses labeled Category 2. The univariate 
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fit statistics are based on the estimated probabilities listed under H1 (observed data) and H0 
(model-predicted data). As expected, the DCM reproduces the observed data perfectly, and, 
thus, the c2 and the G statistic for Item 1 are both 0. At the end of the TECH10 output one 
can also find the aggregated values of the test statistics across all items, which are 0 as well. 
The bivariate fit statistic information, which is shown in Figure 12.4 for Item 9 and Item 13 
as an example, provides a much better sense of which items do not fit well. Again, all prob-
abilities listed under H1 are the observed probabilities, and all probabilities listed under H0 
are the model-predicted probabilities. The test statistics for these items are c2 = 12.659 and 
G = 12.228. Both can be compared against a c2 distribution with 1 degree of freedom, which 
yields very small p-values < .001. Recall, however, that the p-values cannot fully be trusted 
because the null distribution is only approximate for bivariate items due to potential residual 
dependencies among excluded items that are ignored. Such bivariate information can then 
be summarized to identify all item pairs with problematic residual dependencies and aggre-
gated across all pairs to provide a global fit statistic. For this assessment, the global fit statis-
tics based on either the c2 fit statistics or the G fit statistics produce high values indicating 
the need for model refinement. 

figure 12.2. Full-information fit statistics for LCDM analysis of reading assessment data. 

Chi-Square Test of Model Fit for the Binary and Ordered Categorical
(Ordinal) Outcomes**

          Pearson Chi-Square

          Value                          37,394.780
          Degrees of Freedom                 32,716
          P-Value                            0.0000

          Likelihood Ratio Chi-Square

          Value                           6,401.050
          Degrees of Freedom                 32,716
          P-Value                            1.0000

figure 12.3. Univariate fit statistics for Item 1 for the LCDM analysis of the reading data. 

     UNIVARIATE MODEL FIT INFORMATION

                               Estimated Probabilities
                                                  Standardized
     Variable              H1           H0          Residual
                                                   (z-score)
     X1
       Category 1        0.197        0.197          -0.003
       Category 2        0.803        0.803           0.00
       Univariate Pearson Chi-Square                  0.000
    Univariate Log-Likelihood Chi-Square              0.000
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12.5 evaluating relative model fit 

Up to this point, we have discussed only absolute model fit. That is, the idea was always that 
a particular DCM was fit to the data, and then either the global model fit or item-level fit was 
evaluated using suitable fit statistics. Absolute fit should always be of concern to an analyst. 
At the same time, the comparison of the relative fit of different DCMs is also important, par-
ticularly as a first step before absolute model fit is assessed after certain candidate models 
have been eliminated. 

Two commonly used fit statistics for this purpose are known as information criteria, be-
cause their theoretical derivation draws heavily on the definition of statistical information in 
models. We do not go into those details here, but we do want to note that the two most com-
monly used information criteria are Akaike’s information criterion (AIC) (Akaike, 1974), and 
the Bayesian information criterion (BIC) (Schwarz, 1976), which we discussed in previous 
chapters. Both criteria can be represented by Equation 12.5,

 information criterion = –2 ln(L) + kp (12.5)

where L is the log-likelihood value found in the DCM analysis and p is the total number of 
item and structural parameters in the DCM. The definition of AIC and BIC differs only in 
terms of the term k. For the AIC, k is always equal to 2. For the BIC, k is equal to the log of 
the sample size (i.e., k = ln(n)). Both AIC and BIC represent statistical compromises between 
model fit and model parsimony, which means that overly complex models that lead to a small 
improvement in fit compared to much simpler models will be penalized. For both of these 
statistics, lower values are desirable. Several modified information criteria that are based on 
the AIC and the BIC exist in the literature as well. For instance, there is a sample-size adjusted 
AIC, a Bayesian index called DIC, and Bayes’ factors (e.g., de la Torre & Douglas, 2004; 

figure 12.4. Bivariate fit statistics for Item 9 and Item 13 for the LCDM analysis of the reading data. 

     BIVARIATE MODEL FIT INFORMATION

                                              Estimated Probabilities
                                                                 
Standardized
     Variable       Variable              H1           H0          
Residual
                                                                  
(z-score)
     X9             X13
       Category 1     Category 1        0.048        0.038           2.722
       Category 1     Category 2        0.107        0.116          -1.625
       Category 2     Category 1        0.141        0.150          -1.458
       Category 2     Category 2        0.705        0.695           1.134
       Bivariate Pearson Chi-Square                                 12.659
       Bivariate Log-Likelihood Chi-Square                          12.228
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Sinharay & Almond, 2007). Yet, at the time of writing, we know of no exhaustive studies that 
have been published comparing the efficacy of various information criteria in DCMs in depth 
and suggesting practical guidelines for interpreting different magnitudes of differences. 

To demonstrate how comparisons of models can be accomplished using information 
criteria, we revisit the diagnostic reading assessment from Section 12.4 and fit four compet-
ing DCMs: the saturated LCDM, the C-RUM, the DINA, and the DINO. Table 12.4 shows the 
values of these information criteria for the four models and emphasizes that the choice of in-
formation criterion matters for model choice. The model with the lowest AIC was the LCDM, 
but the model with the lowest BIC was the DINA model. 

Discrepancies in model selection using information criteria can occur with some fre-
quency, thereby causing great worry to analysts sometimes. Furthermore, comparative model 
fit can be misleading in that the set of candidate models that is chosen could all fit poorly in 
an absolute sense. Hence, a more desirable strategy would be to first evaluate the absolute 
model fit of each model using the methods discussed in Sections 12.3, preferably with a 
statistical hypothesis test of global model fit. If multiple models seem to fit the data relatively 
well because their p-values all exceed a threshold such as .05, for example, then information 
criteria could be used to select the most parsimonious model from the set. If such procedures 
are not followed, then the final model selected may not appropriately fit the data, even if it 
fit better than the rest of the models used. Arguably, however, the set of candidate models 
may be small once models with poor absolute fit have been excluded. Considerations such 
as ease of communication of model results to stakeholders may drive the final selection more 
than the pure empirical selection using information criteria.

12.6 evaluating Person fit

In traditional measurement models, a set of person (i.e., respondent) fit statistics has been de-
veloped to determine which individuals are not apparently fit well by a model (see, e.g., 
Emons, Sijtsma, & Meijer, 2005; Meijer & Sijtsma, 2001). Several person fit statistics have 
been developed for use in DCMs also. For example, Cui, Leighton, Gierl, and Hunka (2006) 
developed a person fit statistic for the attribute hierarchy method and Chiu and Douglas 
(2008) developed a person fit statistic that paralleled such statistics in item response theory. 

taBle 12.4. comparison of relative fit of 
dcms using information criteria

 Number of 
Model parameters AIC BIC

DINO 37 45,095.729 45,316.990
DINA 37 45,067.750 45,289.010
CRUM 44 45,026.881 45,290.002
LCDM 51 45,019.275 45,324.256
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To date, both of these methods are being evaluated for their effectiveness and are not yet 
widely available, which is why we do not comment on their utility at this point. 

12.7 cHaPter conclusion

Each of the model fit statistics presented in this chapter can be thought of as a check of 
the conditional independence assumption of a DCM, which states that there should be no 
residual dependencies among item responses once the DCM is fit. Similar to other multi-
dimensional measurement models, a DCM is supposed to be the only necessary explana-
tory mechanism for the dependencies in the response data. Thus, if either the DCM or the 
Q-matrix within the DCM is incorrect, the conditional independence assumption is likely 
to be violated. 

As discussed in Rupp and Templin (2008a), there are multiple scenarios in which a  
Q-matrix may be incorrect. The scenarios where attributes are omitted from items are analo-
gous to having more dimensionality present than the model permits. Alternatively, if the 
Q-matrix is overparameterized in that too many attributes are included in the Q-matrix, 
conditional independence is not violated. Instead, the DCM may not provide a valid estimate 
for the unnecessary attributes included in the Q-matrix. In general, unnecessary model pa-
rameters will cause more error in the estimation of the essential model parameters, leading 
to inaccuracies in respondent classification. Unfortunately, overspecified Q-matrices can be 
difficult to detect in practice.

The assessment of model fit in DCMs is an evolving field, with many new methods 
 appearing in recent journal articles. The basic premise of any model fit index should be to 
provide the user with information as to whether or not the model does a good job at approxi-
mating the data structure. With the exception of the univariate limited-information fit statis-
tics, we feel that any application should provide at least one reliable index of global model fit 
and one set of reliable indices of local model fit to allow others to judge the defensibility of 
the conclusions drawn from the model. At the same time, we strongly caution against the use 
of relative fit statistics as the only measures of model-data fit, because they do not speak to 
whether or not a model actually fits the data in an absolute sense. Person fit statistics are an 
ongoing research area in DCMs and will likely yield significant advances in the near future 
that can complement rich narratives about model-data fit other levels for DCMs. In the fol-
lowing chapter, we discuss how to describe the discriminatory ability of items, which presup-
poses that an acceptable fit of a model to the data has been established with the methods 
described in this chapter.
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13

Item Discrimination Indices for DCMs

In this chapter, we discuss several different means for identifying “good” items in a statistical 
sense. In casual terms, a “good” item is one that discriminates well between respondents 
with different levels of ability, disposition, or another set of latent characteristics that are 
measured by a diagnostic assessment whose response data are modeled with a DCM. Under-
standing the discriminatory power of items is important for the construction of diagnostic 
assessments with DCMs more broadly and for computer-adaptive applications of DCMs 
more narrowly. Although such indices are an important tool for understanding the statistical 
quality of a diagnostic assessment, they should never be used exclusively for determining 
which items should be added, revised, or deleted from a given diagnostic item pool. Substan-
tive considerations about item content, item format, or attribute complexity along with other 
relevant factors for a given assessment context should be considered as well.

This chapter is divided into three main sections. In Section 13.1 we describe basic ways 
of defining item discrimination based on ideas from classified test theory (CTT) (e.g., This-
sen & Wainer, 2001, Chapter 2). We define a generic index for item discrimination, and then 
we develop a global item discrimination index and an attribute-specific item discrimination 
index for DCMs from it. In Section 13.2 we discuss these indices for the LCDM and show 
how these two indices can be computed for the four core DCMs that we introduced in Chap-
ter 6, the DINA model, the reduced NC-RUM, the DINO model, and the C-RUM. In Section 
13.3 we extend the concept of item discrimination indices grounded in CTT to item discrimi-
nation indices grounded in item response theory. Specifically, we first review the concept of 
statistical information and then introduce the Kullback–Leibler information as a particular 
type of statistical information that is useful for DCMs. In alignment with Section 13.1, we 
develop a global item discrimination index and an attribute-specific item discrimination in-
dex using this information function, and we show how it can be computed for a simple diag-
nostic assessment context. 
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13.1 Basic concepts for item Discrimination inDices 

In CTT, item discrimination is a measure of the relationship between an item score and the 
total test score. For dichotomously scored items, it is typically defined as either the point-
biserial correlation or biserial correlation between the item score and the total score on the test. 
Consequently, more discriminating items are those that respondents with a high total score 
on the assessment answer correctly and those with a low total score answer incorrectly. 

As an alternative to the point-biserial or biserial correlation, item discrimination in CTT 
is also sometimes measured as the difference in the proportion of respondents who respond 
correctly to the item in the upper tail of the total score distribution with those who respond 
correctly to it in the lower tail of the total score distribution (e.g., the upper 25 or 30% versus 
the lower 25 or 30%). Letting pu and pl denote the proportion of correct responses to an item 
for respondents from the upper and lower tail of the total score distribution, respectively, we 
can simply define a global discrimination index for item i as di = pu – pl. 

A similar concept can be used for DCMs. Once a DCM has been estimated, it is possible 
to identify those respondents that should correctly and incorrectly respond to each item. 
However, unlike many assessments analyzed within CTT or other unidimensional IRT mod-
els, DCMs measure multiple attributes such that a univariate total score distribution cannot 
be used to determine an upper and lower tail of a distribution of respondents. Instead, it is 
necessary to draw on the attribute mastery profiles that are modeled by the DCM. 

Thus, the fundamental question of item discrimination for DCMs is, “How well does this 
item help me to differentiate between respondents who have mastered “more” attributes and 
respondents who have mastered “fewer” attributes?” Specifically, let pah

 denote the probabil-
ity of a correct response to an item for a respondent who has mastered several of the attributes 
measured by an item; the subscript h simply denotes the word “high.” Similarly, let pal

 de-
note the probability of a correct response to an item for a respondent who has mastered fewer 
of the attributes measured by an item; the subscript l simply denotes the word “low.” With 
these two probabilities at hand, in alignment with the intuitive CTT index introduced above, 
a generic discrimination index for item i in the context of DCMs can be defined as follows: 

 di = pah
 – pal

 (13.1)

The next two sections describe two different methods for computing item discrimination 
based on Equation 13.1, one suitable for describing global item discrimination and one suit-
able for describing attribute-specific item discrimination. 

13.1.1 Basic concepts for Global item Discrimination indices 

The first approach to defining an item discrimination index for DCMs is perhaps the sim-
plest. It consists of comparing the item performance of respondents who have mastered none 
of the attributes measured by an item and those who have mastered all of them. This is con-
ceptually analogous to comparing respondents with low and high total scores on the assess-
ment as in CTT, even though the attribute mastery profiles are multidimensional. Thus, items 
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that are better able to discriminate between those respondents who have mastered all mea-
sured attri butes and those who have not mastered any measured attributes will have larger 
differences di = pah

 – pal
 than items that are not as well able to do so. 

This measure of discrimination does have the limitation that the attribute complexity for 
the item as specified in the Q-matrix is ignored, however. Put differently, the value of the item 
discrimination index is only based on its ability to separate respondents who have mastered 
all measured attributes to respondents who have not mastered any of the attributes. There-
fore, it does not take into account what attributes the item is actually measuring. While the 
index provides a general benchmark for discrimination, it should probably not be used exclu-
sively to remove poorly discriminating items unless it is combined with other substantive 
considerations about item content, format, and attribute complexity.

13.1.2 Basic concepts for attribute-specific item  
Discrimination indices

As an alternative to the broad item discrimination index defined in the previous section, it is 
useful to define a more specific measure of item discrimination that provides information 
about which items are most useful in measuring each specific attribute. Consequently, in-
stead of using the probability of a correct response for those respondents who have mastered 
all measured attributes to those respondents who have not mastered any measured attributes, 
this index compares respondents who have mastered a specific measured attribute to those 
who have not mastered this specific measured attribute. 

Though intuitively simple, this approach has an important practical drawback: it can 
lead to a large number of latent class comparisons that could be made for items that measure 
multiple attributes. As an example, consider again the basic arithmetic item 2 + 3 – 1 = ?, 
which measures two attributes, Addition and Subtraction. If one were to compute its discrimi-
natory power for measuring the attribute Addition, the value padditionh

 would be defined as the 
probability of a correct response by a respondent who has mastered addition and paddition l

 
would be defined as the probability of a correct response by a respondent who has not mas-
tered addition. However, these probabilities do not provide any information about whether 
or not either type of respondent has or has not mastered subtraction. 

To underscore this point, Table 13.1 shows all possible combinations of attribute pro-
files that could conceivably be used for computing the probabilities used to define an item 
discrimination index for the attribute Addition. For example, the first frame for comparison 
compares respondents who have mastered both addition and subtraction (i.e., ah = [1,1]) to 
respondents who have not mastered addition but have mastered subtraction (i.e., al = [0,1]). 

In order for an attribute-specific item discrimination index to be useful, it needs to be 
able to indicate whether mastery of a particular attribute can be distinguished well from non-
mastery of that attribute with a particular item. As a result, any frame for comparison must 
only differ by the attribute of interest. In the mathematics item example, when the focus is 
on the discriminatory power of the item with respect to the attribute addition, the second 
and fourth frames for comparison cannot be used, because they confound mastery states of 
both attributes. 
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Thus, to determine which of the remaining two frames for comparison would be most 
suitable for computing an item discrimination index for the attribute Addition, a choice needs 
to be made. We propose to choose the frame for comparison that results in the largest dis-
crimination index, which is intuitively appealing as it describes the largest possible discrimi-
natory power for an item with respect to a particular attribute. Using the example in Table 
13.1, we would have to use either the frame for comparison defined in row 1 or the frame in 
row 3. For items that measure a larger number of attributes, this procedure could require 
several computations in order to determine the frame for comparison that results in the larg-
est discrimination index.

Particular DCMs actually simplify this process because of internal parameter restric-
tions in the models, which may or may not be a practical advantage. For example, models 
that do not contain attribute-specific parameters such as the DINA and DINO models result 
in attribute-specific item discrimination parameters that are the same for each attribute. This 
does not make the computation of such an index meaningful for decision making about 
items with respect to attributes, but the computation itself is simplified. 

In terms of the LCDM framework, attribute-specific item discrimination indices are 
meaningfully defined for attributes when the main effects of the LCDM are defined for each 
item and attribute separately, which amounts to not having parameter restrictions across 
attributes under traditional DCM parameterizations. In this case, a different value for the 
attribute-specific discriminatory power of an item will be obtained for each item, making a 
classification of items based on such an index practically useful. 

13.2 item Discrimination inDices for Dcms

This section consists of two parts. In Section 13.2.1 we discuss how to compute global and 
attribute-specific item discrimination indices using the LCDM. In Section 13.2.2 we discuss 
in detail how to compute global and attribute-specific item discrimination indices for the 
core DCMs presented in Chapter 6, because they can be defined via particular parameter 
restrictions in the LCDM. 

To discuss item and attribute specific discrimination for the LCDM we begin by expand-
ing the simple example presented in Section 13.1. Assume that the item 2 + 3 – 1 = ? has been 
calibrated with an unconstrained LCDM, which results in one intercept estimate, li,0 = –2, 

taBle 13.1. possible frames for attribute profile 
comparisons

Frame for ah a l 
comparison [addition, subtraction] [addition, subtraction]

1 [1,1] [0,1]
2 [1,1] [0,0]
3 [1,0] [0,0]
4 [1,0] [0,1]
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estimates for two main effect parameters, li,1(1) = 1.5 and li,1(2) = 1, as well as one two-way 
interaction effect parameter estimate, li,2(1,2) = 2. Thus, the probability of a correct response 
for this item is:

 exp[–2 + 1.5(ac,Add) + 1(ac,Sub) + 2(ac,Add)(ac,Sub)]  P(Xic = 1|a l) = ——————————–——————————— (13.2)
 1 + exp[–2 + 1.5(ac,Add) + 1(ac,Sub) + 2(ac,Add)(ac,Sub)]

Using this equation, we can then compute the probability of a correct response for the 
four possible attribute profiles that respondents can be assigned to. These are: 

1. P(Xi1 = 1|a1 = [0,0], li) = .12
2. P(Xi2 = 1|a2 = [1,0], li) = .38 
3. P(Xi3 = 1|a3 = [0,1], li) = .27 
4. P(Xi4 = 1|a4 = [1,1], li) = .92

To compute the global item discrimination index for this item, we must compare the 
probability of a correct response for those respondents who have mastered all of the mea-
sured attributes to the probability of a correct response for those respondents who have not 
mastered any of the measured attributes, which is di = .92 – .12 = .80. To compute the at-
tribute-specific item discrimination for the attribute Addition, we must use the frames for 
comparison in row 1 and row 3 of Table 13.1. The frame for comparison in row 1 results in 
di,Add = .92 – .27 = .65, whereas the frame for comparison in row 3 results in di,Add = .38 – .12 
= .26. Because the value for the first frame for comparison is larger, we define the attribute-
specific item discrimination index for this item with respect to the attribute Addition as 
di,Add = .65. A similar procedure would be used to compute the attribute-specific item dis-
crimination for the attribute Subtraction.

In the remainder of the second section of this chapter, we show the item discrimination 
indices for the core DCMs that we discussed in Chapters 6 and 7. We use the traditional 
parameterization from Chapter 6 to derive these indices, but we also remind readers how the 
models can be parameterized under the LCDM based on Chapter 7. We organize our descrip-
tion again by model type and include the DINA and the reduced NC-RUM as noncompensa-
tory models as well as the DINO and C-RUM as compensatory models. Note that the NIDA 
and NIDO models are not discussed in this chapter because their model parameters are de-
fined at the attribute level. Consequently, all items measuring the same attributes are consid-
ered equal in terms of their discriminatory power to differentiate between respondents with 
different attribute mastery profiles. 

13.2.1 the Dina model

The DINA model, in its traditional parameterization, contains two parameters, which were 
called the “guessing” and the “slipping” parameter. Recall that the slipping parameter (si) of 
an item describes the probability of responding incorrectly to the item even though all mea-
sured attributes have been mastered. The guessing parameter (gi) of an item describes the 
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probability of responding correctly to the item even though at least one of the measured 
attributes has not been mastered. For ease of presentation, Equation 13.3 reproduces the 
DINA model equation from Chapter 6, which also contains an indicator variable ξic that 
represents whether a respondent in latent class C has mastered all measured attributes for 
item i (ξic = 1) or not (ξic = 0):

 pic = P(Xic = 1|ξic) = (1 – si)ξicgi
1–ξic (13.3)

where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response for item i for respondents in latent class c, ξic is the global at-
tribute mastery indicator for item i in latent class c, (1 – si) is the probability of not slipping 
for item i, and gi is the probability of guessing for item i. 

To define a global item discrimination index, we require the probabilities of a correct 
response to an item for respondents who have mastered all measured attributes and those 
who have not. For the DINA model, the difference in the probability of a correct response for 
a respondent who has mastered all measured attributes (ξic = 1) and a respondent who has 
not mastered at least one of the measured attributes (ξic = 0) is given directly by the two item 
parameters in the model. Specifically, 

 pah
 = (1 – si)1gi

1–1 = (1 – si) (13.4)

and 

 pa l
 = (1 – si)0gi

1–0 = gi (13.5)

Therefore, the global item discrimination index for the DINA is equal to: 

 di,DINA = pah
 – pa l

 = (1 – si) – gi (13.6)

To illustrate the computation of this index, Table 13.2 shows the four items measuring 
addition and subtraction that we have used throughout the book. For each item, the slipping 
and guessing parameter estimates are provided along with the global discrimination index. 
Table 13.2 shows that Item 4 (8 + 12 = ?) has the highest global item discrimination in-
dex, d4,DINA = .93, whereas Item 1 (2 + 3 – 1 = ?) has the lowest global item discrimination 

taBle 13.2. Global Dina item Discrimination indices for mathematics example

 Q-matrix

# Item Addition Subtraction Multiplication Division gi si di,DINA

1 2 + 3 – 1 = ? 1 1 0 0 .30 .08 (1 – .08) – .30 = .62
2 4/2 = ? 0 0 0 1 .12 .05 (1 – .05) – .12 = .83
3 5 * 3 – 4 = ? 0 1 1 0 .02 .15 (1 – .15) – .02 = .83
4 8 + 12 = ? 1 0 0 0 .02 .05 (1 – .05) – .02 = .93
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index, d1,DINA = .62. However, as we mentioned in Section 13.1, the global item discrimina-
tion index does not take into account the attribute complexity as specified in the Q-matrix. 
That is, even though an item like Item 1 may have the lowest global item discrimination, it 
may be one among only a few items that measures a set of attributes jointly. Thus, one may 
want to consider retaining the item even if the global discrimination index is lower than for 
other items. 

The DINA model contains only item-level parameters whose values do not depend on 
the number of attributes that each item is measuring. Put differently, the maximal attribute 
discrimination occurs when comparing a respondent who has mastered all attributes to a 
respondent who has not mastered any measured attributes. Consequently, the values of at-
tribute-specific item discrimination indices will be identical for each item; these values are 
shown in Table 13.3. Note that Table 13.3 is equivalent to Table 13.2 except that it shows the 
attribute-specific item discrimination values for item i and attribute a, which are denoted dia, 
in lieu of the Q-matrix entries. 

In general, for the DINA model, a “good” item will have small slipping and guessing 
parameters, which means that the global and attribute-specific item discrimination indices 
are large unless an attribute is not measured by an item in which case the attribute-specific 
item discrimination index is 0. Recall from Table 7.7 that under the LCDM parameterization 
the only model parameters that are needed to parameterize the DINA model are an intercept 
term (li,0) as well as the highest K-way interaction term corresponding to the K attributes, 
out of all possible attributions, measured by an item (li,A(aa′…)). Global and attribute-specific 
item discrimination indices can then be computed under the LCDM parameterization of the 
DINA model using these parameters.

13.2.2 the reduced nc-rUm 

Recall from Chapter 6 that the reduced NC-RUM contains parameters that are specific to 
both the items and the attributes. Under the traditional parameterization, the probability of 
a correct response is defined as:

 pic = P(Xic = 1|ac) = pi
*∏

A

a=1
ria

*(1–aca)qia (13.7)

taBle 13.3. Global and attribute-specific Dina item Discrimination indices for 
mathematics example

 dia

# Item Addition Subtraction Multiplication Division dDINA

1 2 + 3 – 1 = ? .62 .62 0 0 .62
2 4/2 = ? 0 0 0 .83 .83
3 5 * 3 – 4 = ? 0 .83 .83 0 .83
4 8 + 12 = ? .93 0 0 0 .93
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where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response for item i for a respondent in latent class c, qia is the indicator 
from the Q-matrix that indicates whether attribute a is measured by item i, aca is the attribute 
mastery indicator for attribute a in latent class c, pi

* is the probability of a correct response 
to item i when all measured attributes have been mastered, r*

ia is the item- and attribute-
specific penalty for not having mastered attribute a for item i, and ac is the vector with all 
attribute mastery indicators for latent class c.

To define a global item discrimination index for the reduced NC-RUM, again first we 
require the probability of a correct response to item i for a respondent who has mastered all 
measured attributes, which is given in Equation 13.8:

 pah
 = pi

*∏
A

a=1
ria

*(1–1)qia = pi
* (13.8)

Second, we again require the probability of a correct response to item i for a respondent 
who has not mastered any measured attributes, which is given in Equation 13.9:

 pal
 = pi

*∏
A

a=1
ria

*(1–0)qia = pi
*∏

A

a=1
ria

*qia (13.9)

Therefore, the global item discrimination index for the full NC-RUM, dNC-RUM, is defined as: 

 di,NC-RUM = pah
 – pal

 = pi
* – pi

*∏
A

a=1
ria

*qia (13.10)

 = pi
*[1 – ∏

A

a=1
ria

*qia]
For illustration purposes, consider again the same mathematics example from above 

whose estimation results with the full NC-RUM were presented in Table 6.10 in Chapter 6 
previously; here we use only the parameters that define the reduced NC-RUM for illustration 
purposes. Table 13.4 shows those item parameter estimates along with the global item dis-
crimination index computed according to Equation 13.10. As Table 13.4 shows, the item with 
the largest global item discrimination index is Item 2 (4/2 = ?), which reveals a difference of 

taBle 13.4. Global reduced nc-rUm item Discrimination indices for  
mathematics example

   Addition Subtraction Multiplication Division 

# Item pi
* r*

i1 r*
i2 r*

i3 r*
i4 

di,NC-RUM 

1 2 + 3 – 1 = ? .90 .20 .40 0 0 .90 – (.90)(.20)(.40) = .83
2 4/2 = ? .95 0 0 0 .10 .95 – (.95)(.10) = .86
3 5 × 3 – 4 = ? .80 0 .70 .15 0 .80 – (.80)(.70)(.15) = .72 
4 8 + 12 = ? .72 .05 0 0 0 .72 – (.72)(.05) = .68
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.86 in the probability of a correct response between those respondents who have mastered 
all measured attributes and those who have not mastered any measured attributes. However, 
contrary to the DINA model, it is important to realize that for the reduced NC-RUM the 
global item discrimination index masks the differential discriminatory ability of each item for 
each attribute. Due to its parametric complexity, it is more informative to inspect attribute-
specific item discrimination indices for the reduced NC-RUM.

To determine the attribute-specific item discrimination for the reduced NC-RUM, we 
need to compare the probability of a correct response to an item for a respondent who has 
mastered all measured attributes and for a respondent who has mastered all attributes except 
attribute a due to the noncompensatory structure of the model. This comparison will result 
in the maximum attribute-specific item discrimination because it zeroes in on the attribute-
specific difference in response probabilities without confounding the mastery states of other 
attributes. As an example, consider computing the discriminatory power of Item 1 with re-
spect to Attri bute 1, Addition. The probability of a correct response for a respondent who has 
mastered all four attributes (a16 = [1,1,1,1]) is:

 pah
 = pi

*∏
A

a=1
ria

*(1–1)qia

 = pi (13.11)
 = .90

and is compared to the probability of a respondent who has mastered all attributes except 
Attribute 1 (a5 = [0,1,1,1]), which is: 

 pil
 = pi

*ri1
*(1–0)1ri2

*(1–1)1ri3
*(1–1)0ri4

*(1–1)0

 = pi
*ri1

*

 = (.90)(.20) 
(13.12)

 = .18

Therefore, the attribute-specific item discrimination index for Attribute 1 is equal to:

 dia = pah
 – pal

 = .90 – .18 = .72 (13.13)

Generally, the attribute-specific discrimination for Item i with respect to Attribute a is:

 dia,NC-RUM = pah
 – pal

 = pi
* – pi

*ria
*qia = pi

* (1 – ria
*qia) (13.14)

which is structurally similar to Equation 13.9 except that the product term consisting of the 
penalty probabilities for all measured attributes in Equation 13.10 has been replaced by a 
single penalty probability for the attribute under consideration in Equation 13.14. Using 
Equation 13.14, we can compute the attribute-specific item discriminations for the mathe-
matics example, as shown in Table 13.5. Table 13.5 shows, for example, that the most dis-
criminating item for Attribute 1 is Item 1 (2 + 3 – 1 = ?) because di1,NC-RUM = .72, but that 
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the item with the highest level of attribute-specific item discrimination is Item 2 (4/2 = ?) for 
Attribute 4 because di4,NC-RUM = .86. By defining attribute-specific item discrimination in ad-
dition to global item discrimination, it becomes numerically clearer how both types of dis-
crimination interact to tell a story about how well items are functioning.

In general, for the reduced NC-RUM, a “good” item will have a high p i
* estimate in ad-

dition to low r*
ia estimates. That is, a “good” item is one that should be answered correctly by 

those respondents who have mastered all measured attributes and should not be answered 
correctly by respondents who have not mastered a particular measured attribute. In this case, 
the resulting dNC-RUM and dia values will be high. Recall from Table 7.7 that under the LCDM 
parameterization for the reduced NC-RUM, the only model parameters that are needed are 
the intercept term (li,0) and the main effect parameters of the attributes (li,a(a)); the k-way 
interaction terms (l

∼
i,k(aa′...)) are defined as functions of these terms. Global and attribute-

specific item discrimination indices can then be computed under the LCDM parameteriza-
tion of the reduced NC-RUM using these parameters.

13.2.3 the Dino model

Recall from Chapter 6 that the DINO model, in its traditional parameterization, contains 
only two model parameters. Like the DINA model, the DINO model has a slipping parameter 
(si) and a guessing parameter (gi) for each item only and divides respondents into two mutu-
ally exclusive groups for each item. However, the DINO model differs from the DINA model 
in that these two groups are respondents who do not possess any measured attributes and 
respondents who possess at least one measured attribute, respectively. Because of the simi-
larities between the two models, global item discrimination for the DINO model is defined 
in the same way as in the DINA model. 

The equation for the DINO model is reproduced here from Chapter 6 for convenience 
purposes: 

 pic = P(Xic = 1|wic) = (1 – si)wicgi
1–wic (13.15)

where P(⋅) is a probability, pic is the probability of correct response to item i in latent class c, 
Xic is the observed response to item i for respondents in latent class c, wic is the latent response 
variable for latent class c on item i, (1 – si) is the probability of not slipping for item i, and gi 

taBle 13.5. Global and attribute-specific reduced nc-rUm item  
Discrimination indices

  Addition Subtraction Multiplication Division

# Item di1,NC-RUM di2,NC-RUM di3,NC-RUM di4,NC-RUM 
di,NC-RUM

1 2 + 3 – 1 = ? .72 .54 0 0 .83
2 4/2 = ? 0 0 0 .86 .86
3 5 × 3 – 4 = ? 0 .24 .68 0 .72
4 8 + 12 = ? .68 0 0 0 .68
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is the probability of guessing for item i. To compute a global item discrimination index for the 
DINO model, we require the difference in the probability of a correct response for respond-
ents who possess at least one of the measured attributes (wic = 1) and respondents who do 
not possess any of the measured attributes (wic = 0). These are given directly by the two item 
parameters in the model similar to the DINA model. Specifically, the first probability is equal 
to the probability of “not slipping,”

 pah
 = (1 – si)1gi

1–1 = (1 – si) (13.16)

and the second probability is equal to the probability of “guessing,”

 pa l
 = (1 – si)0gi

1–0 = gi (13.17)

Therefore, the global item discrimination index for the DINO model is equal to: 

 di,DINO = pah
 – pa l

 = (1 – si) – gi (13.18)

To illustrate the computation of the global item discrimination index for the DINO 
model, the pathological gambling example with the GRI from previous chapters will be used 
again. Table 13.6 shows four sample items from the GRI, along with the estimated item pa-
rameters for the DINO model and the global item discrimination index values. Table 13.6 
shows that the least discriminating of these four items is Item 2 (“I have gotten into trouble 
over things I have done to finance my gambling”) with a global item discrimination index of 
d2,DINO = .25, which is much lower than that of the other three items. Therefore, it would be 
important to determine whether there is a theoretical justification for modifying this item 
given, of course, the caveat that this index does not consider the attribute complexity of the 
item. 

Just as with the DINA model, because there are no unique parameters for each item and 
attribute, an attribute-specific item discrimination is not very informative in this model be-
cause the model assumes that all attributes are measured equally well for an item. Neverthe-

taBle 13.6. Global Dino item Discrimination indices for pathological  
Gambling example

# Item  Q-matrix si  gi di,DINO

1 I am private about my gambling experiences. 1 0 0 0 .08 .17 (1 – .08) – .17 = .75
2  I have gotten into trouble over things I have  0 1 1 0 .40 .35 (1 – .40) – .35 = .25 

done to finance my gambling.
3  I have gambled with money that I intended  0 0 0 1 .05 .02 (1 – .05) – .02 = .93 

to spend on something else.
4  I have gone to great lengths to obtain money  0 1 1 1 .03 .02 (1 – .03) – .02 = .95 

for gambling.
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less, the global and attribute-specific item discrimination indices are shown in Table 13.7 for 
the pathological gambling example for completeness. 

In general, for the DINO model, a “good” item will have small slipping and guessing 
parameters, which means that the global and attribute-specific item discrimination indices 
are large unless an attribute is not measured by an item in which case the attribute-specific 
item discrimination index is 0. Recall from Table 7.7 that under the LCDM paramertization 
for the DINO model the only two model parameters needed are the intercept term (li,0) and 
a single additional parameter (li) that is constrained to equality across all attribute variable 
combinations. Global and attribute-specific item discrimination indices can then be com-
puted under the LCDM parameterization of the DINO model using these parameters.

13.2.4 the c-rUm

Recall from Chapter 6 that the C-RUM is similar to the full NC-RUM and the reduced NC-
RUM in that the model contains unique parameters for each item and attribute. Because of 
this, a similar approach to defining global and attribute-specific item discrimination indices 
can be used for the C-RUM. For convenience, the formula for the C-RUM is reproduced here 
from Chapter 6 in Equation 13.19.  

 exp(li,0 + ∑
A

a=1
li,1,(a)acaqia)

 pic = P(Xic = 1|ac) = —–—————————— (13.19)

 1 + exp(li,0 + ∑
A

a=1
li,1,(a)acaqia)

where P(⋅) is a probability, exp(⋅) is the exponential function (a constant equal to approxi-
mately 2.718 raised to the power of the terms in the parentheses), pic is the probability of 
correct response to item i for respondents in latent class c, Xic is the observed response to 
item i for respondents in latent class c, qia is the indicator from the Q-matrix indicating 
whether attribute a is measured by item i, aca is the attribute mastery indicator for attribute 
a in latent class c, li,0 is the intercept parameter for item i, and li,1,(a) is the slope parameter 
for item i and attribute a. li,0 is related to the probability of a correct response for a respond-
ent who does not possess any of the measured attributes, and li,1,(a) is related to the change 

taBle 13.7. Global and attribute-specific Dino item Discrimination indices for 
pathological Gambling example

# Item dia,DINO di,DINO

1 I am private about my gambling experiences. .75 0 0 0 .75
2  I have gotten into trouble over things I have done to finance my  0 .25 .25 0 .25 

gambling.
3  I have gambled with money that I intended to spend on  0 0 0 .93 .93 

something else.
4 I have gone to great lengths to obtain money for gambling. 0 .95 .95 .95 .95
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in this probability when the ath attribute is possessed. Recall that the main-effect parameters 
li,1,(a) describe an increase in the response probability due to possession of an additional mea-
sured attribute because the C-RUM is a compensatory model whereas r*

ia in the NC-RUM 
describes a penalty for nonmastery of a measured attribute. 

The global item discrimination index for the C-RUM is defined as the difference in the 
probability of a correct response for respondents who possess all measured attributes and 
respondents who do not possess any of the measured attributes. Specifically, the probability 
of a correct response for a respondent who possesses all measured attributes in the C-RUM is:

 exp(li,0 + ∑
A

a=1
li,1,(a)(1)qia) exp(li,0 + ∑

A

a=1
li,1,(a)qia)

 pah
 = —–—————————— = ——————–———— (13.20)

 1 + exp(li,0 + ∑
A

a=1
li,1,(a)(1)qia) 1 + exp(li,0 + ∑

A

a=1
li,1,(a)qia)

while the probability of a correct response for a respondent who does not possess any mea-
sured attributes is:

 exp(li,0) pa l
 = —–———— (13.21)

 1 + exp(li,0)

Therefore, the global item discrimination index for the C-RUM is equal to: 

 exp(li,0 + ∑
A

a=1
li,1,(a)qia) exp(li,0)

 di,C-RUM = pah
 – pa l

 = —–————————– - —–———— (13.22)

 1 + exp(li,0 + ∑
A

a=1
li,1,(a)qia) 1 + exp(li,0)

Consider again the four items from the pathological gambling example. Table 13.8 
shows the item parameter estimates from a C-RUM calibration, along with the global item 
discrimination index values for the four items. Table 13.8 shows that Item 4 (“I have gone to 
great lengths to obtain money for gambling”) has the highest global discrimination because 
d4,C-RUM = .87, whereas Item 1 (“I am private about my gambling experiences”) has the low-
est global discrimination because d1,C-RUM = .22. However, as was the case when using the 
NC-RUM, it is not optimal to consider only global item discrimination when evaluating the 
quality of an item in the C-RUM, because the model is flexible enough to provide attribute-
specific item parameters. 

In the case of the C-RUM, due to its compensatory structure, attribute-specific discrimi-
nation is the difference in the probability of a correct response for respondents do not pos-
sess any measured attributes and those who possess only the attribute under consideration. 
For example, to compute the discriminatory power of Item 1 with respect to Attribute 1 
(“The respondent lies to family or friends to conceal the extent of his or her gambling”), we 
need to compute the probability of an endorsement of the item for a respondent who pos-
sesses Attribute 1,
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 exp(li,0 + li,1,(1)) exp(–2.51 + 1.64)
 pah

 = —–——————— = ————————— = .30 (13.23)
 1 + exp(li,0 + li,1,(1)) 1 + exp(–2.51 + 1.64)

as well as the probability of an endorsement of the item for a respondent who does not pos-
sess any relevant attributes for that item,

 exp(li,0) exp(–2.51)
 pa l

 = —–———— = —————— = .08 (13.24)
 1 + exp(li,0) 1 + exp(–2.51)

Therefore, the attribute-specific item discrimination index for Attribute 1 is equal to:

 exp(li,0 + li,1,(1)) exp(li,0)d11,C-RUM = pah
 – pa l

 = —–——————— - —–———— = .30 – .08 = .22 (13.25)
 1 + exp(li,0 + li,1,(1)) 1 + exp(li,0)

The attribute-specific item discrimination can be computed in this manner for each at-
tribute for the four example items presented in Tables 13.6 to 13.8, which are shown in Table 
13.9. For example, Table 13.9 shows that Item 2 and Item 4 provide identical discriminatory 
power with respect to Attribute 3 because d23,C-RUM = d43,C-RUM = .16, but Item 2 seems to be 
better at measuring Attribute 2 than Item 4 because d22,C-RUM = .48 > .07 = d42,C-RUM. There-
fore, it might make sense to drop Item 4 from the gambling inventory based on this dis-
crimination information alone. In practice, of course, content considerations regarding how 
important the individual items are for defining the pathological gambling construct would be 
considered as well. Statistically, for example, dropping Item 4 would also lead to a loss of 
measurement precision for Attribute 4, which underscores that the refinement of a diagnos-
tic assessment is always a compromise between substantive and statistical considerations.

taBle 13.8. Global c-rUm item Discrimination indices for pathological Gambling 
example

# li,0  li,1,(1) li,1,(2) li,1,(3) li,1,(4) di,C-RUM

       exp(–2.51 + 1.64) exp(–2.51)
1 –2.51 1.64 0 0 0 d1,C-RUM = ————————— – —————— = .22
       1 + exp(–2.51 + 1.64) 1 + exp(–2.51)

       exp(–1.24 + 2.11 + 0.75) exp(–1.24)
2 –1.24 0 2.11 .75 0 d2,C-RUM = ———————————— – —————— = .61 
       1 + exp(–1.24 + 2.11 + 0.75) 1 + exp(–1.24)

       exp(–1.76 + 3.12) exp(–1.76)
3 –1.76 0 0 0 3.12 d3,C-RUM = ————————— – —————— = .65 
       1 + exp(–1.76 + 3.12) 1 + exp(–1.76)

       exp(–3.21 + 1.12 + 1.84 + 2.54) exp(–3.21)
4 –3.21 0 1.12 1.84 2.54 d4,C-RUM = ——————————————— – —————— = .87
       1 + exp(–3.21 + 1.12 + 1.84 + 2.54) 1 + exp(–3.21)
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Recall from Table 7.7 that under the LCDM only two types of model parameters are 
needed to parameterize the C-RUM. These are the intercept term (li,0) and the set of main 
effect parameters (li,1(a)). Global and attribute-specific item discrimination indices can then 
be computed under the LCDM parameterization of the C-RUM model using these parameters. 
In general, what makes a “good” item under a C-RUM depends on the values of the intercept 
and the slope parameters jointly. Based on how the discrimination indices are defined, how-
ever, the most influential components are the slopes associated with those attributes whose 
mastery is relevant in the computation of a particular index. This suggests that the slopes 
themselves can be used as a means of gauging the discriminatory power of an item. The 
higher the value of a slope, the more the probability of a correct response changes as a func-
tion of the mastery of the attribute associated with the slope. 

13.2.5 summary of item Discrimination indices for core Dcms

The discrimination indices in this chapter provide a quick and simple measure of the diag-
nostic value of an item regarding either all attributes taken together, in the case of the global 
discrimination index, or each attribute taken separately, in the case of the attribute-specific 
discrimination index. These indices can be used as a “rough” guide to determining those 
items that could be removed or revised because they are not statistically behaving as expected 
by design. Table 13.10 summarizes these indices for the four models that we have discussed 
in this section. As we stated at the outset, these item discrimination indices are descriptive 
statistics similar to those frequently used in CTT. In the following section of this chapter, we 
discuss alternative measures of item discrimination that are more closely grounded in IRT.

13.3 information-BaseD item Discrimination inDices  
for Dcms

The previous section defined global or attribute-specific item discrimination as a difference 
in the probability for a correct response between respondents who have mastered “more” 
mea sured attributes for an item and those who have mastered “fewer” measured attributes. 

table 13.9. Global and attribute-specific c-rUm item Discrimination indices for 
pathological Gambling example

 Attribute-specific Global

# Item di1,C-RUM di2,C-RUM di3,C-RUM di4,C-RUM di,C-RUM

1 I am private about my gambling experiences. .22 0 0 0 .22
2  I have gotten into trouble over things I have  

done to finance my gambling. 0 .48 .16 0 .61
3  I have gambled with money that I intended  

to spend on something else. 0 0 0 .65 .65
4  I have gone to great lengths to obtain money  

for gambling. 0 .07 .16 .30 .87
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While the intuitively appealing and practically easy to compute, they are of a rather descrip-
tive nature. Moreover, the simplicity of their computation depended on the type of constraints 
placed on the model parameters under either the traditional or LCDM parameterizations, 
which can lead to computationally cumbersome cases. For example, if no constraints were 
placed on the model parameters in the LCDM in an exploratory study, then the maximum 
value of the attribute-specific item discrimination requires computations including a large 
number of model parameters. To overcome such limitations, in this section we describe an 
approach to defining the discriminatory power of an item that is based on the concept of 
statistical information, which grounds the approach firmly within an IRT framework. 

Statistical information is a quantity that describes how much information an item pro-
vides about different values of the latent variable(s) of interest. It is used frequently in 
computer-adaptive assessment to determine which item should be administered next to a 
respondent based on his or her current latent variable estimate of ability or disposition. The 
item that is selected in such algorithms is the one that provides the most statistical informa-
tion at the current respondent estimate, thus allowing the algorithm to zero in on the true 
estimate with high precision and efficiency. In a traditional IRT context, the specific type of 
statistical information that is used in these algorithms is also known as Fisher information 
based on the researcher who developed it. Fisher information is inversely related to the stand-
ard error of the respondent estimate. Thus, the larger the value of the Fisher information at a 
particular latent-variable value, the smaller the standard error of that respondent parameter 
estimate will be. While this information measure is widely used, it is only defined for models 
where the latent variables are continuous—as in traditional IRT models, for example—and 
so it cannot be used in the context of DCMs, which contain discrete latent variables. 

As an alternative, researchers have proposed using the Kullback-Leibler information (KLI) 
in the context of DCMs (e.g., Chiu, 2008; Henson & Douglas, 2005; Henson, Roussos, 
Douglas, & He, 2008). The KLI measures the “difference” between a target distribution f(X) 
and a reference distribution g(X). This is technically accomplished by computing the ex-
pected value of the natural logarithm of the ratio of the density of f(X) and the density of g(X) 
as shown in Equation 13.26:

 f(X)
 KLI( f(X), g(X)) = Ef[ln[——]] (13.26)
 g(X)

where KLI is the Kullback-Leibler information, f(X) and g(X) are functions, Ef is the expected 
value with respect to function f(X), and ln[⋅] is the natural logarithm. Thus, when the two 
distributions f(X) and g(X) are identical, KLI = 0, and larger distributional differences are 
reflected in larger values of the KLI. Most importantly for the present context, unlike Fisher 
information, KLI does not require that f(X) or g(X) be continuous functions. 

To develop a basic intuition and understanding of the KLI in the case when the distribu-
tions are discrete, consider two scenarios of rolling two six-sided dice. In the first scenario, 
let us assume that the dice are both fair. Thus, when rolling either die the chances of seeing 
any number X between 1 and 6 are equally likely. As a result, f(X) and g(X) are both discrete 
distributions that take on the values of 1/6 ≈ .167 for each of the six possible outcomes on 
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each die separately. Since the distributions for the two dice are the same, one would expect 
the value of the KLI to be 0 in this case, which is indeed what happens. The computations 
are shown in Equation 13.27:

 f(1) f(2) f(3) f(4) f(5) f(6)
KLI = f(1)ln[——] + f(2)ln[——] + f(3)ln[——] + f(4)ln[——] + f(5)ln[——] + f(6)ln[——]  g(1) g(2) g(3) g(4) g(5) g(6)

 .167 .167 .167 .167 .167 .167
 = .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] .167 .167 .167 .167 .167 .167
= 0  (13.27)

Now let us assume in a second scenario that the second die is not fair. Specifically, let 
us assume that the value X = 6 is most likely with a 30% probability, the values X = 5 and X 
= 4 are second to most likely with a 20% probability each, and the remaining values of X = 
1, X = 2, and X = 3 are least likely with a 10% probability each. Equation 13.28 shows that 
the difference in the two distributions, f(X) for the fair die, and g(X) for the unfair die, differ 
by .097. Note that this value by itself is not particularly meaningful, except that it can be 
used to compare other distributions of unfair dice to the distribution of the fair die to make 
an overall judgment about which distribution is most similar to the one for the fair die.

 f(1) f(2) f(3) f(4) f(5) f(6)
KLI = f(1)ln[——] + f(2)ln[——] + f(3)ln[——] + f(4)ln[——] + f(5)ln[——] + f(6)ln[——]  g(1) g(2) g(3) g(4) g(5) g(6)

 .167 .167 .167 .167 .167 .167
 = .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] + .167 ln[——] .100 .100 .100 .200 .200 .300
= .097  (13.28)

The KLI is often referred to as the Kullback-Leibler “distance” largely because it is re-
lated to the dissimilarities between two different distributions. However, this can be mislead-
ing. Although the KLI has a lower bound of 0 and increases as the two distributions in it 
become more different, the value of the KLI is not symmetric, which does not make it a dis-
tance measure in the statistical sense. For example, if the two distributions in the unfair die 
example were reversed, KLI = .096, which is different from the value obtained via Equation 
13.28. Although the two values are only slightly different in this example, they may vary dra-
matically in many other contexts leading to very different conclusions depending on which 
distribution is designated as f(X) and which one is designated as g(X). Nevertheless, thinking 
of the KLI as a distance measure can be useful for didactic purposes if the statistical caveat is 
kept in mind. 

13.3.1 constructing Diagnostic assessments with the Kli

To discuss use of the KLI for construction of a diagnostic assessment in the context of DCMs, 
we first revisit the basic idea of assessment assembly from a statistical perspective. Statistically 
speaking, the goal is to construct a diagnostic assessment that can accurately and reliably 
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classify respondents into distinct latent classes where each latent class is defined by a specific 
attribute profile. Specifically, a “good” diagnostic assessment is one where the responses to 
the items are as different as possible for respondents who have different attribute profiles. In 
other words, a “good” assessment is an assessment that discriminates well between respon-
dents from different latent classes based on the responses they provide to the items. 

To better explain the concept of discrimination within the context of the KLI, consider 
a very basic example where a two-item diagnostic assessment must be constructed to mea-
sure two different attributes. Table 13.11 provides the Q-matrices of two possible diagnostic 
assessments that could be constructed to achieve this purpose. The diagnostic assessment 
that could be considered “better,” from a statistical perspective, would be the one that pro-
vides a sharper discrimination between respondents with different attribute profiles, which 
turns out to be the first assessment in Table 13.11. The reason for this can be seen when the 
different expected responses of respondents with different attribute profiles are compared for 
the two diagnostic assessments, which are shown in Table 13.12. Based on the expected re-
sponse patterns, the second diagnostic assessment does not distinguish between respondents 
with attribute profiles a1 = [0,0] and a2 = [0,1], because respondents in both of these latent 
classes are expected to respond incorrectly to the two items. Thus, reasoning backwards, if 
one were to observe two incorrect responses, one would not be able to tell which of the two 
latent classes the respondents would have most likely come from. In contrast, the first diag-
nostic assessment would allow one to conclude that such respondents would have most likely 
come from the latent class a1 = [0,0], as that is the only latent class that is expected to lead 
to two incorrect responses. 

This basic idea of describing the discriminatory ability of different diagnostic assess-
ments can be formalized more completely using the KLI. In the first part of Section 13.3, we 
presented the definition of the KLI in terms of two different distributions, f(X) and g(X). To 

taBle 13.11. Q-matrices for two 
alternative two-item assessments

 Assessment 1 Assessment 2

Item a1 a2 a1 a2

1 1 0 1 1
2 0 1 1 0

taBle 13.12. expected responses for two alternative 
two-item assessments 

Attribute
 Assessment 1 Assessment 2

mastery profile Item 1 Item 2 Item 1 Item 2

a1 = [0,0] Incorrect Incorrect Incorrect Incorrect
a2 = [0,1] Incorrect Correct Incorrect Incorrect
a3 = [1,0] Correct Incorrect Incorrect Correct
a4 = [1,1] Correct Correct Correct Correct
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apply the KLI to DCMs, the two distributions will be defined as the conditional distributions 
f(X|au) and g(X|av) where au and av generically represent any two attribute profiles and X 
is the vector of observed responses to the assessment. In other words, the idea is to compare 
the expected response patterns for the items on a diagnostic assessment for respondents with 
two different attribute profiles. 

Equation 13.29 shows the KLI using these two conditional distributions:

 f(X|au) KLI( f(X|au), g(X|av)) = Ef[ln[——–—]] (13.29)
 g(X|av)

Note that Equation 13.29 defines the KLI for the entire diagnostic assessment, which means 
that the values f(X|au) and g(X|av) describe the ability of the diagnostic assessment overall to 
discriminate well between respondents with two distinct attribute profiles. Because responses 
to items are assumed to be conditionally independent for respondents within a particular 
latent class, it can be shown that Equation 13.29 can be analogously written as follows:

 f(Xi|au) KLI( f(X|au), g(X|av)) = ∑
I

i=1
Ef[ln[——–—]] g(Xi|av) 

(13.30)
 = ∑

I

i=1
KLI( f(Xi|au), g(Xi|av))

where KLI is the Kullback–Leibler information, f(⋅) and g(⋅) are functions, Ef is the expected 
value with respect to function f(⋅), X is the response vector or matrix, ln[⋅] is the natural loga-
rithm, au and av are two distinct attribute vectors, and ∑(⋅) is the summation sign across all 
I items. Quite simply, the overall KLI can be decomposed into the sum of the KLI values for 
the items on the diagnostic assessment. The fact that Equation 13.30 contains a sum and not 
a product is simply the result of the fact that the logarithm is used, because the logarithm 
of a product is equal to the sum of the logarithms of the product terms. Moreover, the KLI for 
a particular dichotomously scored item is simply the sum of the two distinct outcomes for the 
item (Xi = 0 and Xi = 1) as shown in Equation 13.31: 

 P(Xi = 1|au) P(Xi = 0|au) KLI( f(Xi|au), g(Xi|av)) = P(Xi = 1|au) ln[————–—] + P(Xi = 0|au) ln[————–—] P(Xi = 1|av) P(Xi = 0|av) 
  (13.31)

In other words, since either Xi = 0 or Xi = 1 for each item, the conditional distributions have 
only two values that are the probabilities of a correct and an incorrect response. The compu-
tation of the KLI is then relatively simple, as the probabilities for a correct and incorrect re-
sponse for a given attribute profile are directly provided by the DCM that is used to calibrate 
the assessment. 

To illustrate these ideas, let us revisit the two alternative two-item assessments from 
Table 13.11 and assume that the item responses can be adequately modeled using a DINA 
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model under an LCDM parameterization. Table 13.13 shows the parameter estimates from 
the DINA model alongside the diagnostic assessment designs from Table 13.11. Recall that 
the second diagnostic assessment was not able to distinguish between the two attribute pro-
files a1 = [0,0] and a2 = [0,1], while the first diagnostic assessment was able to do so. Con-
sequently, we would expect the KLI for these two attribute profiles to differ for the two diag-
nostic assessments. 

To compute the KLI for these two diagnostic assessments and all attribute profiles, we 
need the KLI values for each item, which, in turn, require the probabilities of a correct and 
incorrect response on the basis of the LCDM model parameters. Such values are shown in 
Table 13.14 for attribute profiles a1 = [0,0] and a3 = [1,0]. For example, the KLI for Item 1 
on Assessment 1, when comparing au = [0,0] to av = [1,0] is computed as follows using 
Equation 13.32:

 (.10) (1 – .10)
 KLI( f(X1|au), g(X1|av)) = (.10) ln[——] + (1 – .10) ln[——–—] = 1.15

 (.80) (1 – .80) (13.32)

Note that this same comparison could be made for item 2, but item 2 only measures attri-
bute 2, so the KLI for this comparison is 0. Then, to compute the KLI for the two-item assess-
ment 1 comparing au = [0,0] to av = [1,0], these two values (1.15 and 0.00) are summed. 

Note, however, that this computation only utilized two out of the four possible attribute 
profiles and, thus, only two out of all possible (4

2) = 6 comparisons. Moreover, because of the 
asymmetric nature of the KLI, there are actually 16 possible KLI values for each of the two 
diagnostic assessments in this example, which are shown in Table 13.15. Three properties of 
Table 13.15 are noteworthy. First, all diagonal elements for both diagnostic assessments are 
0, which follows from the definition of the KLI. Second, as stated earlier, the table is not sym-
metric showing that the assignment of the two distributions matters. Third, as the attribute 

taBle 13.13. Q-matrices and Dina parameters for two alternative 
two-item assessments

 Assessment 1 Assessment 2

Item a1 a2 li,0 li,2(12) a1 a2 li,0 li,2(12)

1 1 0 –2.20 3.58 1 1 –2.20 4.39
2 0 1 –1.10 2.83 1 0 –1.73 3.12

taBle 13.14. probability of a correct response for 
two attribute profiles for two alternative two-item 
assessments

 Assessment 1 Assessment 2

Item a1 = [0,0] a3 = [1,0] a1 = [0,0] a3 = [1,0]

1 .10 .80 .10 .10
2 .25 .25 .15 .80
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profiles differ by more attributes, the values of the KLI increase, which shows that the KLI is, 
indeed sensitive to the degree of dissimilarity between attribute profiles. 

In addition, all off-diagonal KLI values for Assessment 1 are nonzero, which shows that 
one is able to differentiate between all different attribute profiles with this diagnostic assess-
ment. However, some of the off-diagonal elements for Assessment 2 are 0, which shows that 
one cannot distinguish between all potential attribute profiles with this diagnostic assess-
ment. Furthermore, the magnitudes of the KLI values show the distinct diagnostic power of 
each diagnostic assessment for differentiating between different attribute profiles. For exam-
ple, Assessment 2 has a higher power for differentiating between respondents who have not 
mastered any attributes and those who have mastered all attributes, as the KLI values are 
2.81 and 2.74 for Assessment 2 compared to 2.16 and 2.05 for Assessment 1. At the same 
time, one is better able to distinguish between respondents who have mastered only the first 
attribute and those who have mastered only the second attribute with Assessment 1 as the 
KLI values are 2.26 and 1.94 for Assessment 1 compared to 1.05 and 0.98 for Assessment 2. 

In general, we can denote tables or matrices that show the KLI values for all possible 
comparisons of attribute profiles by the letter D. The letter “D” is chosen to denote the word 
“discrimination” because the KLI values in D provide information about how well items are 
able to discriminate between respondents with different attribute profiles. One way of com-
puting the overall discriminatory power of a diagnostic assessment would then be to simply 
compute a Di matrix for each item along with the matrix D⋅ for the entire diagnostic assess-
ment. The matrix D⋅ is simply computed as the sum of the matrices for the individual items,

 D = ∑
I

i=1
Di (13.33)

From a computer-adaptive or sequential diagnostic assessment assembly perspective, 
one could also think of selecting a new item at any given point in time such that the value of 
Di is largest for those cells in D⋅ that are currently smallest in value. Put differently, when 
constructing a traditional assessment using the Fisher information of each item, items are 
selected in such a way that the overall information function is highest in those regions of the 
latent variable space that are of most interest. Similarly, a diagnostic assessment can be con-
structed with the KLI such that the overall information in D⋅ is highest for the cells associated 
with those attribute profiles about which maximum discriminatory power is desired. 

taBle 13.15. all possible Kli Values for the two Diagnostic assessment

 Assessment 1 Assessment 2

 g(X ) g(X )

f(X ) [0,0] [0,1] [1,0] [1,1] [0,0] [0,1] [1,0] [1,1]

[0,0] 0.00 0.90 1.15 2.05 0.00 0.00 0.98 2.74
[0,1] 0.80 0.00 1.94 1.15 0.00 0.00 0.98 2.74
[1,0] 1.36 2.26 0.00 0.90 1.05 1.05 0.00 1.76
[1,1] 2.16 1.36 0.80 0.00 2.81 2.81 1.76 0.00



302 applICatIons

One limitation of such a method for item selection is that the matrix Di can become 
quite large as the number of attributes in the attribute profiles increases. In this simple ex-
ample where only two attributes were measured by each of the two assessments, the dimen-
sion of Di was only 4 × 4, but, in general for A attributes, this matrix will be of dimension 2A 
× 2A. For example, if a diagnostic assessment measured six attributes, the dimension of Di 

would be 26 × 26 = 64 × 64 = 4096, thus potentially containing a total of 4,032 unique KLI 
values (because all KLI values on the diagonal are 0 by definition). Consequently, it is useful 
to summarize the information contained in each Di or D⋅ overall in a simpler form as inspec-
tion or numerical parsing becomes increasingly cumbersome with higher dimensionalities. 
Methods for computing such summaries are described in the following section. 

13.3.2 Global item Discrimination indices Based on the Kli

One intuitively appealing method of summarizing all of the values in Di would be to compute 
their simple average (i.e., their arithmetic mean). One problem with this method is that it 
assumes that all elements of this matrix are of equal importance, when, typically, they are not. 
Certain attribute profiles are more similar than others and, thus, are harder to distinguish 
from one another. When two attribute profiles differ by a larger number of attributes, one 
would expect the value of the KLI to increase as well. In general, one would want to focus 
more on the ability of an item to discriminate attribute profiles that are more similar than 
those that are very different, because the former task is more difficult. Moreover, when an item 
discriminates well between respondents with similar attribute profiles, then it will certainly 
also do well at discriminating between respondents with very different attribute profiles. 

To formalize this idea, Henson and Douglas (2005) defined an index called the Cognitive 
Diagnostic Index (CDI), which weights each comparison between different attribute profiles 
by the number of attributes by which the two profiles differ. Specifically, the CDI for item i is 
denoted as Ci and defined as follows:

 
u
∑
≠v

h(au, av)Di,uv

 Ci = ————–—— (13.34)
 

u
∑
≠v

h(au, av)–1

where 

 h(au, av) = ∑
A

a=1
|aua – ava| (13.35)

and Di,uv is simply the entry in Di associated with attribute profiles au and av. The term 
h(au,av) is a count of the number of attributes that differ between the two attribute profiles 
that are compared. For example, if au = [0,0,1,1] and av = [1,0,1,0], then h(au,av) = |0 – 1| 
+ |0 – 0| + |1 – 1| + |1 – 0| = 1 + 0 + 0 + 1 = 2 because the two attribute profiles differ by 
two attributes. 

As a result, the CDI is a weighted average of the elements in Di where the KLI values 
associated with attribute profiles that differ by one attribute have the highest weight and the 
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KLI values associated with attribute profiles that differ by all A attributes have the smallest 
weight. In addition, the CDI excludes the diagonal elements of the matrix because h(au,av) 
= 0 for those elements. Finally, based on the properties of the KLI, the overall discriminatory 
power of a diagnostic assessment is equal to the sum of the CDI values for each item (i.e., 
C⋅ = ∑I

i=1Ci). A diagnostic assessment with a high value of C. is expected to classify respond-
ents correctly as masters or nonmasters of individual attributes more frequently than an as-
sessment with a lower value of C⋅.

Like the global item discrimination value defined in Section 13.2, the value of Ci is use-
ful in determining which items have poor discriminatory ability overall, but it does not take 
into account the attribute complexity of the items. Hence, it will not necessarily aid in con-
structing diagnostic assessments that have an optimal balance of different attribute combi-
nations that lead to a precise measurement of individual attributes. To illustrate this short-
coming of the CDI, consider again the two simple alternative diagnostic assessments with 
two items from above. Table 13.16 shows the Ci values for the two items on these two diag-
nostic assessments. 

Based on Table 13.16, one might conclude that all the items have similar global item 
discrimination. In fact, one might even conclude that the second diagnostic assessment has 
a higher discriminatory power, but this conclusion is driven by the fact that the specific dis-
criminatory weaknesses of that diagnostic assessment with respect to differentiating the two 
attribute profiles a1 = [0,0] and a2 = [0,1] is “washed out” with this index. In alignment with 
Section 13.1.2, the following section defines attribute-specific item discrimination using KLI.

13.3.3 attribute-specific item Discrimination indices Based  
on the Kli

The purpose of an attribute-specific item discrimination index is to provide a summary of 
each item’s power to measure each of the attributes on the diagnostic assessment for respon-
dents who have and have not mastered the attribute. As with the global item discrimination 
index defined in the previous section, the attribute-specific item discrimination index will be 
based on the elements of Di. However, the only cells in Di that are relevant for the attribute-
specific item discrimination index are those cells that contain KLI values associated with at-
tribute mastery profiles that include differences in the mastery state for the attribute of inter-
est. In addition, the attribute profiles that are used for comparisons should have the same 

taBle 13.16. cDi Values for two 
alternative two-item assessments

 Assessment 1 Assessment 2

C1  .75  .88
C2  .51  .61
C⋅ 1.26 1.49
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mastery states for all other attributes. Because the attribute profiles of interest all differ only 
by one attribute, which is the attribute of interest, they all receive the same weight. Specifi-
cally, the attribute-specific item discrimination index for item i and attribute a is denoted by 
Cia and defined as follows:

 1 Cia = —  ∑Di,uv (13.36)
 2A 

all relevant cells

and a summary index that describes the attribute-specific discrimination for attribute a for a 
diagnostic assessment can be defined as the sum of Cia across all items (i.e., C⋅a = ∑I

i=1Cia).
To illustrate the computation of these indices, consider again the two simple alternative 

two-item diagnostic assessments from above, specifically Assessment 2. Consider computing 
the attribute-specific item discrimination for Item 1 from Assessment 2; the matrix D1 that is 
used in this computation is shown in Table 13.17. To compute the discriminatory power of 
Item 1 with respect to Attribute 1, only those cells that are associated with attribute profiles 
that differ in their value on Attribute 1 are used, which yields C11 = 1/4(0 + 1.76 + 0 + 1.76) 
= .88. Similarly, the discriminatory power of Item 1 with respect to Attribute 2 is C12 = .88, 
the discriminatory power of Item 2 with respect to Attribute 1 is C21 = 1.02, and the discrimi-
natory power of Item 2 with respect to Attribute 2 is C22 = 0. 

Moreover, the discriminatory power of Assessment 2 with respect to Attribute 1 is C⋅1 = 
C11 + C21 = .88 + 1.02 = 1.90, while the discriminatory power with respect to Attribute 2 
is C⋅2 = C12 + C22 = .88 + 0 = .88. This shows that Assessment 2 is better at discriminating 
between respondents who have or have not mastered Attribute 1 than it is at discriminating 
those who have or have not mastered Attribute 2. The information provided by the Cia and 
Ca measures is consistent with the structure of the Q-matrix and the value of the item param-
eters from the DCM based on these indices. 

13.4 chapter conclUsion

This chapter provided a basic set of methods to measure the discriminatory power of an item, 
which was defined as the ability of an item to differentiate between respondents with differ-

taBle 13.17. the D1 matrix for 
assessment 2

 [0,0] [0,1] [1,0] [1,1]

[0,0] 0.00 0.00 0.00 1.76
[0,1] 0.00 0.00 0.00 1.76
[1,0] 0.00 0.00 0.00 1.76
[1,1] 1.76 1.76 1.76 0.00

Note. Entries relevant to computing the discriminatory 
power of Item 1 with respect to Attribute 1 are shown 
in boldface.
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ent attribute profiles. In the case of global item discrimination indices, the particular attri-
bute complexity of an item was ignored, whereas in the case of attribute-specific item dis-
crimination indices, the discriminatory power with respect to each attribute was summarized. 
In essence, the chapter described two different approaches for computing such indices. The 
first one was based on descriptive measures from CTT, and the second approach was based 
on information measures from IRT. 

It was shown throughout the chapter how both types of discrimination indices under 
both types of approaches have their strengths and weaknesses. Thus, it is important to un-
derstand that such indices can provide one, albeit certainly never the only, source of empiri-
cal evidence that can guide the construction or revision of a diagnostic assessment in practice. 
Just as in other assessment contexts, a blind application of such indices is never advisable, 
and additional considerations based on item content, format, or attribute complexity need to 
be taken into account to make sound diagnostic assessment design decisions.
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14

Accommodating Complex Sampling 
Designs in DCMs

In this final chapter of the book we take a look at several advanced topics regarding modeling 
data from diagnostic assessments with DCMs. Many of these topics will be familiar to readers 
from other areas of psychometrics because the current state of the art in latent-variable mod-
eling is being advanced in similar ways across different areas. In Section 14.1 we discuss es-
timating DCMs when they need to accommodate complex sampling designs of respondents. 
In Section 14.2 we discuss estimating DCMs when they need to accommodate complex sam-
pling designs of items. Finally, in Section 14.3 we discuss estimating DCMs when they need 
to accommodate additional sources of observed or unobserved heterogeneity in the data. 

14.1 Defining Complex Sampling DeSignS

As Mislevy and Rupp (2008) point out, the combination of complex sampling designs for 
respondents and items is common in many large-scale educational surveys such as the Na-
tional Assessment of Educational Progress (NAEP), Programme for International Student Achieve-
ment (PISA), Trends in Mathematics and Science Study (TIMSS), or Progress in Reading and 
Literacy Study (PIRLS). In these surveys, multiple assessment forms or booklets are given to 
respondents in a partially balanced booklet design (Frey, Hartig, & Rupp, 2009), and the 
respondents themselves are randomly sampled in multiple stages. In contrast to diagnostic 
assessments that do not rely on such design features, complex sampling designs for respon-
dents and items lead to data characteristics that DCMs should, ideally, accommodate to 
provide unbiased and efficient estimates of item and model parameters; Table 14.1 lists the 
key implications.

In short, complex sampling designs of respondents typically result in clustered data with 
unequal selection probabilities for respondents from different observed subgroups or strata. 
Complex sampling designs of items typically result in data missing by design as well as vari-



 Accommodating Complex Sampling Designs in DCMs 307

able item order and item context effects across booklets. Finally, under complex sampling 
designs for both respondents and items, typically all of these characteristics are jointly pres-
ent in the data, whereas none of these are present for simple sampling designs of respondent 
and items. 

14.2 aCCommoDating Complex Sampling DeSignS of 
ReSponDentS in DCms

Complex sampling designs of respondents are designs in which respondents are selected un-
der particular sets of constraints, possibly in multiple steps. They typically result in clustered 
data, because naturally occurring groups of respondents are selected jointly into the sample. 
This occurs, for example, when entire neighborhoods of respondents are sampled for an atti-
tudinal survey or when entire schools or classrooms within schools are sampled for an educa-
tional study on academic achievement. Most frequently, this leads to samples that are taken 
in multiple stages. For example, neighborhoods or school districts might be sampled in a first 
stage, and certain streets and schools might be sampled in a second stage; additional stages 
are possible. In any case, the result of the clustered sample is data that are nested or hierarchi-
cal in structure with dependencies among the observations within a particular cluster. 

In many studies that use clustered samples, unequal probabilities of selection are applied 
as well. This means that certain respondent groups have a greater chance of being selected 
into the sample than others (i.e., some respondent groups are systematically under- or over-
sampled). For example, African-American respondents might be oversampled in a predomi-
nantly Caucasian region of the country for an attitudinal survey on experiences with racial 
discrimination, or English language learners might be oversampled for an educational study 
on academic achievement that relies heavily on language skills for successful performance. 
Unequal selection probabilities require that the population is stratified by certain observed 
variables that are presumed to impact the outcome of interest such as ethnicity and language 
status in the examples above. The selection probabilities across strata can be disproportional 
to their individual size, which would happen when the same number of respondents is 
sampled across strata of different size. They can also be proportional to their size, which 

table 14.1. Statistical implications of Complex Sampling Designs

Sampling design
 Sampling design for items

for respondents Simple Complex

Simple —  Data missing by design 
Variable item order/context

Complex Clustered data Clustered data
 Unequal selection probabilities Unequal selection probabilities
  Data missing by design 
  Variable item order/context
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would happen when the number of respondents that is sampled from a particular stratum is 
reflective of the size of the stratum such that a larger number is sampled from larger strata 
and vice versa. In many large-scale surveys, all of these features are combined. For example, 
the PISA 2003 technical report describes the sampling design for PISA as follows:

The sampling design used for the PISA assessment was a two-stage stratified sample in most 
countries. The first-stage sampling units consisted of individual schools having 15-year old stu-
dents. . . . In all but a few countries, schools were sampled systematically from a comprehensive 
national list of all eligible schools with probabilities that were proportional to a measure of size. 
. . . This measure was a function of the estimated number of eligible 15-year old students en-
rolled. Prior to sampling, schools in the sampling frame were assigned to strata formed either 
explicitly or implicitly. . . . Once schools were selected to be in the sample, a list of each sampled 
school’s 15-year-olds students was prepared. From each list that contained more than 35 stu-
dents, 35 students were selected with equal probability, and for lists of fewer than 35, all students 
on the list were selected. . . . In two countries, a three-stage design was used. In such cases, geo-
graphical areas were sampled first (called first-stage units) using probability proportional to size 
sampling, and then schools (called second-stage units) were selected within sampled areas. Stu-
dents were the third-stage sampling units in three-stage designs. (pp. 46–47) 

Accommodating for complex sampling designs of respondents is necessary to ensure that 
neither parameter estimates (e.g., the intercept and slope parameter estimates in the LCDM) 
nor their standard error estimates are biased. Bias in parameter estimates can either be an 
over- or underestimation of the true value, whereas bias in standard errors almost always leads 
to an underestimation. This underestimation of the standard errors leads to hypothesis tests 
about parameters that lead to rejections of the null hypothesis more often than warranted 
(i.e., inflated type-I errors) as well as confidence intervals for parameters that are narrower 
than warranted (i.e., decreased coverage probabilities). The two principal means to accom-
modate complex sampling designs of respondents is to use weight-adjusted estimation or to 
use multilevel estimation approaches, potentially in combination. 

14.2.1 Weight-adjusted estimation

Weight-adjusted estimation can be used in different ways depending on the kind of weight 
used. Consider unequal selection probabilities first. In concrete terms, the raw sampling weight 
of a respondent is equal to the inverse of his or her selection probability and shows how 
many respondents in the population he or she represents. Using the raw weight would sug-
gest that the sample is larger than it actually is, however. As a result, this raw weight is typi-
cally adjusted to what is known as a relative sampling weight so that the actual sample size is 
preserved during estimation and hypothesis testing. The relative weight is simply the raw 
weight divided by its mean. 

Consider cluster sampling next. Cluster samples generally lead to a decrease in precision 
compared to a simple random sample, which is why they are not preferred from a statistical 
perspective in most cases but are simply necessary to make the survey practically feasible. 
The decrease in precision can be quantified through a statistic known as the design effect (Kish, 
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1965). The design effect is the ratio of the sampling variance for a statistic obtained under a 
given complex sampling design over the sampling variance that would have been obtained from 
a simple random sample of the same size. Given that cluster samples almost always lead to 
an increase in sampling variance, the design effect is typically a ratio greater than 1. That is, it 
typically represents the increase in sampling variance (i.e., the reduction in precision) of the 
parameter estimate for the complex sampling design compared to a simple random sample.

Design-effect weighting can be used in two principal ways. First, one can multiply the 
standard error estimate obtained through a DCM that ignores the clustering effect by the root 
design effect (i.e., the square root of the design effect). The adjusted standard errors can then 
be used to conduct hypothesis tests and to construct confidence intervals and will yield ap-
propriate type-I error rates and coverage probabilities. As a second method, one can adjust 
the relative weight of each respondent downward as a function of the overall design effect by 
multiplying the selection probability by the design effect. This effectively leads to a reduction 
in the effective sample size, which, in turn, leads to an increase in the standard error estimate 
as the desired outcome.

In practice, design-effect adjustment approaches have several major drawbacks. First, it 
may be difficult to obtain a reasonable estimate of the design effect without specialized soft-
ware. Second, the design effect will vary for each parameter of interest so that different sta-
tistics in the same survey will have different magnitudes of the design effect (Groves et al., 
2004). To simplify the resulting estimation process, analysts may have to use a gross effect as 
an approximate adjustment; otherwise, they are forced to repeat the adjustment procedure 
for different variables.

14.2.2 multilevel estimation approaches

An alternative approach to correcting for clustered data and to efficiently adjusting for un-
equal selection probabilities is to use multilevel DCMs. Multilevel formulations of statistical 
models, which have been pushed significantly into the mainstream of statistical analyses by 
Raudenbush and Bryk (2002), are regression models with unique error terms for each level 
of nesting in the data structure. For example, consider a data set in which students are se-
lected in a three-stage design as in the PISA example above such that students are nested 
within schools, which are nested within countries. In this scenario, one can represent the 
nested data structure using a three-level model, which is essentially a regular regression model 
that contains three error terms, with the major difference being that some regression param-
eters are generally allowed to vary randomly across schools and countries. 

Using multilevel models has the advantage that the clustering from the sampling design 
is directly modeled. Furthermore, stratification variables can be incorporated into the model 
as predictor variables at the appropriate level. For example, if schools are stratified by type 
(e.g., public, private), then a dummy variable can be incorporated at the school level of the 
statistical model, resulting in an additional predictor in the overall regression model. Sampling 
weights can also be incorporated into the model to account for unequal selection probabili-
ties across strata. Hence, using a multilevel model is generally a preferred unified approach 
to represent a complex sampling design of respondents.
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In the contexts of DCMs, a hierarchical model structure has recently been implemented 
in the software for estimating the GDM and applied to data from the Test of English as a 
Foreign Language (TOEFL), albeit without sampling weights or stratification variables (von 
Davier, 2007). As this work has shown, however, an application of such a complex DCM is 
not without challenges. For example, cluster sizes need to be large enough to avoid numerical 
instabilities during estimation that might result in unreliable parameter estimates. Similarly, 
it is not possible to estimate a DCM that allows for different skill distributions as well as dif-
ferent item parameters across different clusters of respondents. This is because one could not 
pinpoint the sources of differences in response probabilities in this case apart from the fact 
that such a model would contain too many parameters to be numerically estimable in a reli-
able manner. Interpreting the multitude of parameters in a hierarchical DCM requires care as 
well, especially when the model accommodates unobserved heterogeneity in the respondent 
population, which is the topic of Section 14.4 (see also von Davier, 2007).

14.3 aCCommoDating Complex Sampling DeSignS of itemS 
in DCms

One primary outcome of complex sampling designs for items is data missing by design. This 
exists, for example, when different booklets of an achievement test are administered to chil-
dren in the same classroom and across different classrooms, or when only selected items are 
administered to each respondent in an attitudinal survey that is administered via computer-
adaptive testing methods. The sampling structure for the former example is determined a 
priori, because the different test forms are developed before they are administered while it is 
determined a posteriori for the latter example, because the actual sequence of administered 
items is known only after all responding is completed. In either case, however, responses to 
certain items will be observed, and responses to other items will be missing by design. 

14.3.1 equating and linking for DCms

The use of complex sampling designs for items requires that the multiple assessment forms 
are connected appropriately via common items, which will require us to discuss issues of 
linking and equating in DCMs (e.g., Xu & von Davier, 2008b). Put simply, linking refers to the 
statistical process of connecting different scales, whereas equating refers to the statistical 
process of computing equivalent scores across scales that are linked but may vary in their 
metrics. 

It is not possible to link scales if the data sets for each scale do not have elements in 
common. That is, either different booklets that contain no overlapping items need to be 
given to the same group of respondents or different booklets need to have some items in 
common, so-called anchor items, if they are given to different groups of respondents. This is 
also true if different assessments are administered to the same group of respondents over 
time for the purpose of monitoring developmental trends. Use of the phrase “different groups 
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of respondents” in this context refers to the fact that respondent groups may have nonequiv-
alent distributions on the latent skill variables. 

Since the skill variables in DCMs are discrete, the issue of linking and equating is non-
trivial, and alternative strategies are empirically investigated. For example, Xu and von Davier 
(2008b) compared three different strategies that are based on having one assessment booklet 
already calibrated and a second one with anchor items that needs to be linked to it. The first 
strategy consisted of calibrating both booklets concurrently, with the common metric being 
established by fixing the item parameter values of the anchor items at their values from the 
first booklet. The second strategy was similar to the first, but the item parameters of both 
booklets were estimated separately. However, during the estimation of the item parameters of 
the second booklet, the parameter values of the anchor items were fixed at the values estimated 
from the first booklet. The third strategy was to estimate the parameter values of the anchor 
items freely in a concurrent calibration under the constraint that they are identical across the 
two booklets. In other words, all three strategies force the parameter values of the anchor items 
to be identical across booklets. While the first two strategies use the estimated values from 
the first booklet as “known” values of the anchor item parameters for the second booklet, the 
third strategy does not. The research results from this study cautiously suggests that there is 
not much of a difference between strategies one and two, but it is unclear, at this point, how 
generalizable these results are across different booklet designs and assessment condition.

14.3.2 modeling testlet effects in DCms

By definition, complex sampling designs for items also lead to variable item order and item 
context across different booklets or administrations. That is, the particular items respondents 
see can differ across booklets, as can the order in which different respondent groups see 
identical items if their position is rotated across booklets. Such effects are potentially always 
present in diagnostic assessments, but the use of multiple booklets allows one to empirically 
estimate their magnitude. The effects of item order can be quantified by simply estimating 
different item parameters for DCMs across different assessment booklets where the items are 
in a different position. The effects of item context are also known as testlet effects in the litera-
ture (e.g., Wainer, Bradlow, & Wang, 2007). Prototypical testlet effects arise when items have 
the same common stimulus, as is the case, for example, when multiple items are associated 
with the same passage in a reading comprehension assessment or when multiple items are 
associated with the same graphic in a mathematics assessment. 

Testlet effects are essentially indications of unwanted multidimensionality and can also 
be considered a method effect. In factor-analytic models, items with a common stimulus (i.e., 
context) are typically specified to have correlated residual terms to account for this depen-
dency. In modern IRT models, testlet effects are included as additional terms in the model. 
They are specified as random effects with a separate value estimated for each testlet and re-
spondent, such that the variation of these terms provides a gauge of how much residual de-
pendency there is in each testlet. Testlet effects in IRT contexts have been shown to lead to an 
underestimation of the standard error of parameter estimates it found during estimation. Just 
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as with complex sampling designs of respondents, ignoring such effects can lead to inflated 
type-I error rates for hypothesis tests and unduly narrow confidence intervals. 

Unfortunately, there is no current research that investigates the impact of testlet effects 
for DCMs. Although it is possible to compute certain descriptive statistics for testlet effects 
on the response data for DCMs, it would be more desirable to have a testlet-effect DCM avail-
able. Since it is not conceptually challenging to add a random-effects term into certain DCM 
formulations, this will certainly be a common feature of future estimation programs and 
software suites for DCMs.

14.4 aCCommoDating aDDitional SouRCeS of 
HeteRogeneity in DCms

One important additional source of heterogeneity in DCMs arises from the explicit modeling 
of multiple respondent groups for whom a diagnostic assessment might function differently. 
This is the case, for example, when different respondent groups systematically use different 
response strategies for the assessment items. There are essentially two ways of modeling such 
heterogeneity: through multiple observed groups and through multiple latent groups of re-
spondents. In either scenario, researchers ideally need to have a thorough understanding of 
why a diagnostic assessment functions differently for these groups, so that these theoretical 
models of differential responding can be translated into empirically testable hypotheses. In 
this sense, modeling multiple response strategies for subgroups of respondents adds another 
confirmatory layer to DCM analyses. 

When Q-matrices are identical across respondent groups, for example, this leads to an 
investigation of differential item functioning across subgroups for all items. If the group indica-
tors are unobserved, this approach is conceptually similar to mixture modeling in CFA or IRT 
(e.g., Rost & Carstensen, 2002; Von Davier & Carstenson, 2007). Representing DCMs with 
separate item parameters across groups can be achieved mathematically by adding a simple 
subscript g to each of the relevant model parameters to denote the respective group. 

Strategy differences across respondent groups may require that separate Q-matrices are 
fit for the different groups, which implies that the skills measured for the different groups are 
somewhat differently defined (e.g., de la Torre & Douglas, 2005). It may also happen that 
different numbers of skills need to be measured across the groups, which is akin to having 
different diagnostic assessment structures across the groups. This does not necessarily mean 
that the actual diagnostic assessment is different, however, as it may simply be the case that 
different numbers of dimensions can be empirically estimated for different groups. For in-
stance, it may be possible to empirically separate the four basic arithmetic skills of addition, 
subtraction, multiplication, and division in grade 3 since children are in the process of mas-
tering the former two but are just beginning to learn about the latter two. In grade 4, however, 
addition and subtraction have often been mastered to such a high degree that an empirical 
separation becomes impossible. Thus, even if the same diagnostic assessment were adminis-
tered across both grades, the number of attributes in grade 4 would be reduced compared 
to grade 3 (Kunina, Rupp, & Wilhelm, 2009). Even though this example might appear a bit 
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contrived, it is exactly these cases that researchers seem to have in mind when they conduct 
empirical simulation studies that investigate how robust model inference is toward mis-
specification of the Q-matrix due to attributes added or deleted (e.g., Hartz, 2002).

14.5 CHapteR ConCluSion

Most of the topics that we briefly described in this chapter have been addressed for some 
time in other latent-variable frameworks such as CFA or IRT. However, even in those frame-
works, they can be thorny issues when the models become highly multidimensional. Since 
DCMs are multidimensional latent variable models with discrete latent variables, accommo-
dating complex sampling designs of items and respondents can be done, but is only in its 
infancy as far as user-friendly implementations in available estimation programs are con-
cerned. We expect this section of the book to be substantially expanded in the second edition 
of this book.
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Glossary

Term Explanation Chapter

Absolute mastery decision  Judgment about whether a respondent has mastered a  5 
particular attribute or a set of attributes

Absolute model fit  The fit of a model to the observed response data  11 
without comparisons to other models

Adjacency matrix  A table that specifies which attributes are directly  4 
related to one another

Aggregated level inference  Interpreting attribute profiles for groups of respondents  2 
rather than individual respondents

Akaike’s information criterion   A statistic that is used to determine the relative fit of  5 
different statistical models

Alignment of curriculum,  The correspondence between what is prescribed in a  2
instruction, and assessment   curriculum, taught in a classroom, and measured by an  

assessment

Analysis of variance  A statistical method for analyzing how a series of  7 
categorical predictor variables influences the  
variation in a continuous-response variable

Anamnesis  The initial clinical assessment of a patient admitted for  2 
psychological or psychoeducational evaluation

Anchor item  An item that is administered on multiple forms of an  14 
assessment

And-gate The product term in the DINA model 6

Assembly model  A particular model in the evidence-centered desing  2 
framework that specifies how assessment components  
are put together

Attribute A latent characteristic of respondents 1

Attribute chain  A series of attributes that are linked to/dependent on  4 
one another
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Term Explanation Chapter

Attribute definition  A brief verbal description of what a latent attribute  4 
variable is supposed to measure

Attribute hierarchy  A description of how a set of attributes relates to one  4 
another

Attribute label  A word or phrase that captures the essential meaning of  4 
a latent attribute variable

Attribute profile  The particular pattern of values on the latent attribute  1 
variables that is assigned to a respondent

Attribute-mastery indicator  A latent variable in the NIDA model that indicates how  6 
measured attributes are applied during responding

Attribute-specific item A statistic that helps to describe how well a particular  13
discrimination index  item measures a particular attribute

Atypicality/Caution index  A statistic that is used in the rule-space methodology to  5 
capture the unusualness of observed response patterns

Automatic generation of items  The computer-assisted creation of items based on exact  2 
rules grounded in theories about cognitive response  
processes

Backing The fact that a particular argument can be supported 2

Backward propagation  The process of how information about attribute mastery  5 
in a Bayesian inference network is updated based on  
observed responses

Banking of items The process of storing items in a database or item pool 2

Base rate of an attribute  The proportion of respondents in the population who  3 
have mastered or possess a particular attribute

Baseline parameter  The probability in the full or reduced NC-RUM that a  6 
respondent provides a correct response or endorses an  
item when all relevant attributes have been mastered or  
possessed

Basic cognitive abilities  Elementary mental components that respondents draw  2 
on when they respond to items

Basic diagnosis  A preliminary classification of respondents in a more  2 
comprehensive diagnostic evaluation

Bayes’ theorem  A statistical equation that describes how the posterior  5 
probability of an event can be computed from the prior  
probability of an event and the likelihood of the data

Bayesian classification rule  A prescription of how respondents in the rule-space  5 
methodology are classified within a Bayesian framework

Bayesian data analysis/statistics/ A flexible estmation framework that is used for a wide  5
estimation   variety of statistical and psychometric models and treats  

unknown parameters as random quantities

Bayesian inference networks  A particular type of a diagnostic classification model  2 
that has a natural fit with Bayesian estimation
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Bayesian information criterion   A statistic that can be used to assess the relative fit of  5 
different diagnostic classification models derived within  
a Bayesian estimation framework

Bernoulli random variable  A statistical distribution for a dichotomous variable,  6 
which models the observed outcome as a function of  
the unobserved probability of the outcome

Between-item multidimensionality  The fact that each item on an assessment measures a  5 
distinct latent variable or attribute

Biserial correlation  A statistic that measures the association between a  8 
categorical and a continuous variable by assuming that  
the observed scores of the categorical variable stem from  
an underlying continuous variable

Bivariate information method Methods for computing fit statistics that incorporate  12
(for fit statistics)  information from two variables

Blueprint  A description of the structure of an assessment in terms  3 
of content strands, item formats, and other relevant  
characteristic

Booklet A particular form of an assessment 14

Boolean algebra  A set of logically rules that are used in the rule-space  5 
methodology to determine expected attribute profiles  
for respondents

Careless error  An unexpected incorrect/negative response to an item  6 
by respondents with attribute profiles that suggest a  
correct/positive response

Categorical data analysis  A branch of statistics that is concerned with how to  1 
model the relationship between nonnumeric variables

Causal relationship/Causality  The observation or belief that certain events are clearly  2 
determined/caused by by other events

Claim A statement 2

Classical test theory  A statistical framework for describing the numerical  1 
properties of an assessment and the latent characteris- 
tics of the respondents thatare characterized with it

Classification  The process of assigning respondents to unique latent  1 
classes

Clustered data  Data that are collected on respondents that are  14 
depedent on one another such as students in  
classrooms or residents in neighbourhoods

Coding instructions for attributes  A verbal description of how items need to be coded  4 
with respect to which attributes they measure

Cognitive design system  A framework for designing assessment items based on  2 
explicit and detailed theories of cognitive response  
processes
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Term Explanation Chapter

Cognitive diagnosis model Alternative label for diagnostic classification model 1

Cognitive psychometric model Alternative label for diagnostic classification model  1

Cognitive response processes  The mental processes that respondents engage in when  2 
they respond to assessment items

Compensatory latent-variable A statistical model with latent variables where a lack of  5
model   mastery/possession of a particular measured attribute  

can be made up by the mastery/possession of another  
measured attribute

Completeness term  A term in the reduced and full NC-RUM that is used to  6 
quantify the degree to which the responses to items 
depend on attributes that are not specified in the  
Q-matrix

Complex loading structure  The fact that some items on a diagnostic assessment  5 
measure more than one attribute

Comprehensive report  The final part of a psychological or psychoeducational 2  
evaluation of a patient

Condensation rule  A formula that states how different attributes combine  3 
to form an observed or latent response

Conditional probability A statistical distribution for certain outcomes that  5
distribution  depends on values of other parameters in the distribution

Conditional/Local independence  The fact that responses to items are independent once  6 
a sufficient number of latent variables has been included  
in a statistical model with latent variables

Conditional/Residual dependency  Any dependencies among item responses that are not  12 
accounted for by the number of latent variables in a  
statistical model with latent variables

Confirmatory factor analysis  A statistical framework for analyzing the association  1 
between observed item responses using one or multiple  
latent variables

Conjunctive condensation rule  A formula that states that all attributes measured by  5 
an item need to be mastered for respondents to provide  
a correct response/endorse the item

Consequential validity  An aspect of validity that describes positive and negative  2 
consequences of intended and unintended uses of an  
assessment

Construct  The latent characteristics of respondents that are  2 
measured by an assessment

Construct validity  An aspect of validity that describes how interpretations  2 
should be phrased beacus of which particular latent  
characteristics of respondents are measured by an  
assessment; also used as an umbrella term

Content aspect of validity  The description of which areas of the content domain  2 
of interest are measured by an assessment
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Contingency/Cross-classification A table that classifies respondents according to their  11
table  responses to several categorical variables

Convergence of algorithm  The situation where an estimation algorithm has  11 
reached a stable solution such that the estimated values  
change very little between iterations

Converging attribute hierarchy   A particular type of attribute hierarchy where several  4 
distinct attributes that are higher up in the hierarchy are  
alternatively or jointly required for attributes that are  
lower in the hierarchy

Correlation coefficient  A statistic that measures the association between two or  3 
more variables

Criterion-referenced interpretation  Statements about respondents that describe discrete  5 
states of mastery or possession of attributes

Cut-score  A point on a continuous proficiency scale that is used  3 
to divide the scale up into discrete levels for 
classification

Data missing by design  A result of a complex sampling design for items that  14 
leads to multiple forms of an assessment where responses 
to non-administered items are missing by intent

Decision concepts of validity  Aspects of validity that are concerned with how  2 
decisions about respondents can be justified based on  
their performance on an assessment

Design effect  A statistic that captures the increase in magnitude of the  14 
standard error due to a complex sampling design of  
respondents

Deterministic input  The latent response variable in the DINA model that  6 
describes whether a respondent should provide a  
correct or an incorrect response to an item based on his  
or her mastery states on the measured attributes

Diagnosis  A statistical classification of respondents as well as a  2 
comprehensive evaluation of respondents for the  
purpose of classification

Diagnostic assessment  An assessment that is designed to provide classifications  1 
of respondents

Diagnostic classification model  Statistical models with discrete latent variables that are  1 
used to classify respondents into one of several distinct  
latent classes associated with distinct attribute profiles

Diagnostic criteria Rules or statements that are used to classify respondents 3

Diagnostic information  Information that is used to provide classifications of  3 
respondents

Diagnostic measurement  The determination of whether respondents have  1 
mastered/possess several attributes with the aid of a  
diagnostic assessment and a suitable latent-variable  
model
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Diagnostic narrative  A verbal description of what a particular attribute profile  2 
means in substantive terms for the respondent to whom  
it is assigned

Diagnostic process  Use of a diagnostic assessment in a long-term program  2 
for diagnosing, remediating, and evaluating

Diagnostic report card/Diagnostic A verbal and pictorial summary of the results of a  3
score report  diagnostic assessment for an individual respondent

Dichotomous scores  Observed scores on items that take on only two distinct  5 
values such as 0 and 1

Differential diagnosis  A specific classification of respondents based on  2 
comparing different possible attribute profiles

Differential item functioning  The situation in which item response probabilities are  14 
different for respondents from different groups after  
they have been matched on the attributes that the  
assessment is measuring

Directed acyclic graph   A visual representation of the attribute relationships in  5 
a Bayesian inference network

Disjunctive condensation rule  A formula that describes that at least one of the attributes  5 
measured by an item has to be mastered for respondents  
to provide a correct response/endorse the item

Diverging attribute hierarchy  A particular type of attribute hierarchy in which  4 
attributes in different lower parts of a hierarchy  
emanate from a single attribute that is higher up in  
the hierarchy

E-M algoritm  A computational algorithm that is used in marginal  11 
maximum likelihood estimation to obtain item  
parameter estimates

Empirical sampling distribution  The distribution of values for a statistic that is obtained  12 
by repeatedly computing its value based on different  
randomly selected subsets of the response data

Epistemic accessibility of latent The degree to which latent characteristics can be  3
characteristics  empirically measured

Evaluation component of A part of the evidence model in the evidence-centered  2
evidence model   design framework that describes how the observed  

responses to tasks should be scored

Evaluation of the suggested A determination of whether a particular intervention  2
treatment   for respondents has had positive effects for the  

respondents

Evidence model  A particular model in the evidence-centered design  2 
framework that describes how observed scores and  
latent variables should be created and linked

Evidence-centered design  A framework for designing assessments in a principled  2 
fashion
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Expectation step in E-M The first of two steps in the E-M algorithm where the  11
algorithm   expected values for model parameters are computed  

based on the values of other model parameters from  
the previous iteration of the algorithm

Expected a posteriori (EAP)  An estimate of a parameter of interest based under the  11
estimate   mean of the posterior distribution within a Bayesian  

estimation framework

Expected frequency/Expected The number of respondents that can be expected under   12
proportion of respondents  a given model to be observed in a particular condition

Eye-tracking study  Research that employs equipment that is able to track  4 
the gaze of respondents while they perform certain  
tasks

Finite mixture model  A term that describes statistical models with unobserved  10 
latent classes.

Fisher information  A formula for quantifying the amount of statistical  13 
information that is provided by a particular item, set of  
items, or diagnostic assessment

Full probability distribution  The distribution of all random variables that are  5 
included in a model

Full-information goodness-of-fit  A statistic that indicates the goodness-of-fit of a  12
statistic  particular model to the data based on the information  

contained in the entire pattern of the observed response  
data

Full/Saturated log-linear model  The log-linear model that contains all possible intercept,  7 
main effect, and interaction effect parameters

Gaze trail  The trace of where respondents in an eye-tracking study  4 
are looking when they are performing certain tasks

Global item discrimination index  A statistic that is used to quantify how well an item  13 
measures the set of attributes on the assessment

Global minimum/Global A parameter estimate that is determined by an  9
maximum   estimation algorithm and is truly the overall best  

estimate for the parameter of interest

Goodness-of-fit/Model-data fit  The degree to which a given statistical model fits the  11 
observed response data and is able to reproduce it

Guessing  The process of responding correctly to or endorsing an  5 
item even though this would be unexpected given the  
attribute profile assigned to a respondent

Guessing parameter  A parameter in a statistical model that captures the  5 
probabilitiy that respondents would unexpectedly  
respond correctly to or endorse an item

Hierarchical agglomerative An algorithm that assigns objects generally and  5
clustering algorithm   respondents specifically into one of several mutually  

distinct groups, which are formed sequentially by  
joining or disjoining the objects or respondents
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Term Explanation Chapter

Higher-order attribute Continuous attributes that are used to model the  5
   association between the discrete latent attributes  

variable that are of primary interest in a diagnostic  
classification model

Impact concepts of validity  Aspects of validity that are concerned with how  2 
interpretations from assessments lead to broader  
intended and unintended consequences

Individual-level inference  Interpretations that are made about individual  2 
respondents

Information criterion  A statistic that is used to quantify the amount of  12 
statistical information provided by an item, a set of  
items, or a diagnostic assessment

Interaction effect parameter  A parameter in a statistical model that captures the  7 
joint influence of multiple predictor/attribute variables  
on the outcome variable

Intercept parameter  A parameter in a statistical model that captures the  6 
baseline probability of a correct response or an  
endorsement to an item for respondents

Intervention  A series of actions and procedures that are put into  2 
place to support the respondents as a result of a  
diagnosis

Item The question that respondents react to 1

Item difficulty  A statistic related to the threshold for providing a  6 
correct response or endorsing an item

Item response theory  A statistical framework for describing the numerical  1 
properties of an assessment and the latent characteristics 
of respondents that are characterized with it

Kernel of model  The core part of several diagnostic classification models  6 
when represented within a log-linear or logistic modeling 
framework

K-means clustering algorithm  An algorithm that assigns objects generally and  5 
respondents specifically into K mutually distinct groups

Kullback-Leibler information  A statistic that is used to capture the amount of  13 
statistical information provided by an item, a set of  
items, or a diagnostic assessment

Latent characteristics of Unobservable characteristics of respondents 3
respondents

Latent response model Alternative label for diagnostic classification model 1

Latent variable  A statistical variable that is mathematically created to  1 
represent unobservable latent characteristics of  
respondents

Likelihood function  A formula that describes the probabilitiy that a  6 
particular part of the data structure has been observed  
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as a function of the statistical model that is used and  
its constituent parameters

Limited information goodness- A statistic based on summary statistics of the response  11
of-fit statistic   data that is used to quantify the degree to which a  

particular statistical model fits the data

Linear attribute hierarchy  A particular type of attribute hierarchy in which all  4 
attributes from a single chain so that each attribute  
that is lower in the hierarchy depends on all preceding  
attributes

Link function/Logistic link A function in a statistical model that transforms the 3
function/Probit link function   item response probabilities and connects them linearly  

with the predictor variables

Linking/Equating  A process of connecting the latent variable scales in a  14 
statistical model across different forms of the  
assessment or across different time points

Local minimum/Local maximum  A parameter estimate that is determined as a final value  9 
by an estimation algorithm but is, in reality, not the  
optimal estimate for the parameter

Logistic regression analysis  A statistical methodology for analyzing the variation in a  6 
discrete outcome variable as a function of predictor  
variables

Log-linear model  A statistical model family used to analyze the association  7
 structure amongst categorical variables

Log-linear parameterization of An approach to modeling the association among the  8
attribute space  latent attribute variables using a log-linear model

Log-odds/Logit link  A specific type of link function based on the logistic  6 
function

Longitudinal assessment  An assessment used to model the development of  2 
attribute mastery states for respondents over time

Mahalanobis distance  A statistical function from multivariate statistics for  5 
quantifying the distance between objects/respondents  
on multiple variables 

Main effect parameter  A parameter in a statistical model that captures the  7 
influence of a single predictor attribute variable on the  
outcome variable

Marginal frequency  The frequency of respondents that is observed for one  11 
variable or multiple variables across all levels of the  
remaining variables

Marginal likelihood function  The likelihood function computed across all possible  6 
values of a single or multiple nuisance variable in the  
model

Marginal maximum likelihood An estimation process that maximizes the marginal  10
estimation   likelihood function to find the most likely estimates for  
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the parameters in a statistical model that could have  
given rise to the observed response data

Markov chain  A sequence of randomly drawn values from a statistical  11 
distribution with the property that subsequently drawn  
values are independent of previously drawn values

Markov-chain Monte Carlo A method for estimating parameters within a Bayesian  11
estimation   estimation framework whose goal is to draw a random  

sample from the posterior distribution

Maximization step in E-M The second step in the E-M algorithm during which the  11
algorithm   updated item parameter values are estimated based on  

the maximization of the likelihood

Maximum a posteriori (MAP)   An estimate of a parameter that is based on the mode  5
estimate   of the posterior distribution within a Bayesian  

estimation framework

Measurement component of a The part of a latent class model where the item response  6
latent class model  probabilities are specified

Measurement concepts of validity  Those aspects of validity that are concerned with the  2 
impact of the statistical properties of the assessment on  
the interpretations about respondents

Method effect   The phenomenon that certain methodological similarties  14 
across items induce residual dependencies in latent  
variable models

Methodological constructivist  A person who believes that statistical models should be  1 
assembled from elementary building blocks to suit the  
purpose at hand

Methodological selectionist  A person who believes that statistical models should be  1 
selected from a set of existing models to suit the  
purpose at hand

Mixing proportions  The latent class membership probabilities in a latent  6 
class model

Monte Carlo/Empirical p-value   The p-value as computed using Monte Carlo resampling  12 
techniques

Monte Carlo resampling A set of methods for estimating statistics based on  12
technique   taking repeated random samples from the observed  

response data

Multilevel estimation  The process of estimating a statistical model with  14 
multiple levels that capture the response dependencies  
in the data structure

Multiple classification latent An alternative label for diagnostic classification model 1
class model

Multistage sampling A process of selecting respondents in several stages/steps 14

Multivariate statistics  A field of statistics concerned with modeling the  5 
relationships between multiple observed numeric  
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response variables using observed and latent predictor  
variables

Nested/Hierarchical data The structure of data that consists of multiple levels due  14
structure   to a complex sampling of respondents such as students  

within classrooms and residents within neighborhoods

Nominal measurement scale The scale of a categorical variable with unordered levels 3

Noncompensatory latent-variable A statistical model with latent variables where a lack of  5
model   mastery/possession of a particular measured attribute  

cannot be made up by the mastery/possession of  
another measured attribute

Norming sample  A group of respondents whose performance on an  5 
assessment is used as the reference point for describing  
the performance of respondents to whom it is  
administered

Norm-referenced interpretation  An interpretation that focuses on the performance of  5 
respondents relative to one another and to a norming  
sample

Observed frequency/Observed The number of respondents observed in the data set for  7
proportion of respondents  a particular condition

Ontogenetic nature of latent The degree to which latent characteristics exist in the  3
characteristics  physical world

Order constraint   A constraint placed on parameters in a statistical model  6 
such that the value of one parameter needs to be larger  
than the values of another parameter or set of parameters

Ordinal measurement scale  The scale of a categorical variable with levels that can be  3 
ordered according to some underlying dimension

Or-gate The product term in the DINO model 6

Parameterization of response The particular statistical representation of the response  6
probability   probability in a latent class model through item and  

respondent parameters

Partial information goodness- A statistic that indicates the goodness-of-fit of a  12
of-fit statistic   particular model to the data based on the information  

contained in summary statistics of the observed  
response data

Partial mastery decision  A decision about a respondent that describes whether  5 
he or she has mastered or possesses a particular  
attribute to a certain degree

Path diagram  A visual representation of a latent variable model that  3 
shows how the observed item response variables are  
related to the latent attribute variables and other model  
components

Pattern classification approach  An approach to classifying respondents that does not  5 
rely on a full probability structure such as the rule-space  
methodology and the attribute hierarchy method



326 Glossary

Term Explanation Chapter

Penalty parameter  A parameter in the reduced and full NC-RUM that  6 
represents the reduction in the probability of a correct  
response for nonmastery nonpossession of a particular  
attribute

Person fit statistic  A statistic that indicates the goodness-of-fit of a  12 
particular respondent to the data under a given model

Point-biserial correlation  A statistic that measures the association between a  13 
categorical and a continuous variable

Polychoric correlation  A statistic that measures the association between two  5 
polytomous variables by assuming that the observed  
scores of the variables stem from underlying continuous  
variables that have been discretized

Polytomous scores  Observed scores on items that take on a series of graded  5 
values such as 0, 1, and 2

Population distribution   The distribution of the latent variable values for  10 
respondents

Posterior distribution  The distribution for a parameter that is obtained after  5 
data have been collected and prior information is taken  
into account within a Bayesian estimation framework

Posterior predictive model A procedure for evaluating the goodness-of-fit of items,  12
checking   respondents, or models overall based on comparing  

predicted data to observed data using the posterior  
distribution within a Bayesian estimation framework

Posterior probability  A probability computed from the posterior distribution  3 
of a parameter within a Bayesian estimation framework

Predicted distribution  The distribution of the data that is predicted from a  7 
model

Presentation model  A particular model within the evidence-centered design  2 
framework that describes how different assessment  
components are presented to respondents

Prior distribution  The distribution for a parameter that is specified before  5 
data have been collected within a Bayesian estimation  
framework

Prior probability  A probability computed from the prior distribution of a  3 
parameter within a Bayesian estimation framework

Probability/Statistical component A particular component of the evidence model within  2
of evidence model   an evidence-centered design framework that represents  

the statistical model that is being used to model the  
data

Protocol study  A qualitative study used to confirm the hypothesized  4 
cognitive response processes of respondents

Psychometric/Measurement model A statistical model with latent variables 1
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Q-matrix/Loading matrix/ A table/matrix that specifies which attributes are  3
Pattern matrix   measured by each item or, alternatively, the degree to  

which they are measured by each item

Qualitative profile  A description of respondents based on nonnumeric  2 
information

Quantitative profile  A description of respondents based on numeric  2 
information

Raw sampling weight  The weight associated with each respondent based on  14 
his or her chances of being included in the sample  
when complex sampling designs for respondents are  
used

Reachability matrix  A table/matrix that specifies the direct and indirect  4 
relationships between latent attribute variables for a  
diagnostic assessment

Reduced Q-matrix  A table/matrix that specifies only the logically possible  4 
combinations of attribute patterns given an assumed  
attribute hierarchy

Reference group  The group of respondents used as the reference  7 
point for computing and interpreting parameters in a  
model

Reflective model  A statistical model in which the pattern of observed  5 
item responses is assumed to reflect the latent variable  
value of the respondents

Relative model fit  The goodness-of-fit of two or more statistical models  12 
relative to one another but not in absolute terms

Relative sampling weight  An adjusted sampling weight that is associated with  14 
each respondent based on his or her chances of being  
included in the sample when complex sampling designs  
for respondents are used

Reliability coefficient  In diagnostic classification models, a statistic that  10 
quantifies the degree to which the estimation of  
attribute profiles for respondents is dependable and  
replicable

Remedial strategy  A strategy that is put into place to help respondents  2 
overcome weaknesses on certain attributes

Representational level of latent The degree of fidelity with which latent characteristics  3
characteristics  of respondents are represented in a statistical model

Residual/Conditional dependency  The associations between observed item responses that  12 
cannot be accounted for by fitting a particular model to  
the data

Residual distance  The difference between the observed and the predicted  5 
item response pattern for respondents with a particular  
attribute profile in the rule-space methodology
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Term Explanation Chapter

Respondent  The person who provides the responses to a diagnostic  1 
assessment

Response data  The data that result from a scoring of the responses that  3 
respondents provide to a diagnostic assessment

Restricted latent class model  Alternative label for diagnostic classification model 1

Retrofitting a Q-matrix  The process of constructing a Q-matrix for an  4 
assessment that was not originally designed to measure  
multiple attributes

Reusable design template  A description of key task characteristics and the way  2 
they relate to parameters in statistical models that  
allows assessment designers to efficiently build  
comparable tasks

Root design effect The square root of the design effect 14

Rule-space   The two- or higher-dimensional space that is created in  5 
the rule-space methodology to represent and classify  
respondents

Simple loading structure  The situation when all items on a multidimensional  5 
diagnostic assessment measure only one attribute

Slipping  The process of responding incorrectly to or not  5 
endorsing an item, even though this would be expected  
given the attribute profile assigned to a respondent

Slipping parameter   A parameter in a statistical model that captures the  5 
probabilitiy that respondents would unexpectedly  
respond incorrectly to or not endorse an item

Slope parameter  A parameter in log-linear models that captures the  7 
influence of a predictor variable on the outcome of  
interest

Sparse table  A comparatively large table of data that contains many  12 
empty cells relative to its size

Standard error of classification  A statistic for quantifying the degree to which  10 
classifications vary across identical replications/are  
uncertain due to chance

Standard-setting  A consensual process for setting cut-scores on  3 
continuous latent-variable scales in standards-based  
assessments

Stationary distribution  The statistical distribution toward which a Markov  11 
chain converges, which is the posterior distribution of  
interest within a Bayesian estimation framework

Statistical information function  A formula that describes the contribution of a  13 
particular item, a set of items, or an assessment to  
estimating respondent characteristics

Statistical likelihood of attribute The probability that a respondent has mastered a  3
mastery  particular attribute
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Term Explanation Chapter

Stratification of population  The process of dividing the population of respondents  14 
into mutually exclusive groups based on observed  
variables when complex sampling designs of  
respondents are used

Structural component of latent The part of a latent class model where the latent class  6
class model/structural model  membership probabilities are specified

Structural equation modeling  A flexible statistical framework for modelling the  1 
relationship between observed and latent variables as  
well as among latent variables themselves

Structured item response theory Alternative label for diagnostic classification model 1
model

Structured located latent class Alternative label for diagnostic classification model 1
model

Structured tetrachoric model  A model for describing the association between the  8 
latent attribute variables based on a tetrachoric  
correlation matrix onto which constraints are placed

Student model  A particular model in the evidence-centered design  2 
framework that represents the latent characteristics of  
the respondents and their relationships

Task model  A particular model in the evidence-centered design  2 
framework that represents the specifications for how  
tasks are designed

Testlet effect   A method effect in a statistical model that represents  14 
residual dependencies among the item responses over  
and above what is accounted for by the latent attribute  
variables in a model

Tetrachoric correlation  A statistic that measures the association between two 5  
dichotomous variables by assuming that the observed  
scores of the variables stem from underlying continuous  
variables that have been discretized

Threshold  An unobserved parameter that is used to discretize an  5 
unobserved latent variable

Trivariate information methods A set of methods to define fit statistics that is based on  12
for fit statistics  information from three variables

Under-/Oversampling of The process of systematically selecting a smaller or a  14
population  larger subset of the population of respondents

Unequal selection probability of The phenomenon that different respondents or  14
sampling units   respondent groups are assigned differential weights  

during random selection when complex sampling  
designs of respondents are used

Unidimensional scale  A latent-variable scale based on a single latent variable  3 
that is used for rank-ordering respondents
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Term Explanation Chapter

Univariate information methods A set of methods to define fit statistics that is based on  12
for fit statistics  information from one variable

Unrestricted latent class models  Latent class models in which no restrictions are placed  6 
on the number of latent classes that can be estimated  
beyond the degrees of freedom imposed by the  
structure of the data

Unstructured attribute hierarchy  A particular type of attribute hierarchy in which  5 
attributes are generally independent of one another

Unstructured/Saturated A model for representing the association between the  8
structural model   discrete attribute variables that does not impose any  

constraints on the latent class membership probabilities

Unstructured tetrachoric model  A model for representing the association between the  8 
discrete attribute variables that relies on the tetrachoric  
correlation matrix for the attributes without additional 
imposed constraints

Validity  A broad term that subsumes a variety of considerations  2 
about the defensibility of interpretations that are made  
from assessments with the aid of statistical models

Verbal report  An exploratory qualitative methodology for gathering  4 
evidence for the cognitive response processes of  
respondents

Warrants Empirical or rational support for a particular argument 2

Weight-adjusted estimation  The process of estimating parameters and their standard  14 
errors in a statistical model by including some type of  
sampling weight in the model when a complex sampling  
of respondents is used

Window of uncertainty A range of probability values within which classification  10
(for classification)  of respondents is considered uncertain

Within-item multidimensionality  The situation in which some items on a multi-  5 
dimensional assessment measure more than one  
attribute
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