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Abstract

This paper studies the effect of wage transparency on workplace interactions and workplace
choice. We run an online experiment in which we manipulate whether wages are known or
secret, and also control the wage allocations in the teams. The results show that wage trans-
parency can change who the victims are and what the level of hostility is in the team – as mea-
sured by a punishment game. These treatment effects are moderated by the level of wage in-
equality. We also find that wage transparency can alter which job offers participants accept.
This suggests that wage transparency policies can have general equilibrium effects due to work-
ers changed sorting behavior. We argue that these two sets of results can be explained by the
presence of social preferences and participants’ inaccurate beliefs about the wage allocations
that are corrected when wages are transparent.
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1 Introduction

Wage transparency has been viewed as a tool to eliminate discrimination in wage setting practices.
In the United States wages are already transparent in the public sector, but are typically not in the
private sector1. To increase wage transparency in the private sector and hence limit wage discrim-
ination, the US House of Representatives passed the Paycheck Fairness Act in 2019 (Paycheck Fair-
ness Act, 2019).

The allure of wage transparency is that it would expose previously hidden, illegal wage discrim-
ination cases2. As a byproduct, the policy may also increase the bargaining power of (minority)
workers and allow them to make more informed decisions. Cullen and Perez-Truglia (2018a) show
that in line with this argument, although workers know their own salary, they have inaccurate be-
liefs about their peers’ wages when wages are secret. These inaccurate beliefs are not due to igno-
rance – workers have a positive willingness to pay for their peers’ wage information –, but rather
due to a taboo around salaries (Cullen and Perez-Truglia, 2018b). Therefore, wage transparency
policies could be valuable from the perspective of the workers.

The literature further finds that wage transparency policies are successful in reducing wage dis-
persion (Cullen and Pakzad-Hurson, 2019; Mas, 2017; Baker et al., 2019; Obloj and Zenger, 2020)
and decreasing the gender pay gap (Baker et al., 2019; Kim, 2015; Bennedsen et al., 2019)3. Re-
searchers, however, also uncovered that wage transparency policies have several unintended con-
sequences. The policy increases quit rates (Mas, 2017; Cullen and Perez-Truglia, 2018a), reduces
low earners’ job satisfaction (Card et al., 2012) and effort (Cullen and Perez-Truglia, 2018a; Cohn
et al., 2011; Nosenzo, 2013). Thus the overall welfare effect of the policy is ambiguous.

In this paper we show that wage transparency policies have further possible unintended con-
sequences: workplace hostility may increase and job seekers may accept a different job offer than
under wage secrecy, leading to systematic sorting across workplaces.

We ran an online experiment in which we control not only whether wages are transparent or
secret, but the underlying wage allocations as well. Participants complete two incentivized tasks: a
costly punishment game and a workplace choice game. The first one models hostility at the work-
place in a hierarchical set-up, while the second one models the job acceptance decision of job seek-
ers. In the first game, the punishment game, participants are assigned to a team of four. One of
the players is in the role of the supervisor, while the other three are workers. In the first stage of
the game the supervisor decides on the wage allocation, then we randomly reveal either the entire

1Some notable early adopters for wage transparency are Whole Foods and a handful of tech start-ups (Loudenback,
2017).

2Wage discrimination is illegal on the basis of race and sex in the United States. See the Equal Pay Act of 1963
(1963) and the Civil Rights Act of 1964 (1964). If workers have different level of productivity or their job content is
different, it is not illegal to compensate them for their work differently.

3However, Gulyas et al. (2020) does not find that wage transparency in Austria affect the gender pay gap.
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wage allocation in the team for a selected worker (wage transparency condition) or only their own
wage (wage secrecy condition). In the second stage, the previously selected worker may subtract
money from their team members – the supervisor and the two coworkers. We refer to this act as
punishment and will use it to measure hostility towards others at the workplace.

We find in the punishment game that the treatment effect of wage transparency depends on the
wage allocation in the teams, in particular, on the wage inequality among workers. At low levels
of inequality wage transparency has no effect on hostility, but at high levels of inequality the treat-
ment effect can be positive or negative depending on the wage of the participant who can pun-
ish. We also see that participants change their punishment pattern. When wages are secret, par-
ticipants punish predominantly the supervisor, who is responsible for the wage allocation; when
wages are transparent, participants increase the punishment they give to their relatively richer
coworker. This result is surprising because the coworkers are by-standers and had no impact on
the wage allocation.

The second task in the experiment measures the effect of wage transparency on job acceptance.
The game is a choice task in which participants choose between two teams that they want to join
under the two conditions: when they only know their own wage offers, and when they also know
what others make in the two teams.

In this second task we document that the wage allocations in the two teams affect participants’
workplace choice, even conditional on their own offered wage. We also see that in about 14% of
the cases, participants reversed their workplace choice when they learned the others’ wages in the
teams. We interpret this finding as a sign for likely general equilibrium effects: if wages are trans-
parent, workers may systematically sort to different workplaces by voting with their feet. This sort-
ing behavior in turn could initiate changes in the wage setting behavior of the firms.

Both sets of our results can be explained through the lens of social preferences. Our theoretical
framework implies that wage transparency can change optimal decisions if two conditions are si-
multaneously true: 1) participants have inaccurate beliefs about the wage allocations when wages
are secret, and 2) participants’ utility functions depend on the other players’ wages (i.e. partici-
pants have social preferences). We find empirical evidence for both conditions and argue that our
treatment effects are mainly driven by inequality averse and reciprocal participants.

This paper contributes to two branches of the existing literature. First, the paper speaks to the
labor literature by providing experimental evidence on the effect of wage transparency on hostil-
ity and sorting. Three papers – Cullen and Perez-Truglia (2018a), Breza et al. (2017) and Huet-
Vaughn (2015) – have particular relevance to our research. Cullen and Perez-Truglia (2018a) ran-
domized wage transparency in a field experiment and measured its effects on effort measures,
while Breza et al. (2017) randomized wage inequality within teams and estimated the effect on
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attendance, output and cooperation in a field experiment. Relative to these two papers we con-
trol wage transparency and the wage allocations at the same time, which allows us to trace the
treatment effect of wage transparency as a function of inequality in our experiment. This finding
echoes Huet-Vaughn (2015), who shows that wage transparency has a different effect on effort
depending on the level of wage inequality. Our study focuses on new outcomes, hostility and work-
place sorting, and measures the effect of wage transparency across numerous levels of inequality
for each participant.

Second, this paper also contributes to the laboratory experimental literature. In the first game,
we study the effect of wage transparency on punishment. To the best of our knowledge so far only
Hauser et al. (2019) linked punishment games to wage transparency using a public good game.
We contribute by studying the effect of wage transparency in a hierarchical punishment game that
follows an allocation stage. Our second game, the workplace choice game, speaks to other choice
games that elicit distributional preferences, such as Fisman et al. (2018). We elicit distributional
preferences under both wage secrecy and transparency in a within-subject design and show that
workers’ choice can be reversed under the two regimes.

The paper is organized as follows. Section 2 introduces our theoretical framework. Section 3
describes the experimental design, and Section 4 summarizes our data set. Next, in Section 5 we
will show our analyses. We discuss how our game relates to workplaces in Section 6 and conclude
in Section 7.

2 Theoretical framework

In this section we describe the theoretical underpinnings of our experiment. The framework im-
plies that wage transparency can have treatment effects under two necessary conditions: 1) the
agent has inaccurate beliefs about the wage allocation when wages are secret, and 2) the agent
has social preferences. Condition 1) ensures that wage transparency reveals new information for
the agent. Condition 2) establishes that the agent’s utility function depends on the wage distribu-
tion and so a shock may affect the utility maximizing problem of the agent.

2.1 Utility function

We assume that the agent has a utility function that depends on their own wage (wi) and poten-
tially on a vector of their teammates’ wages (w−i). In particular, we consider the following utility
function, inspired by Charness and Rabin (2002):

Ui(wi,w−i) = α ∗ f(wi) + (1− α) ∗ g(wi,w−i) (1)
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, where α is a weighting parameter (0 ≤ α ≤ 1), f(·) is a function that depends only on the agent’s
own wage, and g(·) is a function that has two arguments, the agent’s own wage and the vector of
other players’ wages, w−i. We refer to f(wi) as the self-regarding part, and to g(wi,w−i) as the
other-regarding part of the utility function.

We are going to be agnostic about the particular functional form of the other-regarding part of
the utility function (g(wi,w−i)) because our argument holds without functional form assumptions.
At the same time, it may be useful to provide examples for specifications used in the literature.
Charness and Rabin (2002) define the following utility specification:

Ui(wi,w−i) = α ∗ wi + (1− α) ∗
[
δ ∗min{w}+ (1− δ) ∗

(
wi +

∑
w−i

)]
︸ ︷︷ ︸

g(wi,w−i)

. (2)

The expression in the brackets is the equivalent to our g(wi,w−i), and is the weighted sum of the
lowest wage in the entire team (min{w}) and the sum of the total wealth (wi +

∑
w−i). This spec-

ification incorporates two common social preference functions: if δ is 1, the agent has Rawlsian
social preferences, if on the other hand, δ = 1, the agent is a social surplus maximizer. As another
example for specifying the other regarding part of the utility function, g(wi,w−i) can also be set to
incorporate inequality aversion. A simple way would be to let g(·) be the sum of the absolute dif-
ferences between each players’ wages (g(wi,w−i) =

∑
|wi −w−i|), or to let g(·) be a negative func-

tion of the variance of the wages in the team (V ar(wi,w−i)). More complex models of inequality
aversion can be adapted to the form of Equation 1 as well, such as the Fehr-Schmidt model (Fehr
and Schmidt, 1999).4

After providing examples for utility functions that are encapsulated in Equation 1, we continue
our theoretical explanation using the general specification. Based on Equation 1, we can define the
marginal utility of another player’s wage (w−i) for player i as:

∂Ui(wi,w−i)

∂w−i
= (1− α)

∂g(·)
∂w−i

(3)

, where w−i is an element of w−i vector.
If α = 1, the agent does not assign any weight on social preferences and hence their marginal

utility of any other player’s wage is zero. In other cases, when α 6= 1, the agent cares about the
entire wage distribution, and their marginal utility defined in Equation 3 is not zero if ∂g(·)

∂w−i
6= 0.

Because we formalized g(·) with the argument of w−i is one of them, we implicitly assumed that
4The functional form of the Fehr-Schmidt preference is: Ui(wi,w−i) = wi + [−λi max{w−i − wi, 0} − νi max{wi −

w−i, 0}], adapting the notation to ours. The first term of the utility function is the self-regarding part of the utility func-
tion, while the bracketed term is the other-regarding part of the utility function. The two parts of the utility functions
are weighted equally and after a normalization of the weights, their sum can be set to 1, to match the form of Equation
1.
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∂g(·)
∂w−i

6= 0. For this reason, the marginal utility can be zero only if α = 1.
The marginal utility of others’ wages, defined in Equation 3, is important to understand the

possible patterns of behavior in our two tasks. First, in the punishment task participants are of-
fered to reduce the wages of the other players in their team at a cost. If α = 1, the marginal util-
ity of all the other players’ wage for the participant is zero, so the participant has no incentive to
change the wages of the others at a cost. If α 6= 1, so the marginal utility is not zero, the par-
ticipant has an incentive to change the wages of the others. Therefore if a participant decides to
change the wages of the other players, it is consistent only with utility functions that have social
preferences. In the second task participants are choosing between two job offers and the marginal
utility will again show some insights. The interesting case is when the two offers are the same in
terms of the offered wage for the participant, but differ in the wage allocation for the other play-
ers. An agent with α = 1 would be indifferent between the two offers, because for them the others’
wages does not matter in their maximization problem. But an agent with α 6= 1 may not be indif-
ferent because different wage distributions could lead to different levels of utility for the agent in
the presence of social preferences even if their own wage is the same.

Using a utility function that embeds social preferences makes it possible that the participants
in our games will care about the entire wage allocation and not just their own wage. Next, we will
discuss how the wage transparency treatment can affect the utility maximization problem of the
agent and under what conditions can we expect different optimal decisions under the two regimes.

2.2 Wage transparency treatment and optimization

What would happen with agents who have utility functions as in in Equation 1 under wage trans-
parency and wage secrecy? Under wage transparency, the agent’s utility function is as shown in
Equation 1; the functional form and all inputs of the utility function are known to the agent. The
difference under wage secrecy is that some of the inputs of the utility function – the other players’
wages – are unknown to the agent.5 So to maximize utility, the agent needs to form expectations
over the unknown inputs of the utility function conditional on their information set (I). The maxi-
mand, the expected utility of the agent, can be written as:

E
[
Ui(wi,w−i)

∣∣∣∣I] = α ∗ f(wi) + (1− α) ∗ E
[
g(wi,w−i)

∣∣∣∣I] (4)

, where the agent’s information set (I) contains their own wage (wi) and the rules of the game.
Under this set up, we would expect different optimal decisions under wage transparency and

wage secrecy only if the maximands in the two conditions are different. That is, if Ui(wi,w−i) 6=
5We assume that the agent faces uncertainty only through the inputs of the utility function when wages are secret,

and thus we impose that the agent always knows the functional form of their utility function.
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E
[
Ui(wi,w−i)

∣∣∣∣I]. Because the self-regarding part of the utility function is known under both wage
transparency and wage secrecy, the difference could only stem from the second, the other-regarding
segment of the utility function.

There are two necessary conditions for the other-regarding segment of the utility function to be
different under wage secrecy and wage transparency. First, it needs to be the case that E

[
g(wi,w−i)

∣∣∣∣I] 6=
g(wi,w−i), meaning that the other-regarding preference segment of the utility function, g(·), eval-
uated at the expected wage allocation has to be different than when it is evaluated at the realized
wage allocation. Because we assume that the only uncertainty for the agent arises from the inputs
of the utility function, this condition is met if the expected wage distribution is not the same as
the realized one. The second necessary condition is that this difference between the expected and
realized g(·) function should matter in the optimization process of the agent; they should have a
non-zero weight on the other-regarding segment of the utility function (α 6= 1). The intuition
is that if the agent has inaccurate beliefs about the wage allocation but has no social preferences
(α = 1), the wage transparency treatment will not change their optimal decision because correct-
ing the error in their beliefs have no effect on their optimization at all. On the flip side, if the agent
has social preferences but they have perfect beliefs, the treatment has no scope in correcting their
beliefs and cannot shift their optimal response in the framework that we laid out.

To summarize the theoretical framework, we use a utility function that can depend on the other
players’ wages. Under wage transparency all inputs of the utility function are known, but when
the wages are secret, the agent does not know the other players’ wages (w−i) and hence they will
need to maximize their expected utility. If the optimal solutions of the maximization problems dif-
fer under wage secrecy and wage transparency, we would see that wage transparency has a treat-
ment effect. Our framework suggest that it is only possible if participants have inaccurate beliefs
about the wage distribution when wages are secret and they have other-regarding preferences.

3 Experimental Design

The experiment was designed to measure the treatment effect of wage transparency on two deci-
sions: hostility towards colleagues and sorting to workplaces. We modelled the hostile behavior
with a costly punishment game, and the sorting decision with a workplace choice game.

3.1 Punishment game

The punishment game models workers’ hostile behavior towards their colleagues. The game is
played in teams of four players: one player is in the supervisor’s role and three other players are
the “workers”. First, the supervisor chooses the wage allocation for the team. Then, in the second
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stage one of the three workers – the agent – decides on whether they want to reduce the payment
of anyone else in the team, and if so by how much. The act of reducing an other players’ wage is
what we refer to as punishment.

We geared the design of this game towards the punishment phase because this stage can an-
swer how hostility would change at a workplace with a given wage allocation if wage transparency
is introduced. To control the wage allocations while remaining truthful to the participants, we pick
a supervisor to the team who made the desired wage allocation6. We also restricted the options of
the supervisor to further stir their decisions. For these reasons, the allocation stage should be con-
sidered as a setup stage before the punishment decision and not a separate game.

In the punishment stage the information set of the agent contains basic features of the wage
distributions. The agents know that the amount of money being allocated among the three work-
ers in the team is 15 experimental currency units (ECU), that the supervisor made the allocation
and that the supervisor may earn between 0 and 20 ECU7. Besides these guidance, the agent al-
ways knows their own wages, but only treated agents know the entire wage allocation in the team.
Therefore, the treatment could be thought of as a change in the information set of the agents.

Our punishment stage generally follows the design features of similar games in the literature,
such as Fehr and Fischbacher (2004) and Bartling and Fischbacher (2012). The first important de-
sign element of punishment games is that punishment is costly. This means that those agents who
do not derive marginal utility from reducing other players’ wages, will not engage in punishment.
Together with the other features of the punishment game detailed below, this will ensure that ob-
serving punishment is an evidence for existence of social preferences.

We deviated from the classic design by changing the unit of payment in which participants have
to pay for punishment. In a typical punishment game, the cost of punishment is in monetary units
(ECUs) and participants pay the cost from their designated fixed punishment budget. The unspent
part of the punishment budget becomes part of the participant’s payment. Instead of this proce-
dure, participants in our game have to pay for punishing others in time units: for each ECU the
agent wishes to subtract from the other players’ wages, they will need to solve a given number of
time-burning tasks. This change is necessary to mitigate two criticisms about the standard design:
house money effects and wealth effect. 8

The first criticism is the house money effect (Thaler and Johnson, 1990). This says that par-
ticipants are less careful spending money windfall money than they earned money. From the per-
spective of the participants, the punishment budget from the experimenter is windfall money, sug-

6The other option would have been to use a computer or algorithm that creates the desired wage allocations instead
of a human supervisor. This, however, would have been a poor solution to test for change in hostility among humans.

7The supervisor’s wage is separate from the workers’ pool of money.
8These concerns do not impact estimating the treatment effect of wage transparency for a given wage allocation.

However, when we will compare the levels of punishment for different wage allocations that give potentially different
wages for the agent, estimating the level of punishment for each allocation is important.
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gesting that researchers may overestimate the level of punishment if they use the classic design.
Because we do not give a budget for the participants, our method is not susceptible to the house
money effect.

The second criticism of the typical punishment game design is the wealth effect. This says that
the cost of punishment depends on the starting endowment of the participant, which in our game
is the wage of the agent. At low levels of wealth punishment is relatively more costly than at high
levels of wealth. This is because when punishment is priced in money and participants get their
unspent punishment budget, then the marginal cost of punishment is the marginal utility of money.
But because the marginal utility of money is decreasing as the wealth of the participant increases,
the marginal cost of punishment does the same. This potentially leads to underestimating the level
of punishment when the agent is relatively poor and overestimating the punishment when the
agent is relatively rich. With our tweak of pricing the punishment in time, we break the direct re-
lationship between the cost of punishment and the wealth of the participant, which allows us to
compare punishment at different wage levels of the agent.

Besides the costly punishment, another important feature of the punishment game is that typ-
ically only one player – the agent – can punish the other players. Suppose more than one player
could punish. If the preferences of these agents were aligned about whom to punish and by how
much, each specific player has an incentive to free-ride on the other players and not pay the cost
for the punishment. Therefore punishment would be a public good. If, however, the agent knows
that they are the only one who can punish, the agent has no option to free-ride. It also rules out
the motivation for retaliating anticipated contemporaneous punishment from the other players.
Altogether, this restriction helps eliminating alternative explanations for punishment other than
social preferences and so in our game as well only one participant can punish and the participant
knows that they are the only one who can punish in the team.

3.2 Workplace choice game

The workplace choice game helps us to understand how people choose between offers under wage
secrecy and wage transparency.

In this game, agents receive two offers from two teams and they have to choose among them.
The teams have the same structure as in the punishment game: one player is the supervisor and
three players are workers out of which one spot is vacant and can be taken by the agent. The two
teams consist of different players and the fact that the supervisors are different means that the
wage allocations may differ in the two teams9. After seeing the two teams, the agent then needs
to decide which offer they would like to accept. The agent is not forced to choose; they may report

9We retain control over the wage allocations in this game, too by implanting the supervisors to the team who truth-
fully selected the allocations we wanted to test.
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that they are indifferent between the offers, in which case, they are assigned to a randomly chosen
team.

The agent always knows their offered wages in the teams and also the possible ranges of wages
(supervisors receive between 0 and 20 ECUs and the total wage bill of the workers is 15 ECU).
They also know that the wages were set by the supervisors of the respective teams. In the treat-
ment condition, players additionally know the entire wage distribution of the two teams when they
are making the decision. After the agent makes a choice, the game ends.

3.3 Procedural details

Both games are played in a repeated one-shot fashion: we assign the agents to new teams in each
round for which they make a new decision. The repeated feature of the games allows us to test
the effect of wage transparency for different wage allocations for the entire sample. We add the
one-shot feature so that future interactions and reputation building will not be able to explain the
agents’ decisions – further solidifying our argument that punishment, if any, is due to social prefer-
ences.

At the beginning of the experimental session, we randomized half of the participants into the
treatment (wage transparency) and another half into the control (wage secrecy) group for the
punishment game. All participants made 25 rounds of punishment decisions for the same set of
predetermined wage allocations. In each round participants interacted with different team mem-
bers and faced different wage allocations. Participants in the wage transparency arm first saw the
given wage allocation and then were asked to make their punishment decision. We capped the to-
tal punishment in a team at 10 ECU, but allowed participants to allocate their punishment in any
way they wanted across the other players10. If participants selected non-zero punishment, they
were reminded of the time cost they needed to pay in order to carry out their decision. Participants
in the wage secrecy condition saw only their own wage, the rest of the wage allocation remained
hidden for them. After they learned their own wage, we elicited their beliefs about the wage allo-
cation in an incentive compatible way11. Next, we asked these participants to make their punish-
ment decision in the same way as those in the wage transparency arm: they were allowed not to
punish (punish 0 ECU) and they were reminded of the cost of the punishment.

In the workplace choice task, participants decided which of the two teams they wish to join.
They could choose either of the teams, or state that they are indifferent, in which case they were
randomly assigned to one of the teams. Participants solved 9 of these choice tasks twice: first un-

10We did not allow for rewarding/aiding others, self-punishment or fractional punishment (such as 0.5 ECU), but we
did allow participants to punish 0 ECUs. The cap was enforced to eliminate the possibility of bankruptcy.

11We achieved incentive compatibility in the belief elicitation by rewarding participants if they were close to the ac-
tual wage allocation. Participants formed their beliefs knowing their own wage and based on the general characteristics
of the wage allocations: the wage bill of the workers is always 15 ECUs and the supervisors’ wage is between 0-20 ECUs.
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der the wage secrecy regime and then under wage transparency regime. Similarly to the punish-
ment game, when wages were secret, we elicited participants’ beliefs about the wage allocations in
the two teams. Because this game has a within-subject comparison for the same choice tasks, we
did not randomize the order of the wage secrecy and transparency condition as participants’ beliefs
would be mechanically more accurate if they had seen the wage distribution of the teams.

The wage allocations that we use in the experiment were predetermined, meaning that the
wage allocations (and their characteristics) are orthogonal to the participants’ characteristics. This
will allow us to estimate the causal effect of wage inequality on punishment and sorting decisions.
Two additional features of the design support the causal interpretation. First, the wage distribu-
tions were picked such that there is variation in wage inequality conditional on the agent’s wage.
Therefore, we can separate the effect of own payment from the effect of inequality12. Second, we
randomize the viewing order of the rounds within each tasks for each participant. Because of this,
time varying factors – for example, decreasing attention or learning – will not be able to explain
our results. All of these design features – the careful selection of wage allocations before data col-
lection and the randomized viewing order – imply that the wage allocations can be thought of as
secondary treatments.

We achieve incentive compatibility in the games by paying incentive bonus payments for par-
ticipants. At the end of the survey, one punishment round and one sorting round was picked and
actualized. In the randomly chosen punishment round all players in the team received their re-
spective wage minus their received punishment (if any) and the agents were asked to pay for the
punishment. As discussed earlier, the agents paid in time for the punishment; for every ECU that
the agent reduced, they needed to solve a given number of time burning-task that involved click-
ing on a button every 5 seconds. In the randomly chosen sorting task, the agent received their own
offered wage of the chosen team as well as their team mates.

Our design had an additional built in element that guarded coworkers and supervisors not to
have negative final bonus payment. Coworkers and supervisors could lose money in the punish-
ment game if they received more punishment from the agent than what they got from the supervi-
sor. To make sure that losing money is not possible, we capped the total punishment in each round
at 10 ECUs and gave all players (including the agent) an additional 10 ECU bonus for participat-
ing13. This way even if a player had 0 ECU after the allocation phase and received all of the pun-
ishment from the agent in the actualized round, the player did not go bankrupt.

12In two-player games, such as the dictator or the ultimatum game, this is not feasible: there is a mechanical effect
between one’s own payment and inequality. In our game, we can hold the agent’s payment fixed and redistribute pay-
ments among the other players to adjust inequality.

13Because every player received this surprise bonus, it did not distorted the relative wages and only served as a way
not to ask money back from coworkers and supervisors. When we are analyzing the wages of the players after the pun-
ishment, we do not take this cushion into account.
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4 Data collection

We created three different surveys in Qualtrics that we sequentially deployed to Prolific, a market
place for survey takers, in 2020 August and September. First, we collected the survey responses
from the coworkers, then from the supervisors and finally from the agents. This procedure ensured
that we do not use deception, we preserve the anonymity of the participants in the games and that
all Prolific survey takers can participate at most in one of our three surveys. Note that all players in
the games are real participants, even the idle coworkers14. However, our analysis is solely based on
the agents’ survey.

The agents’ survey was advertised as an hour long decision making study and was available
only for US based adults, fluent in English. About 300 respondents completed this survey, but due
to survey errors, we have 294 participants in the final sample. The average payment for partici-
pants who completed this survey was $9.74.

The survey had five sections. First we collected participants starting beliefs about the wage al-
locations. Second, in an effort to mimic a real workplace, participants “worked”. The job was to
estimate the positions of several numbers on a number line. Participants did not receive feedback
about their accuracy on this estimation task, but knew that similar to real workplaces, their super-
visor may have some coarse information about how well they did. Next, participants solved the
punishment task either in the treatment (wage transparency) or control (wage secrecy) condition
depending on the between subjects randomization. Then in the third main section participants
completed the 9 workplace choice task first in the secrecy version and then in the transparency
version. Finally, at the end of the survey, we collected demographic information about the partici-
pants. We also merged some additional information about the participants to our data set, such as
their political views or socio-economic status, collected by Prolific.

Table A1 summarizes the characteristics of the agents’ population using information from our
survey and Prolific’s information about the participants. The table reports the mean, the standard
deviation and in case of non-binary variables, the 10th and 90th percentiles of the variables. We
report the probability that the treatment assignment in the punishment task is balanced on partici-
pants’ characteristics in the last column. The table shows that while our sample is likely a selected
sample, the between subjects treatment assignment in the punishment game is balanced.

14We opted for this design to ensure that we can truthfully inform participants that they are interacting with other
real participants.
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5 Analysis

In this section we present our findings. First, we show the main results from the punishment game
and then from the workplace choice game. Next, we will provide evidence for the mechanisms that
the theoretical framework suggested (Section 2). We pre-registered most of the analysis presented
here. We mark deviations and exploratory analysis in footnotes.

5.1 Punishment game

We start with the analysis of the punishment game and show that pooling all punishment rounds
to calculate the average treatment effect of wage transparency is misleading because the effect of
wage transparency depends on the underlying wage allocation.

5.1.1 Average treatment effect of wage transparency across all rounds

We first estimate the average treatment effect of wage transparency on punishment decisions pooled
over all rounds. We estimate the following regression:

Y = α+ β ∗ T + ε (5)

, where Y is an outcome variable related to the punishment decision and T is the wage trans-
parency treatment indicator that has value one when the participant is in the wage transparency
arm. Finally, ε represents the error. The coefficient of interest is the average treatment effect of
wage transparency averaged over all rounds (β). Because wage transparency was randomly as-
signed, this parameter is identified.

Table 1 shows the results of estimating Equation 5. We have two types of outcome variables:
the level of punishment expressed in experimental currency units (Panel A), and indicator vari-
ables that show whether there is non-zero punishment for a given player (Panel B). We calculated
q-values (Benjamini et al., 2006; Anderson, 2008) to adjust for multiple hypothesis testing.15 Based
on Panel A, the supervisors receive 0.369 ECU more punishment when wages are transparent than
when wages are secret. This effect, however, fails to remain significant when we use the sharpened
q-values that adjust for multiple hypothesis testing. In columns 2 and 3, we can see that the treat-
ment significantly decreases the amount of punishment towards poorer coworkers and increases it
towards the richer coworkers. Both of these effects are statistically significant at 5% level based on

15The family that we use for calculating the q-values includes all treatment effects in Table 1 and two additional vari-
ables: the level of punishment received by the two coworkers and whether the two coworkers receive positive punish-
ment in the round. Adjusting for multiple hypothesis testing across all of these outcomes is a conservative method; one
could argue that testing the hypothesis on supervisor punishment is different than testing it on the coworkers. For this
reason we also report unadjusted p-values in the table.
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the q-values. The average treatment effect on the total amount of punishment (column 4) is statis-
tically insignificant, meaning that wage transparency does not increase total punishment, only re-
allocates punishment from the poorer coworker to the richer coworker. As a side-effect, the punish-
ment will be more concentrated in the rounds as shown by the last column: the maximum punish-
ment in a round16 is about 0.5 ECU higher when wages are transparent. This effect is significant at
the 10% level after the false discovery rate (FDR) adjustment.

Panel B shows the average treatment effect of wage transparency on the probability of positive
punishment towards the specific team members. The coefficients are estimated based on Equation
5, which assumes a linear probability model specification. According to both the p and q-values,
the only treatment effect that is statistically significant at 5% is the coefficient on the probability
of punishing the poorer coworker: the poorer coworkers are less likely to be punished under wage
transparency by 8.6 percentage points.

The results from Table 1 are not sensitive to adding personal characteristics of the participants
as control variables. We also estimated the punishment regressions towards the three players (su-
pervisor, poorer coworker, richer coworker) simultaneously. The results were not sensitive to this
change either.

5.1.2 Average treatment effect by wage distribution

In this section we show that the results in the previous section mask important heterogeneity across
wage allocations. In the theoretical section (Section 2) we argued that when the agents assign
non-zero weight on the other-regarding preferences part of the utility function, that is α 6= 0, the
wage allocations matter for the agents’ optimization problem. This means that different wage al-
locations can also generate different treatment effects depending on the beliefs of the participants
and the functional form of their the other-regarding preferences. To test if this is the case, we are
going to estimate the average treatment effect for each of the 25 distributions separately that we
used in the punishment game17.

We estimate
Yk = αk + βk ∗ T + εk (6)

for each wage allocation k ∈ [1, 25]. We are interested in the βk coefficients that are identified due
to the random assignment.

Figure 1 plots these βk coefficients for the supervisor punishment. The coefficients are ordered
based on the inequality among the workers’ wage, which we measure by the Gini coefficient18.

16We did not pre-register the maximum amount of punishment in a round as an outcome variable.
17This heterogeneity analysis in not in the pre-analysis plan.
18The Gini coefficient is defined as G =

∑n
i=1

∑n
j=1 |xi−xj |

2n2x̄
(Sen et al., 1997). This coefficient has a value of 0 for the

perfectly equal society and a value of 1 for a perfectly unequal society. We calculate the Gini coefficient over the wages
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Table 1: Treatment Effects on Punishment Behavior

Panel A: level of punishment

supervisor coworker total maxpoorer richer
treat 0.369 -0.322 0.294 0.341 0.499

(0.206) (0.083) (0.097) (0.310) (0.232)
p-value 0.075 0.000 0.003 0.272 0.032
q-value 0.118 0.002 0.013 0.305 0.069
control group mean 1.505 0.632 0.584 2.722 1.977
# observations 7347 7348 7349 7347 7347
# clusters 294 294 294 294 294
R2 0.004 0.018 0.007 0.002 0.006

Panel B: indicator for non-zero punishment

supervisor coworker anyonepoorer richer
treat 0.029 -0.086 0.045 0.034

(0.037) (0.029) (0.032) (0.041)
p-value 0.440 0.004 0.152 0.406
q-value 0.388 0.013 0.198 0.388
control group mean 0.340 0.228 0.211 0.445
# observations 7347 7348 7349 7347
# clusters 294 294 294 294
R2 0.001 0.012 0.003 0.001
Notes: Coefficients are from regressing each outcome on wage transparency treatment assignment.
Heteroskedasticity-robust standard errors are shown in parentheses, clustering at the participant level.
Sharpened q-values control the false discovery rate across the family of punishment outcome variables.
The family includes all variables in the table as well as the sum of punishment towards the two cowork-
ers and an indicator if this sum is positive. The p-values are unadjusted and are reported for comparison
purposes.

Low values of the coefficient indicate low levels of inequality, higher values mean higher levels of
inequality. Our first observation is that the treatment effect of wage transparency on supervisor
punishment varies across wage allocations. Some wage allocations have zero, others significantly
positive and yet others significantly negative treatment effects. When we averaged over these coef-
ficients in the pooled estimation (Equation 5), we found statistically insignificant effects, highlight-
ing that taking into account wage allocation differences is important to understand the effect of
wage transparency. Our second observation is that most of the zero treatment effects are concen-
trated at low levels of inequality and the treatment effects fan out when the inequality among the
workers is higher.

This figure was picked for illustration to build intuition why controlling the wage allocations
in our design was crucial. In what follows, we will regress the outcome variables on wage trans-
parency treatment assignment and the characteristics of the wage allocation.
of three workers and not entire societies, which means that the upper limit of the Gini coefficient in our game is 2

3
.
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Figure 1: Average Treatment Effect of Wage Transparency on the Level of Supervisor Punishment
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Notes: This graph shows the average treatment effect of wage transparency on the level of supervisor punishment by
the level of inequality among the workers. the x-axis is an ordinal axis where we ordered the wage allocations from the
lowest to highest Gini coefficient. The average treatment effects are the beta coefficients from regressing round level
supervisor punishment on treatment assignment separately for each round. Heteroskedasticity-robust standard errors
clustered at participants level were used to create the wings, which mark the 95% confidence intervals.

5.1.3 Average treatment effect as a function of the wage distribution

After we showed that the treatment effect of wage transparency has a lot of variation depending on
the underlying wage allocation, we extend our model and incorporate three characteristics of the
wage allocation to the treatment effect model as regressors: participant’s own wage, the supervi-
sor’s wage and the Gini coefficient defined over the workers’ wages19. We also add the interactions
of these variables with the treatment to see if the effect of wage transparency is moderated by the
wage distribution. These modifications lead to the following model:

Y = α + β ∗ T + δ1 ∗Giniworkers + δ2 ∗ (Giniworkers × T ) +

+ γ1 ∗ wown + γ2 ∗ (wown × T ) + θ1 ∗ wsup + θ2 ∗ (wsup × T ) + ε
(7)

, where T stands for the wage transparency treatment, Giniworkers is the level of wage inequality
among the three workers as measured by the Gini coefficient, wown is the agents’ own wage and
wsup is the supervisor’s wage. As before, we are clustering the standard errors at the participant

19In the pre-analysis plan we considered the Gini coefficient within the entire team. The qualitative message does not
depend on which version we use, but the interpretation is cleaner when we define the Gini coefficients over the workers.
This change, however, meant that we also needed to include the supervisors’ wage in the analysis.
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level. Our interpretation of the coefficients will remain causal, as the characteristics of the wage
allocations are orthogonal to the characteristics of the participants, and we randomized the treat-
ment assignment to wage transparency .

The estimated results are summarized in Table 2. In Panel A we present our findings for the
level of punishment outcome variables. The table uncovers several important results. First, the ta-
ble shows that relative to the findings in Table 1, adding the extra terms changes the main effects
of the wage transparency treatment. The main effect of the treatment is now statistically signifi-
cant for all punishment variables, except for hostility towards the poorer coworker. These findings
are qualitatively and quantitatively different than what we saw earlier.

Second, two characteristics of the wage distribution (Gini coefficient among the workers and
own wage) directly affect the punishment decision of the participants. The Gini coefficient has a
positive main effect, while own wage has a negative main effect on hostility. The relationship be-
tween own wage and hostility confirms the previous findings of Fehr and Fischbacher (2004), who
also see that own wage and punishment are negatively related.

Third, we find that the effect of wage transparency is moderated by the characteristics of the
wage allocations. The coefficients on the interaction terms are almost always statistically signifi-
cant at the 5% level, confirming our hypothesis that the effect of wage transparency depends on
what is being revealed.

Finally, the results also indicate that participants treated the supervisors and their coworkers
differently. There is a level difference between supervisor and coworker punishment in the control
group; under wage secrecy, supervisors receive more punishment on average than the coworkers as
shown by the control group means (1.5 ECU vs. around 0.6 ECU). In addition, the treatment effect
of wage transparency is also different between supervisors and coworkers. The difference arises
in terms of magnitude (i.e. Gini coefficient × treatment) and also in terms of sign (i.e. supervisor
wage × treatment). These suggest that the effect of wage transparency does not only depends on
what is being revealed, but also what is the role of the player in the game, whom we study.

Panel B of Table 2 presents the findings for the indicator outcome variables that show whether
there is positive punishment for the given players. Because the estimated equation for this panel
is also Equation 7, the coefficients are the results of linear probability models and thus should be
interpreted as percentage point changes.

The results in this panel support our four main findings in Panel A of the Table. As before we
see that adding the wage allocation characteristic change the main effect of wage transparency rel-
ative to the case when they are not included (Table 1, Panel B). Second, the Gini coefficient for the
workers and the own wage of the participants have a significant main effect on the probability of
punishment at the 1% level. Next, we also see evidence for statistically significant interaction ef-
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Table 2: Treatment effects by allocation characteristics

Panel A: level of punishment

supervisor coworker total maxpoorer richer both
treat -1.330∗∗∗ -0.158 0.703∗∗∗ 0.544∗∗ -0.787∗∗ -0.844∗∗∗

(0.224) (0.123) (0.157) (0.267) (0.383) (0.255)
gini workers 1.164∗∗∗ 0.669∗∗∗ 0.467∗∗∗ 1.136∗∗∗ 2.300∗∗∗ 1.691∗∗∗

(0.226) (0.107) (0.122) (0.181) (0.294) (0.240)
gini workers × treat -0.497 -1.220∗∗∗ 3.047∗∗∗ 1.827∗∗∗ 1.330∗∗∗ 2.536∗∗∗

(0.317) (0.142) (0.283) (0.314) (0.448) (0.387)
own wage -0.055∗∗∗ -0.067∗∗∗ -0.053∗∗∗ -0.120∗∗∗ -0.176∗∗∗ -0.106∗∗∗

(0.016) (0.008) (0.009) (0.016) (0.021) (0.017)
own wage × treat 0.032 0.052∗∗∗ -0.146∗∗∗ -0.094∗∗∗ -0.062∗∗ -0.083∗∗∗

(0.020) (0.009) (0.016) (0.022) (0.028) (0.023)
supervisor wage 0.005 0.007∗∗ 0.002 0.009∗∗ 0.013∗∗ 0.010∗

(0.006) (0.003) (0.002) (0.004) (0.006) (0.005)
supervisor wage × treat 0.216∗∗∗ -0.007∗ -0.073∗∗∗ -0.080∗∗∗ 0.136∗∗∗ 0.120∗∗∗

(0.016) (0.004) (0.006) (0.007) (0.013) (0.013)
control group mean 1.505 0.632 0.584 1.217 2.722 1.977
# observations 7347 7348 7349 7347 7347 7350
# clusters 294 294 294 294 294 294
R2 0.160 0.064 0.207 0.134 0.129 0.137

Panel B: indicator for non-zero punishment

supervisor coworker anybodypoorer richer both
treat -0.138∗∗∗ 0.000 0.183∗∗∗ 0.114∗∗ -0.062

(0.045) (0.045) (0.050) (0.052) (0.052)
gini workers 0.108∗∗∗ 0.124∗∗∗ 0.092∗∗∗ 0.128∗∗∗ 0.156∗∗∗

(0.034) (0.034) (0.031) (0.033) (0.036)
gini workers × treat -0.310∗∗∗ -0.450∗∗∗ 0.166∗∗∗ 0.132∗∗∗ 0.081

(0.053) (0.053) (0.050) (0.050) (0.051)
own wage -0.009∗∗∗ -0.019∗∗∗ -0.017∗∗∗ -0.022∗∗∗ -0.018∗∗∗

(0.002) (0.002) (0.002) (0.003) (0.002)
own wage × treat 0.010∗∗∗ 0.013∗∗∗ -0.017∗∗∗ -0.012∗∗∗ -0.005

(0.003) (0.002) (0.003) (0.003) (0.003)
supervisor wage 0.001 0.001 0.000 0.001 0.001

(0.001) (0.001) (0.001) (0.001) (0.001)
supervisor wage × treat 0.029∗∗∗ 0.001 -0.010∗∗∗ -0.010∗∗∗ 0.013∗∗∗

(0.002) (0.001) (0.001) (0.001) (0.001)
control group mean 0.340 0.228 0.211 0.269 0.445
# observations 7347 7348 7349 7347 7347
# clusters 294 294 294 294 294
R2 0.104 0.063 0.103 0.103 0.070
Notes: This table estimates the treatment effect of wage transparency using wage allocation character-
istics as additional controls and allowing for interaction effects. Panel A shows the results for outcome
variables regarding the level of punishment, while Panel B shows the results for indicator outcome vari-
ables. The Gini coefficient is defined over the three workers and thus excludes the supervisors’ wage.
total refers to the total amount of punishment points in the given round, max is the maximum amount
of punishment towards another player within a round. Heteroskedasticity-robust standard errors shown
in parentheses, clustered at the participant level. *; **; and *** denote significance at the 10; 5; and 1
percent levels respectively. 17



fects: the characteristics of the wage distribution moderate the treatment effects. Lastly, this panel
confirms that participants treated supervisors and coworkers differently. The control group means
show that supervisors are punished in the wage secrecy arm more often than the coworkers: 34%
versus about 22% for each of the coworkers. Besides the level effect in the control group, the main
effect of wage transparency also varies for the different players.

We conclude the punishment analysis by highlighting our most surprising result. After incorpo-
rating the characteristics of the wage allocation to the analysis, we still see that the richer cowork-
ers receive more punishment due to the treatment. Punishing the coworkers in our game means
punishing the innocent by-standers. We offer our interpretation of this finding when we discuss the
mechanisms in Section 5.3.

5.2 Workplace choice game

In this game we test the prediction of the social preference theory on the extensive margin: con-
ditional on their own offered wage, will participants care about the wage allocation when they
choose between offers? We find that our participants behaved as if the wage allocations were im-
portant for them when they chose among workplaces. We also recovered that a share of partici-
pants reversed their choice relative to their choice in wage secrecy. These findings propose a pos-
sible avenue how wage transparency policies can have general equilibrium effects: workers may
change how they sort to workplaces when the policy is rolled out. This behavior in turn could af-
fect the wage setting practices of the firms, leading to further treatment effects in general equilib-
rium.

We rely on the within-subject design of this game to test if participants accept the same offer
under wage secrecy and wage transparency. All participants completed 9 choice tasks in this game,
first in the wage secrecy version, then in the wage transparency version.20 We find that in 14.11%
of the cases, participants chose differently for the same choice task under the two regimes21, that
is, a share of our participants reversed their workplace choice when they learned the true wage
allocation.

In order to understand choice reversals, we run a regression analysis. Our outcome variable is
whether the participant chose differently in a choice task when the wages were transparent rela-
tive to when they were secret. We regress this choice reversal indicator on the characteristics of the
previously chosen and not chosen teams’ wage allocations22. We cluster the standard errors at the
participant level.

20We fixed the order because we elicited participants’ beliefs about the wage allocation when wages were secret. Had
we randomized the order of the two regimes, those who started with wage transparency would have had mechanically
more accurate beliefs.

21This number excludes the cases when choice reversals are mechanical due to indifference.
22This analysis is not included in the pre-analysis plan.
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Table 3: Effect of wage allocation characteristics on choice reversals in workplace choice task

Reversed chosen team
gini worker previously chosen team 1.051∗∗∗

(0.138)
gini worker previously NOT chosen team -0.592∗∗∗

(0.063)
own wage previously chosen team -0.056∗∗∗

(0.009)
own wage previously NOT chosen team 0.021∗∗∗

(0.005)
supervisor wage previously chosen team -0.007

(0.007)
supervisor wage previously NOT chosen team 0.004

(0.007)
constant 0.402∗∗∗

(0.043)
# observations 1301
# clusters 287
R2 0.151
Notes: The table shows the effects of wage allocation characteristics on the probability to reverse the
preferred teams in the workplace choice task when wage allocations became transparent. The analy-
sis excludes cases when participants were indifferent between teams and those rounds where partici-
pants own offered wage is the same in the two teams. Previously chosen team refers to the team that
the participant chose in the secrecy condition. Previously not chosen team refer to the other team that
the participant did not choose in the secrecy condition. Heteroskedasticity-robust standard errors shown
in parentheses, clustering at the participant level. *; **; and *** denote significance at the 10; 5; and 1
percent levels respectively.

Table 3 shows our results. If participants learn that the level of inequality among the three work-
ers is higher in the team that they chose in the secrecy condition, they are more likely to switch
away from that team and reverse their choice. On the flip side, if the previously not chosen team
has higher level of inequality among the workers, participants are less likely to reverse their choice.
Participants’ own wage, on the other hand, is regarded positively: higher own wage in the previ-
ously chosen team decreases the probability to switch and if the other team offers higher wage for
the participant, the participant is more likely to switch on average. The sign of these results sug-
gests that participants dislike inequality and prefer higher own wage. We do not find evidence for
supervisors’ wage affecting participants’ choice reversals.

Our interpretation of the results is that wage transparency made some participants to reverse
their choices in the workplace choice task, and these choice reversals were informed by the re-
vealed wage allocations in the two teams.
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5.3 Mechanisms

Having shown that wage transparency affects participants’ optimal decisions in our games and that
the wage allocation moderates these effects, in this section we test what mechanisms could explain
these results. Our theoretical framework points to two possible mechanisms that could explain the
treatment effects of wage transparency: beliefs and social preferences. We show empirical evidence
for both in this section.

5.3.1 Beliefs

We show three pieces of evidence that beliefs are one of the possible mechanisms. We first demon-
strate that participants’ beliefs correlate with their punishment and workplace choice decisions
when wages are secret, suggesting that participants’ beliefs potentially have a role in the decisions
they make. Second, we find that participants’ beliefs are imperfect under wage secrecy. This find-
ing checks one of the necessary conditions of finding a treatment effect based on our theoretical
framework in Section 2. Finally, we show that wage transparency corrects participant’s inaccurate
beliefs and so the treatment is successful in creating a shock to beliefs.

Beliefs correlate with decisions in the wage secrecy arm

First, we analyze if participants’ beliefs correlate with their punishment decisions. We regress the
punishment outcomes on participants’ beliefs about the wage allocation in the wage secrecy arm23.
The results in Table 4 indicate that participants’ beliefs about what an other player received corre-
late positively with the amount of punishment the participant gave to the respective other player
(Panel A), and the probability that the participant punished them (Panel B). Besides these, the
beliefs about the supervisor’s and the richer coworker’s wage correlate significantly with several
other punishment outcomes as well. These suggest that participants’ beliefs – especially about the
richer coworker’s and the supervisor’s wage – matter for their punishment decisions.

In addition to the punishment decisions, participants’ beliefs also correlate with their choices
in the workplace choice task. We regressed whether a team is chosen by the participant on the
participant’s own wage, their believed level of inequality among the workers24 and their beliefs
about the supervisors’ wage. In Table 5, we show that conditional on participants’ own wage, the
believed inequality among workers correlates negatively with the chance that a team is going to be
chosen. We also see that participants’ beliefs about the wage of the supervisor does not correlate

23We elicited participants’ beliefs about the wage allocation only for those who were in the wage secrecy arm. Be-
cause the participants always know their own wage, we regress the outcomes only on the uncertain elements of the
wage allocation: the beliefs about the supervisor’s wage and the two coworkers’ wages.

24The believed level of inequality among workers is imputed using the elements of the believed wage distribution and
the Gini formula.
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Table 4: Correlates of beliefs and punishment behavior

Panel A: level of punishment
(1) (2) (3) (4) (5) (6)

supervisor poorer cw richer cw both cws total max
supervisor believed wage 0.092∗∗∗ -0.022∗∗ -0.038∗∗∗ -0.060∗∗∗ 0.032 0.064∗∗∗

(0.021) (0.009) (0.010) (0.018) (0.029) (0.022)
poorer cw believed wage 0.011 0.054∗∗ -0.043 0.011 0.021 -0.052

(0.048) (0.021) (0.029) (0.043) (0.069) (0.056)
richer cw believed wage 0.068∗ 0.005 0.158∗∗∗ 0.163∗∗∗ 0.231∗∗∗ 0.182∗∗∗

(0.039) (0.010) (0.027) (0.032) (0.053) (0.044)
control group mean 1.505 0.490 0.727 1.217 2.722 1.977
# observations 3475 3475 3475 3475 3475 3475
# clusters 139 139 139 139 139 139
R2 0.056 0.029 0.113 0.078 0.048 0.054

Panel B: indicator for non-zero punishment
(1) (2) (3) (4) (5)

supervisor poorer cw richer cw both cws any player
supervisor believed wage 0.008∗∗ -0.008∗∗∗ -0.011∗∗∗ -0.011∗∗∗ 0.002

(0.004) (0.003) (0.003) (0.003) (0.004)
poorer cw believed wage 0.007 0.025∗∗∗ 0.008 0.002 0.006

(0.008) (0.006) (0.007) (0.007) (0.009)
richer cw believed wage 0.010 0.002 0.028∗∗∗ 0.032∗∗∗ 0.023∗∗∗

(0.006) (0.003) (0.005) (0.005) (0.006)
control group mean 0.340 0.192 0.248 0.269 0.445
# observations 3475 3475 3475 3475 3475
# clusters 139 139 139 139 139
R2 0.020 0.048 0.092 0.086 0.031
Notes: This table shows how participants’ beliefs about other’s wages correlate with their punishment
decisions. The estimations use the sample in the wage secrecy arm. cw stands for coworker, others refer
to the supervisor and the two coworkers, max is the maximum amount of punishment towards another
player within round. Heteroskedasticity-robust standard errors shown in parentheses, clustering at the
participant level. *; **; and *** denote significance at the 10; 5; and 1 percent levels respectively.

significantly with the likelihood that the team is going to be chosen.

Beliefs are inaccurate in the wage secrecy arm

After showing that participants’ beliefs correlate with their punishment and workplace choice de-
cisions, we next illustrate that participants’ beliefs are inaccurate in our games and so the wage
transparency treatment provides a shock25. We have two pieces of evidence for this. At the begin-
ning of the experiment, we elicited participants’ expected wage allocation for each player includ-
ing themselves. Using these expectations in the Gini formula we calculate participants’ expected
inequality among the three workers. Figure 2 shows the histogram of this calculated variable for

25Their beliefs may be accurate in a world where the supervisors can freely select an allocation. We do not claim that
their beliefs are universally inaccurate, only that they were inaccurate with respect to our wage allocations.
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Table 5: Correlation of choice and beliefs in the sorting task

(1)
team is chosen

own wage 0.061∗∗∗
(0.002)

believed gini worker -1.296∗∗∗
(0.067)

supervisor believed wage -0.000
(0.001)

cons 0.440∗∗∗
(0.016)

# observations 2601
# clusters 287
R2 0.143
Notes: The table shows the coefficient of a linear probability model where the out-
come is whether a given team is chosen and the explanatory variables are partici-
pants beliefs about the wage distribution in the team. The sample is restricted for
non-indifferent choices in the secrecy condition and does not include rounds where
the participants’ own wage is the same in the two teams. Item nonresponse on be-
liefs or choice explains that this estimation has fewer clusters than participants.
Heteroskedasticity-robust standard errors shown in parentheses, clustering at the
participant level. *; **; and *** denote significance at the 10; 5; and 1 percent levels
respectively.

those participants who were in the wage secrecy arm. The histogram is concentrated on the left
side of the x-axis, suggesting that participants expect low inequality, and about 60% of the times
they expect zero inequality among workers at the beginning of the experiment. The dots on the
x-axis mark the actual wage inequalities among the workers that participants saw in the punish-
ment game. Several dots are on the right side of the x-axis, where there is little mass in the his-
togram. This means that participants expect more equal wage allocations relative to most of our
actual wage allocations.

The previous graph is based on participants’ expected wage allocation, however, because those
expectations cannot be incentivized, we also show evidence for inaccurate beliefs from incentivized
questions. In the wage secrecy arm we elicited participants’ beliefs about the other players’ wages
in an incentive compatible way. On Figure 3 we plot the histogram of their accuracy, measured by
the total absolute distance between their believed and the actual wage allocation. The histogram
reveals that participants rarely have perfect beliefs, only about in 4% of the cases.

Wage transparency treatment corrects inaccurate beliefs

After showing that participants’ beliefs correlate with their decisions and that their beliefs were
generally inaccurate, in the final step, we provide evidence that wage transparency corrects beliefs.
Wage transparency mechanically corrects inaccurate beliefs because it reveals the true wage allo-
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Figure 2: Histogram of participants’ expected inequality
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Notes: This graph shows the histogram of expected Gini coefficient among workers in the control group. The dots on the
x-axis show the Gini coefficients among workers of the actual wage allocations that the agents faced. The dots overlap,
we have 25 allocations in the punishment game.

cation in the team. However, we also have a non-mechanical check for this effect. At the beginning
of the experiment all participants were asked to state their beliefs for a wage allocation. Those in
the secrecy arm saw only their own payment and thus made a real guess. Those in the wage trans-
parency arm on the other hand saw the full wage allocation and so their task was merely to copy
the numbers of the wage distribution to the answer fields. While this elicitation was not incen-
tivized, the results in Table 6 reassuringly indicate that the errors in beliefs are largely offset due
to the treatment. The gap is not perfectly offset though, which we interpret as errors in copying
numbers or disbelief in the instructions.

We argued in this section that the treatment effect can possibly exist because of beliefs. We
showed that participants’ beliefs correlate with their decisions, these beliefs are inaccurate and
they are corrected in the treatment arm. Our theory suggests that the second, simultaneous mech-
anism behind the treatment effects is the mechanism of social preferences. We next test if social
preferences can be detected in our sample.

5.3.2 Social preferences

Earlier we showed that wage transparency has a treatment effect on punishment and sorting deci-
sions, and we provided empirical evidence for beliefs as a possible mechanism. In this section we
show that the other mechanism identified in on our theoretical framework, the mechanism of so-
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Figure 3: Histogram of belief-accuracy in the punishment game
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Notes: This graph shows the histogram of how accurate participants’ beliefs were about the wage allocation. The sample
includes all 25 rounds of the punishment game for those in the wage secrecy arm. In each round, we elicited partici-
pants’ beliefs about the three other players’ wages. We take the absolute distance of these three beliefs and their actual
value. 0 absolute difference means that the participant in a given round had perfect beliefs.

cial preferences, is also supported by our data. We begin by describing the social preferences that
evoke to explain the decisions in the punishment game. Then we categorize participants to differ-
ent social preference categories. The categorization reveals that social preferences can be detected
in our sample, providing empirical evidence for the channel of social preferences.

Description of social preference types

The other-regarding preference segment of the utility function, g(·), describes how a given agent
incorporates the wage of another player to their utility function. Numerous papers have focused on
what these preference types are and how to formalize them.26 These functional forms are impor-
tant, because as seen in Equation 3, the marginal utility of the other player’s wage depends on not
just the weight that the participant places on their other-regarding segment of the utility function,
but also on the partial derivative of g(·) with respect to the other players’ wage. Thus, different
functional forms of the g(·) function can lead to different optimal decisions that can may lead to
heterogenous treatment effects by social preference types.

We borrow some of the most commonly used other-regarding preference notions from the lit-
erature and consider whether the participants’ decisions are consistent with those notions. We

26For a review see Cooper and Kagel (2016) and Fehr and Schmidt (2006). The review by Rotemberg (2006) surveys
social preferences specifically at the workplace.
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Table 6: Treatment effect on accuracy of beliefs

Accuracy on workers’ wages Accuracy on all members’ wages
abs difference ∆ Gini abs difference ∆ Gini

treat -2.781∗∗∗ -0.071∗∗∗ -10.299∗∗∗ -0.057∗∗∗
(0.278) (0.004) (0.625) (0.006)

control group mean 3.439 0.081 11.525 0.075
# observations 294 293 294 293
# clusters 294 293 294 293
R2 0.238 0.499 0.483 0.254
Notes: The table shows the effect of treatment on accuracy of beliefs. We use one round where where
we asked the beliefs of all participants about the other players wage. abs difference is the sum of abso-
lute differences between participants’ beliefs about the other players’ wage and their respective actual
payment. ∆ gini is the difference between the imputed believed and actual Gini coefficient, where we
calculate the believed Gini coefficient based on the believed wages of the other players and the partici-
pant’s own payment. The first two columns consider only the three workers, while the last two columns
consider all team members, including the supervisor. The Gini coefficient is maximum 3

4 , when we cal-
culate it over the entire team. Heteroskedasticity-robust standard errors shown in parentheses, cluster-
ing at the participant level. *; **; and *** denote significance at the 10; 5; and 1 percent levels respec-
tively.

limit our attention to inequality based, reciprocal, rank-based and joy of punishment preferences
because these preference types have the potential to explain non-zero punishment decisions and
consequently the treatment effects of wage transparency on punishment. We list these preferences
along with examples in the literature in Appendix Table A2.

The first notion we describe is the inequality based social preference. The utility function of
this type of agents depends on inequality positively (inequality lover types) or negatively (inequal-
ity averse types).27 Therefore, in our punishment game we expect inequality lover type partici-
pants to punish to increase inequality. This can typically be done by punishing the poorest individ-
ual. On the other hand, we expect that the punishment decisions of inequality averse type partic-
ipants will result in lower inequality. Inequality can be typically reduced by subtracting payment
from the richest individual.28 As the optimal punishment decisions of both of these types depend
on the (believed) wage allocation, wage transparency may reveal information to the participants
that would change their optimal decisions. This means that the presence of inequality based types
could explain not just the positive amount of punishment in the punishment game but also the
treatment effects of wage transparency.

Next are the reciprocal type agents. Following Rabin (1993) these agents reciprocate kind and
spiteful actions. Because only the supervisors make a decision that affects the agent, reciprocal

27In the literature Fehr and Schmidt (1999) and Bolton and Ockenfels (2000) formalized utility functions for these
preference types.

28We describe typical decisions here, because these actions are not always possible. Participants cannot punish them-
selves, so in cases when the participant is the richest individual and has inequality averse preferences, they cannot pun-
ish the richest individual. The same is true in the opposite combination: inequality lover type participants cannot punish
the poorest individual if they themselves are the poorest.
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types would reciprocate only towards the supervisor, never the coworkers – a fact that we heavily
use when we are categorizing participants to types based on their punishment decision. Whether
a reciprocal agent decides to punish or not, depends on the agent’s decision rule that determines
if the supervisor was kind or not. To the extent that the (believed) wage allocations enter this de-
cision rule, the reciprocal agents’ optimal choice may also be shifted by the treatment, and hence
reciprocal agents may also be responsible for the observed treatment effects.

Rank-based type agents are in our next group of social preference category. These agents care
about their rank to some degree in the wage allocation. For example, Kuziemko et al. (2014) pro-
pose that people may be averse to be the last in a group, but we can also think of other, more gen-
eral preferences that would motivate people to be ahead of others in general. We expect rank-
based type agents to punish only if they can improve their ranks29. We also predict that when
these type of agents punish, they would target the player who is the closest richer player to the
agent. The wage allocation thus helps rank-based type agents to determine if increasing their rank
is feasible and what is the best way to achieve it. Because the wage allocation drives the decision of
this type, wage transparency can modify their behavior leading to treatment effects.

The joy of destruction type agents have utility functions that positively depend on punishment(Abbink
and Sadrieh, 2009; Zizzo and Oswald, 2001). These agents would punish prospectively whether
they know the wage allocation or not. This means that while joy of destruction type agents may
be responsible for non-zero punishment, they are not responsible for the treatment effects of wage
transparency.

Many other conventional other-regarding preference types would never punish in the punish-
ment game. For example, the selfish types would not punish because for them punishment only
has cost and no benefits. We expect the social welfare maximizer and altruist types not to punish,
because punishment is inconsistent with their motivations. Social welfare maximizers would in-
crease the share of the pie, yet this game only allows them to decrease the total welfare through
punishment, so their optimal decision is never to punish. Those who have altruistic preferences
would like to aid others potentially even by sacrificing themselves. Aid, however, is not a feasible
action in our game, leading to an optimal choice of zero punishment. All of these types – the self-
ish, the welfare maximizers and the altruists – would always choose not to punish irrespectively on
which treatment arm they are in. This means that these types are observationally equivalent in the
punishment game and they cannot explain the treatment effects of wage transparency on punish-
ment decisions.

29This condition can be limiting as agents can punish at most 10 ECU in a round, thus they cannot get ahead of any
player who is more than 10 ECU richer than them.
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Proxying participants’ social preference types

In what follows, we proxy participants’ social preference types based on their punishment behav-
ior. This categorization is needed, because as we highlighted in the previous section, not all social
preference types can explain punishment behavior, and even among those that do, not all of them
can be responsible for the treatment effects we see. In particular, the joy of punishment types may
engage in punishment, but the treatment has no effect on their optimal behavior. To support the
mechanism of social preferences behind the treatment effects, we need to find evidence that our
sample contains types that can respond to the treatment, a combination of inequality averse, in-
equality lover, reciprocal and rank-based types.

Our categorization uses five pre-specified wage allocations in the punishment game. For each
of these wage allocations we made predictions about which social preference types would pun-
ish given the wage allocation and if they would punish, who would be their targeted player.30 If
a participant punished anyone, we considered that decision consistent with the joy of punishment
preferences. Similarly if the participant did not punish in a round we took it as a sign for belonging
to the never-punisher group. We chose the five allocations in a way that the other preference types
(inequality averse, inequality lover, reciprocal and rank-based) were predicted to punish in some
but not all rounds, so we could separate these types from those who would always punish (joy of
punishment) and never punish (never punishes).

We also use our predictions about whom these types would punish in the categorization. We
predicted that reciprocal types would only punish the supervisor and never the coworkers, mean-
ing that coworker punishment is never consistent with reciprocal types. On the other hand, coworker
punishment is consistent with inequality based and rank based types.

Finally we also make use of the constraints of our game. Suppose that the nearest player ahead
of the agent is more than 10 ECU away. For the agent who wishes to increase their rank, pun-
ishment is not optimal because the maximum amount of punishment in a team is 10 ECU which
would not be enough to increase their rank. On the other hand, an inequality averse or a recip-
rocal agent may find it optimal to punish the player ahead to decrease inequality or reciprocate
spiteful behavior. Accordingly, seeing punishment in this scenario would not be consistent with
rank-based preferences, but would be consistent would inequality averse and reciprocal types (in
addition to joy of punishment preferences).

In the next step, the predictions we made for the five selected rounds were compared to the
actual punishment decisions of the participants in the wage transparency arm31. We assigned the

30The categorization steps, the used wage allocations and the respective predictions were pre-specified.
31We used the wage transparency arm to ensure that participants have the true information about the wage alloca-

tion. Participants in the secrecy condition may had inaccurate beliefs and thus typically did not have the allocation in
mind that we made the predictions for. Random assignment of the treatment ensures that the distribution of types in the
treatment arm should be close to that of the entire sample.
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most likely type for each participant based on their decisions and excluded participants from the
categorization who could be assigned to more types32.

This categorization has several assumptions. First we need to assume that the agents have only
one type and their type is time invariant. In addition, we assume that the cost of punishment did
not deter punishment on the extensive margin. This assumption is needed because if the cost of
punishment deters participants whose types are consistent with punishment, we would mistakenly
label them as never punishers. We consider these assumptions, especially the first two, as strong
assumptions. Their benefit though is that they ensure that we can pool the signals for preference
types across the five allocations, which further allows us to categorize participants. Nevertheless,
we look at the categories only as proxies to participants’ true types.

Results of the social preference categorization

Table A2 in the Appendix shows the distribution of social preferences types that we find with our
categorization method along with some short descriptions. We find that about 36% of the par-
ticipants are inequality averse, 9% are reciprocal, about 24% are joy of punishment types and
30% make up the never-punisher group. We identify very few rank-based types and no participant
whose decisions are consistent with inequality lover preferences. This means that among the four
types that are potentially responsible for the treatment effect, we could find evidence for only two
in our sample: inequality averse and reciprocal types. We conclude that the social preference chan-
nel is supported empirically and that our treatment effects in the punishment game are most likely
due to inequality averse and reciprocal agents.

We also argued that social preferences have a role in the workplace choice task as well. How-
ever, the predictions about which types could possibly respond to the treatment by changing their
preferred team are less clear for this task. In theory all types could reverse their choice when they
see the full wage allocations, except the selfish types. For this reason we are using this task to pro-
vide further evidence for social preferences and bound the share of selfish types.

In some rounds of the workplace choice task, the participant’s proposed wage was the same
across the two offers. In these cases, participants cannot distinguish between the two offers when
the other players’ wages are secret. However, when the entire wage allocations were revealed for
these rounds, 65-83% of the participants chose one or the other team instead of claiming that they
were indifferent. Among those who said they are indifferent, 20 participants (6.8% of the sample)
indicated that they are indifferent in all of these rounds and thus could be categorized as selfish.
Consequently, we treat the 6.8% as the upper bound of the share of selfish types in our sample.

To summarize our findings, we find that at most 6.8% of our participants are selfish types in
32This could happen if a participant was equally likely to have two or more types.
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our sample and the other participants have some form of social preferences that we detected either
by their punishment or sorting decisions. We have suggestive evidence that the treatment effects in
the punishment game is mostly driven by reciprocal and inequality averse type participants, while
in the sorting game any social preference type could flip their choice due to the treatment. This
means that we found support of the second theoretical channel as well: social preferences can ex-
plain our treatment effects both in the punishment and the workplace choice game.

6 Discussion

Both of our games are abstract. This raises the question about what types of workplaces can speak
to and how could we interpret the punishment and sorting decisions in those environments.

First, we argue that while the games are abstract, certain pockets of the labor market operate
under circumstances that generally match the conditions in our games. On the free-lancing plat-
forms employers and workers match quickly for short term online tasks. On these platforms work-
ers and employers do not interact face-to-face, only online. It is also possible to achieve anonymity
through the use of usernames. Workers even can be assigned to teams. As examples for such tasks,
consider programming a website by two programmers as in Lyons (2017) or an on-demand data
entry task as in Huet-Vaughn (2015). Our game is in between these two examples: there is no
team work element in our game unlike in the programming task, but people are assigned to teams
unlike in Huet-Vaughn (2015)’s work.

Temporary in person jobs also provide a useful benchmark for our games. The call center of
Flory et al. (2016) required short term work (few hours), where workers worked individually along
with several other coworkers. These jobs match the in-between case of team assignment and indi-
vidual work and the short term nature of our game. The face-to-face interactions, however, move
these jobs away from our setting. Thus we consider online call centers as a closer alternative than
the in-person ones.

The abstractions in our games limit the work settings that we can speak to, but they come with
important benefits. First, we have tight control over both wage transparency and the individual
wage allocations, which allows us to show the effect of wage transparency as a function of the un-
derlying wage allocations. Second, the abstractions also help us to argue more convincingly about
the mechanisms in our games. For instance, we can rule out mechanisms that would stem from
in-person interactions and would be unknown to the econometrician.

After providing examples of labor markets where several of our abstractions are present and de-
tailing the benefits of the abstraction, we discuss the interpretation of punishment. It is unrealistic
that a worker will be able to decrease the wage of their supervisor or their coworkers directly. In-
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stead of interpreting punishment literally, we think of punishment as any behavior that can reduce
the (psychological) utility of the others. Social exclusion, shirking33, sabotage, gossiping about
a team member or refusing to cooperate with them are all real world examples for what punish-
ment in our game can stand for34. These types of workplace misbehavior are documented in the
literature: Flory et al. (2016) present evidence that their temporary call center workers actively
sabotaged each other, and Belot and Schröder (2013) provide evidence for theft, misreporting and
mistakes that could be costly for the supervisors.

In the case of the sorting task, we interpret it from the perspective of a job seeker. Importantly,
we cannot interpret these decisions from the perspective of a worker who is already matched to a
team, because our experimental instructions did not include language that the participant is cur-
rently matched to a workplace and if so which one. For this reason, the sorting game is a test for
the effects of the policy on the extensive margin: what would happen if the wages become trans-
parency when the a workseeker searches for jobs and chooses among offers. On the other hand,
the punishment game measures the effect of the policy at the intensive margin, that is for those,
who are already matched to a workplace.

7 Conclusion

This paper shows that wage transparency can have unintended consequences on workplace hostil-
ity and on workers’ workplace choice. Both of these effects stem from the theoretical prediction of
social preferences under two conditions: people have inaccurate beliefs about the wage allocation
when wages are secret and people have social preferences. We find empirical evidence for both of
these mechanisms.

Our most surprising finding is the presence of peer punishment. Through the lens of Bartling
and Fischbacher (2012) punishment should follow the responsible actor. The peer punishment we
document is not consistent with this idea, as the coworkers were idle by-standers in the game. To
reconcile the peer punishment pattern, some form of inequality aversion is needed.

Documenting peer punishment has important consequences to policy as it shows that the agents
could partially undo the unequal allocations of the supervisor-like figure. This may be normatively
desirable in case of favoritism, but may be normatively undesirable in case of affirmative action
policies that allocate resources unequally to overcome previous inequalities. Finding ways to miti-

33Shirking has scope to lead to trouble for others especially in team settings, where individual outputs are difficult to
quantify but the success of others also depend on the project. If a person free-rides, others will need to complete their
task causing them to do overtime, canceled dinner plans and thus lower utility. For this reason shirking itself can be a
way of punishment.

34Note that the example work types we gave earlier – coding and clerical task on a free-lancing platform and the
call centers – are all workplaces where productivity spillovers between workers are possible and hence punishment is
possible.
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gate or increase peer punishment would be an interesting avenue for future research.
The broader message of the paper is that labor economics questions can be studied through

online experiments. The tight control of these experiments may provide important insights that
would not be possible with observational data or even field experimental settings. The cost of this
precision comes at the external validity front; we can speak only to those settings that share sim-
ilarities with our design: free-lancing and temporary work arrangements. However, some of our
findings are corroborated by field and observational evidence, increasing our confidence that our
results are plausible and may be relevant in other settings, too. Cullen and Perez-Truglia (2018a)
find in a large bank that workers’ beliefs are imperfect about their peers wages, and also point out
that workers treat horizontal and vertical wage information in hierarchies differently. Breza et al.
(2017) show that wage inequality breaks down cooperation, which is in line with our broader in-
terpretation of hostility. Finally, Falk et al. (2018) provide evidence on social preferences, and in
particular on retaliatory preferences, from several countries around the world. These pieces of field
evidence are compatible with our findings.

The second main point of the paper is that ideas from behavioral economics can be applied to
labor economics. These behavioral effects may seem small and relevant only at the margin35, but
in a general equilibrium framework they could still have meaningful effects if other self interested
players take the presence of behavioral agents into account.

35For example the punishment amounts are small in the game and less than the majority of the workers switch their
preferred team
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Table A1: Sample characteristics

Variable # obs Mean Std 10th 90th p:balance
dev. pctile pctile

Panel A: Demographic variables
female 287 0.491 0.501 0.209
age 292 31.9 10.0 20.0 46.0 0.208
region: northeast 294 0.197 0.399 0.479
region: midwest 294 0.197 0.399 0.102
region: south 294 0.364 0.482 0.110
region: west 294 0.241 0.429 0.351
race: american indian 294 0.031 0.173 0.011
race: asian 294 0.139 0.347 0.255
race: black 294 0.051 0.220 0.268
race: native hawaiian 294 0.010 0.101 0.100
race: white 294 0.786 0.411 0.100
race: other 294 0.037 0.190 0.049
hispanic 286 0.126 0.332 0.626
student 294 0.255 0.437 0.885
hh inc: less than $10,000 293 0.089 0.285 0.584
hh inc: $10,000 - $15,999 293 0.058 0.234 0.974
hh inc: $16,000 - $19,999 293 0.024 0.153 0.807
hh inc: $20,000 - $29,999 293 0.096 0.294 0.496
hh inc: $30,000 - $39,999 293 0.082 0.275 0.870
hh inc: $40,000 - $49,999 293 0.089 0.285 0.495
hh inc: $50,000 - $59,999 293 0.072 0.258 0.169
hh inc: $60,000 - $69,999 293 0.075 0.264 0.847
hh inc: $70,000 - $79,999 293 0.072 0.258 0.357
hh inc: $80,000 - $89,999 293 0.041 0.199 0.319
hh inc: $90,000 - $99,999 293 0.068 0.253 0.106
hh inc: $100,000 - $149,999 293 0.137 0.344 0.740
hh inc: more than $150,000 293 0.099 0.299 0.925
SES on 10 step ladder 293 5.14 1.78 3.00 7.00 0.721
pol: democrat 294 0.469 0.500 0.601
pol: republican 294 0.167 0.373 0.795
pol: independent 294 0.364 0.482 0.733
Panel B: Ability proxies
prolific score 294 100 1 99 100 0.310
estimation task absolute error 291 23.5 14.6 10.6 36.0 0.389
estimation task high accuracy 291 0.553 0.498 0.431
Panel C: Baseline Belief Measures
pr subjective accuracy bottom quartile 294 12.3 15.3 0.0 29.0 0.756
pr subjective accuracy lower middle quartile 294 24.4 17.1 4.0 49.0 0.414
pr subjective accuracy upper middle quartile 294 35.4 17.5 15.0 60.0 0.974
pr subjective accuracy top quartile 294 27.9 22.4 5.0 68.0 0.662
Notes: Table shows summary statistics for selected variables. Percentiles are omitted for binary variables. The fi-
nal column reports the p-value for testing equality of means of the baseline variables across treatment and control
groups in the punishment task, using heteroskedasticity-robust standard errors clustered by participants.
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